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Abstract

One of the motivating questions for many epidemiologists is “how quickly or widely will a

particular infection spread?" To answer this question, often epidemic models are used to

model the spread of a disease, with different epidemic models making different assumptions

about the development of the disease; for example, two similar epidemic models might

differ in whether they assume that people develop immunity after recovering from the

disease. The advantage of these epidemic models is that they can be used to quickly

estimate the epidemic model parameters, given an observed outbreak of a disease.

One assumption of most standard epidemic models is that an infectious individual has

an equal probability of spreading the disease to any susceptible person in a population.

The classical Susceptible-Infective-Recovered (SIR) model is an epidemic model with this

assumption, which says that any pair of individuals has an equal probability of having an

interaction [1]; when this interaction is between a susceptible and infectious individual,

we call this interaction adequate contact [1] if the interaction results in a susceptible

individual contracting the disease.

This assumption of equal probability of interaction (called homogeneous-mixing) can

be a restrictive and unreasonable assumption in situations where within a population

there are some pairs of individuals that never interact or some pairs of individuals that

interact with higher probability. A more general model considers networks, in which

nodes represent people and edges represent a possible path of infection; that is, if Node

A (infectious) and Node B (susceptible) don’t share an edge then Node A cannot directly

infect Node B. However without this homogeneous-mixing assumption, inference for the

epidemic model parameters can be computationally intensive.

This thesis will answer two questions:

1. given observed properties of the network and the final epidemic size(s), can we

efficiently estimate the epidemic model parameters; and,

xiii



2. given observed properties of the network and known times and types of events, can

we efficiently estimate the epidemic model parameters?

We will answer these questions by assuming the data came from the homogeneous-mixing

SIR model, and then estimating the epidemic model parameters. We then use a linear

model to adjust these estimates, which provides a fast way to estimate epidemic model

parameters. We will also show that the error of the models we present are, on average,

never greater than 0.2; that is, the estimated epidemic model parameters are on average

within 0.2 of the true epidemic model parameters.



Chapter 1

Introduction

Epidemic models are a popular tool in assisting decision makers to implement policies to

restrict the spread of an outbreak. This is especially true in the early stages of an outbreak.

Choosing an appropriate epidemic model is a balance between choosing a model that is

sufficiently complex that it accurately reflects the disease dynamics, and choosing a model

that is sufficiently simple that it allows for fast computation. An increasingly popular

strategy is to use network theory. Networks allow the incorporation of human behavioural

characteristics in epidemic models; an example of this could be students interacting with

their classmates more frequently then students in other classes.

Estimating the parameters of the epidemic model depends on the type of epidemic

data available. For example, final epidemic size data looks at the total number of people

infected by the disease over the course of the epidemic, while time-series data contains

information about the infection status of individuals at various stages of an epidemic. For

both of these types of data, estimating various epidemic model parameters can in principle

be achieved by using a maximum likelihood estimate. In fact, for an epidemic spread on

a network, epidemic model parameters can be estimated using a maximum likelihood

approach, however this is often very computationally intensive, and often impractical.

Our aim is to develop a method for estimating epidemic model parameters that is both

effective and efficient.

Modelling epidemics using network theory is an increasingly common approach [25, 31].

However many of these analyses use methods such as approximate Bayesian computation,

which can require a significant amount of computation time, and in some cases inference

for the epidemic parameters must by done at the same time of inference for the network

1



2

parameters [31]. While these analyses give significantly powerful results, one area that is

lacking in the literature is an efficient way of estimating the epidemic parameters.

We consider the Markovian SIR epidemiological model, in which people are classified

as being on one of three states: (S)usceptible, (I)nfectious, or (R)ecovered. The SIR

model assumes that people either stay in the susceptible group, or become infectious and

eventually recover, after which they become immune to the disease. As such, when we

refer to an ‘epidemic’ or ‘outbreak’, we will mean this in reference to the SIR model

(defined in Chapter 2). One of the assumptions of the SIR model is that people interact

with equal chance; that is, a person has the same chance of interacting with person A as

they do with person B. This can be an unrealistic assumption, especially when considering

social situations in which some people in a population will never interact, or some pairs

of people are more likely to interact with one another.

A method of building this social structure into a population is to use networks [12].

A network (also called a graph) is a set of nodes (also called vertices or points) that are

joined by edges, or lines between them [19, page 20].

In the context of epidemiology, the nodes are representative of people, and the edges

are representative of possible paths of infection; that is, if Node A and Node B don’t share

an edge then there is no way of either node directly infecting the other. Different types

of networks aim to capture different human behavioural characteristics. For example, a

basic type of random network assigns a probability, p, for an interaction between any two

individuals. This type of environment is one where human interaction occurs completely

at random; that is, an individual interact with everyone else in the population with the

same probability. Contrast this with a type of network that randomly assigns interactions

in a manner that results in clusters/cliques. In this situation, individuals interact with

some concern for geographical or social distance. Geographical distance relates to situ-

ations where interaction isn’t entirely decided by an individual, such as individuals in a

suburb who tend to interact with neighbours closer to them, and social distance relates to

situations in which individuals make careful choices about who they interact with, such

as at a party in which individuals may interact only with those that they previously know

or get on well with.

We will consider two types of random networks: the Gilbert-Erdös-Rényi and the

Keeling network. We should note that some authors will define the Gilbert-Erdös-Rényi

network as a random network and the Keeling network as a spatial network [22] however
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we will use the terminology random network to simply refer to the fact that the node

positions and edges are simulated randomly given network parameters.

In Chapter 2 we will outline some of the background material for epidemics, including

maximum likelihood estimation. This will mainly focus on the existing epidemic theory

that we use throughout the thesis.

In Chapter 3, we will define a network, as well as a method for extending the SIR

model to a network. The concept of how we generate networks will also be explored,

and the focus for Chapter 3 will be on the Gilbert-Erdös-Rényi network. By simulating

outbreaks on different Gilbert-Erdös-Rényi networks, we will look at two methods for

taking the final epidemic size(s) and properties of the network to estimate the ratio β̃/γ.

In Chapter 4, we will extend this work to a Keeling network, following the same process

as Chapter 3. We will also compare the results between Chapters 3 and 4 to demonstrate

how our methods perform on different network types.

We will extend this comparison of the network types in Chapter 5 by looking at

applying the Keeling network models to Gilbert-Erdös-Rényi data, and visa versa. We

will demonstrate how one of the modelling approaches for the Keeling network is actually

equivalent to the same modelling approach for the Gilbert-Erdös-Rényi network.

In Chapter 6 we will look at a particular type of time-series data for an epidemic on

a Gilbert-Erdös-Rényi network. By time-series data, we mean that we know when each

transition of the SIR model occurs and the type of transition.

Chapter 7 summarises our models used throughout the thesis, and the accuracy of

these models. Also emphasised is some of the possible extensions of our models.

Throughout the thesis, we will use two measures of how effective our models are: the

normalised residual sum of squares and the residual mean squared error. A definition of

these two error metrics, as well as a table of the different models and their corresponding

errors can be found in Appendix A.

We demonstrate two methods that can be used to efficiently estimate the parameters

of the SIR model, on two different network types. To our knowledge, the methods and

models we present have not been used previously. We also outline how these methods can

be used for application of real datasets, including:

1. how to choose the best model;

2. how to obtain a prediction/what we can predict; and,
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3. how to estimate the error for the prediction made.

We also examine how inappropriately using the models in Chapters 3 and 4 results in no

severe increase in error, thereby demonstrating the flexibility of these models.



Chapter 2

Background material

The main aim of this thesis is to develop methods for parameter estimation for an epidemic

on a network, where epidemic (or outbreak) refers to the Markovian SIR model. This

model is a Markov chain with state (S(t), I(t)), representing the number of susceptible

people (S) and the number of infectious people (I) in a population at time t. The state

space is given by {(s, i) : 0 ≤ s, i ≤ n, s+ i ≤ n}, where n is the pre-specified population

size. So given some state (s, i) we have the following possible events:

1. (s, i)→ (s− 1, i+ 1) with rate β̃si
n−1

;

2. (s, i)→ (s, i− 1) with rate γi.

where β̃ and γ are epidemic model parameters to be described below.

The first event represents a susceptible individual becoming infectious. To understand

the form of this rate, consider a susceptible individual being infected. For this to happen

there are three ‘events’ that need to occur: the susceptible has to have contact with

another person; the person contacted must be infectious; and the contact must result in

transmission [5]. This gives rise to the following rates and probabilities:

1. c, the rate of contact;

2. p, the probability that the contact is with an infectious individual (the suscepti-

ble can have contact with another susceptible, but this obviously doesn’t result in

infection); and,

3. υ, the probability that the contact results in a transmission.

5
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Therefore, the rate at which a susceptible individual becomes infected is given by the

product cpυ, and so we get the rate of any susceptible being infected as

scpυ.

The probability p that the contact was with an infectious individual (given contact oc-

curs) is i
n−1

because there are i infectious individuals and n− 1 possible contacts for each

susceptible. Indeed, one of the assumptions of the SIR model is that each pair of indi-

viduals is equally likely to interact; that is, an infectious individual has an equal chance

of spreading the infection to any susceptible individual (we call this the homogeneous-

mixing assumption). We should note that some people choose to parameterise the SIR

model with an n instead of an n− 1, however the difference between n and n− 1 becomes

negligible for large n.

So now we have the rate of infection as:

scυi

n− 1
=

siβ̃

n− 1
, where β̃ = cυ.

The second event represents recovery, i.e., an infectious individual recovers from the

disease (thus the ‘R’ in ‘SIR’). If each individual has the same rate of recovery, γ (another

assumption of the SIR model), and there are i infectious individuals, then the total rate of

a recovery event is γi. Note, 1/γ is the average infectious period of an infected individual.

Because the SIR model assumes that everyone in a population has the same con-

tact rate, c, and p is a uniform random sample, we will refer to the SIR model as the

homogeneous-mixing SIR model. We make this distinction because later we will consider

the SIR model on a network, thus giving a heterogeneous-mixing SIR model.

So given an initial state (s0, i0), population size n, and parameters β̃, γ, we can

produce realisations of this Markov chain using the so-called Gillespie algorithm [17], in

which the probability of an event is given by the rate of that event divided by the sum

of the rates of all possible events. Furthermore, the time at which the next event occurs

is drawn from an exponential distribution with mean equal to one divided by the sum of

the rates of all possible events. Simulating this process is outlined in Algorithm 1. For

all epidemic simulations in this thesis, we begin with one infectious individual, chosen

randomly, and n − 1 susceptible individuals. We continue to simulate realisations until

i = 0, which represents the end of an epidemic. This gives s0 +1 possible absorbing states,

(s0, 0), (s0 − 1, 0), . . . , (1, 0), (0, 0). The algorithm returns two quantities: Time, a vector
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with the times of each of the transitions, and Ne, the final epidemic size. The algorithm

can be modified to return Time and a vector of the transitions that occurred. Observing

Time and a vector of the transitions is referred to as time-series data, and this will be the

focus of our work in Chapter 6. For now, we will focus on final epidemic size data, where

the final epidemic size is the number of people infected over the course of the epidemic.

More specifically, the final epidemic size is

Ne = i0 + the number of susceptibles that were infected .

We note that for final epidemic size data, we can ignore lines 2, 7, and 12 of Algo-

rithm 1, as these lines only refer to how we simulate the time of the events, and not

simulating the transition times will speed up the simulation.

Our main work will be in taking the final epidemic size data from an outbreak on a

network (see later for how we do this) and estimating β̃/γ, which we will define as β for

simplicity. The reason we focus on estimating β is because it is the only quantity we can

estimate from the final epidemic size data under the homogeneous-mixing SIR model. We

can only estimate this quantity because in the homogeneous-mixing SIR model the final

epidemic size is time independent; that is, the time of the transitions is irrelevant and it

only matters how many people were infected.

Finally we should note that in Algorithm 1 we need to input a value for β̃ and γ. For

final epidemic size data, we can set γ = 1, and so β̃ = β, without loss of generality, in

Algorithm 1. This will simplify computations, as it allows us to simulate epidemics for

values of β rather than values of β̃ and γ. Obviously this will change when we want to

estimate the two parameters, β̃ and γ, separately.

2.1 Maximum likelihood estimate for β, based on final

epidemic size data

For the homogeneous-mixing SIR model and a fixed populations size, n, we are able to

calculate the likelihood for final epidemic size data given any value of β = β̃/γ. That

is, given a value for β, we can calculate the probability of a final epidemic size, Ne ∈

{1, 2, . . . , n}. Black and Ross present a highly-efficient and accurate method for finding

this likelihood [6]. Black and Ross use the Degree of Advancement representation of the

state space, in which the state space is given by {(Z1, Z2) : 0 ≤ Z1, Z2 ≤ n}, where
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Algorithm 1: SIR simulation
Input: n; β̃; γ; s0; i0

Output: Ne; Time

1 k = 0;

2 Time = [0];

3 while ik 6= 0 do

4 if sk = 0 then

5 (sk+1, ik+1) = (0, ik − 1);

6 R ∼ exp {γ × ik};

7 Time = [Time, T ime[k + 1] +R];

8 k = k + 1;

9 end

10 else

11 R ∼ exp{γ × ik + β̃ × ik × sk/(n− 1)};

12 Time = [Time, T ime[k + 1] +R];

13 p = γ×ik
γ×ik+β̃×ik×sk/(n−1)

;

14 prob ∼ Unif(0, 1);

15 if prob < p then

16 (sk+1, ik+1) = (sk, ik − 1);

17 k = k + 1;

18 end

19 else

20 (sk+1, ik+1) = (sk − 1, ik + 1);

21 k = k + 1;

22 end

23 end

24 Ne = n− sk;

25 end
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Z1 represents the number of infection events and Z2 represents the number of recovery

events.

0 1 2
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Figure 2.1: Black and Ross’ co-loxicographical ordering of the SIR states, for a population

of n = 3 (from Back and Ross’ paper [6]).

Using a co-lexicographical ordering of these states, they evaluate the probability mass

function of final epidemic size. Consider Figure 2.1 (where n = 3), where for any given

state (say state 6), moving right in the grid (increasing Z1 by one) represents an infection

event (which happens with rate (Z1−Z2)× (N −Z1)× β̃/(N − 1)), and moving upwards

in the grid (increasing Z2 by one) represents a recovery event (which happens with rate

(Z1−Z2)× γ). So for any given state we have the probabilities of moving to the right or

upward in the grid. As previously mentioned, these probabilities are given by the ratio of

the rate to the sum of the total rates.

In Figure 2.1 the states along the diagonal (States 1, 5, 8 and 10) represent the final

epidemic size states of zero, one, two, and three and so by using forward substitution we

are able to get the probability of a final epidemic size of zero, one, two and three.

Consider having one infectious individual in a population of size three, so we begin in

State 2. A final epidemic size of three can be obtained by following two possible paths:

2→ 3→ 4→ 7→ 9→ 10, or 2→ 3→ 6→ 7→ 9→ 10, where the probability of these

paths can easily be obtained using the rates (Z1−Z2)× (N −Z1)× β̃/(N − 1) of moving

to the right in the grid and (Z1 − Z2)× γ of moving upward in the grid.

For maximum likelihood estimation, consider observing 10 final epidemic sizes (labelled

Ne1, Ne2, . . . , Ne10) that we simulated from a homogeneous-mixing SIR model with a

value of β between 1 and 7. To get a maximum likelihood estimate of β for this data we

use Algorithm 2. The approach works by finding the likelihood of the final epidemic size

data for a range of candidate β values. We then take the maximum likelihood estimate
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of β to be the candidate value that gave the largest probability of observing those final

epidemic sizes.

Algorithm 2: Maximum likelihood estimate
Input: βmin; βstepsize; βmax; Ne1; . . .; Ne10.

Output: β̂

1 for β = [βmin : βstepsize : βmax] do

2 Calculate P (β,Ne) = (P (Ne = 0|β), P (Ne = 1|β), . . . , P (Ne = max(Ne)|β));

3 Get the likelihood for β as L(d|β) = P (β,Ne11)×P (β,Ne2)× . . .×P (β,Ne10);

4 end

5 Set β̂ = maxβL(d|β);

An alternate approach to maximum likelihood estimation is to use an optimisation

algorithm to maximise the likelihood.



Chapter 3

Gilbert-Erdös-Rényi network

The focus of this chapter is estimating β = β̃/γ from final epidemic size data on a

network. Under the homogeneous-mixing SIR model, final epidemic size data can be

used to estimate only the ratio of β̃ to γ. However, one of the assumptions of using

the homogeneous-mixing SIR model is that every person in a population has a constant

probability of ‘contact’ with any other individual.

The motivation for using a ‘network’ comes from the fact that we want a model

without this assumption, and a network is one way to do this. We will begin this chapter

by defining a network and looking at a specific type of network, called the Gilbert-Erdös-

Rényi network. Building on that, we will explain what we mean by an ‘epidemic on

a network’, which comes from combining networks with the homogeneous-mixing SIR

framework. Finally, we will look at two ways of estimating β for epidemics spread on

Gilbert-Erdös-Rényi networks.

3.1 Network theory

Many disease models assume that the probability of contact between any two individuals

is constant for every pair of individuals. We aim to remove this assumption by using a

network. A network (also called a graph) is a collection of nodes (representing people,

also called vertices) with edges between them (in our case, representing a possible path

of infection). We represent these edges in an n× n adjacency matrix, A, defined as

Ai,j =

1, if there exists an edge between nodes i and j;

0, if there does not exist an edge between nodes i and j,

11



3.1. NETWORK THEORY 12

where n is the number of nodes in the network. Networks can either be directed - that

is, the edges have an associated direction - or undirected - that is, the edges have no

associated direction [19, page 21]. In a directed network, if node i has a directed edge

to node j, then node j will not necessarily have a directed edge to node i; with respect

to an epidemic on a directed network, this would be equivalent to stating that node i

can infect node j with a disease, but node j cannot infect node i. Given that infection

occurs in the homogeneous-mixing SIR model after “adequate contact" [1] between any

two nodes/people, we have decided that the networks we look at should be undirected.

This means that the adjacency matrix is symmetric.

One of the things we are interested in when studying networks is how connected the

network is. We can assess this by considering three measures/properties of a network as

discussed by Keeling and Eames [20]:

• number of pairs: the number of nodes that are connected by an edge;

• number of triples: number of nodes that are connected by a path of length two; and

• number of triangles: number of paths that connect a node to itself in a path of

length three.

Each of these three measures can be calculated easily from the adjacency matrix, A, as

follows:

• number of pairs = ||A|| =
∑

i,j Ai,j;

• number of triples = ||A2|| − trace(A2); and

• number of triangles = trace(A3).

Consider the network in Figure 3.1. This network has eight pairs, 10 triples and six

triangles, because of the fact that we are looking at a directionless network, and so each

of the four edges represents two pairs, and the one triangular shape (shape between Nodes

1, 2 and 3) represents six triangles. We note that we could use normalised versions of

these network properties, by dividing the number of pairs and number of triples by two

and dividing the number of triangles by six, however we have chosen to use the original

version of these network measures.
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Figure 3.1: A network with four nodes, and some edges between these nodes.

The number of pairs in the network is simply a scaled version of the average node

degree, which is given by
∑

i,j Ai,j/n; that is, the number of pairs in a network divided

by n is the average number of edges for each node.

When we refer to network properties/measures, we will be referring to the number of

pairs, triples and triangles. We will demonstrate two methods for estimating β that use

the network properties. For now however, we want to demonstrate how we can simulate

realisations of the SIR model on a network.

3.1.1 Epidemics on networks

Under the homogeneous-mixing SIR model, given the current state of the process, (s, i),

we can use the parameters β̃ and γ to simulate an event to get the next state of the

process. The simplicity of the homogeneous-mixing SIR model comes from the fact that

there are only two possible events (either a recovery, (s, i) → (s, i − 1) or an infection

(s, i)→ (s− 1, i+ 1)).

However, when considering an epidemic on a network, the spread of an infection can

only occur along an edge, and so we now need to know the state of each individual

(either S, I, or R). If we define Ni as the state of node i (Ni = 0 representing susceptible,

Ni = 1 representing infectious, and Ni = 2 representing recovered) then our state space

is {(N1, . . . , Nn)}.

So the possible transitions we can have at each stage of the simulation can be obtained

by considering the possible transition for each node. Consider for some arbitrary node,

k, the two possible transitions:
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1. If node k is susceptible, then it can become infected with rate
β̃ × ik
n− 1

, where ik is

the number of infectious individuals that node k shares an edge with; or

2. If node k is infectious, then it recovers with rate γ.

As such, susceptible nodes that share no edges with infected nodes, and all recovered

nodes, remain in their current state. We note that if there exists an edge between each

pair of nodes (which we call a fully connected network) then simulating an epidemic on the

network is equivalent to simulating the homogeneous-mixing SIR model, i.e., the models

are equivalent. The concept of simulating an epidemic on a fully connected network

being equivalent to simulating the homogeneous-mixing SIR model will become important

subsequently.

We will outline how to simulate infections on networks according to the SIR framework

with the following example. A network is given in the upper plot of Figure 3.2, where we

have five nodes and Node 2 is infectious while Nodes 1, 3, 4 and 5 are susceptible. When

we begin simulating an epidemic on this network we have the following possible events:

• Node 2 can recover with rate γ; this would stop the simulation and we would have

a final epidemic size of one;

• Node 3 can be infected by Node 2 with rate β̃/4 (the 4 comes from the fact that

there are only n = 5 nodes in this example);

• Node 1 can be infected by Node 2 with rate β̃/4; or,

• Node 4 can be infected by Node 2 with rate β̃/4.

Whichever of these events occur, we simulate the time at which the event occurs by

simulating a realisation from an exponential distribution with a mean of

1

γ + 3β̃/4
,

and we call this realisation t1. Suppose the event that occurs is Node 3 is infected by

Node 2. This event is shown in the lower plot of Figure 3.2. Now we have the following

possible events:

• Node 2 can recover with rate γ;

• Node 3 can recover with rate γ;
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• Node 1 can be infected by node 2 or 3 with total rate of infection of 2× β̃/4; or,

• Node 4 can be infected by node 2 with rate β̃/4,

where the time of the event occurring is given by

t1 + t∗

where t∗ is a simulated realisation from an exponential distribution with mean

1

2γ + 3β̃/4
.

We would continue to simulate events until there was no more infectious nodes. This

example demonstrates how we simulate epidemics on networks.

It is interesting to note that in Figure 3.2, Node 5 doesn’t share an edge with any nodes.

This represents a scenario in which we have more than one ‘component’. A component

is a collection of nodes that are all joined by some path of edges, but no nodes in the

collection share an edge with a node outside the collection [19, page 26]. For Figure 3.2,

we have two components: {1, 2, 3, 4} and {5}. None of the networks we simulate in the

thesis have more than one component.

We note that for final epidemic size data, we only record the state that each node is

in (either susceptible or recovered) at the end of the epidemic. This allows simulation to

be quite fast, as we don’t need to simulate the exponential holding times.

To recap, we have defined a network, and outlined how to simulate an epidemic on

a network using the SIR framework. We have also explored some aspects of networks,

such as the fully connected network and components, however the most relevant aspect of

networks for this thesis will be the three network properties that describe how connected

or clustered the network is. In the next section we will explore one possible type of

network, a Gilbert-Erdös-Rényi network.

3.1.2 Gilbert-Erdös-Rényi network

What differentiates types of networks is how the nodes and edges are simulated. The

first type of random network we will consider is the Gilbert-Erdös-Rényi network [11, 16].

The Gilbert-Erdös-Rényi network is a random network first introduced by Paul Erdös and

Alfréd Rényi and then independently later by Edgar Gilbert, although Gilbert’s version

was varied slightly in how the network was generated [16]. Given that we use Gilbert’s
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Figure 3.2: Upper plot: A sample network with 5 nodes, 5 edges, and one infected node;

Lower plot: Node 3 is infected by Node 2.
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version to simulate networks, we will refer to the network as the Gilbert-Erdös-Rényi

network, however some authors simply refer to this network as the Erdös-Rényi network.

The Gilbert-Erdös-Rényi network is a network in which the nodes are placed uniformly on

some grid (such as the unit square) and the edges between nodes are simulated according

to Bernoulli trials, with probability of success p (this p is the same for each pair of

nodes) [11] [16]. Algorithm 3 outlines a process for simulating a Gilbert-Erdös-Rényi

network, in which an edge is placed between each pair of nodes with probability, p. We

output values V , a matrix of node positions, and A, the adjacency matrix.

Algorithm 3: Simulating a Gilbert-Erdös-Rényi network
Input: n; p; (X1, X2); (Y1, Y2)

Output: Node positions, V ; adjacency matrix, A = zeros(n, n)

1 Simulate n node positions randomly by choosing an x-coordinate uniformly

between X1 and X2 and a y-coordinate uniformly between Y1 and Y2;

2 for each node i ∈ 1 : n− 1 do

3 for each node j ∈ i+ 1 : n do

4 Sample a value, U , from a uniform distribution between 0 and 1

(U ∼ unif(0, 1));

5 if U < p then

6 A(i, j) = 1;

7 A(j, i) = 1;

8 end

9 end

10 end

The total number of possible edges in a network is
(
n
2

)
, and so for the Gilbert-Erdös-

Rényi network the number of edges is distributed according to a binomial(
(
n
2

)
, p) distri-

bution. Therefore, one property of the Gilbert-Erdös-Rényi network is that as p increases,

the expected number of edges,
(
n
2

)
p, also increases. Furthermore, if p = 1 then simulating

a Gilbert-Erdös-Rényi network gives a fully connected network, as every time we consider

an edge between nodes i and j, we place an edge with probability one.

In this chapter, our aim is to take network properties and final epidemic sizes of

epidemics spread on a Gilbert-Erdös-Rényi network and estimate the ratio β.
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3.2 Assumed knowledge of the network

As mentioned, we want to be able to estimate β from observed final epidemic size(s) and

observed network properties. We focus on observing the network properties because it

seems unlikely that we would observe all the edges in a network. Our idea is that all of

the information influencing how an epidemic spreads on a network can be summarised in

the network properties. However, we should first explore how we could estimate β given

observed final epidemic size(s) and the entire network (by observing the entire network

we simply mean observing edges).

If we know the entire network, and computation time is not a constraint, then we are

able to estimate β by constructing a likelihood and then maximise the likelihood. The

likelihood for 10 observed final epidemic sizes, labelled Ne1, . . . , Ne10, would look like:

L(β, d) = P (Ne = Ne1|β)× . . .× P (Ne = Ne10|β),

where we evaluate P (Ne = Nei|β) by multiplying over the probability of observing all

possible ‘paths’ that give a final epidemic size of Nei (a path is simply defined as the

sequence of events). For example, consider observing a final epidemic size of three in

Figure 3.3. One possible path would be

Node 4 infected by Node 1; Node 4 recovers; Node 9 infected by Node 1;

Node 9 recovers; Node 1 recovers.

To obtain the probability of observing this path given some values for β̃ and γ, consider

the probabilities of each transition:

• P (Node 4 infected by Node 1) =
β̃
n−1

4β̃
n−1

+γ
;

• P (Node 4 recovers) = γ
6β̃
n−1

+2γ
;

• P (Node 9 infected by Node 1) =
β̃
n−1

3β̃
n−1

+γ
;

• P (Node 9 recovers) = γ
4β̃
n−1

+2γ
;

• P (Node 1 recovers) = γ
2β̃
n−1

+γ
,

where each of these probabilities is conditional on the previous events; that is,

P (Node 1 recovers) = P (Node 1 recovers | Nodes 4 and 9 are recovered

and Nodes 5 and 6 are susceptible) .
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Figure 3.3: A network with 10 nodes

This gives the total probability of observing the path as:(
β̃
n−1

)2

γ3(
4β̃
n−1

+ γ
)(

6β̃
n−1

+ 2γ
)(

3β̃
n−1

+ γ
)(

4β̃
n−1

+ 2γ
)(

2β̃
n−1

+ γ
) . (Path Probability 1)

In this example, we observe a infection event by observing not only which susceptible node

was infected, but also the infectious node that infected the susceptible node. Alternately

we could just observe which node was infected, however this will only partially simplify

our calculation of the probability.

Being able to estimate the epidemic parameters using a maximum likelihood approach

is a powerful approach in epidemic model parameter estimation. However the disadvan-

tage of this approach is the computation time required. In order to evaluate P (Ne = Nei)

we are required to search over all possible paths that give the final epidemic size, Nei,

which becomes more complex as Nei increases. As such, our work will focus on developing

a faster method for estimating β, that has the added advantage of only requiring us to

observe network properties and not the entire network.

3.3 A model based on an auxiliary estimate

The spread of a computer virus is a possible situation in which all edges (in this case

computer connections) of the network is observed. However it is not often the case from

observational studies that all the edges of a network are known.

Consider the scenario where we do not observe the entire network, but instead a
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summary of the network. In our case, this will be the network properties, the number of

pairs, number of triples and number of triangles.

The focus of the rest of this chapter will be to find a fast and simple method for

estimating β given we only observe the final epidemic size (or final epidemic sizes) and

the three network properties: the number of pairs, triples and triangles. We will attempt

to do this using two different approaches. The first will focus on taking the final epidemic

size(s) and estimating an ‘auxiliary estimate’ of β that is then modified using the network

properties (in Section 3.3). The second will focus on fitting a regression spline between β

and the final epidemic sizes and network properties (in Section 3.4).

3.3.1 Auxiliary likelihoods and auxiliary estimates

Our method is motivated by the paper by Drovandi et al. [10]. In this paper the authors

use a parametric auxiliary likelihood to estimate parameters of a model with an intractable

likelihood. The background to the paper is Approximate Bayesian Computation and

Indirect Inference.

Consider the problem of estimating the parameter θ, that generated some observed

dataset d, where we know that the data came from some Markov chain. There are multiple

ways of doing this if we have the likelihood of the data, such as simply maximising the

likelihood to get a maximum likelihood estimate, θ̂. However, some Markov chains may

not have a tractable likelihood, which means we cannot evaluate a maximum likelihood

estimate or perform standard Bayesian inference. Approximate Bayesian Computation

(ABC) is a technique for numerical approximation of the posterior distribution of model

parameters, when the likelihood of the model is unknown or intractable. Instead of a

likelihood, ABC compares two datasets, d1 and d2, and evaluates how ‘close’ they are,

with the idea being that the closer the datasets are then the closer the parameter values

that generated them, θ1 and θ2. ABC simulates a range of candidate values for θ, and then

simulates an artificial dataset for that value of θ. This artificial dataset is then compared

to the observed dataset. If the datasets are close, then the candidate θ might be a good

estimate for the true θ, and if the datasets are not close then the simulated θ might be a

poor estimate for the true θ. A good summary of these types of likelihood-free algorithms

can be found in Marjoram et al. [24]. Algorithm 4 outlines the ABC algorithm.

Candidate values, θ∗, are simulated from some prior distribution, and these candidate
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Algorithm 4: Approximate Bayesian Computation (ABC) algorithm [24]
Input: Observed dataset, d; Summary statistic, S(d); Prior, π(θ); Model p(d|θ);

Iteration number T ; Tolerance level, ε

Output: Retained θ∗ values

1 Calculate S(d);

2 for i ∈ 1 : T do

3 Simulate θ∗ ∼ π(θ);

4 Simulate d∗ ∼ p(.|θ∗);

5 if |S(d∗)− S(d)| ≤ ε then

6 Retain the value θ∗

7 else

8 Reject θ∗

9 end

10 end

values give rise to a candidate dataset, d∗, which is compared to the observed dataset

d. Results do vary depending on the value of T and ε, which determine the number of

iterations and the tolerance level for how ‘close’ the two datasets have to be, respectively.

This does require some tuning to determine an optimal T and ε, however we will not

discuss this problem here given we won’t be using the ABC algorithm. One of the key

ABC problems is in finding a summary statistic, S, that summarises the data without

losing any key information. The idea of the summary statistic is to summarise the data

sets (d and d∗) so that they can be easily compared. Ideally, the summary statistic S(·)

will have a significantly lower dimension than the datasets d, but in such a way that no

error is introduced by applying S(·) to the datasets; if we have this situation we call S(·)

a sufficient summary statistic. However, one of the main issues with ABC is in choosing

an appropriate summary of the data, S(·).

The second method to consider is Indirect Inference. Indirect Inference (II) is intro-

duced in the paper by Gourieroux, Monfort and Renault, in which they explain “inference

methods which are based on an ‘incorrect’ criterion" [18]. II is a method for estimating

parameters of models with an intractable likelihood. Suppose we have some dynamic pro-

cess y(θ), where θ are the parameters of the model. Also suppose we have some function Q

which is “based on approximations of the likelihood function" [18]. Given some observed
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data (observed process), we can formulate an estimate, η, based on the function Q. We

then simulate H processes for some θ∗ and formulate an estimate ηh for h = 1, . . . , H,

which then gives:

θ̂ = argmin
θ∗

1

H

H∑
h=1

η − ηh

II is similar to ABC in the use of simulated datasets compared to the real dataset, however

it differs in the use of the function Q, an approximation of the true likelihood. Essentially,

II is performing inference based on the function Q, when in fact Q is not the true likelihood

for the data, thus the “incorrect criterion" [18].

The key idea behind a paper entitled “Approximate Bayesian computation using in-

direct inference" by Drovandi, Pettitt and Faddy [9] is that you can use the Indirect

Inference approach to define the summary statistic used in Algorithm 4. In the paper,

the authors present a “novel approach for developing summary statistics for use in ap-

proximate Bayesian computation" [9]. Approximate Bayesian computation with Indirect

Inference (ABC II) is essentially a method that uses indirect inference principles to find a

summary statistic that is used in the approximate Bayesian computation algorithm. Con-

sider observing data, d, from a model, p(θ), with the aim of estimating θ given the data.

Under ABC II, an “auxiliary model" that has a tractable likelihood is developed, where

the parameters of this model are θAux [9]. The idea is to apply this auxiliary model to

the data in order to estimate the parameter θAux, called θ̂Aux. ABC is then implemented

with θ̂Aux in place of the summary statistics. The only condition we have on the auxiliary

model is that it has a tractable likelihood, although the results of ABC II are improved

for an auxiliary model that is close to the true model. In the paper, the authors apply

this method to macroparasite population evolution data [9].

One of the issues with getting a maximum likelihood estimate for β when we observe

the entire network is the likelihood is computationally intractable. Applying a similar

auxiliary model methodology, our aim is to apply an auxiliary model to network epidemic

data. Just as Drovandi et al. used an auxiliary model in ABC, we will define a similar

concept; an ‘auxiliary estimate’ for β. The auxiliary estimate is defined as:

the estimate we get from Algorithm 2 when we have observed final epidemic

sizes that came from a Gilbert-Erdös-Rényi network, with p < 1.

That is, we are going to observe final epidemic sizes from an epidemic spread on a network,

assume that these final epidemic sizes came from a fully connected network, and then
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estimate a value of β under this assumption. Now clearly the assumption we are making

is incorrect, but what we are actually doing is placing an approximation of the true

likelihood over the data and using that approximate likelihood to do inference.

The auxiliary estimate for β is unlikely to be a precise estimate for β. However, we

will attempt to overcome this by modifying the auxiliary estimate based on the network

properties. We will refer to the auxiliary estimate for β either as βAux or betaAux. The

former will be used when describing the auxiliary estimate generically and the latter will

be used when we are talking about an actual value/values of the auxiliary estimate, as

calculated in R [29]. An outline of the process for calculating betaAux can be found in

Algorithm 5. For the work we will do in Chapters 3 and 4 we will use 10 final epidemic

sizes (X = 10 in Algorithm 2).

Algorithm 5: Calculating the auxiliary estimate for β,betaAux
Input: βmin; βstepsize; βmax; Ne1, . . . , NeX

Output: βAux

1 Feed the X final epidemic sizes and β arguments into Algorithm 2, assuming that

the final epidemic sizes came from a fully connected network;

2 Set βAux equal to the output from Algorithm 2.

In the next section we will explain in more detail some of the properties of the auxiliary

estimate as well as how we use it and the network properties to estimate β.

3.3.2 Fitting an auxiliary estimate model

We will now use the auxiliary estimate as a way of estimating β. To check how accurate

the auxiliary estimate is by itself, consider Figure 3.4 which gives values of β against βAux

for varying values of p in the Gilbert-Erdös-Rényi network. The results in Figure 3.4

are produced by taking each p = 0.1, . . . , 0.9 and generating five Gilbert-Erdös-Rényi

networks (45 networks in total) with n = 100. On each network we generate 10 final

epidemic sizes for each β = 1, 1.1, . . . , 7, where the range of β values considered is based

on a reasonable exploration of an appropriate β-space (we will explore this in more detail

later). We then take these 10 final epidemic sizes and calculate a βAux value. We note

that the values of β are not rescaled depending on the value of p.

For p = 0.8, 0.9, there is relatively good agreement between the true β and auxiliary
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Figure 3.4: β against βAux, separated by the value of p.

estimate, while for p = 0.1, 0.2, 0.3 there is poor agreement. This is mostly expected,

because as p increases, the number of edges increases (on average), which means the

homogeneous-mixing SIR likelihood that we apply to the data is a closer approximation

to the true likelihood, and thus the auxiliary estimate is closer to the true value β.

Therefore, for low values of p we need to make a larger correction to βAux, contrasting

high values of p which require a smaller correction (if any) to βAux. Essentially this can

be thought of as “missing-not-at-random", in which the structure of the network means

that there we never observe the higher final epidemic sizes associated with larger values

of β.

Ideally, we would capture this inverse relationship between p and the correction ap-

plied to the auxiliary estimate, however knowledge of p is in many cases an unreasonable

assumption. Instead, we assume that we observe the number of pairs, number of triples

and number of triangles. However, as p increases the number of edges increases, and

as such the number of pairs, number of triples and number of triangles in the network

increases (on average). Therefore we will use a linear model to capture the inverse rela-

tionship between the value of the network properties and the correction applied to the

auxiliary estimate.

To do this we will simulate two datasets, a training and test set, which capture a

reasonable amount of the possible parameter space. The algorithm for simulating the

datasets can be found in Algorithm 6. Simulating multiple networks for each value of p is

based on the idea of taking an expectation over the network, conditional on the network

properties.
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Algorithm 6: Simulating a dataset for betaAux approach
Input: pmin, pstep, pmax; βmin, βstep, βmax; n

Output: Dataframe

1 Define p− space = [pmin : pstep : pmax] and β − space = [βmin : βstep : βmax];

2 for p ∈ p− space do

3 for i ∈ 1 : 5 do

4 Simulate a network using the values of p and n;

5 Calculate the network properties (number of pairs, triples and triangles);

6 for β ∈ β − space do

7 Simulate 10 outbreaks on the network using the value of β;

8 Use the 10 final epidemic sizes to estimate one value βAux;

9 end

10 Record the following values in a data frame as one entry: p, β, βAux, pairs,

triples, triangles, Ne1, . . . , Ne10.
11 end

12 end

For the training and test set, we will set the input parameters to n = 100, but

have a different p − space; the training set will have a p − space based on a reasonable

exploration of the parameter space, however we will reduce the p− space for the test set

in order to easily visualise the results. The p − space for the training set is defined as

p-space = {0.05, 0.1, 0.15, . . . , 0.95} (so pmin = 0.05, pstep = 0.05, pmax = 0.95), given that

we want to search over a sufficient range, however for the test set we will only search

over the grid {0.1, 0.2, . . . , 0.9} (pmin = 0.1, pstep = 0.1, pmax = 0.9), simply because it

will make it easier to check the effectiveness of the model visually. For the β − space,

we will consider β − space = {1, 1.1, . . . , 7} (so βmin = 1, βstep = 0.1, βmax = 7). The

β − space is based on a ‘reasonable’ space to search over, given that for β < 1 we expect

an average final epidemic size of approximately 1 and for β > 7 we expect an average

final epidemic size close to 100. Both of these extreme cases represent an identifiability

problem. Consider an average final epidemic size of approximately 100, which represents

everyone in the population being infected by the disease. There would be no way of

determining (from final epidemic size alone) whether the true value of β was 10.3 or 52.8,

etc. So an average final epidemic size too large (or similarly for a final epidemic size too
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small) gives rise to an identifiability issue. Therefore we have chosen to place a restriction

on our training and test sets, so that we consider only values of (p, β) that give an average

final epidemic size in the range 10 to 90. We will explore later how adjusting these final

epidemic size bounds can change our prediction errors, and further justify why limiting

the final epidemic size to be between 10 and 90 is a sensible choice.

One of the key reasons we simulate multiple epidemics on the same network is because

we need multiple observed final epidemic sizes in order to get an accurate prediction

of βAux. Furthermore, these observed final epidemic sizes need to come from the same

network in order to accurately capture the relationship between the auxiliary estimate of

β and the network properties.

Having simulated the data, we build the model:

betai =β0 + β1betaAuxi + β2pairsi + β3triplesi + β4trianglesi (3.1)

+β5betaAuxi ∗ pairsi + β6betaAuxi ∗ triplesi + β7betaAuxi ∗ trianglesi + εi.

where εi is an error terms, εi ∼ N(0, σ2). Note that we will use β and beta interchangeably,

using the former for a general reference to β and the later for reference to a specific model.

Model 3.1 regresses beta on the auxiliary estimate, betaAux, as well as interaction terms

between the three network properties, and the model is then applied to the test set to get

predicted values for β, which we refer to as β∗model no.. However the test set is generated, so

we know the true value for β. This allows for model checking based on prediction errors.

Throughout the thesis we quantify model effectiveness by looking at two types of errors:

• NRSS: The normalised residual sum of squares∑
all observations

(β − β∗3.1)2

β
,

where all observations come from the test set.

• RMSE: The residual mean squared error∑
all observations

1

n
(β − β∗3.1)2.

For Model 3.1 we have a NRSS of 62.75 and a RMSE of 0.1564, and a plot of β against

β∗3.1, separated by p, is found in Figure 3.5.

Figure 3.5 shows good agreement between the true value of β and the predicted value,

which highlights that the auxiliary estimate approach is an effective approach for esti-

mating the true value of β. We now check whether the model satisfies the linear model
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Figure 3.5: The true value of β against the predicted value of β using Model 3.1.

assumptions, because if they are satisfied we may calculate confidence and prediction in-

tervals. For now, we will check linearity by examining the plots of residuals vs fitted values

and residuals vs covariates. Consider the plot of residuals against betaAux in Figure 3.6.
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Figure 3.6: Residuals vs betaAux for the simple model.

What we notice from this plot is that there appears to be a squared or cubic trend,

which suggests that we should include a squared or cubic term for betaAux in the model.

To further investigate this, we will regress beta on:

(betaAux+ betaAux2) ∗ (pairs+ triples+ triangles), (3.2)

(betaAux+ betaAux2 + betaAux3) ∗ (pairs+ triples+ triangles), (3.3)

Table 3.1 gives the three models and their corresponding errors; this will allow us to
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choose the best model. The squared and cubic models include all lower order terms, as

well as interaction terms with the three network properties.

Errors Model 3.1 Model 3.2 Model 3.3

NRSS 62.75 63.02 55.87

RMSE 0.1564 0.1499 0.1359

Table 3.1: Model 3.1, Model 3.2, and Model 3.3 and their corresponding normalised resid-

ual sum of squares (NRSS) and residual mean squared error (RMSE).

Table 3.1 shows that taking a squared term (Model (3.2)) gives a larger NRSS com-

pared to the model with no polynomial terms (Model 3.1), but a smaller RMSE. Given

these conflicting results, we should be cautious of drawing any conclusions here. However,

what is significant is the fact that the model with the smallest normalised residual sum

of squares and residual mean squared error is the model with a cubic term, Model (3.3).

We therefore conclude that the model should include a squared and cubic term, however

we should emphasize that even without the squared or cubic term the auxiliary model

approach works incredibly well, as shown by the error terms and Figure 3.6.

Model 3.3 (the cubic model) currently has 15 covariates and in the following sections

we will consider:

1. reducing this model;

2. random effects and the issue of collinearity;

3. alternate model selection; and,

4. assumption checking.

3.3.3 Reducing the model

Given our best model, Model (3.3), has 15 covariates we should check for any insignificant

terms; that is, are there any terms in our model that can be removed. There are two

approaches that we will consider when it comes to reducing our model. The first is based

on a step down p-value criterion where we take the term with the highest p-value and

implement the hypothesis test H0 : βi = 0, HA : βi 6= 0. If the associated p-value is

greater than 0.05 then the term is removed and we move to the next term with the
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updated highest p-value. Removing a term is equivalent to saying that the term is not

statistically significantly different from 0, at a 5% significance. We stop this reduction

process when the highest p-value is less than 0.05.

The second approach will reduce the model by using k-fold cross-validation, which

uses some entries of the training set to predict other entries of the training set, and thus

get a prediction error [3]. We then take the best model as the model with the smallest

cross-validation error. The algorithm for obtaining the k-fold cross-validation error can

be found in Algorithm 7.

Algorithm 7: k-fold Cross Validation
Input: Model; Training set; k

Output: CV

1 Divide the training set randomly in K roughly equal-sized parts;

2 for K ∈ 1 : k do

3 Let K(i) be the K-th part of the data, and let −K(i) be the other k − 1 parts

of the data;

4 Let Kn be the number of entries in the K(i);

5 Fit the Model using the k − 1 parts;

6 for i ∈ 1 : Kn do

7 Use the fitted model to predict the i-th entry; call this prediction ŷ−K(i)
i ;

8 end

9 end

10 Calculate the CV sum of squares,

CV =
1

n

n∑
i=1

(
yi − ŷ−K(i)

i

)2

First we consider the p-value based reduction. The terms that we remove, in order,

are:

• betaAux : triangles, with an associated p-value of 0.233;

• betaAux2 : triangles, with an associated p-value of 0.411 (this is the p-value after

we remove betaAux : triangles).
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Table 3.2 gives the covariates and their estimates, all of which have associated p-values

< 0.05, with the largest p-value being 0.000485.

Dependent variable:

beta

betaAux −6.134

I(betaAux2) 6.363

I(betaAux3) −1.465

pairs −0.004

triples 0.00005

triangles −0.00002

betaAux : pairs 0.001

betaAux : triples −0.00001

betaAux2:pairs −0.001

betaAux2:triples 0.00001

betaAux3:pairs 0.0004

betaAux3:triples −3.412× 10−6

betaAux3:triangles 9.383× 10−7

Constant 12.412

Table 3.2: The estimated regression coefficients for the terms after we reduce the model

on a p-value criterion.

The second approach to model reductions is to use k-fold cross validation to obtain

a cross validation error, that is subsequently used to choose the best model. We will

consider seven different models, and for each model we will calculate the cross validation

prediction error for K = 2, . . . , 10. The seven models we will consider are:

• Full: The model that includes the betaAux term, the squared and cubic of betaAux,

and all the interaction terms between these three terms and the three network

properties.

• Squared: The model with all interaction terms, but we remove the cubic term.
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• NoPoly: The model with no polynomial terms for betaAux.

• PV al: The model we got from the p-value reduction.

• Eg1: The p-value model with betaAux3 : triangles removed.

• Eg2: The p-value model with betaAux3 : triangles and triangles removed (includ-

ing all interaction terms).

• Eg3: The p-value model with triples and triangles removed, i.e., pairs is the only

network property.

The last three models are based on the idea that there is strong correlation between

pairs and the other two network properties, triples and triangles. In fact, the correlation

between pairs and triples is 0.97, and the correlation between pairs and triangles is 0.92.

The top plot of Figure 3.7 shows the cross validation errors for the seven models across

all the values of k that we considered, k = 2, . . . , 10; k ≤ 10 is generally accepted as a

reasonable upper bound on the number of splits in the data [3].

The bottom plot of Figure 3.7 is a zoomed in version of the cross validation plot with

only the two ‘best’ models: the model with all the covariates and interactions terms, Full,

and the model that we found using the p-value approach, PV al. With the exception of

k = 2 and k = 6, it is clear that the PV al model has a smaller cross validation error than

the full model, especially for smaller values of k.

Given this, we choose the PV al model as the best model, given that all of the terms

in this model are statistically significant and that for most values of k we find it has a

cross validation error that is smaller than that of the Full model. This PV al model has

a normalised residual sum of squares of 56.07 and residual mean squared error of 0.1364,

which is larger than, but close to, the errors for the cubic model where no terms were

removed, which has errors of 55.87 and 0.1359. So even though Model 3.3 (unreduced

model with squared and cubic terms for betaAux) has smaller error terms, we choose to

take the PV al model as the best model because all terms are statistically significant. We

refer to this model as Model 3.4:

3.1− betaAux : triangles− betaAux2 : triangles (3.4)

However there are issues with using this model that we will look at in the next section.
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Figure 3.7: Top plot: Cross validation error for all seven models and values of k =

2, . . . , 10; Bottom plot: Cross validation error for the two models with smallest cross

validation error (Full model and PV al model).
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3.3.4 Random effects and the issue of collinearity

Thus far we have built models using the lm command in R [29] which implements a linear

regression model. However, an alternate way of building the model is to use the lmer

command in the package lme4 [4], which builds a linear mixed effects model. Linear mixed

effects models are used when there is repeated measures on the same unit. Recall that we

simulated the data in Algorithm 6 by simulating five networks for each value of p, and on

each network we simulate 10 outbreaks for 61 values of β. This means that each entry in

our training and testing sets will have the same number of pairs, triples and triangles as

60 other entries (we should note that once we restrict the data to 10 ≤ mean(Ne) ≤ 90

we actually get entries sharing the same network properties with less than or equal to

60 other entries). So to account for this we will use a linear mixed effects model which

simply adds a random intercept term for each network.

We should note that using the linear mixed effects model doesn’t change our results in

terms of predictability; it is only a requirement for building the model with the training

set, and doesn’t change the predictions we make in the test set.

Something else we need to address is the issue of collinearity. Collinearity between

the covariates of the model is an issue because it can give high variances to the fitted

values of the model, β̂ (see Table 3.2). We have already established that there are strong

correlations between the network properties, but we have also seen how simply removing

terms with strong correlation gives smaller cross validation errors. An alternate approach

is to consider the variance inflation factors. The variance inflation factor (VIF) of a

covariate is

the amount of variance in the estimated regression coefficient that is inflated

as a result of collinearity. [28]

A general rule of thumb states that any VIFs greater than 10 are cause for concern,

however it is not unusual for this rule to be weakened to state that and VIFs greater than

20 or even 40 are cause for concern [28]. We will use the rule that states any VIFs greater

than 20 are cause for concern. The VIF for the ith covariate is given by:

V IFi =
1

1−R2
i

,

where R2
i is given by the R2 value we obtain when we regress the ith covariate on the

other predictors [28]. If we look at our model we have the following VIFs for the p-value



3.3. A MODEL BASED ON AN AUXILIARY ESTIMATE 34

Term VIF

betaAux 38207.071

betaAux2 600872.525

betaAux3 1264868.004

pairs 4042.233

triples 8876.503

triangles 2914.170

betaAux : pairs 242005.645

betaAux : triples 111541.658

betaAux2:pairs 2529621.056

betaAux2:triples 744781.922

betaAux3:pairs 8428084.298

betaAux3:triples 6236142.304

betaAux3:triangles 524103.636

Table 3.3: The model covariates with associated VIF values.

model in Table 3.3.

Note that the smallest VIF is for triangles and it has an associated variance inflation

factor of 2914.17. This means that by including triangles as a covariate we are increasing

the standard error of the coefficient by a factor of
√

2914.17 = 53.98 more than if triangles

was not correlated with the other covariates. Some cause for concern is the fact that the

largest variance inflation factor is for betaAux3 : pairs with 8428084.3. Given that we

have large VIFs, we will sequentially remove the terms with the highest VIF. There are

two approaches to this: one in which we break the Principle of Marginality and one where

we never violate the Principle of Marginality. The Principle of Marginality states that

any significant effects due to a higher order term (such as betaAux2 or betaAux3 which

are the squared and cubic of betaAux respectively) or interaction terms are marginal to

the effects of the original covariates [27]. For example, removing the term betaAux2 would

violate the Principle of Marginality because we still have interaction terms with betaAux2

and because we still have betaAux3 in the model. Some have argued that it is fine, for

example, to remove a covariate x even if we keep x2 in the model, however we will take a

strict interpretation of the Principle of Marginality and so when we refer to a model that
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satisfies the Principle of Marginality we mean that if the model includes either interaction

or polynomial terms then all lower order terms are also included [27].

Table 3.4 outlines this process where we are allowed to break the Principle of Marginal-

ity and Table 3.5 outlines this process where we remove terms with the highest VIF, but

maintain the Principle of Marginality.

Step Term Associated VIF

1 betaAux3 : pairs 8428084

2 betaAux2 : pairs 645234.2

3 betaAux3 : triples 66840.85

4 betaAux : triples 11368.78

5 triples 4357.464

6 betaAux2 : triples 3018.58

7 betaAux2 1365.856

8 betaAux : pairs 154.068

9 betaAux3 40.32192

Table 3.4: The process for removing terms based on the highest VIF with no concern for

breaking the Principle of Marginality.

This gives us three models:

betai = β0+β1betaAuxi+β2pairsi+β3trianglesi+beta4betaAux
3
i : trianglesi+εi

(Model 1)

betai = β0+β1betaAuxi+β2pairsi+β3trianglesi+εi

(Model 2)

betai = β0+β1betaAuxi+β2betaAux
2
i+β3betaAux

3
i+β4pairsi+β5trianglesi+β6betaAux

3
i : trianglesi+εi

(Model 3)

Model 1 is based on the process where we remove VIF terms without any concern for

the Principle of Marginality; Model 2 is reduced using the same process except we never

violate the Principle of Marginality; Finally, Model 3 is the same as Model 1, except we

add in the terms betaAux2 and betaAux3 to ensure that the Principle of Marginality is

satisfied (this is based on the idea of finding the smallest model possible and then adding

terms back in to satisfy marginality). Table 3.6 gives us the normalised residual sum



3.3. A MODEL BASED ON AN AUXILIARY ESTIMATE 36

Step Term Associated VIF

1 betaAux3 : pairs 8428084

2 betaAux2 : pairs 645234.2

3 betaAux3 : triples 66840.85

4 betaAux : triples 11368.78

5 betaAux2 : triples 3343.1526

6 triples 3934.422

7 betaAux : pairs 244.57800

8 betaAux3 : triangles 27.99349

9 betaAux3 240.03507

10 betaAux2 20.36572

Table 3.5: The process for removing terms based on the highest VIF where we never

remove a term that violates the Principle of Marginality.

Model NRSS RMSE

Model 1 92.88 0.2011

Model 2 133.02 0.2927

Model 3 94.52 0.1979

Model 3.4 56.07 0.1364

Table 3.6: Errors for the best model so far (3.4) and the three models reduced on a VIF

criterion. The errors are normalised residual sum of squares (NRSS) and residual mean

squared error (RMSE)

of squares and residual mean squared error for the three models and our previous best

model, the one that reduces the model based on p-values only.

Immediately we can see that the model that is reduced based on covariates p-values has

the smallest of both errors, while the model we reduced based on VIF whilst maintaining

the Principle of Marginality does the worst with a normalised residual sum of squares

more than twice that for Model 3.4.

Interestingly, Model 1 and Model 3 have contradicting errors; Model 1 has a normalised

residual sum of squares of 92.88, which is smaller than the Model 3 corresponding error of

94.52, however it has a larger residual mean squared error of 0.2011 compared with 0.1979.
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Given the large scale of the normalised residual sum of squares, we conclude that Model

3 would be the preferable model as the difference in error is minor and so we adopt the

model that satisfies the Principle of Marginality.

However, we can conclude that reducing the model to avoid the issue of collinearity

using a VIF criteria is not an effective approach, as the difference in errors between these

new models and our previous model based on the p-value approach is too significant.

Given that the VIF criteria hasn’t worked, we consider another approach to overcoming

collinearity: Ridge Regression. One of the problems with collinearity is that fitted values,

call them β̂, have a high variance, and so may not be a good estimate for the true β.

Ridge Regression overcomes this by introducing some bias into the estimate β̂ that will

consequently lower the variance [8, page 398]. Under Ridge Regression, the fitted value,

β̂, is defined as the value of β that minimises

n∑
i=1

(
yi − xT

i β
2
)

+ λ

p∑
j=1

βj,

where n is the number of data points and p is the number of covariates. The value of λ

is chosen as the value that gives the minimum generalised cross validation (GCV) sum of

squares:

GCV =
∑
i

(
yi − ŷ(i)

)
(1− tr(Hλ)/n)2 ,

where ŷ(i) is the predicted value for entry i using the linear model built from the dataset

with the i-th entry removed. The underlying idea behind Ridge Regression is to construct

an estimate that will introduce some bias into the estimate, but it will also reduce the

variance [8]. In order to choose the optimal λ, we will implement Ridge Regression for a

variety of λ and calculate their GCV sum of squares.

Figure 3.8 shows a range of values of λ against their GCV sum of squares, and there is

a definite increase in the GCV sum of squares as λ increases. The fact that the smallest

GCV sum of squares is for λ = 0 tells us that Ridge Regression is unable to overcome the

collinearity issue, because we notice that choosing λ = 0 is equivalent to the usual least

squares estimate.

So in conclusion, we have tried two approaches for removing the issue of collinearity.

The first approach used a VIF criteria to remove terms that are highly correlated with

other covariates. This gave us three different models, none of which gave a smaller (or
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Figure 3.8: The GCV sum of squares against the value of λ.

even similar) errors than Model 3.4. The second approach we tried was Ridge Regression,

which gave the best model, Model3.4. We have therefore concluded that even though

collinearity is an issue, it is not something that we are able to easily fix.

One of the major consequences of not being able to fix the collinearity issue is that

small changes in the input data can lead to large changes in the model; that is, if we change

the training set slightly, we could get drastically different coefficient estimates. This would

also give us a large change in our error terms, because the model changing means the

predictions change as well. To explore further how much of an impact collinearity has

on this specific dataset, we will simulate nine more training sets using Algorithm 6 and

compare how the coefficients change. Figure 3.9 has a box-plot of the estimates for the

14 covariates across the ten independent simulations.
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Figure 3.9: Box-plot of the 10 estimates for the regression coefficients, separated by the

different covariates.
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Covariates 4 to 14 (betaAux3, network properties and interaction terms) all have box-

plots with small spread, suggesting that there is no significant change in these estimates for

different training sets. Covariates 1 and 3 (Constant and betaAux2) have some variation

in their estimates, however the most significant difference is for Covariate 2 (betaAux)

which has the largest spread. Exploring this further we see that the smallest coefficient

for betaAux is -7.37 and the largest is -4.01, however neither of these values is too far

from the average estimate values; -5.21.

Furthermore, we can look at how the errors change when we apply the ten models to

the same test set. Table 3.7 gives us the normalised residual sum of squares and residual

mean squared error for the ten training sets, all based on the same test set.

Training set NRSS RMSE

1 56.1 0.136

2 55.9 0.137

3 55.7 0.136

4 56.2 0.137

5 56.4 0.137

6 56.6 0.137

7 55.9 0.136

8 56.1 0.136

9 55.7 0.136

10 56.2 0.137

Table 3.7: Normalised residual sum of squares (NRSS) and residual mean squared error

(RMSE) for the 10 auxiliary estimate models (built from ten independent training set

simulations) based on the same test set.

We can see that there is almost no significant difference in the model errors, with

the residual mean squared error (to three decimal places) of all ten models being either

0.136 or 0.137. These results imply that there is no significant change in the covariate

estimates for different input data, and so small changes in the input data don’t lead to large

differences in the coefficient estimates. However, collinearity will be a cause for concern

if we calculate confidence intervals for the covariates, that is, the confidence intervals

will be wide. For our analysis, we will use a test set to evaluate model performance and
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prediction errors, and so we won’t necessarily need to calculate confidence intervals for

our covariates.

3.3.5 Alternate model selection

In this section we want to explore different ways in which we can either build or choose

the best model. Each of the parts of this section will begin with a reasonable argument

for a possible way to improve on the current best model (currently this is Model 3.4).

The first thing we consider is why we need to restrict the data based on the average

final epidemic size. Currently we have been making the restriction 10 ≤ mean(Ne) ≤ 90,

and what we aim to do is demonstrate why this restriction is reasonable as well as consider

the performance of other restrictions.

When we simulate the training and test sets, we consider values of β from 1 to 7, which

on some networks can give an average final epidemic size of either 1 (no one except the first

individual was infected) or 100 (everyone was infected). Consider observing ten epidemics

where the final epidemic size for all ten epidemics was one, and imagine attempting to

estimate the value of β that generated those 10 epidemics. Recall from Algorithm 2

that we can estimate the maximum likelihood estimate by calculating the likelihood for

a range of candidate β values and find the β that maximises the likelihood. To highlight

the issue of having a small final epidemic size, we will consider how varying the input

parameters in Algorithm 2 can change the results for the case when all ten final epidemic

sizes are 1. Specifically we will look at how changing βmin as the input for the algorithm

changes the results. Suppose we input βstepsize = 0.1, βmax = 7, and Ne1, . . . , Ne10 = 1

into Algorithm 2. Table 3.8 gives a series of different values of βmin against the output

of Algorithm 2. What we notice is that the algorithm always chooses the smallest value

of β (βmin) as the maximum likelihood estimate. This creates a problem, as we would

hope that the auxiliary value estimated using Algorithm 2 was independent of our choice

of boundary candidate values for βAux; that is, we want the auxiliary estimate to be

independent of our choice of βmin and βmax. To understand why we don’t have this

independence for our choice of βmin, consider the first transition probabilities for the case

when n = 100. The first transition can either be an infection or a recovery, with rates

99 × β̃/99 = β̃ and γ respectively. So the probability of a recovery is γ

γ+β̃
, which is the

same of the probability observing a final epidemic size of one, therefore the likelihood for
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βmin β̂ L(d|β̂)

0.1 0.1 0.3855433

0.2 0.2 0.1615056

0.3 0.3 0.07253815

0.4 0.4 0.03457161

0.5 0.5 0.01734153

0.6 0.6 0.009094947

0.7 0.7 0.004960332

0.8 0.8 0.002800754

0.9 0.9 0.001631038

1 1 0.0009765625

Table 3.8: The value of βmin used in Algorithm 2 with the corresponding maximum like-

lihood estimate and likelihood value that we obtain from Algorithm 2

ten final epidemic sizes of one is(
γ

γ + β̃

)10

=

(
1

1 + β

)10

Now clearly we can maximise this probability by minimising the value of β. This is why

when we always get βmin as the maximum likelihood estimate; because the algorithm gets

the maximum likelihood as the likelihood at the smallest candidate value of β.

Now when we simulate the training and testing set we force 1 ≤ β ≤ 7, and so we

know when we calculate βAux that we should consider no values less than 1 or greater

than 7. This actually creates a problem, in that if we were to observe an actual outbreak

we don’t have the constraint that 1 ≤ β, and so we have an identifiability issue, in that

small outbreaks may have come from a value of β = 0.5 or a value of β = 1, and we

have no means to distinguish between these two values. One possible solution to this

case would be to take a largest ‘reasonable’ value of β. In fact, the argument can be

made that any epidemic worth studying would have an infection rate higher than the

recovery rate. However this approach doesn’t work as effectively when we consider a

pandemic, i.e., majority of the population is infected. Like the identifiability issue for

small final epidemic sizes, imagine everyone in a population was infected over the course

of the epidemic. There is no way to differentiate between a β value of 7 and a β value

of 100. So at both extremes, we have an identifiability issue, and there are two ways in
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which we can overcome this. The first approach is to come up with a reasonable minimum

value of β and the second is to restrict the final epidemic size between some lower and

upper bound. We will consider both of these approaches, as well as testing varying lower

and upper bounds for the average final epidemic size. Before we implement this we should

note that restricting simulations based on one of the 10 final epidemic sizes being one or

100 is not an effective strategy, because it is likely that some simulations will have an

average final epidemic size of 50, and yet just by chance have a final epidemic size of one

for one out of ten simulations.

We consider a fully connected network (homogeneous-mixing SIR model) and n = 100.

A reasonable minimum for β would be one where the rate of an infection was greater than

or equal to the rate of a recovery. This is because we desire a final epidemic size greater

than one, and when the recovery rate is higher than the rate of infection then we expect,

more often than not, to have the first infectious node recover immediately, i.e., the final

epidemic size would be one. So ensuring that the infection rate is greater than (or equal

to) the recovery rate gives

99× β̃
99

≥ γ =⇒ β̃/γ ≥ 1 =⇒ β ≥ 1.

However, this result holds for a fully connected network only. For a Gilbert-Erdös-

Rényi network generated using p < 1 we don’t know how many edges there will be in

the network. However, given the edges are placed using Bernoulli trials, we know that

the number of edges for the first infectious node is binomial(n − 1, p); this allows us to

use the expected number of nodes that share an edge with the infectious node, instead of

the actual number. The expected number of nodes that share an edge with the infectious

node is (n− 1)p = 99× p, and therefore instead of limiting β > 1 we limit β so that the

expected rate of infection is greater than the rate of recovery (expected rate of infection

because we can’t be sure how many nodes share an edge with the initial infectious node).

This gives:

99× p× β̃
99

≥ γ =⇒ β̃/γ ≥ 1/p =⇒ β ≥ 1/p.

Therefore, a reasonable restriction on our parameter space is to ensure β ≥ 1/p. We

will refer to the model we build using this restriction as the β-p-restriction model.

However, this first approach misses the fact that we have an identifiability issue for a

final epidemic size that is too large. Therefore, in our second approach we will make the
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restriction that the average final epidemic size has to be between specified lower and upper

bounds. We will implement this restriction by simulating a large dataset and finding the

minimum β that gives an average final epidemic size greater than or equal to the lower

bound and the maximum β that gives an average final epidemic size less than the upper

bound. The details for how we simulate this data are found in Algorithm 8.

Algorithm 8: Simulating (p, β) restrictions
Input: Nemin; Nemax; p− space; β − space; n

Output: Rule

1 Data simulation step;

2 for p ∈ p− space do

3 for β ∈ β − space do

4 for i ∈ 1, . . . , 20 do

5 Simulate a Gilbert-Erdös-Rényi network using n and p;

6 Simulate an epidemic on that network using the value of β;

7 Record the value of β, and the average final epidemic size, Ne;

8 end

9 end

10 Min/max β calculation;

11 Set βmin = minβ∈β−spaceNeβ ≥ Nemin;

12 Set βmax = maxβ∈β−spaceNeβ ≤ Nemax;

13 Save a new entry of Rule as (p, βmin, βmax);

14 end

We will implement this algorithm for a varying range of minimum and maximum final

epidemic sizes. To ensure we cover a wide range of cases we will consider four restrictions:

1. 5 ≤ Ne ≤ 100← no upper bound;

2. 5 ≤ Ne ≤ 95← weak restriction;

3. 10 ≤ Ne ≤ 90← moderate restriction; and,

4. 20 ≤ Ne ≤ 80← harsh restriction.

These four models along with the β-p-restrictionmodel give us five models to compare,

where each model is built using the p-value reduction approach (so moderate restriction
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is the same as Model Model3.4). Table 3.9 gives the normalised residual sum of squares

(NRSS) and residual mean squared error (RMSE) of these five models. Before we consider

the results, we should mention what happens if we use the raw data. If we take the

entire dataset we get a NRSS and RMSE of 819.14 and 0.7668 respectively. Comparing

these values with the errors in Table 3.9 we can see that making no restriction gives a

significantly higher error than making any restriction.

Model NRSS RMSE

β-p-restriction 58.57 0.1399

no upper bound 80.13 0.1665

weak restriction 80.13 0.1665

moderate restriction 56.07 0.1364

harsh restriction 37.38 0.1196

Table 3.9: Error terms for the β-p-restriction model, and the four final epidemic size

restriction models. The errors include the normalised residual sum of squares (NRSS)

and residual mean squared error (RMSE)

Now considering Table 3.9 we can see that there is no difference between the weak

restriction and no upper bound restriction in terms of the NRSS to two decimal places

(80.13) and RMSE to four decimal places (0.1665). The reason for this is because none

of the data entries have an average final epidemic size greater than 95. That is not to

say however that the entries with large average final epidemic size don’t present an iden-

tifiability issue, it only highlights the fact that even on a network with most connections

and a high value of β we can still, by chance, occasionally get a small final epidemic size,

thus bringing the average down. For example, one entry has a value of p = 0.9, β = 5.5

and an average final epidemic size of 79.7, and yet the ordered final epidemic sizes are:

2, 2, 96, 99, 99, 99, 100, 100, 100, 100.

The three best models we find are β-p-restriction, the moderate restriction and the

harsh restriction, all with a NRSS significantly less than the weak restriction and no upper

bound restriction models (the largest error is 58.57 for the β-p-restriction, significantly

less than 80.13). Out of these three models, the harsh restriction is not ideal, even though

it has the smallest NRSS and RMSE. The reason for this is because the harsh restriction

places an extreme condition on the final epidemic size, that is, if we were to observe an
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epidemic (or epidemics) with an average final epidemic size of 19 in a population of 100,

then we wouldn’t be able to analyse this situation under the harsh restriction. Therefore,

even though it has the smallest error terms we reject the harsh restriction model.

For the β-p-restriction and moderate restriction models, there is a slightly smaller

error for the moderate restriction model, but the difference is not significant enough to

reject the β-p-restriction model on the error criteria alone. Instead, we will think about

these models from a prediction point of view. Imagine we observe a network with a

population of 100 and we observe a series of independent outbreaks on that network.

If the mean final epidemic size was between 10 and 90 then we could use the moderate

restriction model, and if it was less than 10 or greater than 90 we would say that what

we observed presents an identifiability problem. However, for the β-p-restriction model

we restrict data based on knowing the value of p used in the Gilbert-Erdös-Rényi network

simulation and the true value of β. While this condition can be applied to a simulated

training and testing dataset where we know the true value of β, we have no way of applying

this condition to observed data where we have no prior knowledge of the true value of β.

In conclusion, out of a series of valid ways of reducing the sample space, the best

we found was to restrict the final epidemic size to be between 10 and 90. Table 3.10

gives the minimum and maximum β for each p for the moderate restriction. The results

in Table 3.10 were used only in the simulations for the training and test set, and so

if we were to observe actual data we don’t use the above table, but simply make the

restriction 10 ≤ mean(Ne) ≤ 90. The reason we have no minimum and maximum β for

p = 0.05, 0.1, 0.15 is because the minimum value for β is greater than seven (in fact, it is

significantly greater than seven).

So what we have shown is that we should build the model making the restriction 10 ≤

mean(Ne) ≤ 90, because without this restriction we find that there may be cases in which

the auxiliary value is dependent upon either βmin or βmax in Algorithm 2. However, we

haven’t shown how changing βstep can effect the results. One possible model improvement

we could make is to refine the betaAux grid space. Consider simulating outbreaks on a

network with a value of β. The auxiliary estimate for β will be an underestimate of the

true β. This is because the average final epidemic size is smaller on a partially connected

network than on a fully connected network. Now when we calculate βAux we search over

a grid of candidate β values with βstep = 0.1, because we know that when we generate

the data the β values have a step size of 0.1. However, suppose we didn’t know this
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p βmin βmax p βmin βmax

0.05 - - 0.55 1.9 7

0.1 - - 0.6 1.8 7

0.15 - - 0.65 1.8 7

0.2 5.3 7 0.7 1.4 7

0.25 4.9 7 0.75 1.4 7

0.3 3.5 7 0.8 1.4 7

0.35 3.1 7 0.85 1.4 7

0.4 3.0 7 0.9 1.3 7

0.45 2.6 7 0.95 1.1 7

0.5 1.9 7

Table 3.10: The minimum and maximum values for β that give an average final epidemic

size between 10 and 90. The ‘-‘ refer to not having a minimum or maximum β within the

range 1 to 7; this means that we don’t simulate any data for p = 0.05, 0.1 or 0.15.

and instead when we calculate βAux we search over a grid with step sizes of 0.01. It is

not immediately obvious how this would change the results, and so we implement this

approach and compare the error terms.

Our current model, based on restricting the average final epidemic size to between

10 and 90 and calculating βAux on a grid with βstep = 0.1, has a normalised residual

sum of squares and residual mean squared error of 56.07 and 0.1364, respectively. If we

change βstep to 0.01, we get error terms of 55.19 and 0.1344, respectively. This difference

in errors is minor, and so we will examine the computation time required as a factor in

model selection. The average time it takes for βstep = 0.1 is 0.00864 seconds, while the

average time for βstep = 0.01 is 0.0635 seconds. Given that changing βstep doesn’t change

the results significantly, and choosing βstep = 0.1 is faster to calculate, we will choose to

stick with the approach that calculates βAux using βstep = 0.1. For completeness, we could

speed up the calculation of βAux by having a less refine grid and set βstep = 0.2, however

the errors increase to 58.04 and 0.1414, respectively. This highlights that using a finer

grid (βstep = 0.01) doesn’t significantly improve the results, however using a sparser grid

increases the model error. Therefore we choose to use βstep = 0.1 as a trade-off between

model error and computation time.
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Overall we can conclude that the best model is one that doesn’t separate the data

based on the value of p, has βstep = 0.1 when we calculate the auxiliary estimate of β,

restricts the final epidemic size to between 10 and 90, has a squared and cubic term for the

auxiliary estimate in the linear model, and reduces the model using a p-value criterion.

We will simply refer to this model as the auxiliary estimate model or auxiliary estimate

approach. In the next section we will look at the basic linear model assumption and test

if they are valid for our model.

3.3.6 Assumption checking

So far we have attempted to find the best modelling approach based on evaluating an

auxiliary estimate for β and then adjusting this estimate. We have shown that the best

model (Model 3.4) is one that:

• take a squared and cubic term for betaAux;

• restrict the average final epidemic size between 10 and 90; and,

• reduce the model based on a p-value criterion.

Now we need to check that all of the usual linear model assumptions are valid, because if

they are we will be able to calculate confidence and prediction intervals. We have already

explored some aspects of the model such as collinearity (Section 3.3.4), but we now want

to check some of the more basic linear model assumptions, as well as any possible design

flaws (such as independence).

The first assumption we want to check is linearity of the relationship between the

dependent and independent variables. To check this we need to check the Residuals vs

Fitted plot as well as the Residuals vs Covariates plots. If linearity is a valid assumption

then we will expect to see the points evenly distributed above and below the zero line in

all of the plots. The plot of Residual vs Fitted values can be found in Figure 3.10 and

the plots of Residual vs Covariates can be found in Figure 3.11. The plot of Residuals vs

Fitted values does seem to have random scatter above and below the zero line for Fitted

values less than or equal to six. Any fitted values above six seem to have a significant

downward trend below the zero line. However, this is mostly a truncation error, due to

the way in which we simulate and restrict the data. If we look at the plots of Residuals

vs Covariates, we definitely seem to have random scatter above and below the zero line,
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Figure 3.10: Residuals vs Fitted values plot for the auxiliary estimate model.

especially for the bottom plots of Residuals vs Pairs, Triples and Triangles. Without

the minor truncation in Residuals vs Fitted values, it seems that linearity is a valid

assumption.

Another typical linear model assumption is homoscedasticity of the errors, which,

if valid, ensures that the errors have a constant variance. To check this assumption

we again look at the Residuals vs Fitted plot and Residuals vs Covariate plots, and if

homoscedasticity is valid then we expect to see even spread from left to right in all of the

plots. In Figure 3.10 we definitely don’t see even spread from left to right in the plot of

Residuals vs Fitted values. Specifically the spread seems to increase as we go from left

to right. From Figure 3.11 the bottom plots (Residuals vs network properties) all seem

to have a roughly even spread from left to right. However the top plots of Figure 3.11

(Residuals vs betaAux, betaAux2 and betaAux3) all seem to have a decreasing spread

from left to right. Overall we can conclude that the assumption of homoscedasticity

is invalid. One of the consequence of this is that the Gauss-Markov theorem does not

apply. The Gauss-Markov theorem states the ordinary least squares (OLS) estimator has

the smallest variance among all linear unbiased estimators; that is, the OLS is the Best

Linear Unbiased Estimator (BLUE) [8, page 374]. So given homoscedasticity isn’t valid,

the regression estimates are not the BLUE, and this could mean that our model does a

poor job in terms of data explanation. However, our model is only used for prediction, so

the regression estimates not being the BLUE isn’t a significant issue if the predictability

of the model is sufficient.

Another assumption is that the errors are normally distributed. To check this assump-

tion we look at the normal Q-Q plot and we expect to see the data follow a straight line
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Figure 3.12: Normal Q-Q plot for the auxiliary estimate model.

if normality is valid. The normal Q-Q plot is found in Figure 3.12. It can be seen to

follow the straight line for the most part, except for some deviation in the tails. We can

conclude that normality is a valid assumption, given the data roughly follows the straight

line.

One key design assumption for linear models is independence of data points. However,

recall previously that we actually used a linear mixed effects model to account for the

fact that there was dependence for simulations that come from the same network. So the

assumption of independence actually becomes two separate assumptions: independence

between the clusters (each cluster is a network) and independence within the clusters. In

both cases we clearly have independence, as the networks are generated independently (in-

dependence between clusters) and for each network we simulate outbreaks independently

(independence within clusters). Therefore, independence between and within clusters is

valid.

Overall, we can conclude that linearity and normality are valid assumptions. Further-

more we have independence between and within each of the clusters, where each cluster is

given by a network. However, the assumption of homoscedasticity is an invalid assump-

tion, but we have argued that this is not a significant issue given our model is used for

data prediction and not data explanation.
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3.4 Fitting a regression spline to final epidemic sizes

In the previous section we introduced a way to estimate an auxiliary estimate for β̃/γ,

which was subsequently adjusted based on the network properties, with the idea that the

more pairs, triples and triangles that exist in a network with a fixed number of nodes,

then the more connected that network is, and thus the closer the auxiliary estimate is to

the true maximum likelihood estimate.

So given that the auxiliary estimate comes from the final epidemic sizes, we will

consider an approach that uses the observed final epidemic sizes directly instead of using

an auxiliary estimate derived from them. This approach will allow us to avoid the step

of calculating the auxiliary estimate. We will attempt to do this by fitting a regression

spline to the final epidemic sizes.

We will be using the Multivariate Adaptive Regression Splines (MARS) [13] form of

regression analysis. After outlining MARS, we will implement this using the R function,

earth in the earth package [26].

3.4.1 From MARS to earth

Consider wanting to regress a dependent variable, y, on some predictor, x, where the

values for yi and xi are simulated as follows:

• simulate 300 data points for xi (i = 1, . . . , 300) independently from a uniform dis-

tribution between 0 and 10;

• for any xi ≤ 3.3 get the corresponding yi values as:

yi = εi

where the εi’s are drawn independently from N(0, 0.25);

• for any 3.3 < xi ≤ 7 get the corresponding yi values as:

yi = 12− 4xi + εi; and,

• for any 7 < xi ≤ 10 get the corresponding yi values as:

yi = 29− 2xi + εi.
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The data is shown in Figure 3.13. The vertical lines are placed at 3.3 and 7, the two x

values that indicate a change in the way yi’s are simulated. In the left plot of Figure 3.13,

we can see the results from a simple regression line, which very clearly does a poor job of

using x to make accurate predictions about y. If we consider the sum of squared error, we

get 2264.999, which gives us a benchmark for some of the other approaches to modelling

this data. In the middle plot, we have implemented a quadratic and cubic term for x in an

attempt to model some of the curvature between x and y. This approach is a significant

improvement over our previous model as it accurately identifies the three main trends in

the data and the sum of squared error is 354.6878.

However, the right plot of Figure 3.13, which shows the results for the spline approach,

has the smallest error term with a sum of squared error of 93.59195. The spline model is:

ŷ = −1.81 + 4.37× h(x− 2.7)− 4.48× h(x− 6.9) + 0.26× h(7.4− x)− 1.98× h(x− 7.4),

where h(x−c) is defined asmax{0, x−c}. What the spline approach is doing is identifying

the intervals on which the relationship between x and y changes, and then fitting regression

lines between y and x on each of those intervals. The use of the h(·) functions allows the

user to have one overall model, rather than separate models between y and x on each

of the intervals, however the real advantage of multivariate adaptive regression splines is

that it identifies the intervals on which the relationship between y and x changes. One

aspect of the regression spline approach we should explore is whether the model accurately

identifies where the relationship between y and x changes. From our simulation, the three

relationships between x and y occur on the intervals [0, 3.3], (3.3, 7], (7, 10], but the model

detects the following splits in the data: [0, 2.7], (2.7, 6.9], (6.9, 7.4], (7.4, 10]. The first thing

to note is that the model does a relatively good job of identifying a change in the data

(predicted changes of 2.7 and 6.9 for actual changes of 3.3 and 7), however it algorithm

also detects a change at x = 7.4, which was never built into the data simulation. This

can mostly be attributed to our random noise, εi.

Splines in regression analysis are used generally when the relationship between the

response and predictor(s) is non-linear on all values of x, such as the example in Figure 3.13

but instead is linear on certain sub-domains of x. We should note however that we

can also include higher order terms of the predictors, and so we don’t strictly need the

relationship between x and y to be linear on any given sub-domain. To briefly highlight

this, Figure 3.14 uses the spline approach with a squared term for x, and we can see that



CHAPTER 3. GILBERT-ERDÖS-RÉNYI NETWORK 53
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Figure 3.14: The results for a regression spline with squared terms.

the model identifies a combination of linear and squared relationships between x and y

on different domains.

One version of regression splines is Multivariate Adaptive Regression Splines (MARS),

a method developed by Jerome Friedman in 1991 [13]. MARS works by fitting the regres-

sion model

y =
k∑
i=1

βiBi(x),

where βi are the regression coefficients and Bi(x) are called the basis functions. The basis

functions can be one of two things (with the exception of B1(x) which is simply 1 as we

need a constant term):

1. Hinge function, of the form max{0, x− c} or max{0, c− x} where c is constant; or

2. Product of hinge functions.

The constant c is referred to as a knot. The way MARS finds these knots and hinge

functions is by searching over a wide range of possibilities and fitting an overfitted model.

It then takes that overfitted model and removes terms based on the GCV (Generalised

Cross Validation) criteria [13]. An outline of MARS can be found in Algorithm 9. Note

that in the Forward Pass of Algorithm 9, every time a new term is added we have to

search over a wide range of terms and appropriate values for c. The Forward Pass leads

to an overfitted model that is then simplified in the Backward Pass. We should also note

that in the Backward Pass we can remove one side of the hinge at a time, whereas the

Forward Pass has to have both sides on the hinge included in the model as a pair. In
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Algorithm 9 we state that searching for new basis function pairs is done by brute force.

In 1993, Friedman released a technical report entitled Fast MARS, in which he outlines a

heuristic process that records “results from earlier iterations"[14] that are used for future

iterations. This results in a significant decrease in the computation time.

Algorithm 9: Multivariate Adaptive Regression Splines
Input:

Output: model

1 Forward Pass;

2 Start with an intercept term;

3 Sequentially add in pairs of basis functions (pairs refer to, for example,

max{0, x− 13} and max{0, 13− x}). This process is done by brute force;

4 Choose the term that gives the maximum reduction in the sum of squares residual

error;

5 Continue until we don’t have any more terms to include that reduce the sum of

squares residual error;

6 Backward Pass;

7 Use the Generalised Cross Validation to remove least effective terms;

The R implementation of MARS is the function earth [26] (the name earth comes

from the fact that MARS is trademarked and licensed). We implement this using the 10

ordered final epidemic sizes and network properties.

3.4.2 Applying MARS to the final epidemic sizes

Section 3.3 has an outline of a method for taking the final epidemic sizes and estimating

an auxiliary value for β that is then adjusted based on the network properties. What

we aim to do now is avoid the step of calculating an auxiliary estimate by inferring the

indirect relationship between the final epidemic size and β using MARS. The model we

implement is:

beta = earth((Ne1i + . . .+Ne10i) ∗ (pairsi + triplesi + trianglesi)). (3.5)

We should note that the final epidemic sizes are actually ordered, so Ne1 ≤ Ne2 ≤

. . . ≤ Ne10. Building this model using earth gives us 20 covariates (21 if we include
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Figure 3.15: The MARS model with interaction terms between the final epidemic sizes

and network properties.

the intercept), where the covariates are made up of some of the terms in Model 3.5 with

some hinge function applied to them. Some of these hinge functions are for terms such as

Ne10 : pairs; this is not a surprising given we expect that there would be some indirect

relationship between β and the maximum final epidemic size, but the maximum final

epidemic size is effected by the number of the edges, thus we get the term Ne10 : pairs.

Other hinge functions are less easy to interpret, such as one of the hinge functions for

Ne7 : pairs. Using this model to estimate the true value of β in our test set gives us

a NRSS and RMSE of 74.92 and 0.1785 respectively. This is larger than our errors for

the betaAux model, which were 56.07 and 0.1364 respectively. However, if we look at

Figure 3.15 we can see that the regression splines approach does give good agreement

between β and the estimated value of β, β∗3.5.

To understand why this model is under-performing, consider how we calculate the

auxiliary estimate for β. We get the joint likelihood of the final epidemic sizes (in this

case 10 final epidemic sizes) and maximise the joint likelihood over a range of candidate

β values. The thing to emphasize here is the fact that we need the joint likelihood, that

is, it is the combination of the 10 final epidemic sizes that is the relevant information,

not the 10 final epidemic sizes individually. In the MARS model we treat the 10 final

epidemic sizes independently, so it would make sense to have all the interaction terms

between the final epidemic sizes, as well as interacting these with the network properties,
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Figure 3.16: The MARS model with interaction terms between the final epidemic sizes

and network properties and interactions within the final epidemic sizes.

and as such we build the following model:

beta = earth((Ne1i + . . .+Ne10i)
2 ∗ (pairsi + triplesi + trianglesi)). (3.6)

With this model we now get an extra 23 covariates. In Model 3.5 we had a hinge function

for Ne10 : pairs, however with Model 3.6 we now get a hinge function for Ne9 : Ne10 :

pairs, which intuitively makes sense as one large final epidemic size for Ne10 could simply

be an outlier, and so if we want to tell if on average we have a large final epidemic size then

we need to consider the two largest final epidemic sizes. There are no terms that include

triangles, which is not overly surprising given we removed two terms in the auxiliary

estimate model that included triangles. Using Model (3.6) to estimate the value of β

in the test set gives us a NRSS and RMSE of 70.61 and 0.1683, respectively. This is a

slight improvement on Model (3.5), and is still a good approach, however it still is not as

effective as the auxiliary estimate approach. The plot of β against β∗3.6 for Model (3.6)

can be found in Figure 3.16

So what we have is two models that allow us to estimate β, an auxiliary estimate

approach and a regression splines approach. There is a significant difference between

these two approaches in terms of the overall error, and there is a preference towards the

auxiliary estimate approach. However, if we were unable to estimate an auxiliary value

for β, then we have shown that using the regression splines approach is valid. In the next

section we will compare and contrast these models further, and attempt to answer the
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Number of Ne, k
NRSS RMSE

betaAux MARS betaAux MARS

1 667.44 639.32 1.3052 1.2351

2 346.06 333.22 0.7498 0.7005

3 216.27 212.59 0.4992 0.4803

4 154.52 162.16 0.3602 0.3672

5 117.54 132.73 0.2756 0.3056

6 98.92 108.13 0.2401 0.2515

7 78.95 91.85 0.1899 0.2188

8 68.32 80.59 0.165 0.1937

9 61.49 76.58 0.1485 0.1837

10 56.07 70.61 0.1364 0.1683

Table 3.11: The two error terms for the two models with k = 1, . . . , 10.

questions:

1. What happens if we have less than 10 observed final epidemic sizes;

2. Are there parts of the data where the MARS approach does better than the auxiliary

estimate approach; and,

3. If I don’t know the true value of β, can I get an upper bound on the error?

3.5 Comparison of the models

Even though we found that the auxiliary estimate model gives smaller errors than the

regression splines model, this was only for 10 final epidemic sizes. That is, we can only say

that the auxiliary estimate model is better when we observe 10 independent outbreaks.

In this section we will compare the two models for varying number of final epidemic sizes.

Table 3.11 gives the normalised residual sum of squares and residual mean squared

error for the two models for k final epidemic sizes, for k = 1, . . . , 10, and Figure 3.17 given

the plot of the NRSS against k for both approaches (the same plot for RMSE is similar).

From both Figure 3.17 and Table 3.11 we can see that the regression splines approach

has smaller errors for k = 1, 2, 3, where k is the number of final epidemic sizes used in
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Figure 3.17: Normalised residual sum of squares against varying numbers of final epidemic

sizes, separated by the model used.

the regression splines approach and the number of final epidemic sizes used to calculate

the auxiliary estimate in the auxiliary estimate approach. Consequently, the auxiliary

estimate approach has a smaller error for k = 4, 5, . . . , 10.

For both approaches there is a significant difference between the errors for k = 1 and

k = 10, with the sum of squared error going from 667.44 to 56.07 and the residual mean

squared error going from 1.3052 to 0.1364 for the auxiliary estimate approach. The reason

for this is because the auxiliary estimate is a more accurate estimate for β when we have

more final epidemic sizes. Figure 3.18 shows the plot of βAux against β, where we calculate

βAux using only one final epidemic size. As in Figure 3.4, we can see that the auxiliary

estimate becomes more accurate as p increases, however what we also now notice is that

there is a significant number of values of β that give the same value of βAux. This can

mostly be attributed to the fact that an epidemic (even the homogeneous-mixing SIR

model) simulated using a large value of β can, by chance, give a final epidemic size of

one, and so occasionally the auxiliary value is based on either an extremely small or large

final epidemic size.

So given the number of final epidemic sizes, we either use the regression splines or

auxiliary estimate approach. One thing we haven’t yet considered however is whether the

regression splines or auxiliary estimate approach performs better on different networks;

that is, does one model perform better than the other for a particular value of p? For
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Figure 3.18: βAux against β, separated by p, where βAux is calculated using only one final

epidemic size.

consistency, we will look at this for k = 10, that is, using 10 final epidemic sizes to

calculate an auxiliary estimate and in the regression splines model. We should note that

we can’t use the NRSS because each value of p has a different number of values, and so

we use the residual mean squared error, which is independent of the number of entries for

each value of p. Table 3.12 gives the residual mean squared errors for both models.

p RMSE for auxiliary approach RMSE for MARS approach

0.2 0.2237 0.2864

0.3 0.3262 0.4185

0.4 0.1387 0.2447

0.5 0.1293 0.2447

0.6 0.0994 0.2292

0.7 0.0989 0.1944

0.8 0.0843 0.1646

0.9 0.1181 0.2199

Table 3.12: Residual mean squared error for both approaches, for each value of p.

The first thing to note is that there is no obvious relationship between p and the

residual mean squared error for either approach; the error is larger for p = 0.3 when

compared to p = 0.2, it then decreases as p increases, except for p = 0.9. There is

however similar trends between the two approaches in that the smallest errors for both
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models occur for p = 0.8 and the largest errors occur for p = 0.3. Furthermore, the error

is smaller for the auxiliary estimate approach for every value of p. This suggests not only

that the auxiliary estimate approach is preferable to the regression splines approach for

ten final epidemic sizes, but also that there are no significant areas of the data in which

the regression splines approach does better.

This leads us to the third question we want to answer, which is, when we don’t know

the true value of β, can we get an upper bound on the error? One solution is to use all

the entries of the test set to obtain a maximum error, however that would mean that

the maximum raw error (β − β∗3.4) for any prediction would be 1.83. Our approach will

be to use βAux and an estimated value of p, p̂, to obtain prediction errors and maximum

errors. That will mean that we can implement error analysis using the test set for each

combination of (p̂, βAux).

To estimate p, we will outline a method for obtaining a maximum likelihood estimate

for p based on the number of pairs in the network. Suppose we have 2 × x =number of

pairs, in a network with n = 100, so that there are x edges. We know that the number

of edges in a network is distributed according to a binomial(
(
n
2

)
, p) distribution. For a

binomial distribution with B trials, k observed successes and probability of success p,

we have the maximum likelihood estimate for p is p̂ = k/B. For our situation we have(
n
2

)
possible trials and x successes, and we therefore get the maximum likelihood for p as

p̂ = x/
(
n
2

)
.

So for a given maximum likelihood estimate for p and estimated value of βAux (given

observed final epidemic sizes) we can use the test set, generated in Algorithm 6, to get an

upper bound or prediction intervals on the error, because we know the true and predicted

values in the test set. We do this by calculating the errors for all entries in the test set

that have the same value of p and βAux as the ones we observed/estimated.

To demonstrate the errors for our model, we will consider three different error terms:

1. (β − β∗3.4)2 - Squared error;

2. (β−β∗
3.4)

2

β
- Normalised squared error; and,

3. β − β∗3.4 - Raw error.

The squared error will give us an idea of the magnitude of error as βAux and p changes,

however the raw error will give us an idea of where the model is under or over estimating.
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The reason we want to include the normalised squared error is because the squared error

doesn’t take into account the fact that there is a difference of, say, a squared error of 0.1

when β is either small compared to a squared error of 0.1 when β is large. If the true

value of β was, say, six then a squared error of 0.1 might be acceptable, however if β was,

say, two then a squared error of 0.1 might not be as acceptable.

We will visualise these errors by looking at the box-plots of the errors, separated by

βAux, for p = 0.3 and p = 0.9. Also, we will only look at the box-plots for the auxiliary

estimate approach, although similar work can be done for the regression splines approach.

The box-plots of squared error, normalised squared error, and raw error can be found in

Figures 3.19, 3.20 and 3.21.

From Figure 3.19 we can see that as βAux increases for p = 0.3 the squared error

decreases, with quite a few entries with a squared error greater than one. Contrast this

with p = 0.9, where the box-plots have a small median and a low spread for small values of

βAux, but the median squared error and spread of the box-plots increases for βAux > 4.5.

Furthermore, for p = 0.9 there are only two points that have a squared error greater than

one. If we look at the box-plots of normalised squared error in Figure 3.20, we notice

that the normalised squared error never goes above one, which suggests that relative to

the true β, the difference between β and β3.4 is never greater than one. We also notice

that the box-plots for p = 0.9 seems relatively flat for all βAux, whereas the behaviour for

p = 0.3 is similar to that of the squared error.

Finally, Figure 3.21 gives the box-plots of raw error. An important result here is that

there are only a few box-plots that lie entirely below or above the red line (y = 0), which

suggests that the model is not significantly under or overestimating the true β; this is

true also for other values of p, but we have not plotted them here.

These results give an indication of how the auxiliary estimate model performs for

specific values of p and βAux. However the advantage of using a test set is that it can be

used to give an actual estimate of the error in an estimate for β. Given an estimated p

and βAux, our test set gives a maximum error, average error, etc., for the estimated β3.4.

3.6 Discussion

In conclusion, we have two approaches in estimating β that uses the network properties

and observed final epidemic sizes.
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The first approach was based on estimating an auxiliary estimate for β by assuming

the final epidemic sizes came from the homogeneous-mixing SIR model. We then used

a linear model to adjust this auxiliary value. After including a squared and cubic term

for betaAux in our model, we found that the best way to reduce the model was to use a

p-value criterion.

The second approach was a regression splines approach, in which we inferred the

indirect relationship between β and the final epidemic sizes and network properties. We

found that this approach was not as effective as the auxiliary estimate approach given

a large number of final epidemic sizes. The regression splines approach did however

outperform the auxiliary estimate approach when the number of final epidemic sizes was

small.

For both of these models, we made the data restriction 10 ≤ mean(Ne) ≤ 90 to avoid

any identifiability issues in the data.

Finally, we also established how using the test set allows us to estimate the ‘worst

error possible’ for some estimated β, given βAux and an estimated value for p. We will

consider in Chapter 5 how an epidemiologist could practically use these models.



Chapter 4

Keeling network

One of the limitations of doing inference on the Gilbert-Erdös-Rényi network is that the

modelling approaches can only be used when observing a Gilbert-Erdös-Rényi network;

that is, when the edges are generated in a Bernoulli style. In this chapter we will extend the

models in Chapter 3 to a different type of random network, the Keeling network [21]. We

should emphasize that the terminology Keeling network is not standard, but we will use

it to refer to the clustered network, as described by Matt Keeling in his 2005 paper “The

implications of local spatial structure on epidemiological invasions" [21]. In the Gilbert-

Erdös-Rényi network, node degrees are drawn from a static Binomial distribution, which

is to say that people have interactions with roughly the same number of people. This

representation of human behaviour is almost always going to be unrealistic, for example

when analysing the spread of a disease in workplaces or schools; in such situations, nodes

are typically more clustered. For example, in a school, students interact more with other

students in the same year level or class as themselves. For this type of situation, a more

realistic network would identify clusters/cliques in the population, where nodes have a

higher likelihood of sharing an edge with other nodes in a particular group and less with

nodes outside this group; these groups will be defined as clusters, or cliques. The Keeling

network aims to represent this situation.

4.1 The Keeling network

The Keeling algorithm [21] gives rise to a clustered random network in which nodes be-

longing to the same cluster have a small geographical distance, that is, the node positions

are not uniform, and edges are assigned with a probability proportional to distance [21].

67
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Algorithm 10: Simulating a Keeling network
Input: n; F ; f ; δ; α; (X1, X2); (Y1, Y2)

Output: Node positions; adjacency matrix, A = zeros(n, n)

1 Simulate n node positions and F focal positions by generating an x-coordinate

(independently) uniformly between X1 and X2 and generating a y-coordinate

(independently) uniformly between Y1 and Y2;

2 for each node i ∈ 1 : n do

3 Find the focal point closest to node i (use Euclidean distance);

4 Move node i a proportion f towards the closest focal point;

5 end

6 for each node i ∈ 1 : n− 1 do

7 for each node j ∈ i+ 1 : n do

8 Sample a value, u, from a uniform distribution between 0 and 1

(u ∼ unif(0, 1));

9 if u < δ exp {−di,j/(L× α}), where di,j is the Euclidean distance between

nodes i and j then

10 A(i,j)=1;

11 A(j,i)=1;

12 end

13 end

14 end
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The network is generated by simulating the node positions and F focal points, where

the focal points represent either a geographical common meeting place for nodes or simply

reflect social cliques/groups. Nodes are then moved a proportion, f , towards their closest

focal point, with edges placed randomly between nodes i and j with probability:

δ exp {−di,j/ (Lα)},

where di,j =
√

(xi − xj)2 + (yi − yj)2, the Euclidean distance between the two nodes

(recall xi is the x coordinate for node i and yi is the y coordinate for node i). Algorithm 10

outlines a method for simulating realisations of the Keeling network for parameters F , f ,

α, and δ.

The use of focal points and probability of edges proportional to distance means that

we get clustering behaviour, where each cluster is given by the focal points and the

members of a focal point are the nodes whose closest distance is a particular focal point.

Parameters δ and α are input parameters, where δ is the overall probability of an edge,

and α influences the ratio of long edges to short edges. As α increases the probability

of having a higher ratio of long to short edges increases, where a long edge is an edge

between nodes i and j with a large Euclidean distance between nodes i and j. The value

of L is the largest possible distance between any two nodes, and so for the case where

(X1, X2) = (0, 1) and (Y1, Y2) = (0, 1) this is L =
√

2.

For the Gilbert-Erdös-Rényi network, the probability of an edge between any two

nodes was p, and so data was simulated with the constraint 0 < p < 1. However, for an

Gilbert-Erdös-Rényi network the technical constraint of p is 0 ≤ p ≤ 1, but a network with

p = 0 has no edges and p = 1 has all edges (fully connected) and so these extreme cases

were not considered in the analysis. For the Keeling network, our parameter constraints

are not as obvious. Firstly, F has to be an integer greater than 1, because F = 1 doesn’t

give any clustering/clique behaviour beyond everyone in a population belonging to the

same cluster. Because f is a proportion, a constraint on f is 0 ≤ f ≤ 1. Similar to

p in the Gilbert-Erdös-Rényi network, the extremes of f , f = 0 and f = 1, will not be

considered in network simulation, as these extremes represent either not moving the nodes

at all (f = 0) and or moving the nodes directly to the focal point (f = 1). Given α is

a ratio the obvious constraint is 0 < α ≤ 1. To determine possible values for δ, consider

the constraint (for probabilities)

0 ≤ δ exp {−di,j/ (Lα)} ≤ 1, ∀di,j, L, α, δ.
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As di,j → 0 we have the exponential term, exp {−di,j/ (Lα)}, tends to one, and so

we can deduce that δ ≤ 1. Furthermore, given all the values di,j, L, α are positive, the

exponential term must also be positive, and therefore δ ≥ 0.

So for simulation we make the following restrictions on our parameters:

• F ∈ {2, 3, 4, . . .}, F ≥ 2, as having one focal point gives only one cluster;

• 0 < f < 1, as f = 0 represents not moving the nodes at all (no clustering) and

f = 1 represents moving each node to the exact same location as their closest focal

point;

• 0 < δ ≤ 1, as δ = 0 corresponds to the probability of an edge between any two

nodes equalling 0;

• 0 < α ≤ 1.

4.2 Auxiliary estimate vs regression splines

The strategy to estimating β will be the same as in Chapter 3; two modelling approaches

will be implemented: one using the auxiliary estimate and the other using regression

splines. Given the results in Chapter 3, we will maintain the simulation restriction 10 ≤

mean(Ne) ≤ 90. Simulating the data according to Algorithm 11 gives us our training

and test sets.

As an aside, Algorithm 11 has only one value of F ; this is because the focus will only

be on networks with two focal points. A further investigation could include examining

Keeling networks with different numbers of focal points. A likely situation for examining

epidemics on networks with F = 2 could be when considering a workplace environment

(for example, the two focal points represent factory workers and office workers), or when

considering one class of students in a school, where the two clusters could represent boys

and girls (a realistic representation of human behaviour in young children)[7].

An initial investigation finds that a reasonable parameter space for δ, α and β for

Algorithm 11 is:

• n = 100 (population of 100);

• F = 2 (two focal points);
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Algorithm 11: Simulating the Keeling network dataset
Input: n; F ; fmin, fstep, fmax; δmin, δstep, δmax ; αmin, αstep, αmax;

βmin, βstep, βmax;(X1, X2); (Y1, Y2)

Output: Entries containing

F, f, δ, α, β, βAux, pairs, triples, triangles,Ne1, . . . , Ne10,mean(Ne)

1 for f ∈ [fmin : fstep : fmax] do

2 for δ ∈ [δmin : δstep : δmax] do

3 for α ∈ [αmin : αstep : αmax] do

4 for i ∈ 1 : 5 do

5 Simulate a Keeling network using the parameters n, F , f , δ, α,

(X1, X2) and (Y1, Y2) as the input parameters for Algorithm 10;

6 Calculate the network properties of the network (number of pairs,

triples and triangles);

7 for β ∈ [βmin : βstep : βmax] do

8 for j ∈ 1 : 10 do

9 Simulate an outbreak on the network using the value of β;

10 Record the final epidemic size;

11 end

12 Use the ten final epidemic sizes to estimate βAux;

13 Record a new entry of with the values:

F, f, δ, α, β, βAux, pairs, triples, triangles,Ne1, . . . , Ne10,mean(Ne);

14 end

15 end

16 end

17 end

18 end
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• (fmin, fstep, fmax) = (0.1, 0.1, 0.9);

• (δmin, δstep, δmax) = (0.1, 0.1, 1);

• (αmin, αstep, αmax) = (0.1, 0.1, 1);

• (βmin, βstep, βmax) = (1, 0.1, 7);

• (X1, X2) = (0, 1);

• (Y1, Y2) = (0, 1).

Simulating this data, the auxiliary estimate and regression splines models are built.

For the auxiliary estimate model, the models is built according to:

beta ∼ betaAux ∗ (pairs+ triples+ triangles). (4.1)

As before, examining the plot of Residuals vs betaAux allows us to check if any polyno-

mial terms should be included. Figure 4.1 gives us the plot of Residuals vs betaAux for

Model (4.1). There seems to be two significant features of this plot: the first is that there

is a slight downward trend; and, the second is a severe change in the spread. Given our

intuition from the Gilbert-Erdös-Rényi section, a squared and cubic term for betaAux is

included in the model.
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Figure 4.1: Residuals vs betaAux for the simple model with no polynomial terms and

interactions between betaAux and the three network properties.

Table 4.1 has the errors for the three models; a model with no polynomial terms, a

model with a squared component of betaAux, and a model with a squared and cubic
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component of betaAux. The difference between the first two models (no polynomials and

a squared term) is relatively minor (a difference of around 25 in the normalised residual

sum of squares), however the difference between the last two models (squared and cubic

models) is larger, with a difference in the normalised residual sum of squares of 328. The

fact that the cubic model has the smallest normalised residual sum of squares and residual

mean squared error indicates that the cubic model is the appropriate one to take.

Model NRSS RMSE

No polynomial terms 5295.04 0.1993

Squared betaAux term 5269.56 0.1948

Cubic and squared betaAux term 4941.43 0.1844

Table 4.1: Error terms for the three polynomial models, where NRSS=Normalised residual

sum of squares, and RMSE=Residual mean squared error.

Our next step will be to reduce this model using a p-value criterion, similar to our

work in Chapter 3. However, interestingly none of the terms appear to have a p-value

greater than 2× 10−16, that is, all of the terms have a coefficient statistically significantly

different from 0. Table 4.2 gives the regression estimates for the coefficients for Model 4.1

with squared and cubic terms for betaAux as well as the regression estimates for the

Gilbert-Erdös-Rényi network model. The model with squared and cubic terms regresses

beta on:

(betaAux+ betaAux2 + betaAux3) ∗ (pairs+ triples+ triangles), (4.2)

The first thing to note from Table 4.2 is that the regression estimates for the two

networks are roughly the same for Intercept, betaAux, betaAux2 and betaAux3. This is

a good indication that there is some inherent relationship between the auxiliary estimate

of β and the true value of β that our linear models seem to be identifying. Furthermore,

every covariate has the same sign in both the Keeling model and Gilbert-Erdös-Rényi

model1.

We also build a regression splines model:

betai ∼ (Ne1i + . . . Ne10i)
2 ∗ (pairsi + triplesi + trianglesi). (4.3)

1The obvious exceptions are for betaAux : triangles and betaAux2 : triangles which were the removed

terms for the Gilbert-Erdös-Rényi model.
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Dependent variable:

β

Keeling Gilbert-Erdös-Rényi

betaAux −5.154 −6.134

I(betaAux2) 4.306 6.363

I(betaAux3) −0.841 −1.465

pairs −0.005 −0.004

triples 0.0001 0.00005

triangles −0.00003 −0.00002

betaAux:pairs 0.003 0.001

betaAux:triples −0.0001 −0.00001

betaAux:triangles 0.00003

I(betaAux2):pairs −0.001 −0.001

I(betaAux2):triples 0.00002 0.00001

I(betaAux2):triangles −0.00001

I(betaAux3):pairs 0.0002 0.0004

I(betaAux3):triples −2.298× 10−6 −3.412× 10−6

I(betaAux3):triangles 9.22× 10−7 9.383× 10−7

Constant 12.118 12.412

Table 4.2: Regression estimates for the auxiliary estimate approach for both the Keeling

and Gilbert-Erdös-Rényi networks.
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However the regression splines model has 98 terms and so we won’t give the estimates.

The normalised residual sum of squared and residual mean squared error are 5000.04 and

0.187 respectively. These errors are larger than the errors for the auxiliary estimate model

with a squared and cubic term for the auxiliary value, which suggests that the auxiliary

estimate approach is preferable.

We will further compare these two modelling approaches later, however for now we

will compare the time it take sot build the model. So far the computation time has been

ignored because of the relative speed with which the auxiliary estimate and regression

splines models are built for Chapter 3. However, computation time is more of a concern

for the Keeling data. The auxiliary estimate approach takes:

• 12.3 minutes to calculate all the auxiliary estimates βAux;

• 0.33 seconds to build the model;

while the regression splines approach takes:

• 13.25 seconds to order the final epidemic sizes;

• 13.6 minutes to build the model2.

The bulk of computation time for the auxiliary estimate approach is in calculating

the auxiliary estimates, while for the regression splines approach the computation time is

mainly in the model building step. While there is a slight preference towards the auxiliary

estimate model, there is not a significant difference between the computation time for the

two modelling approaches.

In order to evaluate how the two modelling approaches perform we plot the true

values against the predicted values; Figures 4.2 and 4.3 show the plots of β against the

predicted β for the auxiliary estimate and regression spline approach, respectively. The

plots are separated by the values of δ along the rows and α along the columns. Due to

the large amount of data, we have decided to plot only a select number of values for δ and

α. Both figures have a strong, positive, linear trend, however the data certainly appears

homoscedatic but with a large variance. We will come back to the idea of homoscedasticity

later, but for now we will focus on the wide spread of the data.

One possible explanation for why the data has such a large spread around the red line

is that we do not account for the value of f , the parameter that determines how close
2Computations were run on a MacBook Pro with a 2.5 GHz Intel Core i5 processor with 4GB of RAM
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Figure 4.2: The true value of β against the predicted value using the βAux approach,

separated along the rows by δ and along the columns by α.
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Figure 4.3: The true value of β against the predicted value using regression splines, sepa-

rated along the rows by δ and along the columns by α.

the nodes are to their nearest focal point, in our model. From the plots it is clear how

changing the values of α or δ affects β∗ (predicted value of β using either the auxiliary or

MARS model) - higher α and δ gives less spread. However, we have no way of identifying
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how the value of f changes the results. In order to investigate this further, we will

take our βAux model and find the combinations of δ and α that give the three highest

RMSE and three lowest RMSE, and we will plot β against β∗ for all 12 combinations

of these values. We will then colour these plots by f in order to identify how changing

f effects the results, and will only focus on the auxiliary estimate model as a means of

demonstration. The three largest errors are given by (δ, α) = (1, 0.1), (0.9, 0.1), (0.8, 0.1)

with corresponding errors of 0.59, 0.49 and 0.46, while the three smallest errors are given by

(δ, α) = (0.9, 1), (0.2, 1), (0.2, 0.7) with corresponding errors 0.1, 0.09 and 0.08. Therefore,

we plot β against β∗ for the auxiliary estimate approach for all combinations of δ =

0.2, 0.8, 0.9, 1 and α = 0.1, 0.7, 1, where the plots are coloured by the different values of

f . Instead of having 9 different colours for f , we will instead colour the plot by three

ranges of f values, f = 0.1, 0.2, 0.3, f = 0.4, 0.5, 0.6 and f = 0.7, 0.8, 0.9; this plot is

given in Figure 4.4. The points are predominately given by values of f = 0.7, 0.8, 0.9,

however this is due to the fact that as f increases, the nodes are more clustered, which

means that we have more edges in the network, thus when we remove entries with a low

final epidemic size, it is likely to remove networks with a low value of f . There seems to

be a relatively even distribution above and below the red line, with no clear separation

between the colours. This suggests that the value of f does not influence the spread of

the points around the red line, and as such the large spread in Figures 4.2 and 4.3 is not

attributable to f .

In the next section we will look at another possible reason for the high variance in

Figures 4.2 and 4.3, and explore how we might reduce this variance using Principal Com-

ponent Analysis.

4.2.1 Principal Component Analysis (PCA) [23]

The spread in Figure 4.4 contrasts similar plots in Chapter 3 in that there is a higher

variance. A possible explanation for the large spread around the red line in the auxiliary

estimate and regression splines models is that there is simply too much diversity in the

data, that is, some networks have small values of the network properties and others have

high values of the network properties. This is significant, especially for the auxiliary

estimate model, because as we have previously mentioned, as the value of the network

properties increases then the more edges in the network we have, and thus the more



4.2. AUXILIARY ESTIMATE VS REGRESSION SPLINES 78

Figure 4.4: 11 plots of β against β∗4.2 coloured by a range of values for f .

accurate the auxiliary estimate is. As such, high values for the network properties implies

that a smaller correction is needed for betaAux. Contrast this with a network with a low

number of pairs, for example, which gives us a less accurate auxiliary estimate, and thus a

larger correction needs to be applied. Given the diversity in the networks, what we see in

the auxiliary estimate approach is that the model is not making a big enough correction

to some estimates of βAux, and making too much of a correction to some that only need

a minor correction.

One possible approach to overcome this is to split the training and test datasets into

smaller datasets that are defined by a drastic change in the network properties. What

we hope to find, for example, is that the network properties or network parameters give

rise to natural clusters in the data, i.e., the number of pairs less than a certain value,

x, represent one clustering of the network properties and the number of pairs greater

than x represent another cluster of the network properties. A method for finding these

natural clusters in the data is Principal Component Analysis (PCA). PCA is a method for

taking possibly correlated variables and converting them to a set of linearly uncorrelated

variables, called the principal components [23, page 18]. Algorithm 12 outlines how we



CHAPTER 4. KEELING NETWORK 79

get k principal components, where k ≤ number of variables. When we plot the two or

three dimensional plots of the principal components we should be able to visually see any

natural clusters in the data.

Algorithm 12: Principal Component Analysis [23, page 23]
Input: X; k

Output: W

1 Centre the data Xcent = X− X̄ and calculate S = V ar(X);

2 Find the spectral decomposition of S = Γ̂Λ̂Γ̂T ;

3 Calculate the principal component data, W(k), which is the first k principal

component vectors:

W(k) = Γ̂TkXcent

We input into Algorithm 12 the number of pairs, triples and triangles as a matrix

X, and set k = 3, so that we get three principal components. Figure 4.5 gives the two

dimensional plots of all the possible combinations of the first three principal components,

and Figure 4.6 gives the three dimensional plot of the first three principal components.

Noticeably, there are no clear clusters in the data in Figure 4.5, the plot of the two

dimensional plots. The plot of PC1 against PC2 seems to have a quadratic shape, while

the plot of PC1 against PC3 has a negative cubic trend, with a slight downward slope

followed by a slight upward trend and then an extreme downward slope. Finally, the

plot of PC2 against PC3 has a bow type shape. Without any clear clusters in the data

we are unable to split the training and test sets into smaller sub-datasets. However, we

may be able to separate the datasets based on the trends in the data. For example,

take the plot of PC1 against PC3 in Figure 4.5. We may find that the initial downward

trend (for values of PC1 less than −400000) represents small values of f , the upward

trend represents a middle range of f values, and the steep downward slope represents a

high value of f . Before we look at this we check the three dimensional plot of the three

principal components in Figure 4.6. Again, we don’t see any clear clusters or separations

of the data. However, similar to the two-dimensional plot of PC1 against PC3 we see

three main trends in the data. Looking at the plot from left to right, there is an initial

downward slope, followed by a positive but flat increase and finally a steep descent. Even

though there are no natural clusters in the data, what we do see is three trends in the

data, given by the plot of the three principal components.



4.2. AUXILIARY ESTIMATE VS REGRESSION SPLINES 80

0

50000

100000

150000−
1000000−

750000−
500000−

250000
0

P
C

1

PC2

0

1000

−
1000000−

750000
−

500000
−

250000
0

P
C

1

PC3

0

1000

0
50000

100000
150000

P
C

2

PC3

F
igure

4.5:
T
w
o
dim

ensional
plots

of
the

principal
com

ponents.
Left

plot:
P
C
1
against

P
C
2;

m
iddle

plot:
P
C
1
against

P
C
3;

right
plot:

P
C
2
against

P
C
3.



CHAPTER 4. KEELING NETWORK 81

3d plot of principal components
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Figure 4.6: Plot of the three principal components.

In order to identify if there is a single parameter value that identifies these three trends

in the three-dimensional principal component plot, we will colour the plot by parameter

values f , δ, and α. Similar to our work previously, we will split the parameter values

into three groups: low, medium and high. For example, ‘low’ values of f are given by

f = 0.1, 0.2, 0.3, medium values are given by f = 0.4, 0.5, 0.6, and high values are given

by f = 0.7, 0.8, 0.9. We take a similar approach for δ and α, except because there are 10

values of δ and α we define a ‘high’ value of δ or α as = 0.7, 0.8, 0.9, 1.

Figure 4.7 has the 3-dimensional principal components plots, coloured by f , δ, and α.

We can see that none of the three plots have distinct colouring for the three trends in the

plot, which indicates that neither f , δ or α can be used as a criterion to split the training

and test datasets into smaller sub-datasets. Interestingly, the middle plot of Figure 4.7,

coloured by δ, does seem to have the colours clustered together, however these clusters

don’t seem to align with the three major trends in the data. Given that the network

parameters cannot be used to identify the trends in the 3-dimensional PCA plot, perhaps

the network properties (the number of pairs, triples or triangles) can be used. Using our

intuition that there is three clusters in the data, we split the number of pairs, triples and

triangles as in Table 4.3 These splits are based on splitting the range of network property

values into three equal sizes clusters. We colour the 3-dimensional PCA plot using the

three clusters based on the number of pairs, triples or triangles in Figure 4.8. The top

plot, coloured by the number of pairs, does seem to have a clear distinction between the
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3d plot of principal components, coloured by f
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3d plot of principal components, coloured by delta
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3d plot of principal components, coloured by alpha
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Figure 4.7: Top plot: 3-dimensional PCA plot, coloured by f ; Middle plot: 3-dimensional

PCA plot, coloured by δ; Bottom plot: 3-dimensional PCA plot, coloured by α. Red

represents f, δ, α = 0.1, 0.2, 0.3, blue represents f, δ, α = 0.4, 0.5, 0.6 and green represents

f = 0.7, 0.8, 0.9 and δ, α = 0.7, 0.8, 0.9, 1.
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3d plot of principal components, coloured by pairs
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3d plot of principal components, coloured by triples
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Figure 4.8: Top plot: 3-dimensional PCA plot, coloured by pairs; Middle plot: 3-

dimensional PCA plot, coloured by triples; Bottom plot: 3-dimensional PCA plot, coloured

by triangles. Red represents the smallest third of the network property (Cluster 1), blue

represents middle third (Cluster 2), and top represent highest third (Cluster 3).
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Network property Cluster 1 Cluster 2 Cluster 3

Pairs ≤ 3923 ≤ 6676 and > 3923 > 6676

Triples ≤ 293624 ≤ 587249 and > 293624 > 587249

Triangles ≤ 280126 ≤ 560252 and > 280126 > 560252

Table 4.3: Clusters for the number of pairs, triples and triangles.

three trends, whereas the other plots, coloured by the number of triples and triangles,

don’t seem to have the three colours match up with the three trends in the data. What

this indicates is that we should split the training and test sets into three sub-datasets

based on the number of pairs. The three subsets are given by the number of pairs less

than 3923, between 3923 and 6676, and greater than 6676. This will give us three models,

and we will refer to them as:

Number of pairs Name

≤ 3923 Sub-model 1

> 3923 and ≤ 6676 Sub-model 2

> 6676 Sub-model 3

For the auxiliary estimate approach, regression estimates for Sub-model 2 are all statisti-

cally significantly different from 0, and so we don’t reduce this model. Sub-models 1 and

3 however do have terms with a p-value greater than 0.05, and so we remove these terms.

Sub-model 1 can be reduced by removing the term betaAux2 : triples, which gives us a

model in which the only non-significant terms are betaAux3 and pairs, which we don’t re-

move in order to satisfy the principle of marginality. Sub-model 3 is reduced by removing

terms betaAux : triples, betaAux3 : triples, betaAux : triangles, and betaAux : pairs in

that order, after which all of the terms are statistically significant, except for betaAux. A

summary/comparison of these three models is given in Table 4.4. From Table 4.4 we can

see that the results do seem to match our intuition about the model overestimating some

values and underestimating others. This can be seen by the fact that Sub-model 3 has

estimated regression coefficients closest to zero (regardless of the sign). This would make

sense, as Sub-model 3 includes the data with the highest number of pairs, and the higher

number of pairs means that betaAux is closer to the true value of beta, which means it

needs less correcting.

So using these three models for prediction, we would take an entry of our test set,
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Dependent variable:

β

Sub-model 1 Sub-model 2 Sub-model 3

betaAux 11.259 −9.567 −0.031

I(betaAux2) −6.618 8.864 2.288

I(betaAux3) 1.010 −1.820 −0.392

pairs −0.001 −0.003 −0.001

triples 0.0002 0.00005 0.00001

triangles −0.0003 −0.00003 −0.00001

betaAux:pairs −0.008 0.003

betaAux:triples −0.0001 −0.00005

betaAux:triangles 0.001 0.00004

I(betaAux2):pairs 0.008 −0.002 −0.0003

I(betaAux2):triples 0.00002 −6.637× 10−7

I(betaAux2):triangles −0.0003 −0.00001 1.484× 10−6

I(betaAux3):pairs −0.002 0.0005 0.0001

I(betaAux3):triples 0.00001 −4.073× 10−6

I(betaAux3):triangles 0.00004 1.223× 10−6 −2.194× 10−7

Constant 4.828 10.726 3.385

Table 4.4: Comparison of the three auxiliary estimate models, given by splitting the train-

ing set into three sub-datasets. All models are reduced using the p-value criteria.
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determine the number of pairs, and use that to choose the appropriate model to use.

Recall first that the previous auxiliary estimate model, based on not splitting the training

set at all, has a normalised residual sum of squares and residual mean squared error of

4941.43 and 0.1844, respectively. The model based on splitting the training and test sets

into three subsets, based on the number of pairs, has smaller error terms of 4729.43 and

0.1780, respectively.

However we need to ensure that splitting the data is actually giving us a significant

improvement. Obviously the best model is going to be one in which the data is split into

as many splits as possible, however this might not be practical. Therefore, we will check

the errors for the model where we split the data using the number of triples and triangles,

as well as check if we should split the dataset into more or less sub-datasets. Table 4.5 has

the error results for both approaches. We can see from Table 4.5 that splitting the datasets

using the number of triangles is not sensible, as it has a higher normalised residual sum of

squares and residual mean squared error. The difference in errors is less significant when

comparing splitting on the number of pairs versus the number of triples. Even though

splitting along the number of pairs has the smallest of both errors, the difference is only

30 for the normalised residual sum of squares and 0.001 for the residual mean squared

error. However, our principal component analysis suggested that a natural split in the

data was to split it into three sub-datasets, where the split is based on the number of pairs.

Therefore we will conclude that we should use the number of pairs to split the training

and test sets. However, Table 4.5 also gives us the error terms for splitting the datasets

using k splits. The size of the cut-offs for the splits by taking the maximum number of

pairs, subtracting the minimum number of pairs and then dividing by k. Obviously k = 1

is simply just the basic model where we don’t split the data at all. Comparing the error

rates for k = 1 and k = 2, we can see a significant improvement in both error terms by

introducing a split. That is, k = 2, which represents splitting the training and test set

into 2 sub-datasets each, does a significantly better job than k = 1. This is certainly

expected, as we have previously argued that the model over estimates for some entries of

the test set, and under estimates for others. So where for k = 1 we had some entries that

we overestimated, for k = 2 we now have that these entries are overestimated, but not by

as much. So given that we should split the training and test datasets, we now want to

explore how many times we should split these datasets. We can see from Table 4.5 that as

k increases the error terms decrease, which is not surprising. There is some improvement
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Different network properties used to split datasets, 3 splits

Split using the number of NRSS RMSE

Pairs 4729.43 0.1780

Triples 4767.25 0.1795

Triangles 4794.6 0.1803

Split the dataset using pairs with k splits

Number of splits NRSS RMSE

k = 1 (no split) 4941.43 0.1844

k = 2 4758.97 0.1793

k = 3 4729.43 0.1780

k = 4 4726.12 0.1776

k = 5 4706.697 0.1770

Table 4.5: The error terms for splitting based on different network and different numbers

of clusters, for the auxiliary estimate model.

that can be made by going from k = 2 to k = 3, with a reduction in the normalised

residual sum of squares of 29.47, and then going from k = 3 to k = 4 has a reduction

in the normalised residual sum of squares of less than 10. This indicates that k = 4 is

not a sensible choice, as the reduction in error is significantly outweighed by the level of

complexity (k = 4 means we have to build and test 4 models). While a similar argument

could be made about k = 3, we recall that we have previously found merit in the idea of

three splits in the data, given again by our principal component analysis. Given this, and

that k = 3 is a significant improvement on k = 2, we choose to build and test our auxiliary

estimate model by splitting the training and test datasets into three sub-datasets.

This leaves us with a model based on the auxiliary estimate approach that restricts

the data to cases in which the average final epidemic size is between 10 and 90, splits the

training and test datasets into three sets each (based on the idea that the lowest third of

the number of pairs differs from the middle, etc.) and then reduces these three models

using a p-value criterion.

Repeating this analysis for the regression splines approach we find very different re-

sults. While the regression splines model does already capture any non-linearity in the

relationship between βAux, the network properties and β, it is still possible that the algo-
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rithm that forms the model doesn’t quite identify minor splits. Recall that our error rates

for the regression spline approach were 5000.04 and 0.187. Following the same process as

before, we firstly check which network property should be used to split the data in three

sub-datasets. The errors for each corresponding network property can be found in the top

of Table 4.6. Splitting using the number of triples has the largest error, with a residual

mean squared error of 0.1946, and so we reject the idea of using the number of triples

as a model split. Splitting along the number of pairs gives the smallest error, however

there is a smaller difference between splitting along pairs compared with triangles than

there is between splitting along triangles compared with triples. However we should note

that splitting the dataset using the network properties gives a larger error than the model

where we implement no split at all. Table 4.6 gives us the smallest residual mean squared

error for splitting the data into three datasets as 0.192 (which is based on splitting using

the number of pairs), but this is larger than the error for implementing no split at all,

0.187.

This indicates that either splitting the data is not a good idea for the regression splines

approach, or that we should be using more or less splits of the data. To explore this, and

given our previous work in the auxiliary estimate approach, we will consider splitting the

data using a different number of splits, but still based on the number of pairs. We can

find these results in the bottom half of Table 4.6.

Given our previous work in splitting the data, and given the results in the top part

of Table 4.6, we will choose to further investigate splitting the data using the number of

pairs.

Unlike the auxiliary estimate approach (Table 4.5) the errors don’t decrease as the

number of splits, k, increases. Instead, the error becomes significantly worse when we

split the data in half (k = 2) when compared to no split at all, with a difference of 0.0687

in the residual mean squared error. Implementing three splits gives an error much closer

to the original approach of k = 1, however we again find an increase when comparing

k = 3 and k = 4.

One plausible reason for the difference in results for the two modelling approaches

could be because as we increase the number of splits for the auxiliary estimate approach,

we expect a decreasing error because we can make a more accurate correction to the

estimate betaAux. However, we don’t expect this behaviour for the regression splines

approach, as the regression splines attempt to (indirectly) infer the relationship between
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Different network properties used to split datasets, 3 splits

Split using the number of NRSS RMSE

Pairs 5143.89 0.192

Triples 5193.67 0.1946782

Triangles 5160.609 0.1924151

Split the dataset using pairs with k splits

Number of splits NRSS RMSE

k = 1 (no split) 5000.04 0.187

k = 2 6975.62 0.2557

k = 3 5143.89 0.192

k = 4 5215.87 0.1955

Table 4.6: The error terms for splitting based on different network and different numbers

of clusters, for the regression splines model.

β and the final epidemic sizes. Therefore as we increase k we decrease the amount of data

in the k models, and so we don’t get the same accuracy in the relationship between β and

the final epidemic sizes.

So for the regression splines approach we find the best model is the one that implements

no split at all. In summary, our best model for the regression splines approach is one that:

1. restricts the data to cases when the final epidemic size is between 10 and 90;

2. uses the values βmin = 1, βstep = 0.1, βmax = 7 in Algorithm 2 to calculate the

auxiliary estimate; and,

3. considers interaction terms between the final epidemic sizes,

while our best model for the auxiliary estimate approach is one that:

1. restricts the data to cases when the final epidemic size is between 10 and 90;

2. uses the values βmin = 1, βstep = 0.1, βmax = 7 in Algorithm 2 to calculate the

auxiliary estimate;

3. has a squared and cubic term for betaAux;

4. uses a p-value criterion to reduce the model; and,
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5. splits the data into three datasets (based on the number of pairs) and builds three

separate models (see Table 4.4).

In the next section, we will do a further comparison of these two approaches as well

as check the basic model assumptions.

4.3 Further model analysis and checking

In this section we will consider further analysis and testing for the auxiliary estimate

and regression splines approaches. As before, we build the auxiliary estimate model

using the lmer command in the package lme4 [4], which allows us to account for the

dependence between measures on the same network. In Chapter 3 some of the explorations

we conducted included:

1. varying the cut off levels for the final epidemic size;

2. reducing the model using cross validation; and,

3. reducing the model by removing VIF’s.

We will not show the results for the above approaches for the Keeling model, however we

will state that in each case they yielded a model that was either equivalent to or worse

than our current models.

In this section we will:

1. consider the linear model assumptions for the auxiliary estimate approach;

2. compare the two approaches; and,

3. analyse their predictability accuracy.

As before, the assumptions for the linear model are linearity of the relationship between

the dependent and independent variables, homoscedasticity of the errors, normality of

the errors and independence of the data. These assumptions are not essential to our

work, as we are interested only in predictions, not explanation of the data. However if

these assumptions hold then we are able to construct confidence and prediction intervals

without requiring a test set. The advantage of prediction intervals is that we can obtain

prediction intervals for any values for the number of pairs, triples, triangles and auxiliary
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estimate. For the test set, we can only get an approximation of the prediction intervals,

which is a good estimate of the true prediction intervals, however we can only obtain

these approximations for the data we have simulated. This is why we test for these linear

model assumptions.

As before, the only dependence in the data is within each network, which we account

for by using the lmer function. We can confidently say there is no other dependence in

the data because of how the data was generated. This just leaves us with the assumptions

of linearity, homoscedasticity and normality, however each of these assumptions has to be

checked for all three models, which we called Sub-model 1, Sub-model 2, and Sub-model

3 (see Table 4.4). Given the sheer number of plots required, the plots for assumption

checking can be found in Appendix B.

To check linearity, we look at the plots of Residuals vs Fitted values and Residuals vs

Predictors and expect to see roughly even scatter above and below the zero line.

• Sub-model 1: Residuals vs Fitted values plot can be found in Figure B.4; Residuals

vs Predictors plot can be found in Figure B.7.

• Sub-model 2: Residuals vs Fitted values plot can be found in Figure B.5; Residuals

vs Predictors plot can be found in Figure B.8.

• Sub-model 2: Residuals vs Fitted values plot can be found in Figure B.5; Residuals

vs Predictors plot can be found in Figure B.8.

In all three plots of Residuals vs Fitted values, there is generally even scatter above and

below the zero line, except for the truncation for higher Fitted values. For Sub-model

1 and 2 the Residuals vs betaAux3 plot has a trend to it, and so linearity is an invalid

assumption. However, for Sub-model 3, there does seem to be roughly even scatter above

and below the zero line, and so linearity is valid for Sub-model 3.

The next assumption we want to check is homoscedasticity of the errors. We check

this by looking at the same plots we checked when testing for linearity, and if homoscedas-

ticity is valid then we expect to see even spread on all the plots from left to right. As

before, for the three Residuals vs Fitted values the spread is effected by the truncation

for higher Fitted values. For Sub-model 1, there is a clear violation of homoscedasticity

in the plots of Residuals vs betaAux, betaAux2, and betaAux3, all of which seem to have
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some curvature to them. Sub-model 2 also violates the assumption of homoscedaticity,

but it is perhaps best seen in the plot of Residuals vs betaAux3, where the spread sig-

nificantly decreases as betaAux3 decreases. Finally, Sub-model 3 seems to have roughly

even spread from left to right, with no obvious violations. Therefore we can conclude that

homoscedasticty is valid for Sub-model 3 only.

Finally we want to check normality of the errors. To evaluate this we will check the

Normal Q-Q plots, and if normality is valid we expect the plot to look roughly linear.

• Sub-model 1: Normal Q-Q plot can be found in Figure B.1.

• Sub-model 2: Normal Q-Q plot can be found in Figure B.2.

• Sub-model 3: Normal Q-Q plot can be found in Figure B.3.

For Sub-model 1 there is a significant upward curve for higher theoretical values, although

the rest of the plot is relatively straight. This is perhaps just a trend in the tail and

assuming normality would be reasonable. Contrast this with the Normal Q-Q plot for Sub-

model 2 in which there is a sharp upward curve for higher theoretical values. Normality is

clearly violated here. Finally, for Sub-model 3 there is a definite cubic trend to the data,

which again suggests that normality is not valid for Sub-model 3.

Overall we can conclude that all of the usual linear model assumptions are not valid for

any of the three models. Linearity and homoscedasticty are only valid for Sub-model 3,

while normality is only valid for Sub-model 1. As we have previously argued, the results

of the basic linear model assumptions being invalid simply means we cannot calculate

confidence or prediction intervals, or other such quantities that allow us to test how effec-

tive our model is. To overcome this issue, we use the test set in order to evaluate model

performance by calculating the prediction errors in the test set. We will use the test set

to obtain an approximate of the prediction errors later in this section.

So contrasting the two approaches, our auxiliary estimate approach has an overall nor-

malised residual sum of squares of 4729.43 and residual mean squared error of 0.178, while

our regression splines approach has errors of 5000.04 and 0.187, respectively. However this

work is based on 10 final epidemic sizes, and so to further test these modelling approaches

we will alter the number of final epidemic sizes (let k be the number of final epidemic
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sizes) and check the performance of both models. Table 4.7 has the errors for both mod-

els for k final epidemic sizes, and we plot the NRSS error against k for each model in

Figure 4.9. As with the Gilbert-Erdös-Rényi section, we find that the regression splines

approach performs better than for a small number of final epidemic sizes (k = 1, 2, 3), as

shown in Table 4.7 and Figure 4.9.

Number of Ne, k
Normalised residual sum of squares Residual mean squared error

betaAux MARS betaAux MARS

1 35342.51 33181.70 1.1368 1.0574

2 22101.30 20679.67 0.7648 0.6981

3 14945.50 15168.56 0.5375 0.5329

4 11115.06 11188.83 0.4066 0.4033

5 8818.13 9112.41 0.3251 0.3313

6 7411.39 28255.158 0.2751 0.8607

7 6471.93 25111.09 0.2416 0.7788

8 5736.35 11992.32 0.2149 0.4041

9 5161.51 20897.57 0.1939 0.6707

10 4729.436 5000.04 0.1780 0.1870

Table 4.7: The two error terms for the two Keeling models with k = 1, . . . , 10.
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Figure 4.9: Normalised residual sum of squares against varying numbers of final epidemic

sizes, separated by the different models.

However for four final epidemic sizes (k = 4) we get conflicting results; the normalised

sum of squares is smaller for the auxiliary estimate approach, however the residual mean
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squared error is smaller for the regression splines approach. Given the small scale of this

difference, we could conclude that the two models are, more or less, equivalent for four

final epidemic sizes. There is a more significant difference in the errors for the number

of final epidemic sizes greater than four, for which the auxiliary estimate approach has

smaller error terms. In conclusion, we could say that:

• the regression spline approach is better for between one and three final epidemic

sizes;

• both approaches are equivalent for four final epidemic sizes; and,

• the auxiliary estimate approach is better for between five and 10 final epidemic sizes.

The erratic behaviour of the MARS model in Figure 4.9 highlights a specific case of the

MARS model in which outliers in the data distort where the knots are placed, and thus

lead to poor prediction models. We should note that there is only a small difference in

the errors for the two models for k ≤ 4, and so using the auxiliary estimate model for

prediction when k ≤ 4 would not give a large increase in prediction error when compared

to the regression splines approach.

From an application point of view, someone wanting to use these models for prediction

would have a mechanism for choosing the best modelling approach based on the number

of observed final epidemic sizes.

We will now use the auxiliary estimate approach with 10 final epidemic sizes to demon-

strate a method for obtaining a prediction interval of the error in a predicted value of β.

Recall in Chapter 3 that rather than taking the largest error possible as an upper bound,

we split our errors based on an estimated value of p, p̂, and the value βAux. We were then

able to obtain an upper bound or prediction interval for each combination of (p̂, βAux),

which indicated the maximum error when using either modelling approach. Using the

test set to quantify the error is a major advantage of our work.

For the Keeling network models, our approach will be to separate the data using three

criterion:

1. The value βAux - same as for the Gilbert-Erdös-Rényi network models;

2. Whether the number of pairs are ≤ 3923, > 3923 and ≤ 6676, or > 6676 - we shall

assign a dummy variable, pairsLoc, to identify which of the three regions the number

of pairs falls in; and,
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3. The estimated value of f , f̂ .

Calculating the auxiliary value and pairsLoc is a straight forward process, however es-

timating the value of f is not. We will outline a method for obtaining an estimate for

the value of f when the node location is known. An alternate approach would be to

estimate the values of δ and α, however we have chosen to estimate f because it has a

clear interpretation; that is, f = 0.4 tells us something about the clustering of nodes and

human behaviour.

In order to obtain a method for estimating f , consider how the nodes locations are

simulated:

1. nodes are placed with x and y coordinates generated from a uniform distribution

between 0 and 1; and,

2. nodes are moved a proportion, f0, towards the closest focal point.

Suppose we observed the node positions and the true value f0. If we moved the nodes

a proportion f0 away from their closest focal point, then we would expect the x and y

coordinates of the points to look uniform; that is, if we generated a Uniform Q-Q plot of

the x and y coordinates, then we expect the plot to look roughly linear. In fact, given

the x and y coordinates are generated independently, we can put all x and y coordinates

into the one Uniform Q-Q plot. Furthermore, if we moved the nodes away from their

closest focal point by a different proportion, f1, then we expect the Uniform Q-Q plot to

not look linear (or, at least look not as linear as the Uniform Q-Q plot when we move

the points away by proportion f0). The reason for this is because moving the nodes away

from their closest focal point by a different proportion f0 would not move the nodes back

to their original uniformly generated position. So in order to estimate the true f we will

search over a range of candidate values for f , and choose the one that gives the most

linear Uniform Q-Q plot. An outline of the process for estimating f can be found in

Algorithm 13.

If the focal positions are unknown we use k−means clustering with k = 2 to identify

them. The algorithm will iteratively find which nodes belong to which cluster, and then

take the focal point to be the geometrical centre of the points. As a side comment, we can

state with certainty that if there is no candidate value of f that gives sufficient Uniform

Q-Q plots then we can say that the node positions were not generated via the Keeling

model, and as such the network is not a Keeling network.
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Algorithm 13: Estimating the network parameter f
Input: Node positions

Output: f̂

1 if Focal positions are unknown then

2 Estimate focal points using k−means clustering [23, pages 191-192]. Set k = 2;

3 end

4 for f ∈ 0.1, . . . , 0.9 do

5 Move each node a proportion of 10× (1− f) away from their nearest focal point;

6 Generate the Uniform Q-Q plot for all the nodes;

7 end

8 Check all nine Uniform Q-Q plots;

9 Set f̂ equal to the value of f that gives the Uniform Q-Q plot where the points lie

closest to the line;

So we now have a way of obtaining errors, box-plots and confidence intervals for each

combination of (pairsLoc, f̂ , βAux). Users of these models can then follow the following

process:

1. Determine which approach to use based on the number of final epidemic sizes;

2. Predict β using the appropriate model;

3. Calculate pairsLoc, f̂ and βAux;

4. Find the errors in the test set that match the three quantities calculated in Step 3;

and,

5. Use these errors to calculate prediction intervals, maximum error, etc., for the pre-

dicted value of β in Step 2.

To demonstrate the effectiveness of the auxiliary estimate approach, the box-plots

of raw error for 10 final epidemic sizes will be examined; this will allow us to check if

the model is either under or over estimating the data significantly. Because of the large

amount of data, we will only focus on the box-plots for f̂ = 0.1, 0.4, 0.9. These box-plots

will be separated by the values of pairsLoc, f̂ , and βAux. The plots will be separated along

the columns for pairsLoc and along the rows for f̂ .
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The plot of the raw errors in Figure 4.10 shows results similar to the raw errors for the

Gilbert-Erdös-Rényi network, in that there are no obvious areas of the data in which the

box-plots are always above or always below the zero line. The reason this is significant is

because it indicates that there are no parts of the data where the model is under or over

estimating the true value of β. Finally, the majority of the data points seem to lie between

−2 and 2, with only a few points with raw errors outside this range. The third column of

plots have the smallest spread, indicating that (unsurprisingly) the model performs best

when the number of pairs is greater than 6676.

4.4 Discussion

Following the same process as Chapter 3, two models were built that can be used to

estimate β for final epidemic size data on a Keeling network: one model was the auxiliary

estimate approach, and the other was the regression splines approach.

Unlike Chapter 3, the auxiliary estimate approach splits the training and test sets into

three sub-datasets each, where the split is based on the number of pairs; the motivation

for this approach came from a principal component analysis, but the reason for needing

to split the data comes from the large variability in the data. This meant the model could

not make an accurate correction to the auxiliary estimate.

In contrast, the regression splines approach requires more information in the model in

order to accurately infer the relationship between β and the final epidemic sizes, and so

we don’t split the data for this approach.

In choosing an appropriate modelling approach, the error terms give that: the re-

gression spline approach is superior when we have between one and three final epidemic

sizes; the two modelling approaches are equivalent for four final epidemic sizes; and, the

auxiliary estimate approach is superior for five or more final epidemic sizes. Finally, we

developed a method for estimating the true value of f , given node location. This allows

for calculating prediction errors based on f̂ , βAux, and the region the number of pairs lies

in.



Chapter 5

Model mis-specification

In Chapters 3 and 4 we established two approaches for estimating β given observed net-

work properties and final epidemic sizes. Both of these approaches could be applied to

the two types of random networks we considered, and both approaches give a high degree

of accuracy in estimating β. We also explored ways of distinguishing between a Gilbert-

Erdös-Rényi network and a Keeling network. For the Gilbert-Erdös-Rényi network, we

need the number of edges for each node to be binomial, and for the Keeling network

we require a candidate value of f to give a Uniform Q-Q plot in Algorithm 13. If we

know that a network is either Gilbert-Erdös-Rényi or Keeling, then examining these two

aspects (node degree distribution and candidate value of f) is enough to determine the

network. Determining and distinguishing which network model to use is an essential step

in determining if our models can be applied to an observed network. So far we have

limited our analysis to the error rates for the Gilbert-Erdös-Rényi models applied to data

from Gilbert-Erdös-Rényi networks, and similarly for the Keeling network. However this

is conditional on knowing that the network we are analysing was generated using the

Gilbert-Erdös-Rényi network simulation algorithm (Algorithm 3) or a Keeling network

simulation algorithm (Algorithm 10).

In this section, we will explore what happens when we apply the Keeling models to

data that comes from Gilbert-Erdös-Rényi networks, and visa versa; that is, what are

the error rates when we use a model built using a Keeling training set to predict data

that came from the Gilbert-Erdös-Rényi test set. There are two motivations for doing

this analysis: firstly, to check how bad the errors become when we mis-identify a network

as Gilbert-Erdös-Rényi or Keeling; and secondly, we want to check if we can use one
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model for predicting data from both network types. For simplicity, we have the following

definitions:

• Modelling approach: Either the auxiliary estimate or regression splines approach.

• Gilbert-Erdös-Rényi (Keeling) modelling approaches : The models that we build us-

ing the Gilbert-Erdös-Rényi (Keeling) training set, simulated in Algorithm 6 (11).

• Gilbert-Erdös-Rényi (Keeling) data: The test set with Gilbert-Erdös-Rényi (Keel-

ing) networks, simulated in Algorithm 6 (11).

• Gilbert-Erdös-Rényi (Keeling) network : A - a simulated network, generated using

Algorithm 3 (10); or B - an observed network, that has the basic properties of a

Gilbert-Erdös-Rényi (Keeling) network (see Chapter 3 and 4 for details).

• Model type: Either the Gilbert-Erdös-Rényi model or Keeling model.

Given that the Keeling auxiliary estimate approach splits the data into three sub-datasets,

we will refer to the Keeling auxiliary estimate approach as the Keeling models, whereas

the Gilbert-Erdös-Rényi equivalent will simply be referred to as the Gilbert-Erdös-Rényi

model.

Given that the test dataset for the Gilbert-Erdös-Rényi data had 1860 entries, com-

pared to 126280 for the Keeling data, we will evaluate performance based on the residual

mean squared error, which is not influenced by the number of observations, unlike the

normalised residual sum of squares. As reference for this chapter, we have the residual

mean squared errors from Chapters 3 and 4 in Table 5.1.

Q
Q
Q
Q

Q
Q
Q
Q
Q
Q
Q
QQ

Modelling approach

Model type

Gilbert-Erdös-Rényi Keeling

Auxiliary estimate 0.1364 0.178

Regression splines 0.1683 0.187

Table 5.1: Residual mean squared errors for both modelling approaches and both network

types.
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5.1 Applying the Gilbert-Erdös-Rényi model to Keel-

ing data

First we explore applying the Gilbert-Erdös-Rényi modelling approaches to the Keeling

data. Previously, the Keeling training and test sets have been split into three sub-datasets.

However, given we are applying the Gilbert-Erdös-Rényi model to the Keeling test set,

there is no need to split the data. Applying the Gilbert-Erdös-Rényi model to Keeling

data gives a residual mean squared error of 0.194 for the auxiliary estimate approach and

0.2087 for the regression splines approach. Both of these errors are larger than, but close

to, their respective errors for the Keeling model, being 0.178 and 0.187 respectively (see

Table 5.1).

Considering the auxiliary estimate approach, the RMSE is quite close for both the

Gilbert-Erdös-Rényi and Keeling models. This may suggest that in lieu of the Keeling

models we could use the Gilbert-Erdös-Rényi model.
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Figure 5.1: Predicted values of β for Keeling models against Gilbert-Erdös-Rényi model.

Darker shaded points represent heavy clustering of points, and lighter shaded points rep-

resent low clustering of points.

Figure 5.1 plots the predicted values of β for the Keeling models against the Gilbert-

Erdös-Rényi model. For small predicted values we find that the Keeling models predict a

larger value of β than the Gilbert-Erdös-Rényi model. Contrast this with higher predicted

values, where the Gilbert-Erdös-Rényi model makes a larger prediction than the Keeling
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models. This indicates that perhaps the Gilbert-Erdös-Rényi model predicts β with more

accuracy for some networks or some values of β, while it predicts β with less accuracy

(when compared to the Keeling models) for other network or other values of β. Testing

this theory, we find that for 46% of the Keeling test set, the Gilbert-Erdös-Rényi model

has a smaller raw error than that of the Keeling models. In fact, on the three intervals

specified by splitting the pairs (≤ 3923.3, between 3923.3 and 6676.6, and> 6676.6) we get

that the Gilbert-Erdös-Rényi model performs better than the Keeling models for roughly

45%, 48%, and 46% of the data. So roughly half of the time the Gilbert-Erdös-Rényi

model outperforms the Keeling models for Keeling data. One final consideration is the

magnitude of the error; the Gilbert-Erdös-Rényi model has a minimum and maximum

raw error of 3 × 10−6 and 4.5 respectively, while the Keeling models have a minimum

and maximum error of 7 × 10−6 and 3.6. While not much can be said for the minimum

error, the maximum error demonstrates just how poor the Gilbert-Erdös-Rényi model can

be when applied to Keeling data. This indicates that applying the Gilbert-Erdös-Rényi

model to the Keeling data would be a poor approach because of the scale of the possible

maximum error.

For the regression splines approach the Gilbert-Erdös-Rényi model has a smaller raw

error than the Keeling models 44% of the time. However unlike the auxiliary estimate

approach there is only a small difference in the maximum raw error, with 3.5 for the

Gilbert-Erdös-Rényi model and 3.4 for the Keeling models. This does suggest that if the

regression splines approach was to be used to predict Keeling data, either the Gilbert-

Erdös-Rényi or Keeling model could be used for prediction. Furthermore, the difference

in the number of terms does suggest an equivalence between the Gilbert-Erdös-Rényi

and Keeling models; however it should be emphasized that 57% of the time the Keel-

ing model outperforms the Gilbert-Erdös-Rényi model, therefore the Keeling regression

splines model is preferable to the Gilbert-Erdös-Rényi regression splines model when pre-

dicting data from Keeling networks. The differences are not significant enough to say that

we should use the Gilbert-Erdös-Rényi regression splines model for Keeling data.

What we have demonstrated is that the Gilbert-Erdös-Rényi modelling approaches can

be used in lieu of the Keeling modelling approaches, and in some cases it performs better.

However we don’t find these results sufficient enough to suggest always using the Gilbert-

Erdös-Rényi model. While the results are similar, the Keeling modelling approaches give

better accuracy. Perhaps most relevant from this section is that we have managed to show
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how mis-specifying the network does not have any serious implications for estimating β.

If we took a network that was generated by Algorithm 11 (i.e., a Keeling network) but we

mis-specified the network as a Gilbert-Erdös-Rényi and accordingly applied the Gilbert-

Erdös-Rényi model, then we could still get good accuracy in our estimate of β.

We should emphasize however that it is important to correctly specify the network in

order for the work in Sections 3.5 and 4.3 to hold; that is, without correctly specifying the

network we cannot use βAux and either p̂ or f̂ and pairsLoc in order to get a estimate of

the prediction error (assuming that the network was mis-specified by accident). We could

however purposely mis-specify the network and then construct our prediction errors as in

Sections 3.5 and 4.3. In fact, in cases where there is doubt as to whether the network is

Gilbert-Erdös-Rényi or Keeling we could apply both model types (Gilbert-Erdös-Rényi

and Keeling) and then construct two box-plots of prediction errors. This would then give

us a worst and best case scenario. In the next section we will explore how we can apply

the Keeling models to the Gilbert-Erdös-Rényi data.

5.2 Applying the Keeling model to Gilbert-Erdös-Rényi

data

In this section we will apply the Keeling models to Gilbert-Erdös-Rényi data. In the previ-

ous section we showed how applying the Gilbert-Erdös-Rényi model to Keeling data could

give similar results to the Keeling models, especially for the regression splines approach,

and what we aim to demonstrate is that same type of equivalence, if not an improvement,

when applying Keeling models to Gilbert-Erdös-Rényi data.

The residual mean squared error for the Gilbert-Erdös-Rényi modelling approaches

applied to Gilbert-Erdös-Rényi data was 0.1364 for the auxiliary estimate approach and

0.1683 for the regression splines approach. When applying the Keeling models to the

Gilbert-Erdös-Rényi data we get 0.136 and 0.1559 for the respective errors. First we

notice that the errors are smaller when we apply the Keeling models to Gilbert-Erdös-

Rényi data, albeit the difference is small (0.0004 for the auxiliary estimate approach and

0.0124 for the regression splines approach). This suggests that the Keeling modelling

approaches can be used for both the Keeling and Gilbert-Erdös-Rényi data.

For the auxiliary estimate approach the Keeling models outperform the Gilbert-Erdös-
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Rényi model in terms of raw error 50.6% of the time. Furthermore, the minimum and

maximum raw error is roughly the same with a minimum error of 0.000126 and a maxi-

mum error around 1.8, which suggests that there is no significant difference between the

models and that there is a possible equivalence in prediction for the Keeling and Gilbert-

Erdös-Rényi auxiliary estimate approaches. However, looking at the raw error for varying

numbers of pairs, we find that for pairs ≤ 3923.3 the Keeling models outperform the

Gilbert-Erdös-Rényi model 57% of the time, whereas for pairs > 6676.6 it only outper-

forms the Gilbert-Erdös-Rényi model 48% of the time. This suggests that there is not

a uniform equivalence between the Gilbert-Erdös-Rényi model and Keeling models, and

instead suggests that the smaller RMSE for the Keeling models is simply the result of the

Keeling models making more accurate predictions for only a portion of the Gilbert-Erdös-

Rényi data. Exploring this further, in the next section we will examine how building three

Gilbert-Erdös-Rényi auxiliary estimate models by splitting the Gilbert-Erdös-Rényi train-

ing set into three sub-datasets will change the RMSE for Gilbert-Erdös-Rényi auxiliary

estimate models applied to Gilbert-Erdös-Rényi data.

This could indicate that the only reason we have a smaller residual mean squared error

when applying the Keeling models to Gilbert-Erdös-Rényi data is because there are three

Keeling models separated by the number of pairs. In the next section we will test whether

we can improve our Gilbert-Erdös-Rényi model by splitting the data into three sub-data

sets using the number of pairs.

While splitting the Gilbert-Erdös-Rényi training and test set into sub-datasets might

then give a small RMSE for the Gilbert-Erdös-Rényi auxiliary estimate model, we still

won’t have addressed why the Keeling model is superior for the regression splines ap-

proach. For the regression splines approach we again find no significant difference for the

minimum and maximum raw error between the Keeling and Gilbert-Erdös-Rényi model,

and the Keeling model outperforms the Gilbert-Erdös-Rényi model 52% of the time. Re-

call from Sections 3.4.2 and 4.2 that the Gilbert-Erdös-Rényi regression splines model

had 21 terms, whereas the Keeling regression splines model has 98 terms. This suggests

that because there is more variability in the Keeling data, when we build the regression

splines model we get a more accurate model of the relationship between β and βAux, and

the network properties, thus the significant increase in the number of terms. Indeed, if we

examine the hinge functions in the Gilbert-Erdös-Rényi model we find that 19 of the 21

hinge functions also appear as hinge functions in the Keeling model, however the location
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of the hinge, c, and regression spline covariate estimate have changed. To compare the 19

common hinge functions,

• define ciER to be the value of c for the i-th common hinge function in the Gilbert-

Erdös-Rényi model, and let ciK be a similar quantity for the Keeling model;

• define βiER be the coefficient estimate for the i-th common hinge function in the

Gilbert-Erdös-Rényi model, and let βiK be a similar quantity for the Keeling model.

We will compare the 19 common hinge functions by looking at:

hingeloc =
1

19

19∑
i=1

ciER − ciK ,

hingeest =
1

19

19∑
i=1

βiER − βiK .

For the hinge functions locations, we get hingeloc = −2587288. While this is quite a large

average difference in hinge function locations, we should emphasize that the values for c

themselves are large, and so minor differences give a large average hingeloc. More inter-

esting is the average difference in hinge functions’ covariate estimates; for the 19 terms,

the covariates have an average difference between the Gilbert-Erdös-Rényi and Keeling

model of hingeest = 0.001284184. Furthermore, the largest difference, βiER − βiK , oc-

curs for the hinge function h(Ne6− 81) with estimate 0.0576 for the Gilbert-Erdös-Rényi

model and corresponding hinge function h(Ne6− 95) with estimate 0.089 for the Keeling

model. The small differences between the estimates for the hinge functions suggests that

the Keeling model captures most of the information that the Gilbert-Erdös-Rényi model

does. This suggests that the Keeling model is mostly capturing the same information

about the relationship between β and the final epidemic sizes and network properties

that the Gilbert-Erdös-Rényi model is. Given the small difference in the residual mean

squared error for the Gilbert-Erdös-Rényi and Keeling regression splines approach ap-

plied to Gilbert-Erdös-Rényi data, we conclude that while the Keeling model is not an

improvement on the Gilbert-Erdös-Rényi model, it certainly is equivalent. Given that in

the previous section we suggested not applying the Gilbert-Erdös-Rényi regression splines

model to the Keeling data, we can conclude that the Keeling regression splines model can

be used for both Gilbert-Erdös-Rényi or Keeling data. This means that if the regression

splines model is chosen as the appropriate method for prediction, there is no need to

distinguish the network as either Gilbert-Erdös-Rényi or Keeling. However, we should
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emphasize that the errors for the regression splines approach are larger than the errors

for the auxiliary estimate approach.

We have found that for the regression splines approach we should apply the Keeling

model to data, regardless of whether the data is Gilbert-Erdös-Rényi or Keeling. For the

auxiliary estimate approach we found a similar result, however in the next section we will

show how we can improve the Gilbert-Erdös-Rényi auxiliary estimate model by splitting

the training and test set into three sub-datasets using the number of pairs.

5.3 Improving the Gilbert-Erdös-Rényi model

In Section 5.2 we showed that when we apply the Keeling auxiliary estimate models

to the Gilbert-Erdös-Rényi data we get a smaller residual mean squared error (0.1360)

when compared to applying the Gilbert-Erdös-Rényi auxiliary estimate model to Gilbert-

Erdös-Rényi data (0.1364). One possible explanation for this comes from the fact that

we have three Keeling models, compared to one Gilbert-Erdös-Rényi model. One of the

motivations for splitting the Keeling training set into three sub-datasets was that there

was a significant amount of variability in the data. Having one model for networks with

a small number of pairs, one for a medium number of pairs, and one for a high number

of pairs allows us to make a more accurate correction to βAux, because as the number

of pairs in a network increases the closer βAux is to the true β, and thus the less of a

correction we need to apply to βAux.

In this section we will split the Gilbert-Erdös-Rényi model into three sub-models based

on splitting the training set into three sub-datasets based on the number of pairs. Using

the same intuition from the Keeling sub-models (see Section 4.2.1), we will build three

models by splitting the Gilbert-Erdös-Rényi training set into three sub-datasets based on

the number of pairs. We will use the same values that we used for the Keeling to split

the number of pairs as well.

Implementing this, we get the three Gilbert-Erdös-Rényi models in Table 5.2. All

models have been reduced using the p-value criterion. We get an overall residual mean

squared error for this approach as 0.1355, noticeably smaller than the errors from applying

the Keeling models to Gilbert-Erdös-Rényi data and from the previous Gilbert-Erdös-

Rényi auxiliary estimate approach.

This only provides a small improvement on the previous Gilbert-Erdös-Rényi aux-
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Dependent variable:

β

Sub-model 1 Sub-model 2 Sub-model 3

betaAux −4.548 −45.122 0.113

betaAux2 5.231 26.105 1.449

betaAux3 −1.631 −5.363 −0.226

pairs 0.003 −0.019 0.003

triples −0.0002 0.0003 −0.00004

triangles 0.0003 −0.0001 0.00001

betaAux:pairs 0.015

betaAux:triples −0.0001 −0.0001

betaAux2:pairs −0.008

betaAux2:triples 0.00005 0.0001 −3.641× 10−6

betaAux2:triangles −0.0001 2.462× 10−6

betaAux3:pairs 0.002

betaAux3:triples −0.00002 6.505× 10−7

betaAux3:triangles 0.00001 −4.490× 10−7

Constant 6.333 48.979 −7.836

Table 5.2: Comparison of the three models for the Gilbert-Erdös-Rényi auxiliary estimate

approach.
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iliary estimate model, however importantly we have shown that we should not apply

the Keeling auxiliary estimate models to Gilbert-Erdös-Rényi data, because we can get

a smaller RMSE using the improved Gilbert-Erdös-Rényi model. Given the small dif-

ference between the residual mean squared errors, we recommend in general using the

original Gilbert-Erdös-Rényi model from Section 3.3.6, however for individual predic-

tion we should consider both the original Gilbert-Erdös-Rényi model and the improved

Gilbert-Erdös-Rényi models based on splitting the training set into three sub-datasets.

5.4 Discussion

Both the Gilbert-Erdös-Rényi and Keeling networks aim to capture different aspects of

human behaviour. In choosing an appropriate network model for a given observed popu-

lation (or observed network) the typical questions to ask are: “Is the number of edges for

each node roughly binomial?"; “Are the nodes clustered, and edges generated proportional

to distance?". Errors in choosing an appropriate network can obviously occur simply due

to human error, and we should emphasize that a possible extension of this work is to

extend it to different network types, or even simply the Keeling network with more than

two focal points.

However, what we have demonstrated is that the process for generating a network

(either Gilbert-Erdös-Rényi and Keeling) is essentially irrelevant, and it is only the number

of pairs, triples and triangles that are important. Further research should focus on building

one overall model based on the number of pairs, triples and triangles that can be used for

other types of networks.

In the next chapter we will explore how to extend some of these models to time-series

data.



Chapter 6

Building a model for time-series data

Our approach so far has been to estimate β for the Gilbert-Erdös-Rényi and Keeling

networks based on network properties and final epidemic size data. To achieve this, two

modelling approaches have been considered: one based on an auxiliary estimate - where

we assume the data came from the homogeneous-mixing SIR model - and one that infers

the relationship between β and the final epidemic sizes by using regression splines. In

this chapter we will perform inference for epidemics on the Gilbert-Erdös-Rényi network

based on time-series data; that is, based on knowing what transitions happen and the

time the transition happens. Now that we are no longer focussed on final epidemic size

data we will attempt to estimate β̃ and γ separately. Our analysis in this chapter will

not be as detailed as in Chapters 3 and 4, but is aimed to demonstrate how to build a

model for time-series data. By time-series data we simply mean that we observe which

events/transitions occurred and when.

A typical example of time-series data with a population of 100 is given in Table 6.1

which shows an infection event occurring at t = 0.04, a recovery event at t = 0.14 and

another recovery event at t = 0.57, where t represents time. For time-series data, at any

Transition Time, t Time between transitions, ∆t (S(t), I(t))

0 0 0 (99,1)

1 0.04 0.04 (98,2)

2 0.14 0.1 (98,1)

3 0.57 0.43 (98,0)

Table 6.1: Example of epidemic time-series data.
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given time, we know all the transitions that have previously occurred.

Our approach will be an auxiliary estimate approach, where we estimate β̃ and γ by

getting auxiliary estimates for both parameters (based on assuming the data came from

a homogeneous-mixing SIR model) and then adjust these estimates using a linear model

and the network properties.

6.1 Maximum likelihood estimate for time-series data

Maximum likelihood estimation for time-series data on the homogeneous-mixing SIR

model can be used to obtain estimates for parameters β̃ and γ. Consider observing

the process in Table 6.1. A likelihood for this time-series dataset can be obtained by

taking the product of the densities of each of the transition times and the probabilities of

the transition time at each of those times. For example, for a transition from State i to

State j at time t, we have

|qi,i| exp{|qi,i|t}
qi,j
|qi,i|

where qi,j is the rate of moving from State i to State j [15]. The rate qi,i is the rate at

which the process leaves State i, and so for a process with H states we have

qi,i = −
H∑

j=1,j 6=i

qi,j.

For epidemic time-series data, consider K transitions with the times:

Transition, k Time, tk State, Xk

0 0 X0 (= (s0, i0))

1 t1 X1 (= (s1, i1))
...

...
...

K tK XK (= (sK , 0))

The likelihood is then given by

L(θ|d) =
K∏
k=1

(
|qXk−1,Xk−1

|e−|qXk−1,Xk−1
|∆tk qXk−1,Xk

|qXk−1,Xk−1
|

)

=
K∏
k=1

(
e−|qXk−1,Xk−1

|∆tkqXk−1,Xk

)
where θ = (β̃, γ) and ∆tk = tk − tk−1. The likelihood is then maximised to obtain

maximum likelihood estimates for β̃ and γ.
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6.2 Building an auxiliary estimate model

Following the same process as before, we will evaluate auxiliary estimates for β̃ and γ by

• simulating epidemics on networks;

• assuming the data came from the homogeneous-mixing SIR model; and,

• under this assumption, calculate the maximum likelihood estimates for the data.

We will only examine the Gilbert-Erdös-Rényi network. Algorithm 14 outlines how

we simulate our training and test sets. The process is similar to Algorithm 6.

Algorithm 14: Simulating a training and test set for time-series data on Gilbert-

Erdös-Rényi networks
Input: pmin, pstep, pmax; β̃min, β̃step, β̃max; γmin, γstep; n

Output: Values of p; β̃; γ; β̃Aux; γAux; pairs; triples; triangles

1 for p ∈ [pmin : pstep : pmax] do

2 for i ∈ 1 : 5 do

3 Simulate a Gilbert-Erdös-Rényi network using the values of p and n;

4 Calculate the network properties (number of pairs, triples and triangles);

5 for β̃ ∈ [β̃min : β̃step : β̃max] do

6 for γ = [γmin : γstep : β̃ − γstep] do

7 Simulate 10 outbreaks on the network using the values β̃ and γ;

8 Record all events and the times of events for all 10 outbreaks;

9 Use the 10 outbreaks to calculate auxiliary values (using fmincon),

β̃Aux and γAux;

10 Record the values: p, β̃, γ, β̃Aux, γAux, pairs, triples, triangles.

11 end

12 end

13 end

14 end

We generate the training and test set using Algorithm 14 with the following input

values:

• (β̃min, β̃step, β̃max) = (2.6, 0.2, 7);
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• (γmin, γstep) = (2, 0.2); and

• n = 50.

As before, the training set consists of simulated networks with p = [0.05 : 0.05 : 0.95],

while the test set simulates networks for p = [0.1 : 0.1 : 0.9]. Contrasting the previous

work in Chapters 3 and 4, the population size will be reduced from 100 to 50, simply as

a time saving mechanism. Furthermore, the grid for β̃ and γ have step sizes of 0.2, again

as a time saving measure. Finally, we do not require a γmax value; instead, the maximum

value of γ is bounded above by β̃ − 0.2. If we were to have γ ≥ β̃ then it would be

equivalent to simulating an epidemic with β ≤ 1, which we argued in Chapter 3 would

typically give a final epidemic size of one.

As before, we restrict our data to values of β̃/γ that give an average final epidemic

size of between 10 and 90 in a population of 100. Simulating our training and test sets,

we build an auxiliary estimate model, similar to before. However, instead of a univariate

response variable (beta) we have two response variables (β̃ or beta.tilde, and γ or gamma),

that are both jointly related to the predictors beta.tildeAux, gammaAux, pairs, triples,

and triangles. Therefore we use bivariate linear regression (bivariate because we have

two response variables). We build this model in R [29] as follows:

(beta.tilde, gamma) ∼ (beta.tildeAux+ gammaAux)∗

(pairs+ triples+ triangles), (6.1)

Previously we have reduced our model using a p−value criterion, however now we have two

associated p-values for each term: one for the response variable beta.tilde and one for the

response variable gamma. So instead we will reduce the model using the mStep function

in the qtlmt package [30], which reduces the model based on the Akaike Information

Criterion (AIC). Akaike Information Criterion is a general measure that can be used to

choose the best model. The AIC uses the likelihood function to find the model that gives

the best goodness of fit, while penalising models with a large number of terms; it achieves

this by including a penalty term for the number of parameters in the model. For some

data, let L be the maximum value of the likelihood function and let k be the number of

parameters in the model. The AIC is defined as:

AIC = 2k − 2 ln(L).
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Dependent variable:

β̃ γ

beta.tildeAux −0.9 −0.80

gammaAux −0.68 −1.76

pairs −0.016 − 0.008

triples 0.00032 0.00019

triangles −0.0001 −0.000076

betaAux:pairs 0.0026 0.0015

betaAux:triples −0.00006 −0.000041

betaAux:triangles 0.00002 0.000017

gammaAux:triples −0.000048 −0.000083

gammaAux:triangles 0.00002 0.000035

Constant 14.67 6.31

Table 6.2: Model coefficients for the bivariate model.

Applying mStep to Model 6.1 removes no terms in the model. The model coefficients

can be found in Table 6.2. In order to evaluate model performance, we will consider

two residual mean squared errors; one for the parameter β̃ and one for the parameter

γ. For Model 6.1 we get the residual mean squared error for β̃ and γ as 0.344 and 0.17,

respectively.

To further check model performance, we plot the true parameter values against the

predicted values. Figures 6.1 and 6.2 give the plot of β̃ against the predicted value of β̃

using the linear model, β̃∗6.1 and the plot of γ against γ∗6.1, separated by the value of p.

The first thing to note about Figures 6.1 and 6.2 is that as the true parameter increases,

so does the predicted value, on average. However there is more spread in Figure 6.1 than

that of Figure 6.2; this is not surprising given the residual mean squared error for β̃ is

around twice as much as that of γ.

To further check model performance we will plot box-plots of the raw error for both

β̃ and γ, where the plots are separated by p and the corresponding auxiliary estimate.
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separated by p.
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Recall that the raw error is given by:

β̃ − β̃∗6.1

γ − γ∗6.1

Given there is little data for p = 0.3, we will omit this plot from our box-plots. The

box-plots of raw error for β̃ can be found in Figure 6.3 and for γ in Figure 6.4

As expected, the box-plots of errors for β̃ have more spread than that of γ. In both

figures we can see a cubic pattern in the median of the box-plots as the auxiliary values

increase. While this suggests that we should include polynomial terms for the auxiliary

values, we have chosen not to include polynomial terms for two reasons: first, the plots

of residuals vs auxiliary values don’t have any polynomial behaviour; second, including

squared and cubic terms for β̃Aux and γAux only partially removes the cubic behaviour in

the box-plots. As previously, we find no values of p that give box-plots mostly above or

below the red line (in both Figures 6.3 and 6.4). This suggests that our model is not sig-

nificantly under or over estimating the true parameter value. Similarly to Chapter 3, these

box-plots can be used to obtain a prediction error when using this model for parameter

estimation.

What we have shown is that the auxiliary estimate modelling approach can be used to

estimate β̃ and γ for time-series data. One question that does arise from this work is, can

we use this model and auxiliary values to estimate β = β̃/γ? Figure 6.5 plots the true

value of β (given by β̃/γ) against the predicted value (given by β̃∗6.1/γ∗6.1). For all values

of p there is a flat line of points for the smallest value of β in each plot. For p = 0.9,

this means that for a true value of β ≈ 1.5 the predicted value can be as small as 0.5 or

as large as 2. Contrasting our work in Chapter 3, we can see that using the model built

from time-series data does a poor job of estimating β.

An alternate approach to estimating β based on time-series data and an auxiliary

estimate for β̃ and γ would be to regress the true value of β on the auxiliary estimates

and network properties; this would remove the compounded error in estimating β̃ and γ.

This gives the model:

beta ∼ (beta.tildeAux+ gammaAux) ∗ (pairs+ triples+ triangles) (6.2)

Figure 6.6 gives the plot of β against the predicted value using Model 6.2. As we

can see there is little difference between Figure 6.5 (derived from Model (6.2)) and 6.6
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Figure 6.5: Plot of true β (β̃/γ) against predicted value of β (β̃∗6.1/γ∗6.1), separated by p.
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Figure 6.6: Plot of true β (β̃/γ) against predicted value of β (β̃∗6.2/γ∗6.2), separated by p,

for Model (6.2).

(derived from Model (6.2)), although Figure 6.6 does have smaller spread. This suggests

that in estimating β we should use the models derived in Chapter 3 and 4 given that there

is only error in one auxiliary value, not two.

6.3 Extensions

Due to time limitations we were unable to build a model that searches over an epidemic

parameter space with the same grid size used in Chapter 3 and 4. The population size was
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also reduced to 50. Future work should include using a larger population size and a finer

grid of parameters that we simulate from. Rebuilding the model using bivariate linear

regression and testing some of these basic assumptions (model reduction, polynomial

terms, etc.) could then allow the model to be applied to real-world data. Also, further

analysis into how the results vary for different numbers of observed outbreaks would be

useful. Currently we have only shown that the auxiliary estimate model can potentially

be used in a bigger study that looks at a more diverse parameter space.

The second main extension to this work involves the regression splines approach. Final

epidemic size data can be directly included into a regression splines model by putting the

ordered final epidemic sizes into the model as covariates. However this is not as straight

forward for time-series data. One possible solution is to find sufficient summary statistics

of the time-series data and include them in a regression splines model as covariates. Some

possible summary statistics to consider would be:

• final epidemic size for each outbreak;

• average time taken for all outbreaks;

• minimum time take for each outbreak;

• maximum time taken for each outbreak; and,

• average number of transitions for each outbreak.

What we have shown in this chapter is that our auxiliary estimate approach is a viable

approach when considering time-series data spread on a Gilbert-Erdös-Rényi network.

One disadvantage of using time-series data is that it requires knowledge about each

transition and when it occurs. Observational epidemic studies often observe either the

state of the process at particular times (such as knowing the number of susceptible and

infectious individuals at the beginning or end of each day) or the number of new infections

each day. In both of these cases, the auxiliary estimate model could be adapted simply by

altering the likelihood for the data, however we should emphasize that the computation

time in forming the likelihood becomes a more significant concern.



Chapter 7

Conclusion

Throughout this thesis, we have focussed on parameter inference for epidemics on net-

works. Mostly we have focussed on estimating β = β̃/γ for the SIR framework applied to

Gilbert-Erdös-Rényi and Keeling networks using two different modelling approaches: the

first is an auxiliary estimate approach, which estimates a value for β by assuming the final

epidemic sizes came from a homogeneous-mixing SIR model and then regresses the true

β on this auxiliary estimate and the network properties; the second is a regression splines

approach, which infers the indirect relationship between the true β and the final epidemic

sizes and network properties. The motivation for the regression splines approach comes

from a desire to avoid estimating the auxiliary value of β.

Both modelling approaches were based on simulated datasets, where the simulated

data was generated by simulating networks and epidemics based on parameter values

that covered a reasonable amount of the network parameter and epidemic parameter

spaces. This means we are able to build a model that can be used to estimate β from

an epidemic spread on any Gilbert-Erdös-Rényi or Keeling network. However because of

the identifiability issue for simulations with a small or large average final epidemic size,

we reduced the datasets based on the criterion 10 ≤ mean(Ne) ≤ 90, in a population of

n = 100.

Both of the modelling approaches were found to be an effective modelling approach in

estimating the true β. For Gilbert-Erdös-Rényi networks, the regression splines approach

has a smaller normalised residual sum of squares (NRSS) and residual mean squared error

(RMSE) for three or less independent final epidemic sizes, while the auxiliary estimate

approach has smaller errors for greater than three final epidemic sizes; this highlights the

120
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fact that we require a larger number of final epidemic sizes to make an accurate adjust-

ment to the auxiliary estimate. For the Keeling networks, we found that the regression

splines approach again had smaller errors for three or less final epidemic sizes, however

we found an equivalence between the two modelling approaches for four final epidemic

sizes; this conclusion was reached when the two error terms (NRSS and RMSE) gave con-

flicting results. Furthermore, we found that the best auxiliary estimate approach was to

build three separate models based on three subsets of the training set, which correspond

to splitting the data based on the number of pairs. We found that making this split

corresponded to the three trends we found in the principal component plots.

We also explored the implications of mis-specifying the network and using the incorrect

network model for prediction. We achieved this by using the Keeling network model to

predict simulated data from Gilbert-Erdös-Rényi networks, and visa versa. We found

that there were no serious implications of mis-specifying the network for prediction, and

in fact showed that the regression splines modelling approach for the Keeling network was

equivalent, in prediction, to the Gilbert-Erdös-Rényi model for predicting data from an

Gilbert-Erdös-Rényi network. This demonstrates the flexibility of our methods.

The final area we explored was applying the auxiliary estimate approach to time-

series data on Gilbert-Erdös-Rényi networks in order to estimate both β̃ and γ. With

final epidemic size data we only observe the number of people infected over the course of

the epidemic, however for time-series data we observe which transitions/events occur, and

the time they occur. This extra information means that both β̃ and γ can be estimated

for the homogeneous-mixing SIR model. Due to time restrictions we demonstrated how

effective this approach is by looking at a portion of the possible parameter space. What we

managed to show is that the errors for β̃ and γ were similar to the errors for β when using

final epidemic size data on Gilbert-Erdös-Rényi networks. This is a significant result given

that for the time-series data we estimate two parameters, whereas for the final epidemic

size data we only estimate one.

We have developed two modelling approaches that can be used to efficiently infer

epidemic model parameter(s) for epidemics spread on networks. The speed of estimation

is one of the key advantages of our approaches, however the models also demonstrated a

high degree of accuracy. This was given by obtaining estimates of the error in prediction

based on βAux. The flexibility in our modelling approaches (using the Keeling models to

predict Gilbert-Erdös-Rényi data or visa versa) is another key advantages of our work,
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however applying this modelling approach to different network types would allow us to

test the extent of this flexibility. Some of the other types of networks to consider would

be:

• Lattice networks, in which nodes are placed on a regular grid of points, and two

nodes can only interact if they are adjacent;

• Small-world networks, in which most nodes are joined by a small path [33]. This

structure is seen in human behaviour by two strangers being liked by a chain of

acquaintances;

• Scale-free networks, which represents the behaviour of many individuals having few

edges and a few nodes (called hubs) have many edges. In an application to internet

websites, Albert et. al., showed this behaviour can occur, with many sites have few

pages and few sites having many pages [2]; and,

• Searchable networks, in which individuals use their network of acquaintances to get

a message to an individual that they don’t share a direct edge with [32].

In their review ‘Networks and epidemic models’ [22], Keeling and Eames comment that

in examining epidemics on networks:

“The aim of such approaches should be to develop an intuitive understanding

of network-based epidemics and the effects of network structure. Clearly, the

ultimate goal is a set of robust network statistics that allow us to predict

epidemic dynamics when the population structure deviates from the random-

mixing ideal." [22]

What we have demonstrated is the similarities between the modelling approaches for

two types of networks, labelled as ‘random networks’ (Gilbert-Erdös-Rényi) and ‘spatial

networks’ (Keeling) by Keeling and Eames. Chapter 5 has highlighted how the number of

pairs, number of triples and number of triangles may be a robust set of network statistics

required to make predictions about epidemic dynamics, however further work examining

other network types is required. The equivalence in the modelling approaches (Chapter 5)

for the two network types demonstrates the first step in understanding the role that

the network properties (specifically the number of pairs, triples and triangles) play in
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estimating β. Our work is only restricted by the assumptions about the data we have to

use.

An alternate possible extension would be to focus on time-series data and build a more

flexible auxiliary estimate model for Gilbert-Erdös-Rényi data. This would simply require

simulations over a wider parameter space. Similarly, the regression splines approach

should also be considered and we have outlined how using sufficient summary statistics

of time-series data could be used in the model to develop a regression splines model.

One key assumption in this thesis has been that we observe the network properties: the

number of pairs, number of triples and number of triangles. In situations where observing

the network properties is not possible, we can instead estimate them using diary-based

studies, in which subjects record their contacts with people either as or shortly after they

interact with someone.

7.1 Diary-based studies

There are however a few problems with diary-based studies. First, the researcher relies

on the subjects to determine who they’ve had contact with, and this has an inherent

problem with some subjects not recording an interaction because they don’t consider it

an interaction. This can be avoided by making a clearer distinction between what is

defined as contact and what is not, i.e., is there a contact between a customer and a

barista when someone goes to get their morning coffee? Answering the previous question

depends on the nature of the disease; the answer would be yes for the common cold, but

no for a sexually transmitted infection. However there will always be human error when

we ask participants to interpret instructions. The second main issue concerns being able

to identify a person someone has had contact with. This isn’t an issue when we analyse

small communities in which each individual can identify one another, however in any

community where some people don’t know others we don’t have the unique identification

of individuals that makes inferring the network easy. The final issue with diary-based

studies is concerned with the spread of disease from non-physical contact, such as poor

hygiene. This could lead to a problem of people seemingly developing the disease without

any known contact with an infected individual. We can account for this however by taking

a person who randomly developed the disease and assigning or simulating an edge with

the person most likely to have spread it (such as the closest person). So even though we
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can use diary-based studies to estimate the network properties, caution should be taken,

especially with reference to the issues we have discussed here.

7.2 Summary

In summary, we have:

• developed two methods for estimating the ratio of β̃ to γ based on final epidemic

size data for the Gilbert-Erdös-Rényi network;

• developed two methods for estimating β based on final epidemic size data for the

Keeling network;

• demonstrated the flexibility of the four methods; and,

• developed a method for estimating β̃ and γ based on time-series data for the Gilbert-

Erdös-Rényi network.



Appendix A

Model errors

Throughout the thesis we use different ways of evaluating model performance, in terms of

predictability power. The first is the normalised residual sum of squares, found in Equa-

tion A.0.1, and the second is the residual mean squared error, found in Equation A.0.2.

A summary table of these errors for the most of the models explored in Chapter 3 can be

found in Table A.1, while the errors for the model in Chapter 4 can be found in table A.2.

Normalised residual sum of squares = NRSS =

∑
i

(
βi − β̂i

)2

βi
(A.0.1)

Residual mean squared error = RMSE =
1

n

∑
i

(
βi − β̂i

)2

(A.0.2)
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Appendix B

Keeling plots for the auxiliary estimate

model assumptions

The following plots are used for testing the linear model assumptions for the three auxiliary

estimate models in Chapter 4. This includes:

• Normal Q-Q plots;

• Plots of residuals vs fitted values; and,

• Plots of residuals vs covariates.

These plots allow us to evaluate the linear model assumptions of normality, linearity and

homoscedasticity.
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Figure B.1: Normal Q-Q plot for Sub-model 1.
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