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Abstract

This thesis presents advancements in two of the three avenues for the detection of
particle dark matter: direct and indirect searches. The first four chapters provide
an introductory overview of particle dark matter and its distribution, evidence and
constraints as well as statistical tools used in direct and indirect analyses.

The second main segment of the thesis presents LUXCalc, a new utility for
calculating likelihoods and deriving WIMP-nucleon coupling limits from the recent
results of the LUX direct search dark matter experiment. After a comprehensive
review of WIMP-nucleon scattering, we derive LUX limits on the spin-dependent
WIMP-nucleon couplings over a broad range of WIMP masses, under standard
assumptions on the relevant astrophysical parameters. We find that, under these
and other common assumptions, LUX excludes the entire spin-dependent parameter
space consistent with a dark matter interpretation of DAMA’s anomalous signal, the
first time a single experiment has been able to do so. We also revisit the case of
spin-independent couplings, and demonstrate good agreement between our results
and the published LUX results. Finally, we derive constraints on the parameters of
an effective dark matter theory in which a spin-1 mediator interacts with a fermionic
WIMP and Standard Model fermions via axial-vector couplings. A detailed section
describes the use of LUXCalc with standard codes to place constraints on generic
dark matter theories.

The final segment looks at the fact that photons can be produced from final
state muons, and the consequences of considering such a process in indirect searches.
Modern Monte Carlo generators and DM codes include the effects of final state
radiation from muons produced in the dark matter annihilation process itself, but
neglect the O(1%) radiative correction that arises from the subsequent muon decay.
After implementing this correction we demonstrate the effect that it can have on
dark matter phenomenology by considering the case of dark matter annihilation
to four muons via scalar mediator production. We first show that the AMS-02
positron excess can no longer easily be made consistent with this final state once the
Fermi-LAT dwarf limits are calculated with the inclusion of radiative muon decays,
and we next show that the Fermi-LAT galactic centre gamma excess can be improved
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with this final state after inclusion of the same effect. We provide code and tables
for the implementation of this effect in the popular dark matter code micrOMEGAs,
providing a solution for any model producing final state muons.
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Chapter 1

Introduction

Evidence for a large amount of non-baryonic “dark matter” (DM) in the universe has
been accumulating for decades [1, 2]. Recent observations of the cosmic microwave
background have provided a precise measurement of the DM relic density, and also
strongly support the idea of “cold” DM in the form of weakly interacting massive
particles (WIMPs) [3–5]. The failure of the Standard Model (SM) of particle physics
to adequately explain a variety of astrophysical observations has prompted the
development of a large number of particle theories beyond the SM [6], commonly
known as BSM theories. Concurrently with these theoretical developments, a large
number of experiments have been conducted to search for DM annihilation in distant
astrophysical objects, produce and observe DM particles in high energy particle
collisions, or observe the direct interaction of particles of DM with Earth bound
detectors. Although there are tantalizing hints of DM signatures in one or more of
these experiments, there is as yet no uncontroversial detection of (non-gravitational)
WIMP interactions with ordinary matter [7].

Given a particular new theory of particle physics, it is sometimes challenging
to assess the likelihood of the model (as a function of the model parameters) given
the null results of these experiments. Part II of this thesis presents LUXCalc, a new
utility for assessing the likelihood of new physics models given the recent results
of the LUX experiment [8], the most constraining direct search experiment to date
for a wide range of WIMP models. In addition to describing the use of the tool
for the general user, it is used to derive LUX limits on spin-independent (SI) and
spin-dependent (SD) WIMP-nucleon couplings. The former show good agreement
with the official LUX results, thus validating our approach. Whilst SD limits have
not been provided by the LUX collaboration, our results in the neutron-only coupling
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case are in close agreement with those calculated by Ref. [9].1 We present for the
first time the LUX SD proton-only limits and discuss the general SD mixed coupling
case, finding that LUX alone fully excludes the SD-interacting DM interpretation of
the anomalous signal seen in DAMA [11].

An important class of observation sensitive to the particle physics of the WIMP
is the search for a gamma ray flux reaching Earth from a dark matter-dominated
region of the universe such as a distant dwarf galaxy, or the Galactic Centre. One
may obtain photons in WIMP annihilation in a variety of ways, including direct
production (via loop-mediated processes), virtual internal bremstrallung, or the decay
of SM annihilation products (e.g. gauge bosons, pions, heavy leptons). The case of
dark matter annihilating primarily to leptons (“leptophilic dark matter” [12, 13]) is
particularly interesting, since one would not expect to see such WIMPs in hadron
collider or direct search experiments. Part III of this work looks further at the case of
gamma rays produced via dark matter annihilation into muonic final states. Modern
Monte-Carlo event generators and DM codes include the effects of final state photon
radiation (FSR) from muons produced in WIMP annihilation processes, but ignore
the radiative decay of the muon in which a photon is emitted from the decaying
muon, the intermediate W boson or the final state electron. To make this clear, final
state radiation refers specifically to photons emitted off a muon in the final state
of the annihilation process, not the muon decay itself, which occurs as a separate
process once the muon has propagated. 2 In this work it is shown that radiative
muon decay can play a significant role in dark matter phenomenology. By revisiting
the theoretical results for this process, revised gamma ray spectra using the PYTHIA
8.175 Monte Carlo (MC) generator [14] are calculated. These results are generally
applicable for any dark matter model that allows WIMP annihilation to muons, and
we provide tabulated spectra of results for use with standard dark matter codes such
as micrOmegas [15]. In particular the results are applied to the cosmic ray electron-
positron anomaly identified by the AMS-02 [16], PAMELA [17, 18] and Fermi-LAT
experiments [19] (with earlier indications coming from HEAT [20–22]). Assuming
that the large AMS-02 signal arises purely from a large annihilation cross-section
(rather than for example, an additional boost factor due to an overdense WIMP
environment), a previous study [23] determined that almost all pure SM final states

1Reference [10] first produced SD LUX limits, though only for a narrow range of WIMP masses
around 10 GeV. Our full treatment of the LUX efficiencies provide more stringent limits than those
from the more conservative analysis performed in that reference.

2The muon in the final state of the DM annihilation process is treated a a stable asymptotic
state. This is of course an approximation, because the muon eventually decays (with a lifetime of
2.2 × 10−6 s enhanced by appropriate time dilation) and so it is really a resonance with a finite
width.
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can be excluded as good AMS-02 candidates at greater than 2σ C.L. by the Pass 7
Fermi-LAT dwarf constraints on gamma ray emission [24]. The one notable exception
was the case of a 4-µ final state produced via the pair production and decay of an
unknown mediator particle ϕ, for which the analysis could not be completed due to
the absence of the radiative correction to the muon decay:

χχ → ϕϕ → µ+µ−µ+µ− . (1.1)

This case is hence revisited in this work using the newest Fermi likelihoods from
the Pass 8 data [25]. This work makes use of the standard cosmic ray propagation
model known as MED [26]; this is the model that best fits the B/C ratio in the
cosmic ray data. Finally, it is worthwhile to revisit the case of the Fermi-LAT
galactic centre data, which is hypothesised to show an excess consistent with WIMP
annihilation [27–32] (although several astrophysical explanations have been put
forward [33–38]). Previous studies have indicated that the prompt gamma ray
spectrum from leptonic final states fails to accurately reproduce the excess in the
energy spectrum [30], since the shape is hard to reconcile with the distribution
arising from leptons (which turns out to be peaked towards the kinematic endpoint
at the dark matter mass). Given the softer spectrum arising from the radiative
decay contribution, we investigate if the prompt gamma ray distribution provides a
better fit to the data once the extra effect is included. Note that the study is limited
to the distribution of gamma rays produced from the annihilation process itself; a
further softening of the distribution can be expected from the effects of charged
lepton propagation through the Galactic medium which will broaden the range of
masses consistent with the excess relative to those obtained in this work [39].

There are three main parts to this thesis. In part I, we discuss the evidence for
particle DM and introduce the methods of detection used in this work in chapter
2. We then move on to a discussion of the statistical methods used for the various
analyses that will be discussed in chapter 3, followed by a chapter on the current
best models of the astrophysical distribution of DM in chapter 4.

We then move on to part II which introduces the particle physics concepts of
direct detection from first principals in chapter 5. We next move onto the LUX
experiment and a discussion of how the LUX collaboration conduct their analyses
whilst also discussing how LUXCalc derives constraints on the WIMP parameter
space in chapter 6. The results of this work are also presented in this chapter, along
with LUXCalc package and a comparison with the official LUX SDp and SDn results
that were published after the publication of this work.
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In part III we start in chapter 8 with an overview of all the theoretical particle
and astrophysical concepts that are needed in indirect searches and that will be used
in later chapters for analysis. We then move onto to the theoretical background of
radiative muon decays, and discuss in detail the derivation of the photon spectra
that arise from DM annihilation into muons in chapter 9, as well as present the
main results of adding the FSR and radiative components. At the end of this
chapter we provide the look up tables necessary to implement the radiative muon
decay into micrOMEGAs. Finally, we show the results of applying the radiative muon
decay component to the aforementioned indirect search studies in chapter 10 with
conclusions summarizing the thesis in chapter 11.

The results of parts II and III of this thesis are based on two papers. The first
‘LUX likelihood and limits on spin-independent and spin-dependent WIMP couplings
with LUXCalc’ [40] has been published in Physical Review D, and the other ‘Gamma
rays from muons from WIMPs: Implementation of radiative muon decays for dark
matter analyses’ [41] is with the referee at the time o submission of this document.
Both papers are presented in their journal forms in appendix I.



Part I

Dark matter: Overview of
evidence, distribution and

statistical techniques





Chapter 2

Particle dark matter

The earliest identification of dark matter came from the velocity dispersions of
galaxies within clusters. Zwicky [1] noticed that the outer members of the Coma
galaxy cluster were moving far too quickly to be merely tracing the gravitational
potential of the visible cluster mass. The only way the observed velocities of the
cluster members could be reconciled with the virial theorem was to postulate that
the cluster also contained another large, but unseen, mass component: dark matter
(DM).

Nowadays, the existence of DM is a paradigm within physics and it is well
established that its gravitational interactions dominate on scales from tiny dwarf
galaxies, to large spirals such as the Milky Way, to clusters of galaxies, to the largest
scales yet observed. There exist countless studies verifying its existence and basic
properties, as well as numerous particle physics models that include a DM candidate
[42]1. In this chapter we explore the most commonly cited evidence and constraints
that provide such a strong argument for the existence of a dark matter particle.
We begin with a discussion of the rotation curves of spiral galaxies, which have
been observed by countless analyses to be rotating much faster than expected from
simply accounting for the regular luminous matter (stars galaxies etc). We then
discuss the bullet cluster, a smoking-gun for the existence of a non-luminous matter
component, followed by a discussion of the Cosmic Microwave Background (CMB)
and how precise measurements of primordial density fluctuations obtained from its
measurement have led to one of the most rigid pieces of evidence for a stable, cold
dark matter particle. Next, we discuss the physical properties the DM must exhibit
in order to comply with observations, finally explaining why a cold, particle candidate
is the best suited explanation. We conclude the chapter with a very brief overview

1Although there exist alternate theories of gravity or modified gravitational dynamics to explain
the phenomena that DM does, these are strongly disfavored [43], and will not be discussed further.
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of the efforts geared at detecting the DM particle. We then narrow down to the two
methods of particular interest to this work, namely indirect and direct detection,
discussing the motivations and methods behind each as well as a list of current and
past experiments. We do not go into a high level of detail in this introduction of the
experiments relevant to this work, instead saving such a discussion for later chapters.

2.1 Rotation curves of spiral galaxies

One of the most staple sources of evidence for the existence of DM is the non-
Keplarian nature of the circular velocities of SM matter in spiral galaxies. Newtons
law infers that an orbiting body’s orbital velocity falls off with r−1:

v(r) =
√
GM(r)

r
, (2.1)

where M(r) denotes the mass contained within the orbital radius r and is given by

M(r) = 4π
∫ r

0
dr ρ(r) r2 , (2.2)

where ρ(r) is the density profile of the galaxy. However, the 21-cm hydrogen line
emission can be used to measure the circular velocities of the galactic gas and deduce
that contrary to Newtonian dynamics, the orbital velocity profile in fact flattens at
large r. A timeless result of this measurement comes from the spiral galaxy NGC
6503 and was presented by [44] as shown in figure 2.1. In NGC 6503 , the luminous
galactic disk extends no further than about 5 kpc from the center of the galaxy.
If the luminous matter was all there was, the rotation curve would drop at larger
radii. By analyzing the discrepancy between the true measured rotation curve and
that expected by just luminous (baryonic) matter2, one can infer the existence of a
dark extended dark halo which has a symmetric or possibly triaxial ([46]) density
profile that falls off with r−γ , where γ is some profile index. Many have, and still do,
debate the exact form of the dark halo density profile, as certain profiles fit different
contexts better (e.g. spiral galaxies vs. dwarf galaxies vs. galaxy clusters). More on
the the dark halo profiles are discussed in chapter 4.

Of course, flattened rotation curves have been observed in many other spiral
galaxies using several different tracers. For external spiral galaxies, [47] provides

2When one says baryonic matter in the context of cosmology, they really mean ‘standard model’
content. The reason that baryons are referred to explicitly is that protons and neutrons make up
most of the astrophysical matter that we know of.
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Fig. 2.1 Figure from [45]. Rotation curve of the spiral galaxy NG 6503. The points
are the measured circular rotation velocities as a function of distance from the
center of the galaxy. The dashed and dotted curves are the contribution to the
rotational velocity due to the observed disk and surrounding gas, respectively, and
the dot-dash curve is the contribution from the dark halo.

a comprehensive review. For a more recent study the rotation curve and dark
component of the Milky Way, see [48].

2.2 Evidence from galaxy clusters

Since one can roughly infer that the presence of a dark gravitationally interacting
component will become increasingly prevalent in more massive systems, looking at
large clusters of galaxies would then be a good idea. Indeed, the observation of stellar
velocity dispersions in the Coma cluster was how Zwicky first proposed the existence
of dark matter. Modern methods involve the observation of gravitational lensing,
which refers to the bending of light from a background source around massive bodies
as per Einstein’s theory. Thus, from the severity of the distortion of this light one can
measure the mass of the massive body. A variety of studies of several galaxy clusters
over the years have unanimously observed far more lensing that can be accounted
for by the luminous matter in the foreground cluster. For a summary of such studies
as well as benchmark measurements, see [49] and [50].

Perhaps the most famous galaxy cluster to yield evidence of DM is the bullet
cluster [51] shown in figure 2.2. The bullet cluster is a collision between two
galaxy clusters perpendicular to the line of sight. One can use X-rays to trace the
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Fig. 2.2 Figure from [51]. Composite image of the bullet cluster showing just the
X-ray emission overlayed on top of gravitational lensing contours. The contours
represent the strength of the lensing and hence map the morphology of the mass
density of the cluster merger. The fact that the mass content of each cluster has
effectively passed through the collision indicates that there is another essentially
collisionless invisible mass component.

electromagnetically coupled gas content of the merger event. Clearly shown in figure
2.2 is the bow shock feature of the baryonic content that results from conventional
electromagnetic frictional loss in the standard model matter. What makes the bullet
cluster interesting is that gravitational lensing measurements show that most of the
mass content of the merger does not trace the luminous matter. In fact, it is as if
most of the mass content passed straight through the merger event unaffected. This
shows that dark matter does not necessarily have to track luminous matter in any
way, and that it does not interact strongly with either gas or itself; this means that
it is effectively collisionless.

2.3 Dark Matter in Large Scale Structure, Cos-
mology and the cosmic microwave background

The cosmic microwave background (CMB) is a very nearly uniform background of
photons in all directions on the sky. Its spectral distribution follows a black body
spectrum of a body at 2.73 K. In the hot early universe, temperatures were high
enough such that matter was ionized, and thus photons could not propagate freely.
As the universe expanded and cooled, photons decoupled from matter and were
allowed to freely propagate. Over time as the universe expanded, the free photons
have red-shifted to microwave wavelengths, which is what was first discovered by
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Fig. 2.3 Figures from [53]. Left: The CMB temperature perturbation spectrum
as viewed by the Planck telescope (2013). Colors represent the relative change of
temperature with respect to 2.7 K (red color indicates warmer regions, blue color
colder areas). Right: The relative contributions of Dark Matter, dark energy and
baryonic matter to the universe’s total energy density as deduced by the Planck
collaboration.

Wilson and Penzias in 1964 [52]. From the power spectrum of the CMB photons,
the size of the energy density fluctuations can be derived, thus yielding a map of
the mass distribution in the early universe which is shown in figure 2.3 (left) as
temperature perturbations taken from the most recent CMB analysis by the Planck
satellite [53].

2.3.1 The ΛCDM model

Often called the “standard model” of cosmology, the ΛCDM predetermination is
a framework that incorporates a cosmological constant Λ associated with the dark
energy (DE), regular baryonic matter and a cold DM particle (CDM) in a flat
(Freidmann, Walker metric with k = 0, [43]) space-time. ‘Cold’ dark matter means
that the DM moves non-relativistically, and so has a short free-streaming length
(less than the size of a gas cloud undergoing gravitational collapse, for example).
Since it is essentially a model of big bang nucleosynthesis, the ΛCDM cosmology will
therefore give a theoretical prediction for the angular power spectrum of the CMB
as shown in figure 2.4 by the green line. This prediction depends primarily on the
relative contribution of dark energy and matter (dark + SM) to the total energy
density of the universe.

Define the density parameter, or relic density Ω as the total energy density of
the universe divided by the critical energy density ρcrit = 3H2

0/8πG. With such a
definition, the requirement of a flat space-time is simply given by Ω = 1 [54]. The
total relic density is the sum of all contributions of the ΛCDM model:

Ω = ΩDE + ΩDM + ΩSM . (2.3)
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Fig. 2.4 Figure from [55]. The map of the anisotropies in the Cosmic Microwave
Background temperature spectrum as observed by the Planck satellite. In green
is the best fit ΛCDM configuration, yielding ΩDE ∼ 0.68, ΩDM ∼ 0.27 and
ΩSM ∼ 0.05.

Using their renewed analysis of the CMB, the Planck collaboration have found the
current best measurement of the total relic abundance. The relic density of DM was
found to be

ΩDM ≡ ρDM/ρcrit ≃ 0.27 . (2.4)

The planck results are summarized in a nice pie chart shown in figure 2.3 (right).

2.3.2 Dark matter in large scale structure

The Millennium simulation is an N-body simulation that uses the ΛCDM cosmology
to visualize the large scale distribution of structure throughout the universe at pro-
gressive red-shifts [56]. Figure 2.5 (left) shows a snapshot of this colossal simulation at
a red-shift of z = 1.4 corresponding to the universe at age 4.6 Gyr. The gravitational
amplification of small density fluctuations in the Cosmic Microwave Background
(CMB) leads to structures resembling the observed large scale structure distributions.
The resulting mass density distribution resembles a “cosmic web" made of different
structures: low density ‘voids’, surrounded by thin ‘sheets’ of matter. A network of
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,

Fig. 2.5 Left: Image from the work of [56]. A snapshot of the Millennium simulation
at z = 1.4 (4.6 Gyr). The filaments and voids are easily seen through the image. At
the junctions of these filaments, clusters of galaxies and such structures congregate
and form within large DM halos. Right: The Sloan great wall as presented by the
2df Galaxy Redshift Survey.

‘filaments’ of different sizes and density contrast depart from the sheets and visually
dominate the mass distribution. Dense clumps of matter lie at the intersections of
these filaments. Matter tends to flow out of the voids, transit through the sheets
and finally accrete onto the largest clumps through filaments. The positions of CDM
haloes trace the large scale structure. Galaxies then form within these haloes.

The first observational evidence for the large scale structure was discovered by
observing a filament that was illuminated by a background quasar [57]. Before this
evidence was discovered, the 2df Galaxy red-shift survey [58] has mapped distant
galaxies and clusters and has seen structures that resemble sheets, namely the ‘Sloan
Great Wall’ (figure 2.5 right). With this picture in mind, one can then deviate away
from the paradigm that it is localized DM halos that encompass singular structures,
clusters and galaxies, and now view the universe as a large web of intertwining
structures. These structures comprising mostly of DM, arising from primoridal
fluctuations in the CMB, then house small scale structures, leading to the non-linear
dynamics we observe today.

2.4 Properties of dark matter

In the previous sections of this chapter, we discussed the leading evidence for a
gravitationally interacting dark component to the total relic abundance Ω. However,
despite this abundance of evidence for the existence of dark matter, the nature of
dark matter remains to be understood precisely. From the previously discussed
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evidence, one can create a list of properties any dark matter candidate must adhere
to [59].

Electromagnetic neutrality

Dark matter was named as such solely due to the fact that its existence can not be
directly inferred by astronomical observations of photons - at least given current
experimental sensitivity. Hence, any DM candidate must couple significantly weaker
to QED than conventional astrophysical SM matter. The strongest constraint comes
from the requirement that the dark matter not couple too strongly to photons during
the recombination epoch, avoiding disruption of the CMB perturbations [60].

Stability

For the dark matter to exert the gravitational influence it does as well as conform
with LSS simulations and CMB observation, it must be stable on cosmological
timescales [61]. Particle models of DM that subsequently decay into daughter DM
have been proposed, but they are highly constrained by the fact that the observed
and simulated DM halo structures do not indicate such dynamics [62, 63].

Non-baryonic, particle nature

In section 2.3 we discussed how the assumption of a ΛCDM cosmology provides an
overwhelmingly good fit to the observed power spectrum of the CMB. In general, any
new theory of cosmology incorporating a dark matter component must necessarily
reproduce a power spectrum consistent with that observed in the latest measurements
of the CMB. The extreme precision of the CMB measurement renders such a criterion
arguably the most important. More fundamentally, the CMB measurement heavily
favors a dark matter particle, and further still, that the particle is non-baryonic
(again, baryonic here refers generally to the hadronic and leptonic matter content of
the universe). With this said, baryonic solutions to the DM problem have indeed
been proposed. To this end, massive halo compact objects (MACHOs), which are
dark baryonic objects including faint neutron stars, brown dwarfs, white dwarfs,
planets, etc. were proposed as such baryonic DM candidates. Strong limits on
the MACHO interpretation have been set by observation of the incorrect chemical
abundance to that which is expected from a population of MACHOs, as well as
gravitational lensing searches [64–66]. Such limits on stellar scale DM further favor
the particle interpretation.
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Interaction strength

The interaction strength of the DM with itself as well as regular matter must be
consistent with astronomical observations. The foremost constraint comes from
the bullet cluster discussed in section 2.2, which puts an upper bound of the DM
self-interaction of σ/m ≤ 1 cm2 g−1, where σ is the DM-DM interaction cross-section
(defined in appendix B) which parameterizes the physics of the scattering process.

Temperature

The LSS of DM would indicate that the DM must be able to collapse under gravity to
form small-scale structure in the form of cluster/galaxy halos after it has decoupled
from the thermal bath just after the big bang. The immediate conclusion from this
logic would demand that the dark matter have a small or non-relativistic velocity at
that time so as to not free stream out of such density perturbations observed in the
CMB. It is thus said the DM must be ‘cold’. At most, it must be ‘lukewarm’, with
free-streaming lengths on the order of galactic scales, if the correct matter power
spectrum is to be realized [67].

2.4.1 The zoo of candidates, and the WIMP

Even after the seemingly long list of prerequisites, there is no shortage of well-
motivated particle theory candidates. A non exhaustive diagram of theoretical
models is pictorially represented in figure 2.6.

Arguably the most famous (or infamous) class of DM candidates is the Weakly
Interacting Massive Particle, or WIMP [43, 68, 69]. In the early universe, equilib-
rium is maintained by χ̄χ annihilation processes to standard-model particles and
antiparticles3. As shown rigorously in appendix A.0.1, any particle with a weak-scale
interaction will fall out of equilibrium with the hot plasma of the early universe and
produce approximately the correct observed relic abundance ΩDM ≃ 0.27. This fact is
appropriately dubbed, the ‘WIMP miracle’. Furthermore, any such particle adhering
to the WIMP miracle is expected to interact with SM matter via interactions of
approximately the same order in strength as the weak force, and hence in principal,
should be detectable at the current experimental sensitivities.

Since the WIMP miracle is such an enticing coincidence, the focal point of nearly
all direct and indirect searches for DM focus on the WIMP. Indeed, both main parts

3Note here the fact that we have assumed the DM has an anti-particle, or more plainly, is a
fermion (Dirac or Majorana). This is not generally true for all WIMP models. All that is required
here is that there exists a finite DM-DM annihilation channel into SM particles
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Fig. 2.6 Diagram from [59]. Diagrammatic representation of the (incomplete)
landscape of DM candidates.

of this work were conducted with a WIMP DM particle in mind. Hence, using the
label ‘DM’ and ‘WIMP’ should be taken as synonymous from here on in, unless
otherwise stated.

For all the glory of the WIMP, there are many who have shown a lack of enthusiasm
toward the WIMP miracle, providing frameworks in which dark matter particles
with a wide range of masses naturally have the correct thermal relic density. For
a summary, see [70, 71]. With this said, the WIMP parameter space is far from
completely excluded, and the general paradigm remains that the WIMP is the still
the most well motivated candidate class.

2.5 Detecting particle dark matter: A brief overview

The exciting possibility that dark matter has stronger-than-gravitational interactions
with everyday particles of the standard model, potentially allowing for detectable
signals, remains well motivated. From looking at the necessary properties DM must
have to conform with the observational constraints described in the previous sections,
experimentalists can design experiments targeted at detecting either products of DM
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annihilation, recoil energy of SM nuclei after a DM-SM interaction or missing energy
in SM-SM particle collisions such as at the Large Hadron Collider. The overall aim
of these procedures is to measure or at least constrain properties of DM such as cross
sections and/or mass and/or self/SM-interactions. Once measured these properties
can then be used to determine/constrain/exclude or constrain any particular particle
physics model of the DM. A neat representation of the physical interactions that
each method of detection aims to probe is given in figure 2.7.

The jargon is rather misleading in that all methods are technically indirect
searches. Thus the labels should not be confused with how each method goes about
detecting (or rather inferring) the properties of the DM particle. Each method has
benefits and shortcomings that another method may either compliment or supplement
accordingly, but as of now these three methods have had the greatest support partially
due to the model independent nature of the experimental methods required for each,
and their predicted accuracy (as opposed to say, seaching for DM with galaxy cluster
mergers, see [72]). This is not to say, however, that searching for DM is easy.

This work carried out analyses in two of the aforementioned avenues of DM
detection: direct and indirect detection. Hence the rest of this section overviews
these methods in more detail.

Fig. 2.7 The direction in which the diagram is read determines the physical process
that can be probed by one of the three detection methods. If the diagram is
read from top to bottom, this involves the DM-DM self interaction which then
proceeds to SM particles. The detection of these SM particles is the focus of
indirect detection. From bottom to top: This process represents the creating of DM
particles from SM collisions such as in particle colliders. Left to right: Measuring
the recoil energy from DM-SM elastic scattering is the subject of direct detection.
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2.5.1 Direct detection

Direct detection experiments aim to observe the recoil of a standard model nucleus
after an elastic collision with a DM particle. Direct detection provides the current
strongest limits on WIMP-SM interactions. The experiments, which are typically
located far underground to reduce background contamination, are sensitive to WIMPs
that stream through the Earth and interact with nuclei in the detector target. This
is primarily due to the expected mass and interaction strength of WIMPs. The
recoiling nucleus can deposit energy in the form of ionization, heat, and/or light that is
subsequently detected. [73]. The expected energy of nuclear recoils induced by WIMP
interactions is in the range from several keV to several hundreds of keV depending
on mχ and type of nuclei in the detector. A wide variety of experiments have been
designed to detect and if not, place constraints on the physical properties of the
WIMP using direct methods, including ANAIS [74], ArDM [75], CDEX/TEXONO
[76], CDMS [77–80], CoGeNT [81–83], COUPP [84], CRESST [85], DAMA/NaI
[86], DAMA/LIBRA [11, 87], DEAP/CLEAN [88], DM-Ice [89], DRIFT [90, 91],
EDELWEISS [92–94], EURECA [95], LUX [96], NAIAD [97], PandaX [98], PICASSO
[99, 100], ROSEBUD [101], SIMPLE [102], TEXONO [103], WArP [104], XENON10
[105–107], XENON100 [108, 109], XENON1T [110], XMASS [111], ZEPLIN [112, 113]
and many others. Each direct search utilizes different experimental approaches to
detecting the small amount of energy deposited into the nucleus by the WIMP. Figure
2.8 illustrates these techniques and a subset of experiments that utilize them.

As first proposed by Freese et al. [114], a way to eliminate a majority of the
systematic uncertainties associated with observing very low energy WIMP recoils is
to look for a annual modulation in the total signal. Because the relative velocity of
the detector with respect to the WIMPs depends on the time of year, the count rate
exhibits (in most cases) a sinusoidal dependence with time. A persisting interest
within the direct detection literature for the past decade is the claim by the DAMA
collaboration to have observed a signal arising from the such an annulal modulation.
The DAMA annual modulation is currently reported as almost a 9σ effect, and
is consistent with an ∼80 or 10 GeV WIMP elastically scattering predominantly
off of iodine or sodium, respectively. The main results of this study are shown in
figure 2.9 [115]. Of particular interest in this work is the LUX experiment. The
LUX experiment is currently the most sensitive to GeV scale WIMPs. LUX uses
an apparatus called a liquid-xenon time projection chamber (TPC) to identify DM
recoil events and distinguish them from other (background) events [116]. So far,
no significant excess of signal events have been observed. The first LUX results,
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Fig. 2.8 A variety of examples for which an experiment can detect a low energy
nuclear recoil in the event of an elastic DM collision.

released in 2013 [8], involved a fiducial exposure of 1.01 × 104 kg-days4 from April to
August 2013, comparable to that of the then-leading5 XENON100 experiment [109]
(7.6 × 103 kg-days), which likewise used a TPC detector with a xenon target. The
slightly larger exposure and somewhat better detector performance characteristics
allowed LUX to overtake XENON100 and LUX is now the leading experiment in
terms of sensitivity to a large variety of WIMPs (by about a factor of two over
XENON100). The details about the operation and analysis techniques of the LUX
experiment will be comprehensively discussed in chapter 6.

2.5.2 Indirect Detection

Indirect detection of dark matter involves searching for products, or the derivative
thereof of DM-DM self-annihilation (or decay, if stability constraints are obeyed).
Of course, if a signal from such an approach is to be detected then the DM must
necessarily have some finite self-interaction. The conventional way to indirectly
search for DM is to first simulate the observed signal that one would expect from

4The total detector exposure (kg·days) is defined as the mass of the target volume (kg) × time
of exposure (days)

5In terms of sensitivity to WIMPs with SI interactions and masses above ∼10 GeV.
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Fig. 2.9 Result from [115]. Annual modulation of a signal from DAMA experiment
[28]. Overlayed is the best fit sinusoid. signal from a the Ratio of number of
recorded events compared to the mean number of events in a long time period are
shown for energy of recoils in a range 2-6 keV.

background only processes. Then, generate the signal from background + DM
annihilation and compare these to the data observed from an experiment. If one does
not find a significant signature of WIMP annihilation, then constraints are placed
on the WIMP parameters. In indirect searches, the physical DM property that is
constrained is the self annihilation cross-section denoted ⟨σv⟩. We will see what
this means as well as go through an explicit derivation in chapter 8, but for now
this parameter should just be thought of as (along with the DM mass) completely
characterizing the DM self scattering process. The DM self annihilation rate is
related to the interaction cross-section via

Γ ∝ ⟨σv⟩ × n2 (2.5)

where n is the number density of DM. Depending on the mass of the DM, as well
as the underlying gauge theory governing its dynamics, the DM can annihilate to a
variety of SM leptons, quark pairs or gauge bosons. As a result of subsequent decays
of the primal annihilation products, many kinds of particles will be created. This
is illustrated in figure 2.10. The primary products of the annihilation subsequently
decay and will eventually produce photons, electrons/positrons and in some models
protons/anti-protons. It is these products that propagate through the interstellar
medium and can be detected by experiments. Hence, there are three main particle
avenues that indirect searches aim to observe:
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Fig. 2.10 Diagrammatic representation of the DM annihilation process.

Antimatter

Due to the relative abundance of matter production compared to antimatter in
the universe, it would be difficult to measure a significant excess of electrons or
protons due to DM annihilation above the already high astrophysical background.
Hence, indirect searches look for antimatter instead. In fact, experiments usually
quote the antimatter/matter ratio as the main observable. The front running
experiments are currently satellite based, namely the AMS-02 [16], Fermi-LAT [19]
and PAMELA [17, 18], with earlier studies being carried out by HEAT [20–22]. The
main limitation of using antimatter as a probe for DM annihilation is the fact that
the propagation of charged particles is affected by the interstellar medium magnetic
field and other energy loss processes which change their energy distribution, and
hence the results we can deduce about the DM.

Perhaps the most famous result to come from DM searches in the antimatter
channels is the recent discovery by AMS-02 of an excess in the observed election/-
positron fraction above the astrophysical background [23, 117]. More details on this
result are discussed later in section 10.1.1.

Neutrinos

Given neutrinos electromagnetic neutrality as well as weak couplings, using them
as astrophysical probes can be very useful since they do not get bent by magnetic
fields or get attenuated by ambient matter. The practicality of using neutrinos for
astronomy however is another story. Detection is very difficult, with the leading
neutrino observatories only having detect a handful of significant events [43]. Neutrino
observations could have an origin in DM annihilation in the Sun, core of the Earth,
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or in the center of the Milky Way where DM density is expected to be greater what
would lead to enhanced annihilation rate. Due to their extremely suppressed SM
couplings, neutrinos are the only expected final state to make it out of extremely
dense regions like the sun or the earths core. Neutrino telescopes that are conducting
or have conducted DM searches are ANTARES [118], IceCube [119], Baksan [120] and
Super-Kamiokande [121]. Neutrino searches have so far detected no DM signature.

Photons

Unlike charged final states, photons propagate in the galaxy without any appreciable
deflection due to the magnetic field. They are also only weakly attenuated over the
large galactic distance scales. As a result the morphology and energy distribution of
the photons give a very accurate interpretation of the DM annihilation that created
them. Also, unlike neutrinos, they are easy to detect. WIMP dark matter annihilation
will in most models produce photons in the GeV-TeV energy range (gamma rays)
depending of course on the WIMP mass and how far down the decay chain the
photons are produced. If photons are promptly produced as primary products of
the DM-annihilation, then one will observe a line feature in the energy spectrum
with a kinematic cut-off at the DM mass. Such gamma-ray lines if observed would
be the ‘smoking-gun’ for DM annihilation, due to the low astrophysical background
able to replicate such a signal [123, 124]. If the photons are produced further down
the decay tree, then one will observe an extended diffuse energy spectrum [125, 126].

Fig. 2.11 Picture from [122]. Cartoon illustration of the Milky Way. Shown are the
range of astrophysical targets for indirect detection along with a brief summary of
the pros and cons of using them.



2.5 Detecting particle dark matter: A brief overview 23

Most models of WIMPS predict this sort of spectral feature mainly due to the fact
that DM coupling directly to photons (to produce line features) at tree level is not
favored.

The current forerunner for DM searches in gamma-ray final states are Fermi-LAT
[32] in the GeV range and H.E.S.S [127] in the high TeV range. Previous experiments
include EGRET [128] and MAGIC [129]. So far, there has been no definitive detection
of WIMP annihilation to photonic final states, but increasingly strong constraints
have been placed on the WIMP parameters. Experiments will typically conduct
many analyses directed at different DM rich areas. Figure 2.11 shows a diagram of
the various astrophysical targets for indirect detection along with descriptions of the
experimental benefits and shortcomings of each.





Chapter 3

Statistical methods

In this chapter we review the canonical statistical techniques that were used in
this manuscript. The conventions and notation used follow that of the pdg review
on statistics [43]. We first review the means of determining frequentist upper and
lower confidence intervals for a null or positive signal. Also provided is a basic
review on goodness of fit testing. The reader should note that there exist many
varieties of technique that are extensions to the ones presented here. Where necessary,
alternatives are mentioned, however, the analysis in this thesis does not require such
extrapolations, since in most cases the data being analyzed is taken to be Gaussian
distributed and satisfying the large data limit.

3.1 Maximum likelihood analysis

The method of maximum likelihood is a method of estimating the parameters of a
statistical model given data. Consider a set of two theoretical parameters whose true
value is unknown

θ = {α, β} . (3.1)

In general there could be many unknowns, but here we use the simple (and common)
case of two; The α and β could be for example, the WIMP cross-section and mass.
Now consider two different experiments X and Y that measure independent experi-
mental observations of both α and β. Let us say that X makes three measurements
denoted by x = {x1, x2, x3}, and Y makes one: y . Let data measured from a partic-
ular experiment follow a theoretical probability density unique to that experiment
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given by

P (xi | µX(θ), σX) and P (y | µY (θ), σY ) . (3.2)

One can read this notation as “The probability to observe the data xi/y given the
theoretical parameters θ”. The known parameters µX/σX and µY /σY parametrize
the probability distribution unique to each experiment X/Y respectively (notice that
the µ are functions of the theoretical parameters θ). If the P ’s are normal, µ and
σ would be the mean and standard deviation. The combined probability density
function is then neatly represented as follows

P (x, y | θ) =
[ 3∏

k=1
P (xi | µX(θ), σX)

]
P (y | µY (θ), σY ) . (3.3)

This is read as “The probability of seeing ALL measurements given the theoretical
parameters θ". It should be stressed that we do not know the parameters θ - we
simply have an analytic expression for the probability density which is in general a
function of these parameters. In practice, these functions would be concocted from
detailed knowledge of the physical process involved as well as technicalities inherent
in the experimental apparatus itself. The total probability density is normalised such
that

∫
d3 x

∫
dy P (x, y | θ) = 1. (3.4)

Define the Likelihood function:

L(θ | data) ≡ P (data | θ) , (3.5)

that is, the Likelihood has the same functional form as the probability density except
we have rearranged the logic which encompasses it: L(θ | data) should be read as
“The Likelihood function of the theoretical parameters given a set of data". In this
regard, we have essentially turned our likelihood into a function of the parameter
space spanned by θ. This allows us to define the notion of two particular values of α
and β within the parameter space θ that are the unknown true values θT . In the
case of DM detection analyses, the parameter space is spanned by all values of say
the DM cross-section and mass, but there are only two true physical values.
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Fig. 3.1 A χ2 distribution with nd.o.f = 4. The χ2
C.L here is at the 1σ level. Hence

68% of the probability is to the left of this cut off.

Functionally, the likelihood and probability density are the same:

L(θ | x, y) = P (x, y | θ) =
[ 3∏

k=1
P (xi | µX(θ), σX)

]
P (y | µY (θ), σY ) . (3.6)

Note that the Likelihood is not a probability. That is,
∫
dθ L(θ) ̸= 1 . (3.7)

The Likelihood has the same functional form as the probability density, we have
simply changed what the variable is. Define the Maximum Likelihood:

L(θ0) : θ0 maximises L(θ) .

Define the Likelihood Ratio:

L(θ)
L(θ0)

≤ 1 . (3.8)

Now define the “Delta log Likelihood”:

−2∆ ln L(θ) ≡ −2 ln
[

L(θ)
L(θ0)

]
= −2 [ln L(θ) − ln L(θ0)] . (3.9)

It is necessary to note that we must not confuse θ0 with θT .
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Fig. 3.2 Fiducial contours representing the 65% and 95% C.L regions for α and β.
Contours are in general not ellipses.

Wilks theorem [130, 131] states that in the limit that the number of measurements
taken by X and/or Y, n, gets large, and hence each measurement can be assumed to
be derived from a p.d.f, then

−2∆ ln L(θT ) ≃ P (χ2;nd.o.f) , (3.10)

where P (χ2;nd.o.f) is the χ2 probability density function for nd.o.f degrees of freedom
with general form

P (χ2;nd.o.f) ∝ (χ2)
nd.o.f−2

2 exp(−χ2/2) . (3.11)

This is not generally true, but most of the time this is a very good approximation.
In this cases where this does not apply however, ‘non-parametric methods’ such
as Monte Carlo bootstrap re-sampling [132] are needed to find the distribution of
the delta log likelihood [133]. Such measures were not needed in any analysis in
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this work. Indeed, in most experimental situations in the literature, the limiting
assumptions of Wilk are a very good approximation 1.

We can now define our confidence regions. From our distribution, we find χ2
C.L

such that 0 < χ2 < χ2
C.L encompass some proportion (our choice of 1,2,3,4 σ for

example) of the data. This value of χ2 is easily found in tables or in matlab for the
appropriate number of degrees of freedom. A visual representation of this is shown
in figure 3.1 for 4 d.o.f at the 1σ level. Once this appropriate χ2

C.L is found, we define
our confidence region:

−2∆ ln L(θ) ≤ χ2
C.L . (3.12)

This confidence interval maps out a region in theoretical parameter space. For our
example of α and β this would usually be represented on a 2D graph in α/β space as a
contour enclosing some region as shown in figure 3.2. That is, for a confidence interval
at the 1σ level, the following statement can be made, which really encapsulates the
essence frequentest statistics: Upon conducting multiple trials, 68% of the time, the
true θT will fall within the 1σ contour. Please note that this statement should not
be confused with the statement that there is a 68% chance that the true θ lies within
the confidence region, which is technically not the same. Of course, depending on
the significance (i.e we could have easily chosen 2σ or 95% etc) the corresponding
contour will change accordingly. Figure 2 demonstrates this by plotting the 65% and
95% contours for our theoretical parameters θ. Note the following:

• The contours are centered on the max (or best) fit parameters θ0.

• These values are solely dependent on the maximization of our Likelihood, and
therefore are not representative of the the true theoretical parameters in any
way.

• The true values of the parameters are unknown.

• Since the 95% C.L contour is wider, there is thus more probability that the
true values will lie within it than the 65% bounds upon repeated experiments.

The last statement may sound trivial, but it motivates the convention that most
experiments show their confidence contours at usually > 90% or 2σ.

1Many experiments will usually comment on the degree of validity of the Wilk’s theorem for
their data. If nothing is mentioned, the standard method is by default to assume that the delta log
likelihood is distributed as in Eqn 3.10.
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3.1.1 Combined Likelihood

Let us go back to our initial probability distribution:

P (x, y | θ) =
[ 3∏

k=1
P (xi | µX(θ), σX)

]
P (y | µY (θ), σY ) , (3.13)

recalling that the xi and y are independent sets of data. We are able to separate out
individual likelihood functions for each of the data in x, hence, this would lead to the
likelihood being re-written in terms of likelihoods constructed given one observation:

L(θ | x, y) = L(θ|x1)L(θ|x2)L(θ|x3)L(θ|y) (3.14)

⇒ ln L =
3∑

k=1
ln Lxk

+ ln Ly . (3.15)

This sort of practice can be extended in order to derive a more stringent constraint
on a parameter space of a certain physical phenomenon. This is usually done
by combining data from different experiments or channels. In general, if i runs
over a variety of different channels which has sets of measurements xi, the total
combined-likelihood function is simply the product

L(θ | x) =
∏

i

Li(θ |xi) . (3.16)

However in practice, experiments have a variety of systematics associated with them,
and hence doing so will invariably introduce extra unknowns into the parameter
space. These parameters are called nuisance parameters which we denote here by
ν = {ν1, ν2, ..., νn}, and can be thought of an unwanted extension to the parameter
space. In the case of our initial example:

θ = {α, β, ν1, ν2, ν3, ..., νn} . (3.17)

As a result, our combined likelihood will look like

L = L(θ,ν | x) . (3.18)

The introduction of nuisance parameters into the likelihood function generally increase
the statistical uncertainties associated with the parameters of interest. This occurs
since the nuisance parameters and the parameters of interest are usually correlated
to some degree, effectively broadening the p.d.f’s associated with the parameters of
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Fig. 3.3 A series of 1D 90% C.L intervals for the model cross-section built up for
each WIMP mass in the data set. Such a plot is refrered to as a raster scan.

interest - see [133] for details. Furthermore, and most importantly the introduction
of nuisance parameters introduces extra computation requirements to the analyst.

The benchmark means of eliminating the nuisance degrees of freedom is by
defining a new test statistic called the profile likelihood ratio

Rp ≡ L(θ,ν0
0)

L(θ0,ν0)
(3.19)

⇒ −2∆ ln Lp(θ) ≡ −2 ln
[

L(θ,ν0
0)

L(θ0,ν0)

]
= −2 ln

[
L(θ,ν0

0) − L(θ0,ν0)
]
, (3.20)

where ν0
0 denotes the profiled values of the parameters ν defined such that the

likelihood is maximised for any particular θ. The denominator of the profile likelihood
ratio is the maximum of the likelihood which occurs for the choices θ0 and ν0. One
can then make the usual assertions to define confidence contours in the parameter
space of interest as per 3.10.

3.1.2 Raster scans

Often in DM phenomenology, the mass of the DM particle is taken as an independent
variable. The quantity that often serves as the model-dependent parameter in a
DM analysis is an interaction cross-section, as discussed in appendix B. It is thus
somewhat easier from a computational perspective to designate a range of DM masses
and derive a series of 1D limits on the cross-section. The result is called a raster scan,
an example of which is shown in figure 3.3. Shown here is a series of 1D 90% C.L
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Fig. 3.4 χ2 distribution with 30 degrees of freedom. Shown are two example χ2

values and their associated p-values. The analyst has chosen a significance such
that a derived p value of 0.163 accepts the null hypothesis, whilst a p value of
0.007 rejects it.

limits computed at a mock range of DM masses.2 The profile likelihood ratio for such
a scenario will be altered accordingly; We would now have the fixed parameter (DM
mass), the model parameter of interest (cross-section) and any nuisance parameters
we’ve picked up along the way:

−2∆ ln Lp(mx, σ) = −2 ln
[
L(mχ, σ,ν

0
0) − L(mχ, σ0,ν0)

]
. (3.21)

Note that the mass has been left out of the profiling. In effect each scan is now only
over the cross-section parameter.

3.2 Goodness of fit testing

In phenomenology, one often needs to be able to ascertain the agreement or disagree-
ment between some model, and experimental data. In more formal language: one
may wish to discover for which data a particular hypothesis is rejected or accepted.
The most commonly used tool for such analysis is the method of least squares.

The method of least squares is equivalent to the method of maximum likelihood
in the special case that a set of N measurements yi of the parameters θ at known
points xi are each Gaussian distributed with known mean µ(xi; θ) and variance σ2

i .

2 The process of raster scanning is not unique to statistical analysis. In fact, it is the generic
name of a process that involves incrementally scanning over a rectangular parameter space.
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We define the statistic as per the result of Wald [131]:

χ2(Θ) = −2ln L(Θ) + O(1/
√
N) =

N∑
i=1

(yi − µi(xi; Θ))2

σ2
i

. (3.22)

In other words, the parameter values that maximise the likelihood L(Θ) will minimise
χ2. The vector µ = {µ1, ..., µN} is called the null hypothesis. It usually contains
points corresponding to a theoretical model within the parameter space in question.
If we take the hypothesis to be correct, and if the measurements yi are Gaussian
distributed with N sufficiently large, then this statistic will follow a χ2 probability
distribution function (p.d.f) with degrees of freedom equal to the number of mea-
surements N minus the number of fitted parameters. If this is the case, the p-value
for the hypothesis is given by

p =
∫ ∞

χ2
P (z;nd.o.f) dz , (3.23)

where P (z;nd.o.f) is the χ2 p.d.f and nd.o.f is the number of degrees of freedom (again,
this is only in the limit that Wilk’s theorem holds). The p-value is itself a function
of the data, and therefore a random variable. It is defined as follows: The p-value
under the assumption of a hypothesis µ is the probability of obtaining data at least
as incompatible with µ as the data actually observed. When searching for a new
phenomenon, one tries to reject the hypothesis µ that the data are consistent with
known (e.g., Standard Model) processes. If the p-value of µ is sufficiently low, then
one is willing to accept that some alternative hypothesis is true. Often one converts
the p-value into an equivalent significance Z, defined so that a Z standard deviation
upward fluctuation of a Gaussian random variable would have an upper tail area
equal to p, i.e.,

Z = Φ−1(1 − p) , (3.24)

where Φ is the standard Gaussian distribution p.d.f. A nice visual example is shown
in figure 3.4 for the case of 30 d.o.f. Often in high energy physics the level of
significance where an effect is said to qualify as a discovery is Z = 5, i.e., a 5σ effect,
corresponding to a p-value of 2.87 × 10−7.

For this thesis, the analysis usually requires the converse - finding the ‘goodness
of fit’ between measured data and a given hypothesis. In this case, one optimally
wishes to maximise the obtained p-value. In practice, one usually accepts conformity
between data and hypothesis if the obtained p-value is greater than some selected
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minimum. Conventional choices for such a p-value and their corresponding Z value
are shown in table 3.1.

For situations where the the data yi are not Gaussian distributed and hence the
conditions for using the χ2 p.d.f do not hold then the statistic can still be calculated
in the same fashion, however, the p.d.f must be determined by other means such as
Monte Carlo estimation [133].

p-value Z (1 − p) (%)
3 × 10−7 5 99.99997
6 × 10−5 4 99.994

0.001 3.29 99.90
0.0027 3 99.73
0.0455 2 95.45
0.05 1.96 95
0.32 1 68.27

Table 3.1 List of p-values and their corresponding Z.

Using the χ2 per degree of freedom

Instead of presenting the χ2 value corresponding to a level of significance (1 − p) ≡ α,
an analyst may choose to present the χ2 per degree of freedom defined as

χ2/nd.o.f . (3.25)

Presenting the statistic in such a way forgoes the need for calculating the cumulative
probability from the χ2 distribution as done in Eqn. 3.23. Instead one can infer
the degree of agreement or disagreement of the null hypothesis upon examination of
the χ2/nd.o.f; Since the mean of the χ2 distribution is equal to nd.o.f one expects a
“reasonable” experiment to obtain χ2 ∼ nd.o.f. Hence,

If:
χ2/nd.o.f > 1 −→ degree of uncertainy ascociated with null-hypothesis
χ2/nd.o.f < 1 −→ ‘too good to be true’: implies the existence of over

fitting in the model

3.2.1 Confidence intervals in the Gaussian limit

Because of the symmetry of the Gaussian function one finds that contours of constant
χ2 cover the true values with a certain, fixed probability. That is, the confidence
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region is determined by

χ2(θ) ≤ χ2
min + ∆χ2 . (3.26)

The value of ∆χ2 clearly depends on the number of parameters being constrained
in the test, denoted m. Values of ∆χ2 for their corresponding confidence interval
significance are given in table 3.2.

Z (σ) (1 − p) (%) m = 1 m = 2 m = 3
1 68.27 1 2.3 3.53

1.64 90 2.71 4.61 6.25
1.96 95 3.84 5.99 7.82

2 95.45 4 6.18 8.03
2.58 99 6.63 9.21 11.34

3 99.73 9 11.83 14.16
Table 3.2 Values of ∆χ2 corresponding to a coverage probability (1 − p) and
significance Z in the large data sample (Wilk) limit, for joint estimation of m
parameters.

Deriving confidence intervals in this way is computationally much less expensive
than the method prescribed in section 3.1, however, one must be confident that
Wilk’s theorem is valid for the prescribed parameter space of interest.

3.3 Exclusion regions for when the signal and back-
ground likelihoods are known

Most large experimental collaborations (for example LUX for direct detection) will
often go to lengths to model backgrounds as accurately as possible. In such an
instance the delta log likelihood test statistic takes the form

−2∆L = −2 ln
[Ls+b

Lb

]
≡ −2 ln

[
L(θ(s+ b))

L(θ(b))

]
, (3.27)

where Ls+b is the likelihood of the nominal signal model (signal + background) and
Lb is is that of the background only hypothesis.

If there are no nuisance parameters, the likelihood ratio Ls+b/Lb is an optimal
test statistic in the sense that it gives the maximum power for a statistical test
of the background only hypothesis with respect to the alternative of signal plus
background. In general, this test statistic follows a different p.d.f depending on the



36 Statistical methods

signal or background only hypothesis. This can be represented by defining the two
corresponding p-values:

ps+b =
∫ ∞

−2∆L
dz P (z|s+ b) , (3.28)

pb =
∫ ∞

−2∆L
dz P (z|b) , (3.29)

where the p.d.f’s P (z|s+ b) and P (z|b) are found either using approximations in the
Wald limit [131] or evaluated by Monte Carlo as previously mentioned.

Finally, if this technique is employed, the p-value that is used to compare to some
C.L threshold α is not ps+b, but rather is denoted CLs and is given by

CLs = ps+b

(1 − pb)
. (3.30)

That is, exclusion contours in a model parameter space can be created in the usual
manner by demanding CLs ≤ α.

3.4 Confidence intervals with Yellin’s max gap
method

Yellins max-gap method [134] is primarily used when the zero signal hypothesis
cannot be ruled out (in other words, when when no discovery of a signal above
the estimated background can be made). It makes use of the spectral shape of the
event distribution, as well as deals with the case where the background has some
expectation value, but the true extent of the background is unknown. In this scenario,
if an experiment cannot exclude the possibility that the unknown background is large
enough to account for all the events, then they can only present an upper limit on
the signal. This makes the max-gap method more conservative than methods based
on likelihoods such as the method described in 3.1, since the likelihood associated
with an unknown background is unknown. The max-gap method cannot identify a
positive signal detection, rather, it can only obtain an upper limit from experiments
whose backgrounds are low, but non-zero. Hence, this method is popular with a
variety of DM direct detection experiments such as CDMS [135] and is used in this
thesis to constrain the parameter space investigated by the LUX experiment.

Figure 3.5 gives a graphical representation of the max-gap method. Small
rectangles along the horizontal axis represent events, with position on the horizontal
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Fig. 3.5 Illustration of the maximum gap method. The horizontal axis is some
parameter, “E”, measured for each event. The smooth curve is the signal expected
for the proposed cross section, including any known background. The events from
signal, known background, and unknown background are the small rectangles
along the horizontal axis. The integral of the signal between two events is “xi”.
Figure and caption from [134].

axis representing some measured parameter, say “energy”, E. The curve shows the
event spectrum, dN/dE, expected from a proposed cross section, σ. If there is a
completely known background, it is included in dN/dE, however this method always
assumes there exists some unknown background component. To set an upper limit
with the max-gap method, σ is adjusted until it is high enough to be regarded as too
high. The means for determining whether σ is too high or not involves observation of
the distribution of events across the energy range. For example, looking at figure 3.5,
since many of the events are clustered at low E, while the predicted dN/dE is not
especially high there (that is, its height could be be accounted for by the unknown
background), we can assert that these events must mostly be from the unknown
background. If we only analyzed the spectral qualities of the low energy part of the
data we would have only set a weak (high) upper limit on σ. We would therefore
expect to find the strongest upper limit in regions where there are not many events,
and hence, not much unknown background.

A particular choice of σ is rejected as too large if with that choice of σ, there
is a gap between adjacent events Ei and Ei+1 with too many expected events. The
number of expected events is given by given by

xi =
∫ Ei+1

Ei

dE
dN

dE
. (3.31)
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The criterion for ‘too many’ is is that if the choice of σ were correct, then a random
experiment would almost always give fewer expected events in its maximum gap.
Call x the size of the maximum gap in this random experiment. If the random x is
lower than the observed maximum gap size with probability C0, then the assumed
value of σ is rejected as being too high with confidence level C0. If we let µ be the
total number of expected events, the probability of the maximum gap size being
smaller than a particular value of x, is a function of only x and µ and is given by:

C0(x, µ) =
m∑

k=0

(kx− µ)ke−kx

k!

(
1 + k

µ− kx

)
, (3.32)

where m is the greatest integer ≤ µ/x.
It is now clear why the max-gap method is of particular interest to DM direct

detection; instead of relying on accurate background estimations, the max-gap
method prefers use of the spectral distribution of the observed data, which is more
often than not readily available. As a result, this method is preferred by direct
detection analysts in contrast to the method of Feldman and Cousins [136], which
only make use of data counts and Poisson estimates of background events. See
section 6.2.2 and 6.2.3 for more information about different methods used in DM
direct detection and their usefulness.



Chapter 4

Astrophysical dark matter
distribution

4.1 Dark Matter Density profiles

Knowledge of the spatial DM density profile is very necessary for any means of DM
detection, since many calculable observables depend a priori on the DM density,
whether it be the local density at Earth for the case of direct detection, or the
integrated density along a line of sight for the case of indirect detection.

The general paradigm with regards to the distribution of DM in large relaxed
systems (galaxies/clusters of galaxies etc) is that the distribution is radial, and is
thus usually parametrized with a density profile ρ(r). Note the only dependence is on
the radial coordinate - this extends from he assumption that DM haloes are generally
spherically symmetric. All of the density profiles today have been constructed
from fits of either simulated or observational data. One may intuitively think that
the shape of the DM profile of galaxy clusters depends on cluster mass, galaxy
concentration and other such parameters, however, Navarro et. al [137] used high
resolution N-Body simulations to propose the existence of a universal density profile.
That is, the halo’s spatial shape was independent of the Halo mass. It is thought
that during halo formation, some process, (perhaps dynamic collisions) ‘relaxes’ the
halo into a coherent shape. Navarro et al. also proposed an analytical form for any
DM halo, whether it be for a galaxy cluster, group, or individual galaxy. This profile
depends on parametric priors that depend on the cosmology, and indeed, various
groups have ended up with different results for the spectral shape in the innermost
regions of galaxies and galaxy clusters, but all of the basic models assume a spherical
symmetry for their DM haloes. This assumption is thought to break down when
non-linear clustering dominates, in which case, halos are thought to form triaxially
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α β γ Rs(kpc) Refs
Kravtsov 2.0 3.0 0.4 10.0 [141]

NFW 1.0 3.0 1.0 20.0 [142]
Moore 1.5 3.0 1.5 28.0 [143]

Isothermal 2.0 2.0 0 3.5 [144]
Table 4.1 Parameters of some widely used profile models for the dark matter density
profiles in galaxies. Nowadays, the most commonly used parameter set reflects
that of an NFW, however with slightly different values for γ ranging between 1
and 2.

[138]. In the following subsections, and for the rest of this work we assume spherical
symmetry in a DM halo.

4.1.1 The universal density profile

The modern parametrisation for the scale independent density distribution for a dark
matter halo is given by1

ρ(r) = ρ⊙

(
r

R⊙

)−γ
 1 +

(
r

Rs

)α

1 +
(

R⊙
Rs

)α

−(β−γ)/α

, (4.1)

where Rs is a scale radius with typical value 20 kpc [140] , R⊙, in the case of the
Milky Way, is interpreted as the distance from the sun to the center of the Milky Way
and ρ⊙ is density of DM at the solar location. The unitless parameters β, α and γ

take on differing values depending on the astrophysical context (dwarf/spiral galaxy
or galaxy cluster etc) and/or preference. Table 4.1 shows values for the parameters
(α, β, γ) for four of the most popular profile models, namely the Kravtsov [141],
Navarro, Frenk and White (NFW) [142], the Moore [143] and a modified isothermal
profile [144].

The only free parameter that is usually heavily context dependent is the slope of
the profile in the inner most regions γ. Although it is definitely clear that the slope
of the density profile should increase as one moves from the center of a galaxy to
the outer regions, the precise value of the power-law index in the innermost galactic
regions is still under debate. With that said, it is still commonplace in the modern
literature to adopt the NFW set of parameters. The traditional NFW value is γ = 1,
however various studies [145, 146] have shown that a slightly larger value γ = 1.2 − 2
for example, can be used to reconcile the inclusion of baryonic effects into the galactic

1There are other ‘universal’ halo profiles, such as the Einasto profile [139]. However, these
profiles are only very rarely considered as accurate for contexts that involve baryonic physics as
well as the DM component [42].
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Fig. 4.1 NFW profiles with Rs = 23.1 kpc, ρ⊙ = 0.36 and R⊙ = 8.25 kpc for
various values of γ.

simulations. What will often happen is that at least two if not several values of γ will
be taken for any particular analysis. Figure 4.1 shows how the NFW profile varies
for a typical range of γ values. These curves are made using the choice physical
parameters Rs = 23.1 kpc, ρ⊙ = 0.36 and R⊙ = 8.25 kpc.

One may often see in the literature the parameter ρs or “scale density". When
using this parameter Eqn. 4.1 becomes

ρ(r) = ρs(
r

Rs

)γ (
1 + r

Rs

)β−γ
α

. (4.2)

The scale density is often mistakenly used for ρ⊙, which is specifically for the case
of the Milky Way, whereas ρs varies from halo to halo. The scale density is a relic
of the first parametrization of the generalized NFW profile. An explicit relation
between ρs and ρ⊙ can be found by using ρ(R⊙) ≡ ρ⊙ in Eqn. 4.2:

ρs = ρ⊙

(
r

Rs

)γ (
1 + r

Rs

)β−γ
α

. (4.3)
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4.1.2 Issues on small scales

Cusp-core problem

While the density profiles for large scale structures like galaxy clusters follow the
NFW profile very well [2, 147], issues arise on small scales such as dwarf galaxies
for small r. As discussed in [148], the rotation curves of some galaxies indicate the
existence of a flat inner core as opposed to the strong cusps predicted by ΛCDM
simulations. A cusp refers to the inner shape of the density profile rapidly decreasing.

Fig. 4.2 The authors of [140] conducted an analysis of 26 dwarf galaxies from
the LITTLE THINGS survey done by the VLA in an effort to validate the NFW
assuption. One immedietly notices the deviation from the NFW at low R. This in
escence encaptulates the cusp-core problem for galactic scale DM distributions.

That is, a cuspy core has dρ
dr

< 0 for r = small. Conversely, a flat core refers to
dρ

dr
∼ const for small r. Cold dark matter simulations produce cuspy cores for Milky

Way mass spiral galaxies.
One of the most recent and complete studies of this ‘cusp-core’ problem comes

from the authors of [140] who study the density profiles of 26 dwarf galaxies from
the LITTLE THINGS survey conducted by the Very Large Array (VLA) HI survey
(figure 4.2). The results, shown in figure 4.2, show significant deviation from the best
fit universal halo profile for nearly all of the dwarf galaxies.

Possible solutions to the Cusp-Core problem lay in baryonic physics. For example,
supernova feedback can clear large regions of the ISM, forcing the local DM halo to
adopt a core feature [149]. Alternatively, the introduction of a finite self interaction
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Fig. 4.3 Figure and caption from [48]. Evidence for dark matter in the inner 20 kpc
of the Milky Way. Shown in the top panel are the angular velocity measurements
(red dots) together with the bracketing of the contribution of all baryonic models
(grey band) as a function of galactocentric distance. Error bars correspond to
1σ uncertainties, while the grey band shows the envelope of all baryonic models
including 1σ uncertainties. The contribution of a fiducial baryonic model is marked
with the black line. The residuals between observed and predicted angular velocities
for this baryonic model are shown in the middle panel. The dashed blue line
shows the contribution of a Navarro-Frenk-White profile with scale radius Rs of
20 kpc normalised to a local dark matter density of 0.4 GeV/cm3. The bottom
panel displays the cumulative reduced χ2 for each baryonic model as a function
of galactocentric distance. The black line shows the case of the fiducial model
plotted in black in the top panel, while the thick red line represents the reduced
χ2 corresponding to 5σ significance.

cross-section to the particle DM can also smooth out the inner regions of galactic
DM profiles [150, 151].

4.1.3 The Milky Way: known unknowns

Often for the case of DM detection, efforts are focused within the Milky Way, be it
in an effort to observe DM-DM annihilation in DM dense regions like at the galactic
center, or DM-nucleus collisions in a direct detection experiments on Earth. Our
current knowledge of the distribution of putative dark matter in spiral galaxies in
general, and in the Milky Way in particular, is still scarce. Recent developments
published in Nature however, have shed some light on the issue, claiming that the
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Milky Way’s profile within the inner 20 kpc is extremely well estimated by an
NFW profile by presenting an up to date compilation of Milky Way rotation curve
measurements and comparing them with state of the art baryonic mass distribution
models [48]. This evidence seemingly puts to rest the debate as to whether our
galaxy’s profile was cored or cusped and is shown in 4.3.

Modern indirect searchers concerned with any galactic DM phenomena will more
often than not adopt a density profile of the form 4.1 despite the uncertainty. An
NFW was used in the later sections of this work when considering DM annihilation
arising from the galactic center. This is consistent with the Fermi collaboration as
well as several other authors’ approach, as we shall see in section 10.2.

4.2 Local density

Very important for the prospects for direct and indirect detection is the density of dark
matter in the region of our solar system. Although this quantity is considerably more
well known than say, the density near the galactic center, there are still uncertainties
associated with the local density, which we will discuss here.

The local density of dark matter can be empirically determined by observing the
rotation curves of the Milky Way. This is somewhat difficult to do from our location
within the galaxy. Furthermore, rotation curves measure the total mass within an
orbit, thus the density distributions of the galactic bulge and disk are needed to
accurately calculate the dark matter profile itself. It is quite simple however to
calculate density ρ⊙ at a distance R⊙ from the galactic center using Newtonian
orbital mechanics if the rotation curve v(r) is known.

The orbital velocity at a radial distance r is given by

v(r) =
√
GMenclosed(r)

r
, (4.4)

where Menclosed is the mass enclosed in the halo at radius r. Hence,

M(r) = v(r)2r

G
. (4.5)

We can then derive ρ(r) by taking dM
dr

:

dM

dr
= v2

r
+
( 2
G

)
rv
dv

dr
(4.6)

⇒ dM = 1
G

(
v2dr + 2vrdv

)
. (4.7)
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Using the fact that ρ(r) ≡ dM
dV

with dV = 4πr2dr

⇒ ρ(r) = 1
4πG

[(
v

r

2)
+ 2v

r

dv

dr

]
. (4.8)

We then see that the average density contained in this (spherically symmetric) volume
is

ρ⊙ ≡ ρ(R⊙) . (4.9)

As is evident here, most of the underlying uncertainty associated with ρ⊙ comes
from the uncertainty in the rotation curve. Hence, different groups have come
to somewhat different conclusions regarding the local density distribution of DM.
Historically, 0.3 GeV/cm3 has often been assumed when making comparisons between
direct detection results. While this density is by no means ruled out by current
observations, recent estimates tend to suggest a value closer to 0.4 GeV/cm3 [73].

Benchmark results for ρ⊙, which are important for both direct and indirect
detection techniques are shown in table 4.2 along with their respective references.

4.3 Dark matter velocity distributions

Focusing now in particular on direct detection experiments, as discussed previously,
the primary observable is the rate of nuclear recoils observed in a detector. While
knowledge of the local DM density is necessary, one also finds that the recoil rate is
proportional to the local DM velocity distribution (see section 5.2 for details). In
the literature, the DM velocity distribution is usually denoted

f(v, t) ≡ number density of DM particles with velocity v , (4.10)

with units [f(v, t)] = km−1 s. The simplest type of f(v, t) is called the standard halo
model (SHM) which is presented in section 4.3.1. The SHM has two different but
equivalent meanings in practice. The first refers to the distribution of DM velocities
itself, the other refers to the set of physical parameters ρ⊙, vrot and vesc - the local
DM density, the galactic rotation speed and the galactic escape velocity respectively,
which are used as priors for the model. The SHM is the default velocity distribution
implemented in the LUXCalc package (see table 4.2).

Throughout this work, we only consider dominant contributions to the DM
velocity distribution. To be specific, we ignore any unviralized contributions such as
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tidal streams and cold flows. For a good review on these sub-dominant contributions,
see [152].

4.3.1 The Standard Halo Model (SHM)

The DM halo in the local neighbourhood is most likely dominated by a smooth and
well-mixed (virialized) component with an average density ρ⊙. The simplest and
most overwhelmingly used model for this smooth component is often taken to be the
Standard Halo Model (SHM) [153, 154], a non-rotating isothermal sphere with an
isotropic, Maxwellian velocity distribution and most probable speed v0, where for
the SHM, v0 is equal to the disk rotation speed vrot. The SHM velocity distribution
in the Galactic (i.e non-rotating) rest frame is

f̃(v) =


1

Nesc

(
1

πv2
0

)3/2
e−v2/v2

0 , for |v| < vesc

0, otherwise.
(4.11)

Here,
Nesc = erf(z) − 2√

π
ze−z2

, (4.12)

with z ≡ vesc/v0, is a normalization factor. The Maxwellian distribution is truncated
at the escape velocity vesc to account for the fact that WIMPs with sufficiently high
velocities escape the Galaxy’s potential well. The calculations performed by LUXCalc
utilize the SHM velocity distribution shown in 4.11.

Ultimately, the velocity distribution in the Earth’s rest frame is the one relevant
for direct detection, which can be obtained after a Galilean boost:

f(v) = f̃(v⊙ + v) , (4.13)

where v⊙ = vLSR + v⊙,pec is the motion of the Sun relative to the Galactic rest
frame, vLSR = (0, vrot, 0) is the motion of the Local Standard of Rest in Galactic
coordinates,2 and v⊙,pec is the Sun’s peculiar velocity. The additional time-dependent
orbital motion of the Earth about the Sun is postulated to give rise to a measurable
modulation in the signal as previously mentioned [154, 155]. This small Earth orbital
motion and resulting time dependence has been neglected here as it is not relevant
to the LUX calculations done in this work.

The choice of values for the various DM distribution parameters is important for
interpreting direct detection results. Due to the inability to directly observe the DM

2Galactic coordinates are aligned such that x̂ is the direction to the Galactic center, ŷ is the
direction of the local disk rotation, and ẑ is orthogonal to the plane of the disk.
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Estimate Canonical LUXCalc Default Refs.
ρ⊙ [GeV/cm3] 0.2 – 0.7 0.3 0.4 [156–161]
vrot [km/s] 200 – 250 220 235 [162–165]
vesc [km/s] 500 – 600 544 550 [166]

Table 4.2 Values of parameters describing the Standard Halo Model (SHM). The
columns show in order: ranges of values typically found in the literature, commonly
used values for comparison of experimental results, and the default values used by
LUXCalc. In the SHM, the final parameter v0 is not independent, but fixed by the
relation v0 = vrot.

and various systematic issues in interpreting observations of the Galaxy, some of
those parameters are known to limited precision. The range of estimates for these
parameters are shown in 4.2, as well as values commonly used for comparing direct
detection results (“canonical”) and the default values used by LUXCalc. The LUXCalc
default values for ρ⊙ and vrot are somewhat larger than the historical canonical values
as more recent estimates tend to prefer the somewhat larger values. However, the
canonical values are not inconsistent with the current observations and will thus
continue to see wide usage. The parameter values can be easily changed in LUXCalc
and we will use the canonical values ourselves when comparing LUX results with
other experiments in later sections. In addition to these SHM parameters, we take
v⊙,pec = (11, 12, 7) km/s [167].

4.3.2 Validity of the SHM

There has been some scepticism regarding the validity of the SHM. High resolution
cosmological DM-only N-body simulations provide evidence that a Maxwellian
distribution does not fully capture the velocity distribution of the smooth halo
component, particularly along the high velocity tail, which is important for detection
of low mass WIMPs as detectors are sensitive only to the highest velocity WIMPs
in this case [73, 168]. Other analyses have shown slight deviations from the SHM
assumption when comparing physical observables to modern rotation curve data of
spiral galaxies [169].

With this said, a more recent study aimed at discovering the impact of Baryonic
matter on the SHM assumption has been conducted by the authors of [170]. They
compare the SHM to the results of cosmological hydrodynamical simulations of two
collapsing Milky Way type galaxies with and without the baryonic content present.
Surprisingly enough, they see that indeed when they only include DM in their
simulations, they arrive at the same dismissive result as previous studies. However,
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Fig. 4.4 Velocity distributions in the galactic rest frame comparing the SHM to
N-body simulations as calculated and presented by [170]. The simulated galaxies
were chosen to have global properties similar to that of the Milky way. They
are called ‘g15784’ and ‘g1536’, the latter with slightly large inner bulge. The
black line denotes the N-body simulations. The first column corresponds to DM
only simulations, while the next columns contain baryons. The SHM assumption
(green) only depends on the mass of the galaxies. Also considered are two other
approximations other than the SHM: these are Maxwellian fits to the N-body
particle velocities for a stationary halo (blue) and a rotating halo (red). Each row
has two sub panels: the actual distribution (upper subpanel); and the relative
difference. Coloured bands represent the 1 σ variation at each v for 1000 randomly
simulated halos with the same number of particles , while the solid lines are used
as the parent populations (mean).

when baryons are included, they see that adiabatic contraction shifts the velocity
distribution in a manner that is much more consistent with the SHM. They conclude
that, at least on local scales, the SHM provides a very good approximation to the
velocity distribution and can hence be used for direct detection calculations. The
results are shown in figure 4.4 for validation as well as demonstrative purposes.

4.3.3 The mean inverse speed

As we will later in section 5.4, it is useful to define the mean inverse speed given by
the integral

η(vmin, t) ≡
∫

v>vmin
d3v

f(v, t)
v

, (4.14)

where vmin = vmin(ER) is the minimum WIMP velocity required to produce recoil
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energy ER in a detector. See 5.14 for the explicit form and derivation of vmin. The
mean inverse speed can be analytically calculated for simple velocity distributions
such as the SHM. We have already denoted f̃(v, t) as the velocity distribution in the
rest frame of the dark matter population, that is

∫
d3v v f̃(v, t) = 0 . (4.15)

We have also seen that the velocity distribution in the lab frame is determined via
the Galilean transformation f(v) = f̃(v⊙ + v), where v⊙ is the (time-dependent)
motion of the lab (observer) relative to the rest frame of the dark matter population.
Below we show the mean inverse speed for a regular Maxwellian velocity distribution
as well as the truncated Maxwellian that is the SHM.

Simple Maxwellian

A simple Maxwellian velocity distribution has the form

f̃(v) =
(

1
πv2

0

)3/2

e
− 1

v0
v2
, (4.16)

with mean inverse speed

1
2vobs

[erf(x+ y) − erf(x− y)] , (4.17)

where x = vmin
v0

and y = vobs
v0

. The explicit derivation of this case can be found in
Appendix F.1.

Truncated Maxwellian

For the case where the Maxwellian distribution is truncated at the escape velocity
as in the SHM 4.11 the mean inverse speed is evaluated analytically by first defining
z ≡ vesc/v0 and is given by [152, 171]

η(vmin) =



1
vobs

for z < y, x < |y − z|,
1

2Nescvobs

[
erf(x+ y) = erf(x− y) − 4√

π

]
for z > y, x < |y − z|,

1
2Nescvobs

[
erf(z) = erf(x− y) − 2√

π
(y + z − x)e−z2

]
for |y − z| < x < y + x,

0 for y + x < z

(4.18)

where Nesc is defined as in 4.12.
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Direct detection, the LUX
experiment and LUXCalc





Chapter 5

The particle physics of low
background direct detection

The aim of all direct detection experiments is to identify nuclear recoils produced by
the collisions between WIMPs and a detector’s target nuclei, and by either observing
or not observing a positive signal, constrain the parameter space of physical WIMP
parameters: WIMP-nucleon cross-section σ and mass mχ.

Low background experiments such as LUX aim to detect these nuclear recoils
above a perpetual background. The elastic scattering of WIMPs with masses of
10-1000 GeV would produce nuclear recoils in the range of (10-100) keV [172].
To unambiguously identify such low-energy interactions, a detailed knowledge of
the signal signatures, the particle physics aspects and nuclear physics modeling is
mandatory. The basic picture is illustrated in figure 5.1. A galactic halo WIMP
elastically scatters off a nucleus within the detector. The principal experimental
observable is the differential recoil rate dR/dE which depends primarily on the
astrophysical WIMP velocity distribution as well as the particle physics scattering
cross-section.

dR

dE
= dR

dE
(f(v), σ) . (5.1)

In this chapter, we conceptualize and then write down the general expression
for the differential cross-section for a 2 → 2 WIMP-nucleus scattering process. We
also introduce and then derive an expression for the differential recoil rate dR/dE
from first principals. After introducing these fundamental concepts, we describe
how to specifically derive the differential cross-section from an effective WIMP-
quark Lagrangian, and show how for the most generic couplings one can obtain
spin dependence (or independence) in the total cross-section. We then conclude by
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commenting on how one can maximize the differential recoil rate in direct detection
searches from a particle physics perspective.

This section uses assumptions consistent with analyses conducted by the LUX
collaboration [173]. Namely, the DM is assumed to be fermionic and scatter off nuclei
elastically i.e no particle creation in the final state (discussed more in section 5.1).

Fig. 5.1 Cartoon schematic of WIMP-nucleus elastic scattering: A WIMP in the
galactic DM halo collides with a nucleus inside of a detector. In low background
TPC chambers such as the LUX experiment, the aim is to observe a differential
recoil rate dR/dE above the ambient background. The WIMP-nucleus scattering
is characterised by the particle physics scattering cross-section σ.

5.1 The scattering cross section

The observable that is used to completely theoretically parametrise any scattering
experiment is called the scattering cross-section σ. The likelihood of producing a
particular final state in a scattering experiment is proportional to σ, which in turn
is a quantity that is unique to the particles that are colliding. To conceptualise
the scattering cross-section, it is useful to first look at a case in classical mechanics.
Consider figure 5.2. Here the inbound particles B are incident on a massive target T .
The target T leaves a ‘shadow’ of B particles which has cross-sectional area given
by the targets radius R. For this very simple scattering experiment the B particles
are uniformly distributed in impact parameter denoted b, which is defined as the
perpendicular distance between the path of an incoming particle and the center of
the scattering potential, in this case, the target. The cross sectional area of the
shadow is the cross-section. Hence, [σ] = Area. This example is an oversimplified
classical demonstration of a more general concept, but it is handy to build up such
conceptual knowledge. One often finds the differential cross-section, defined as

σTotal =
∫
dΩ

(
dσ

dΩ

)
, (5.2)
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Fig. 5.2 Classical demonstration of the scattering cross-section. Diagram from
[174].

where Ω is the solid angle of scattering with differential dΩ = d cos θdϕ, as the
quantity entering calculations for observables such as collision rates, as will be
shown later in section 5.2. Diagrammatically the differentials dσ and dΩ can easily
visualised:

Here the incoming particle beam is incident on the scattering center and is
subsequently scattered into a solid angle dΩ. For a more formal derivation of the
differential cross-section see Appendix B.

The main feature of utilizing the differential cross section as the physical observable
of interest is that it can be expressed in terms of the invariant interaction amplitude
|M|2, which can be derived (in most cases) from Feynman rules which in turn are
derived from an interaction Lagrangian. This is a very attractive feature from a model
builders perspective. The simplest type of WIMP-nucleus interaction considered in
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the direct detection literature is elastic scattering, where the incoming and outgoing
states remain the same:

χ1 +N1 −→ χ1 +N1 , (5.3)

that is, no particle production or annihilation that increases or decreases the number
content of initial state particles. There is no reason however, not to consider the
inelastic case:

χ1 +N1 −→ χ1 + χ2 + ...+ χn +N1 . (5.4)

Indeed, there have been studies that have considered such interactions in a variety of
model frameworks [175–177]. Hence, every example mentioned from know on should
be treated as an elastic interaction. The general expression for the differential cross
section which is derived explicitly in appendix B for 2 → 2 elastic scattering is given
by

dσ

d cos θ = 1
2sN + 1

1
2sχ + 1

∑
spins

1
32π

1
(mN +mχ)2 |M (pN , pχ → {pf}) |2 , (5.5)

where pN and pχ are the four-momenta of the initial state WIMP and nucleus which
have mass mN and mχ with initial spins sN and sχ. Notice that this expression
assumes azimuthal isotropy. That is, the differential cross-section is given in terms
of the polar scattering angle θ.

5.2 The differential recoil rate for WIMP-nucleus
scattering

Let us now move toward deriving the principal observable of DM direct detection
experiments. As previously mentioned, direct detection experiments aim to measure
nuclear recoils that arise from a rare WIMP-nucleus collision. Consider a WIMP of
mass mχ scattering off a nucleus of mass M . Analysis of galactic rotation curve data
suggests a local WIMP velocity of ∼ 200 km/s (see chapter 4). Thus the kinematics
of direct DM detection can be treated non relativistically. Define the lab frame as
the frame where the nucleon momentum is zero. In the center of momentum frame,
let k and p denote the initial incoming nucleon and WIMP momenta respectively,
while setting k′

cm and p′
cm as the final outgoing momenta. Then in this frame we
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have

p = −k Incoming , (5.6)
p′

cm = −k′
cm Outgoing . (5.7)

Since we are considering non-relativistic kinematics, consider the following Galilean
transformation:

vcm = vlab − vrel , (5.8)

where vcm is the COM velocity of the WIMP, vlab is it’s velocity in the lab frame
and vrel is the relative velocity between the lab and the COM frame, which is simply
negative the velocity of the nucleus in the COM frame. Then multiplying through
by mχ we obtain

p = mχvlab −mχvrel , (5.9)

however,

−mχvrel = mχ

(
k
M

)

⇒ p = mχ

(
vlab + k

M

)

= mχ

(
vlab +

[−p
M

])
⇒ p

(
mχ

M
+ 1

)
= mχvlab

⇒ p =
(

mχM

mχ +M

)
vlab = µvlab , (5.10)

where µ is the reduced mass of the WIMP nucleon system. The momentum transfer
of the interaction is defined as

q ≡ p′
cm − p , (5.11)

with corresponding recoil energy

ER = q2

2M (5.12)

= 1
2M

(
p2 + p′2

cm − 2|p||p′
cm| cos θcm

)
,
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where θcm is the scattering angle in the COM frame. In the COM frame, |p| = |p′
cm|.

Hence

ER = 1
2M

(
p2 + p2 − 2p2 cos θcm

)
= 2p2

2M (1 − cos θcm) .

Then substituting in the expression for p obtained in equation 5.10 we obtain

ER = µ2v2
lab

M
(1 − cos θcm) (5.13)

Note from equation 5.13 that for a given ER, the minimum velocity vmin (and hence
velocity magnitude vmin) required to achieve this recoil energy occurs when cos θcm

is maximised (i.e. cos θcm = −1). Then

ER = 2µ
2v2

min
M

, (5.14)

⇒ vmin =
√
MER

2µ2 . (5.15)

This minimum velocity has a corresponding maximum momentum transfer qmax:

qmax = p′
cm − p

= p′
cm − µvmin . (5.16)

So when v is minimised, q is maximised. An expression for |qmax| can easily be found.
From 5.13 we have

ER = q2

2M = µ2v2

M
(1 − cos θcm) , (5.17)

then for a given v2, the minimum and maximum values of ER (Emin
R /Emax

R ) correspond
to θcm = ±1 respectively. Hence

q2
max = 2MEmax

R = 2M
(

2µ
2v2

M

)
= 4µ2v2 (5.18)

and

q2
min = 2MEmin

R = 2M (0) = 0 . (5.19)
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The rate of scattering in a process consisting of a beam of particles with number
density nχ and average velocity ⟨v⟩ scattering of a target consisting of N particles is

R = nχ⟨v⟩Nσ . (5.20)

where σ is the total scattering cross-section. This can be reduced to differential form:

dR = nχ⟨v⟩Ndσ

= nχ⟨v⟩N
(
dσ

dΩ

)
dΩ . (5.21)

In the context of direct dark matter detection, scattering is isotropic and uniform in
θcm. Hence the solid angle differential can be related to the recoil energy differential
using equation 5.13:

dER = µ2v2

M
d(cos θ) = µ2v2

M
dΩ . (5.22)

θ here is not equivalent to θcm. Since dER is a scalar quantity, it must be the same in
all frames. That is, it does not care what axes we choose to define the scattering angle
in the COM frame. Hence, above we have chosen a θ such that mathematically, the
differentials have the same sign. Note: This is only possible because the scattering is
assumed to be isotropic and uniform in θcm. Hence

dR = nχ⟨v⟩N
(
dσ

dER

)
dER ,

⇒ dR

dER

= nχ⟨v⟩N
(
dσ

dER

)
. (5.23)

Since in the context of DM direct detection, dσ
dER

is generally velocity dependent,
then it must also be velocity averaged:

dR

dER

= nχN

〈
v
dσ

dER

(q2, v)
〉
. (5.24)

This is the differential recoil rate of a WIMP nucleon interaction, N is the number
of target nucleons and nχ is the local number density of WIMPS. Per unit detector
mass this becomes equation 2 of [73]:

dR

dER

= nχ

M

〈
v
dσ

dER

(q2, v)
〉
, (5.25)
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(since the unit detector mass here is just N ×M). Using equation 5.12, one can show
that

dER

dq2 = 1
2M ,

⇒ dER = 1
2Mdq2 ,

⇒ dσ

dER

(q2, v) = 2M dσ

dq2 (q2, v) . (5.26)

Then, substituting in this for dσ
dER

in equation 5.25 yields

dR

dER

= 2nχ

〈
v
dσ

dq2 (q2, v)
〉
. (5.27)

Assuming that the DM in our galaxy has some local velocity distribution such as
f(v, t) as introduced in section 4.4, equation 5.27 becomes

dR

dER

= 2 ρχ

mχ

∫
d3v vf(v, t) dσ

dq2 (q2, v) . (5.28)

5.3 Differential cross-sections for WIMP-nucleus
elastic scattering

In this section, we will explicitly derive the differential cross-section for fermionic
WIMP DM elastically scattering off a nucleus. The results of this section can be
used directly in the evaluation of the differential recoil rate as derived in Eq. 5.28.

Since the typical speeds of the WIMP in the vacinity of Earth are thought to be
of the order ∼ 200 km/s, the WIMP-nucleus scattering will be non-relativistic. We
can therefore simplify our treatment greatly. To see this, consider for example the
UV-complete Lagrangian

L ⊃
[
gχχ̄γ

µγ5χ+ gf f̄γ
µγ5f

]
Vµ. (5.29)

Here we have the WIMP coupled to a standard model fermion f , which could be
a quark within the nucleons, and some massive vector mediator Vµ. Given the
assumption that the momentum transfer q of the tree level interaction χf → χf

satisfies q2 << M2
V , we can integrate out the vector mediator, essentially absorbing

the presence of the massive mediator to yield an effective 4-point interaction vertex
as demonstrated in figure 5.3. Of course, this process can be shown explicitly by
consideration of the matrix elements of the tree level diagram (excluding external
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Vµ

χ

χ

f

f

t

q

χ

χ f

f

q2 << M2
V

Fig. 5.3 Integrating out the vector mediator from the Lagrangian 5.29. The
mediator mass is absorbed into a new effective coupling for a four-point interaction.

spinors),

M ∝ − igχgf

q2 +M2
V

q2<<M2
V−→ igχgf

M2
V

+ O
(

1
M3

V

)
≃ igeff

M2
V

. (5.30)

where the new effective coupling geff = gχgf is the coupling associated with the
effective 4-point interaction. The new effective interaction Lagrangian for this
example is then given by

Lint ⊃ geff

M2
V

χ̄ χf̄f . (5.31)

Indeed, this logic extends to any such mediated interaction, whether the mediator
be a vector, scalar, a loop involving other SM matter or otherwise. This allows us to
proceed in a model independent manner - model independent in the sense that we
do not need to know the physics above the mass scale of the mediator mass MV . 1

This is of course extremely useful for DM phenomenology in general, since we do not
know the details of any UV complete model of DM yet. Indeed, the only assumption
we have for DM direct detection is that WIMPs will elastically scatter off nuclei,
and hence we need a way to derive cross-sections for such processes. To obtain a
cross-section however, we first need an interaction Lagrangian.

1For the direct detection of DM, the assumption that the momentum of the interaction between
the WIMP and nucleus is suppressed by the mass of any intermediate physics is usually considered
quite valid in the literature, since the expected recoil energy is of the order 100 keV. However,
there is nothing to say that any such intermediate particle that couples the DM to the SM can’t
be light. There have been studies which conclude that the inclusion of such light mediators can
change the interpretation of current experimental data [178, 179]. In this work, we do not consider
this scenario, and all interactions are treated as effective.
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Let us now extend this logic to write down the most general effective Lagrangian
for WIMP nucleus scattering

χ(p1) +N(p2) → χ(p3) +N(p4) . (5.32)

where N is a nucleus with mass M .

Naturally, we must start by writing down the most general Lorentz invariant
interaction Lagrangian that couples WIMPs to quarks via tree level four point
interactions:

Lint =
∑

i

gi

Λ2 (χ̄Γiχ)(q̄ Γ′
i q) , (5.33)

where the gi are the the effective WIMP-quark couplings for a given bilinear, Λ is
defined as the cut-off scale of the effective interaction (i.e the mass of some integrated
mediator), and Γi/Γ′

i span the subspace of Dirac matrices

Γi, Γ′
i = span{1, γ5, γµ, γµγ5, σµν , σµνγ5} . (5.34)

An exhaustive list of the bilinears is shown in table 5.1 for a variety of DM types.
We will only continue to focus on fermion DM. A particular bilinear combination
(χ̄Γiχ)(q̄ Γ′

i q) is often called an operator in effective field theory contexts and is
denoted by Oi.

The next step is translation of the microscopic interactions into interactions with
nucleons, using the matrix elements of the quark operators in a nucleon state. To do
so, we define new effective couplings c(n) defined as

gi

Λ2 → c
(n)
i , (5.35)

which couple the WIMPs to a nucleon n:

Ln
int =

∑
i

c
(n)
i (χ̄Γiχ)(n̄ Γ′

i n) =
∑

i

c
(n)
i O(n)

i . (5.36)

The c(n)
i embody the internal quark distribution of the nucleon. One extracts these

hardronic couplings from appropriate scattering data or lattice QCD calculations
whenever possible. Subtleties such as the strangeness content of the nucleon also
enter. There have been extensive calculations of these couplings in the literature
using a variety of techniques. Where necessary, we will discuss and use these nucleon
couplings for operators O(n)

i of interest.
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Table 5.1 The kinematic suppression of the spin-independent and spin-dependent
scattering cross sections for all possible interaction structures. F1-F10 correspond
to fermionic dark matter (with F5, F7, F9 and F10 absent for Majorana fermions),
S1-S4 correspond to real or complex scalar dark matter, V1-V10 to real or complex
vector dark matter. Each suppression is labelled to indicate if it arises from the
SM or dark matter (DM) bilinear. If a cross section contains several terms with
different kinematic suppressions, each is listed on a separate line. Table and
caption from [180].

In the final step, using nuclear wave functions, the spin and scalar components of
the nucleons must be added coherently to give the matrix element for the WIMP-
nucleus cross section as a function of momentum transfer. The nucleus can be
approximated as a collection of nucleons with overlapping wavefunctions, so an
effective WIMP-nucleus interaction may be written

LN
int =

∑
i

∑
k

c
(n)
ik (χ̄Γiχ)(n̄k Γ′

i nk) =
∑

i

∑
k

c
(n)
ik O(n)

ik , (5.37)

where k runs over all the nucleons in the nucleus which have a unique coupling
strength cik. This step introduces a form-factor suppression, which reduces the cross
section for heavy WIMPS and heavy nuclei. In other words, to take our effective



64 The particle physics of low background direct detection

Lagrangian from a WIMP-nucleon to a WIMP-nucleus interaction, we must have
detailed insight as to how the interaction ‘sees’ the entire nuclear structure. Explicitly,
the form factor can be thought of as containing the entire momentum dependence
of the interaction cross section σ: since the momentum transfers in WIMP-nucleus
scattering are generally small compared to the characteristic nuclear scales, dark
matter cross sections are expressed in terms of the cross section at zero momentum
transfer, σ0. This is itself a good approximation to the total cross section σ if the
nucleus is small. For scattering off larger nuclei, the momentum-transfer dependence
of the cross section can be parametrized into a form factor F 2(q). We define

σ0 ≡
∫ qmax

0

dσ(q = 0)
dq2 dq2 . (5.38)

where qmax = 2µv is the maximum momentum transfer in a collision given by Eq
5.18 and dσ(q=0)

dq2 is the differential cross-section evaluated at zero momentum transfer.
The actual cross section can then be written in terms of σ0,

σ =
∫ qmax

0
dq2 dσ

dq2

=
∫ qmax

0
dq2 F 2(q) dσ(q = 0)

dq2

= σ0

4µ2 v2

∫ qmax

0
dq2F 2(q) . (5.39)

An important note to make here is that σ0 is a very important quantity, in that it is
σ0 and not the total momentum dependent cross section σ that is used in constraints
from direct detection experiments2. How exactly this is done is explicitly shown in
section 6.2.

Another useful way to write this is in differential form. Since we can see from the
expression for the total cross-section above that the range of momentum values always
ranges from 0 to qmax, then we can introduce a step function into the differential
cross-section:

dσ

dq2 (q2, v) = σ0

4µ2 v2 F
2(q)Θ(qmax − q) . (5.40)

The form factor suppression induced on the total cross-section σ is diagrammatically
demonstrated in figure 5.4.

2More specifically it is the WIMP-nucleon cross-section at zero momentum transfer that is
constrained in direct detection searches.



5.3 Differential cross-sections for WIMP-nucleus elastic scattering 65

q2

dσ
dq2

Grey area here is σ0:
σ0 is parameter constrained

by direct detection experiments.

Fig. 5.4 Shown is a demonstration of how σ0 compares to the full differential cross-
section. In grey is the area corresponding to σ0. In red is the region corresponding
to the total σ with form factor suppression.

5.3.1 General momentum and spin dependence

Let’s revisit the effective WIMP-nucleus interaction Lagrangian 5.37

LN
int =

∑
i

∑
k

c
(n)
ik O(n)

ik , (5.41)

where we have coherently summed over the nucleon content of the nucleus. An
important simplification occurs because the elastic scattering of WIMPs takes place
in the extreme non-relativistic limit. In particular, the axial vector - axial vector
(AV-AV) current (F8 of table 5.1) becomes an interaction between the quark spin and
the WIMP spin, while the scalar - scalar interaction (F1) yields no spin dependence.
Generically, only two cases are considered in the direct detection literature: the
AV-AV interaction and the scalar-scalar interaction. In the case of the AV-AV
interaction, the WIMP couples to the spin of the nucleus; in the case of the scalar
interaction, the WIMP couples to the mass of the nucleus.

Complementary to the spin dependence of the interactions in question, one must
consider any momentum dependence that may or may not be present in the final
cross-section. Note that any momentum exchange q2 is a Lorentz scalar quantity,
then so is the sum d0O(n)

i + d2q
2O(n)

i + d4q
4O(n)

i + ... ≡ GO
(

q2

Λ2

)
where Λ is the

cut-off scale of the effective interaction. Given the small momentum transfers
associated with WIMP-nucleus direct detection, we would expect such momentum
dependent couplings to be heavily suppressed. It is therefore standard to look for
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WIMP-nucleus operators that have momentum suppression of O(1). There are some
operators however, which still produced momentum dependent cross-sections even at
first order. Table 5.1 lists the resulting momentum suppression as for the SI and SD
parts of the cross-section for the space of four-point interaction bilinears. Note that
every bilinear has an SI and SD part, however, in some cases, one or the other may
be heavily suppressed (at order q2 or more) [180]. It is standard for the large direct
detection collaborations to primarily present constraints on the WIMP-nucleus cross
section for the simplest O(1) momentum suppressed effective interaction structures.
However, studies on momentum dependent couplings do exist, for example [181] saw
that adding momentum dependence can reconcile the DAMA annual modulation
signal with other experiments.

In this work, we focus on the simplest O(1) momentum suppressed operators that
yield SI and SD cross-sections, namely the scalar-scalar and the AV-AV operators.
The next sections detail the derivation of the SI and SD cross-sections arising from
these interaction structures, as well as the explicit introduction of the form factor
suppression in each case. In order to conform with general direct detection practice,
we will make sure to explicitly separate out the low momentum cross-section and the
the form factor dependence of the total scattering cross section, with emphasis on σ0

(as it is this that is often cited in the literature instead of the total cross section).

5.3.2 WIMP-nucleon cross-sections

Before we move on to calculating expressions for two generic typees of WIMP-SM
interaction, let’s briefly note how one may relate the total WIMP-nucleus cross-
section at zero momentum transfer σ0 to a WIMP-nucleon cross-section σn,p

0 . The
reason it is important to do this is because direct detection experiments vary in
target nuclei composition and hence, it is useful to normalise their results to a single
WIMP-proton or WIMP-neutron interaction.

There is no standard way to define the WIMP-nucleon cross-section at zero
momentum transfer since it is heavily dependent on the type of interaction (scalar-
scalar/AV-AV etc.). The general definition takes the total WIMP-nucleus cross-
section σ0 and evaluates it in the context that a WIMP solely couples to either a
proton or neutron. Schematically:

σn,p
0 = σ0

∣∣∣
µ→µn,p ,[couples only to p,n]

. (5.42)
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where µp,n is the WIMP-nucleon reduced mass. This will become clearer when we
derive the expressions for σp,n

0 for the two generic WIMP-SM interactions in sections
5.3.3 and 5.3.4.

5.3.3 Scalar-scalar interactions (spin-independent)

In this subsection the low momentum limit scattering cross-section 5.38 for DM
scattering of SM nuclei is derived for scalar bilinears. We start with the canonical
set-up involving DM-SM nuclei elastic scattering. In the non relativistic limit where
the momentum transfer q → 0, we can expand a fermion field in terms of it’s ladder
operators a and b [182]:

ψ ∼ au+ b†v , (5.43)

where u(p) and v(p) are the linearly independent solutions to the Dirac equation.
First take the general, relativistic form of the spinor from Peskin and Shroeder

u(p) = exp
−1

2η
 σ3 0

0 −σ3

√
m

 ζ

ζ

 .

In the non-relativistic limit relevant for direct detection experiments, the rapidity η
is zero, and hence one is left with the low momentum approximation

u(p) ∼
√
m

 ζ

ζ

 . (5.44)

A similar expression applies for the other linearly independent solution

v(p) ∼
√
m

 ζ

−ζ

 . (5.45)

Given the normalization ūs(p)ur(p) = 2mδsr = −v̄s(p)vr(p) where r and s run over
the two possible spin bases for the spinors, as well as the anti-comutation relation{
a†, b

}
= 0 it follows that

ψψ ∼ 2m
[
a†a+ b†b

]
. (5.46)

for the scalar bilinear, which is simply a number operator. In the next section it will
become evident that the form of this non-relativistic bilinear leads to a coherent sum
over the nuclear structure when evaluated within nuclear states.
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Scalar interaction: WIMP-nucleus cross-section

Both Dirac and Majorana DM can have scalar scalar interactions. Start with the
scalar effective bilinear

LSI
eff = aeffχ̄χq̄q . (5.47)

Any mediator has been integrated out of the tree level s-channel interaction and is
absorbed into the definition of aeff by performing a matching calculation

aeff = aq aχ

m2
med

. (5.48)

We then proceed to write down a WIMP-nucleon, and then a WIMP-nucleus effective
interaction Lagrangian as shown in 5.37 by first making the coupling absorption

aeff → Gn , (5.49)

where Gn is the effective WIMP nucleon coupling for the scalar interaction which
encompasses the physics of the quarks within the nucleon. The Gn have alternate
notation Gn = fn which is commonly found in the literature3. To avoid future
confusion, the LUXCalc package defines the fn as Gn = 2fn and will be used
extensively later. To obtain explicit values for the Gn we must evaluate the matrix
elements of the quark and gluon operators in a nucleon state. Indeed, it turns out
that heavy and light quarks give differing contributions to this matrix element. The
matrix elements for the light quarks q = {u, d, s} are conventionally parametrised in
terms of the dimensionless couplings G(n)

T q , where n (for nucleon) denotes the proton
or neutron. Hence, the nucleon matrix elements for the light quarks are

mq⟨ñf |q̄q|ñi⟩ = mnG
(n)
T q q = u, d, s . (5.50)

The numerical values of the G(N)
T q are evaluated from pion-nucleus scattering experi-

ments [186] for the up quark G(n)
T u = 0.014±0.003, G(p)

T u = 0.020±0.004 and the down
G

(n)
T d = 0.036 ± 0.008, G(p)

T d = 0.026 ± 0.005 and lattice QCD has the best numerical
estimate for the strange [187] with f

(n,p)
T s = 0.043 ± 0.011. For the heavy quarks,

one must use a heavy quark expansion [188]. That is, for q = {c, t, b} the matrix

3 Notably, Gn are the GF -like effective four-fermion coupling constants in the case of scalar
interactions [183] and are the normalization used in DarkSusy (appendix C.3) [184]. micrOMEGAs
(appendix C.2) uses λN = 1

2 Gn [185].
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elements can be written in terms of the aforementioned couplings G(n)
T q :

mq⟨ñf |q̄q|ñi⟩ = 2
27mn

1 −
∑

i=u,d,s

G
(n)
T i

 q = u, t, b , (5.51)

where again, to avoid confusion, n runs over protons and neutrons. Note that deriving
this heavy quark expansion is beyond the scope of this manuscript. Naturally the
next step is to perform the sum over all quark flavours. One can therefore define
the total effective coupling to say, a the proton (the exact same expression holds for
the neutron) by adding up the contributions from the quark content given by 5.50
and 5.51. This coupling is dimensionless and commonly seen in the literature as Gp

for the proton:

Gp

mp

≡ 1
mp

∑
q

Gnk
⟨p|q̄q| p⟩ (5.52)

=
∑

q=u,d,s

aeff
G

(p)
T q

mq

+ 2
27

1 −
∑

q=u,d,s

G
(p)
T q

 ∑
q=c,b,t

aeff

mq

. (5.53)

and similarly for the neutron Gn. We then write the effective WIMP-nucleus effective
interaction Lagrangian

LSI
nucleus =

∑
k

Gnk
χ̄ χ n̄k nk , (5.54)

where again, k sums over the nucleons (protons and neutrons) of the nucleus. The
coordinate space matrix element for the interaction of DM with a nucleus is

M · δ(4)(
∑

pi −
∑

pf ) =
∑

k

∫
d4x Gnk

⟨χf , Nf | χ̄(x)χ(x) n̄(x)n(x)|χi, Ni⟩

(5.55)

=
∑

k

∫
d4x Gnk

⟨χf | χ̄(x)χ(x)|χi⟩ ⟨Nf |n̄(x)n(x)|Ni⟩ ,

(5.56)

where the subscripts i, f represent initial and final respectively. One can remove the
coordinate dependence of the fermion fields by moving to the Heisenberg picture
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using the operator eip·xq(x)e−ip·x.

⇒ M · δ(4)(
∑

pi −
∑

pf ) = (5.57)∑
k

∫
d4x Gnk

⟨χf | eip·xχ̄(0)e−ip·xeip·xχ(0)e−ip·x|χi⟩ ⟨Nf |eip·xn̄(0)e−ip·xeip·xn(0)e−ip·x|Ni⟩ .

(5.58)

Of course, the translation operators will pick out the momenta of the corresponding
final/initial states. Hence,

M · δ(4)(
∑

pi −
∑

pf ) =∑
k

∫
d4x Gnk

⟨χf | χ̄(0)χ(0)|χi⟩ ⟨Nf |n̄(0)n(0)|Ni⟩ e−i(
∑

pi−
∑

pf )·x

(5.59)

Now that the matrix elements have been written in terms of the coordinate indepen-
dent fields, the approximation 5.46 can be used to simplify the DM term. Explicitly
writing the DM momentum dependence:

⟨χf (pχf
)|χ̄(0)χ(0)|χi (pχi

)⟩ = ⟨χf (pχi
)|2mχ

(
a†a+ b†b

)
|χi (pχi

)⟩ . (5.60)

Note that the DM initial and final states are simple eigenstates of momentum and
can thus be trivially operated by a and b in the usual way. Using the conventional
non-relativistic normalisation ⟨χf |χi⟩ = δfi, 5.60 simply reduces to

⟨χf (pχf
)|χ̄(0)χ(0)|χi(pχi

)⟩ = 2mχδfi , (5.61)

which after imposing momentum conservation pχi
= pχf

becomes the result

⟨χf (pχf
)|χ̄(0)χ(0)|χi(pχi

)⟩ = 2mχ

∣∣∣
pχf

=pχi

. (5.62)

Now going back to 5.59, we can factor the DM component out of the space-time
integral as well as extract a delta function:

M · δ(4)(
∑

pi −
∑

pf ) = 2mχ δ
(4)(

∑
pi −

∑
pf )

∑
k

Gnk
⟨Nf |n̄(0)n(0)|Ni⟩ .

(5.63)

For the quark matrix element, the full relativistic normalisation ⟨Nf |Ni⟩ = 2ENδ
(4)(pf−

pi) is used. This is because the nuclear physics of the nucleon requires a more compli-
cated treatment than the simple momentum eigenstates that were used for the DM,
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and thus cannot be as easily summarised. It is possible to separate the relativistic
normalisation however, which for the instance of elastic scattering in a typical direct
detection experiment is 2EN ∼ 2MN . Here, denote non-relativistic states with a
tilde and note that the fields implicitly have no coordinate dependence:

⟨Nf |n̄n|Ni⟩ = 2mN

Non-rel︷ ︸︸ ︷
⟨Ñf |n̄n|Ñi⟩ . (5.64)

Putting 5.60 and 5.64 together the total elastic scattering matrix element is

M = 4mχ mN

∑
k

Gnk
⟨Ñf |n̄n|Ñi⟩ . (5.65)

Since in the non-relativistic limit the nucleon bilinear is effectively the number
operator, again looking at 5.46, and hence the sum over the nucleon content will pick
out the atomic number (number of protons) Z as well as the number of neutrons
(A− Z). The remaining matrix element is evaluated as the momentum dependent
scalar form factor F (q) and can be conceptually thought of as a Fourier transform of
the nucleon content of the nucleus. A good estimate of the scalar form factor is the
Helm factor [189, 190],

F (q) = 3e−q2s2/2 sin(qrn) − qrn cos(qrn)
(qrn)3 , (5.66)

where s = 0.9 fm and r2
n = c2 + 7

3π
2a2 −5s2 is an effective nuclear radius with a = 0.52

fm and c = 1.23A1/3 − 0.60 fm. Putting this all together the matrix elements for the
scalar SI interaction is given by

M = 4mχ mN [ZGp + (A− Z)Gn] F (q) = 8mχ mN [Zfp + (A− Z)fn] F (q) ,
(5.67)

where we have made the coupling redefinition Gn = 2fn. Now, making use of
equation 5.5 for the standard differential cross section of a two body elastic scattering
event, the zero momentum cross section can be calculated. Since the scalar interaction
of interest does not couple to spin, one simply discards all spin sums and averages in
equation 5.5. This greatly simplifies things:

dσSI

d cos θ = 1
32π

1
(mχ +mN)2 64m2

χm
2
N [Zfp + (A− Z)fn]2 F 2(q) . (5.68)
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Since the scalar interaction is symmetric in cos θ (i.e does not couple to spin etc) the
integral can be performed to obtain

σSI (q) = 4µ2

π
[Zfp + (A− Z)fn]2 F 2(q) = σSI

0 F 2(q) , (5.69)

where µ = mχmN/(mχ +mn) is of course the DM-nucleus reduced mass. Note that
to reinforce the notation used in this manuscript and in direct detection experiments,
we have expressed the total SI cross-section as a product of the zero momentum
transfer cross-section and the momentum dependent form factor.

Scalar interaction: WIMP-nucleon cross-section

Let us now derive an expression for the SI WIMP-nucleon cross-section as per the
semi-vague prescription given in section 5.3.2. Start with the expression for the total
SI cross-section (at zero momentum transfer) from 5.69 and reduce it to the case
where the WIMP only couples to a nucleon p, n:

σSI
0 = 4µ2

π
[Zfp + (A− Z)fn]2 −→ σSI

p,n =
4µ2

n,p

π
f 2

n,p =
µ2

n,p

π
G2

n,p , (5.70)

where we have set the appropriate coupling fn,p to zero and the nuclear numbers to
1 for the respective single nucleon case, and the last equality comes from using the
alternative notation for the couplings.

Let us now relate the total SI cross section to the WIMP-nucleon cross-section. To
do so, we need some preliminary assumptions about the effective couplings fn and fp.
For most WIMP candidates with a SI cross-section arising through scalar interactions,
the couplings fn and fp are approximately equal: fn ≃ fp. From inspection of 5.70,
we see that imposing (fn = fp = f) gives σSI

p ≃ σSI
n since µp ≃ µn. The LUXCalc

package allows users to generally specify an angle θ such that

fp

fn

=
GSI

p

GSI
n

≡ tan θ. (5.71)

For more information on how this is input into the LUXCalc package see section
7.2.1.
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Assuming identical couplings allows us to represent the total SI cross-section as
follows:

σSI
0

∣∣∣
fn=fp

= 4µ2

π
[Z + (A− Z))]2 f 2 (5.72)

= 4µ2

π
A2f 2 (5.73)

= µ2

µ2
p,n

A2 σSI
p,n , (5.74)

where in the last line we have substituted in the expression for the WIMP-nucleon
cross-section from 5.70. This assumption is widely made throughout the direct
detection literature, though models can be constructed that violate this fn ≃ fp

condition (e.g. isospin-violating DM [191]). We will consider only the identical SI
couplings case when later examining the LUX results in section 6.2.

5.3.4 AV-AV interactions (spin-dependent)

The most commonly utilized SD interaction that has a momentum suppression of
O(1) is the axial vector - axial vector χ̄γµγ5χf̄γµγ5 bilinear [180]. This is summarised
in table 5.1. Since the AV-AV interaction couples to the spin content of the nucleus
(as we shall explicitly see), it is easier to make a change of notation to see the
contributions of the proton and neutron. Let N denote the nucleon in this next
section so as to not confuse oneself with the notation for the neutron.

In this section we follow the conventions of Fitzpatrick et al. [192]. Instead of
deriving a complete WIMP-nucleus effective Lagrangian, as done for the SI case,
here we instead derive WIMP-nucleon effective interactions in the non-relativistic
limit and evolve these within nucleus matrix elements to obtain the differential
cross-section. The effective WIMP-nucleon Lagrangian can be written in terms of
effective WIMP-proton and WIMP-nucleon operators O(N)

SD :

Lnucleon
int = c

(p)
SDO(p)

SD + c
(n)
SDO(n)

SD . (5.75)

The goal now is to find expressions for the c(N)
SD by starting at the WIMP-quark level

as discussed in section 5.3. This process of deriving explicit expressions for effective
couplings is called a matching calculation. The first step is to coherently sum over the
quark content of the nucleon. We can make the following transformation of the quark
bilinear in the WIMP-nucleon limit and define the new effective WIMP-nucleon
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coupling GN
SD:

geff

M2
V

χ̄γµγ5χq̄γµγ
5q → GN

SD χ̄γ
µγ5χN̄γµγ

5N , (5.76)

where geff = gχ gq. It is generally assumed that spin-dependent WIMP scattering off
nucleons is dominated by the light quark contributions [193]. Thus, it is customary to
define the alternative normalization GN

SD = gχ ãN/M
2
V such that the ãN parametrize

the quark spin contributions to the nucleon. These take the canonical form

ãN =
∑

q=u,d,s

gq ∆(N)
q , (5.77)

where the ∆(N)
q are the nucleon spin content of the quark q. These parameters have

standard values that are taken from lattice QCD calculations [194]:

∆(p)
u = ∆(n)

d = 0.84
∆(n)

u = ∆(p)
d = −0.43 (5.78)

∆(p)
s = ∆(n)

s = −0.09 .

The UV quark coupling gq is commonly assumed to be the same for all light quarks,
however here we will not make any such assumptions yet4. In the literature it is also
common to define the more commonly appreciated WIMP-nucleon couplings aN :

GN
SD = gχ ãN/M

2
V = 2

√
2GFaN (5.79)

where GF is the Fermi constant5. Note that this normalization is purely convention,
i.e involving the Fermi constant is common practice when writing down effective
vertices. Hence, using the new coupling definition 5.79 and coherently summing over
the nucleon content gives us the effective WIMP-nucleus Lagrangian

Lnucleon
int =

∑
N=p,n

2
√

2GF aN N̄γµγ
5Nχ̄γµγ5χ. (5.80)

4We will impose this assumption as well as others on the WIMP-nucleon couplings later in
section 6.4

5Though we use aN and GN
SD to distinguish between the two normalizations here, aN is frequently

used within the literature for both cases. The GN
SD normalization is used by DarkSUSY [183, 184],

while micrOMEGAs uses ξN = 1
2 GN

SD [185].
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Taking the non relativistic limit (a good approximation for direct detection), the
axial-vector bilinear makes the following transformation [180]:

N̄γµγ
5Nχ̄γµγ5χ

q→0−→ 16mNmχ Sχ · SN , (5.81)

where Sχ and SN are the spin operators for the WIMP and nucleon respectively.
Hence

Lnucleon
int

q→0=
∑

N=p,n
32

√
2GF aN mNmχ Sχ · SN (5.82)

The crux of the matching calculation involves comparing this effective Lagrangian
with 5.75 and solving for the c(N)

SD explicitly. It is straight forward to see that given
the form of the effective operators ON

SD = SN · Sχ the c(N)
SD are

c
(N)
SD = 32

√
2GF aN mNmχ . (5.83)

It is conventional to write the WIMP-proton/neutron couplings in terms of isoscalar
(a0) and isovector (a1) couplings related through a0 = an + ap and a1 = ap − an.
Hence, the operator coefficients can be written in this new basis as

cp =
(

32√
2

)
mpmχGF (a0 + a1)

cn =
(

32√
2

)
mpmχGF (a0 − a1) . (5.84)

An effective Lagrangian of the form 5.75 will produce spin averaged matrix
elements of the following form

1
2jχ + 1

1
2j + 1

∑
spins

|M|2 = 1
2jχ + 1

1
2j + 1 |⟨out|

∑
N=p,n

c
(N)
SD ON

SD |in⟩|2. (5.85)

The |in⟩ and ⟨out| states describe the evolution of the WIMP-nucleus system in
their respective regimes. Entwined in these matrix elements is all of the nuclear
physics involved with the WIMP nucleon interactions which [195] set out to evaluate,
including the necessary sum over final spin states etc. Here we will separate the
nuclear physics from the particle physics quite distinctly with the aim of leaving
complex matrix element calculations to the experts. Given that we take the cN to
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be real, we can pull them out of the modulus operation.

⇒ 1
2jχ + 1

1
2j + 1

∑
spins

|M|2 = 1
2jχ + 1

1
2j + 1

∑
N ′,N=p,n

c
(N)
SD c

(N ′)
SD |⟨out|ON

SD |in⟩|2

≡

 ∑
N ′,N=p,n

M2

m2
N

c
(N)
SD c

(N ′)
SD FN,N ′

SD (v2, q2)
 , (5.86)

recalling that M is the mass of the nucleus which we have assumed is degenerate for
the proton and neutron. In the second line, the average over initial spins, and all
of the nuclear physics contained in the matrix elements has been absorbed into the
definition of the form factors FN,N ′

SD , which are generally functions of v2 and q2 while
the enhancement factor M2

m2
N

which has an origin described within the evaluation of
the F ’s has been purposely factored out by convention. Writing this explicitly:

∑
N ′,N=p,n

(
M2

m2
N

)
FN,N ′

SD (v2, q2) ≡ 1
2jχ + 1

1
2j + 1 |⟨out|

∑
N=p,n

ON
SD |in⟩|2 (5.87)

= 1
2jχ + 1

1
2j + 1

∑
N ′,N=p,n

⟨out|ON
SD |in⟩⟨out|ON ′

SD |in⟩∗.

From a detailed analysis of partial wave decompositions of the operators it is possible
to determine the general structure of the form factors, and more specifically, FN,N ′

SD .
Doing such an analysis is beyond the scope of this work. Instead we take the result
of [195]. By defining the conventional form factors

S00 = 1
4π

∑
spins

|⟨S⃗p + S⃗n⟩|2, S11 = 1
4π

∑
spins

|⟨S⃗p − S⃗n⟩|2, S01 = 1
4π

∑
spins

|⟨S⃗p⟩|2 − |⟨S⃗n⟩|2

(5.88)

it can be shown that the FN,N ′

SD are given by (minding the factor of two that was
missed in [195] for F n,p

SD ):

F p,p
SD = π

4(2j + 1)(S00 + S11 + S01), F n,n
SD = π

4(2j + 1)(S00 + S11 − S01), (5.89)

F n,p
SD = π

2(2j + 1)(S00 − S11).

Using these expressions for the form factors in equation 5.86 along with the redefined
values of the operator constants cN in the isospin basis shown in equation 5.84, we
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obtain (for an assumed WIMP spin of 1/2 and assuming that mp ≃ mn ≡ mN)

1
2jχ + 1

1
2j + 1

∑
spins

|M|2 =
(
M2

m2
N

)(
π

8(2j + 1)

)
(32)2m2

Nm
2
χG

2
F ×

[
(a0 + a1)2(S00 + S11 + S01) + (a0 − a1)2(S00 + S11 − S01) + 2(a2

0 − a2
1)(S00 − S11)

]

=
(
M2

m2
N

)
π

2(2j + 1)(32)2m2
Nm

2
χG

2
F

[
a2

0S00 + a2
1S11 + a0a1S01

]

=
(
M2

m2
N

)
π

2(2j + 1)(32)2m2
Nm

2
χG

2
F S(q) , (5.90)

where

S(q) ≡ a2
0S00 + a2

1S11 + a0a1S01. (5.91)

Note that the S(q) can equivalently be written in terms of the WIMP-proton/neutron
couplings

S(q) = a2
pSpp + a2

nSnn + apanSpn , (5.92)

where the form factors in this new basis are related by

Spp = S00 + S11 + S01

Snn = S00 + S11 − S01 (5.93)
Spn = 2 (S00 − S11) .

We can now write down the spin dependent differential cross section. From equa-
tion 5.5 we have

dσSD

d cos θ = 1
2jχ + 1

1
2j + 1

∑
spins

1
32π

1
(mχ +M)2 |M|2

= 1
32π

1
(mχ +M)2

(
M2

m2
N

)
π

(2j + 1)(32)2m2
Nm

2
χG

2
F S(q) . (5.94)

The differential cross-section for WIMP-nucleon scattering is often written as a
function of the invariant momentum transfer and the WIMP’s lab velocity, i.e.
dσ
dq2 (q2, v). Recall equations 5.12 and 5.13. We can use these expressions to find
a Jacobian which will allow us to rewrite the differential-cross section in this way.
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Fig. 5.5 Chiral one and two-body contributions to the SD WIMP-nucleus form
factor for xenon 129 (left) and xenon 131 (right). The red error band represents
nuclear uncertainties in WIMP currents in nuclei induced after the 2b currents are
added. Figure from [196].

From 5.12 we have

dσSD

dER

= 2MdσSD

dq2 . (5.95)

Then using 5.13 we obtain

dσSD

dER

= M

µ2v2
lab

dσSD

d cos θ . (5.96)

Hence putting these together

dσSD

d cos θ = 2µ2v2
lab
dσSD

dq2 . (5.97)

Using this relation in conjunction with equation 5.94 we get the result

dσSD

dq2 = 8G2
F

v2
lab(2j + 1)S(q). (5.98)

This expression for the spin-dependent differential cross-section is perfectly good
for doing physics, however, one typically sees this expression written in terms of
the normalised form factor S(q)

S(0) ; In the limit of zero momentum transfer q → 0, the
S(q) can be related to the expectation values of the spins of the proton and neutron
within the target nucleus with [197]

S(0) = (2j + 1)(j + 1)
πj

[
a2

p⟨Sp⟩2 + a2
n⟨Sn⟩2 + 2anap⟨Sn⟩⟨Sp⟩

]
. (5.99)
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Explicitly, the expectation values of the proton and neutron spins are written

⟨Sp⟩2 = J

(J + 1)
π

(2J + 1) Spp(0) and

⟨S2
n⟩ = J

(J + 1)
π

(2J + 1) Snn(0) .
(5.100)

By defining the parameter Λ:

Λ ≡ 1
J

(ap⟨Sp⟩ + an⟨Sn⟩) , (5.101)

one can write the spin dependent differential cross section as follows:

dσSD

dq2 = 8
πv2 Λ2G2

FJ(J + 1)S(q)
S(0) . (5.102)

The form factors Sij are calculated in the literature. Of particular note is [196] who
provides a systematic expansion for the coupling of WIMPs to Xenon isotopes at
the momentum transfers relevant to the LUX experiment. They calculate the Sij

by utilization of one and two-body (1b + 2b) chiral effective currents of Xe129 and
Xe131 nuclei6. These are approximated with the sum

Sij(u) = e−u
9∑

n=0
cij,nu

n , (5.103)

where u = q2b2

2 with b =
(

ℏ
mω

) 1
2 (the harmonic oscillator length) which (in this

analysis) has a numerical value of b = 2.22853 fm. The cij,n have been numerically
tabulated in appendix E and the form factors are shown in figure 5.5. Define the
quantities

C ≡ 8
π

Λ2J(J + 1) , (5.104)

and

F 2(q) ≡ S(q)
S(0) . (5.105)

6These isotopes of Xenon are of particular importance for Xenon based TPC direct detection
experiments such as LUX, as will be discussed later in section 6.1.
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Notice that the form factor F (q) is normalised such that F (0) = 1. The differential
cross-section shown in equation 5.102 becomes

dσSD

dq2 = G2
F

C

v2F
2(q) . (5.106)

Now we write down the SD cross-section at zero momentum transfer, σSD
0 . Note that

the total cross section is obtained by integrating 5.106 over dq2 with the form factor
suppression.

σSD
0 ≡

∫ 4µ2v2

0

dσSD(q = 0)
dq2 dq2

=
∫ 4µ2v2

0
G2

F

C

v2F
2(0) dq2 =

∫ 4µ2v2

0
G2

F

C

v2 dq
2

= G2
F

C

v2 q
2
∣∣∣∣∣
4µ2v2

0

= 4µ2G2
FC

= 32µ2G2
F

π

(J + 1)
J

[
ap⟨Sp⟩ + an⟨Sn⟩

]2
. (5.107)

In the last line here we have put in substitutions for the definitions of C and Λ from
5.104 and 5.101 respectively. Subbing σSD

0 into equation 5.106 one can then write
the SD differential cross-section as

dσSD

dq2 = σSD
0

4µ2v2F
2(q) . (5.108)

AV interaction: WIMP-nucleon cross-section

As we did in the SI case, let us now write down an expression for the SD WIMP-
nucleon cross section by following the same reasoning. We evaluate the SD cross-
section at zero momentum transfer 5.107 in the limit that the WIMP only couples
to a nucleon:

σSD
0 = 32µ2G2

F
π

(J + 1)
J

[
ap⟨Sp⟩ + an⟨Sn⟩

]2
−→ σSD

p,n =
32µ2

p,nG
2
F

π

(3
4

)
a2

p,n , (5.109)

where µp,n is again the WIMP-neutron/proton reduced mass, we have set J = 1/2,
and depending on whether it is the proton or neutron only cross-section we take
⟨Sp,n⟩ = 1/2 with the other zero. Using the coupling redefinition 5.79, this simplifies
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to

σSD
p,n =

3µ2
p,n

π

(
GSD

p,n

)2
. (5.110)

Unlike the SI case, there is no general paradigm that relates the couplings ap,n (or
equivalently GSD

p,n ), although in many theories they are similar. Direct detection
experiments will quote constraints on the WIMP-nucleon cross-section σSD

p,n for the
case that either an or ap is equal to zero. As mentioned in section 5.70, LUXCalc
users are able to specify an angle θ such that

ap

an

=
GSD

p

GSD
n

≡ tan θ. (5.111)

This is especially useful in the SD case since there is no generic assumption as to how
the couplings an and ap are related. Once this ratio has been specified it is possible
to relate the SD WIMP-nucleon cross section to the WIMP-nucleus cross-section.
Here we show the special case for when ap = 0:

σSD
0

∣∣∣
ap=0

= 32µ2G2
F

π

(J + 1)
J

a2
n⟨Sn⟩2 , (5.112)

which, using 5.110, gives the relation

σSD
n = 3µ2

n

4µ2
J

(J + 1)

σ0
SD

∣∣∣
ap=0

⟨Sn⟩2 . (5.113)

By symmetry, a similar expression holds for an = 0 :

σSD
p =

3µ2
p

4µ2
J

(J + 1)
σ0

SD

∣∣∣
an=0

⟨Sp⟩2 . (5.114)

Another case that will become important later in section 6.4 is when the effective
WIMP-proton/neutron couplings are assumed to be equal (an = ap = a). In this
case, we have

σSD
0

∣∣∣
ap=an

= 32µ2G2
F

π

(J + 1)
J

[
⟨Sp⟩2 + ⟨Sn⟩2

]2
a2 ,

⇒ σSD
p,n =

3µ2
p,n

4µ2
J

(J + 1)

σ0
SD

∣∣∣
an=ap

[⟨Sp⟩2 + ⟨Sn⟩2]2
. (5.115)
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5.4 Finalizing the differential recoil rate dR
dE

Now that we have explicit expressions for SI and SD cross-sections, let us now finalize
the expressions for the differential recoil rate introduced in Eqn 5.28. Recall the
general form of the differential cross-section from Eqn. 5.40

dσ

dq2 (q2, v) = σ0

4µ2v2F
2(q)Θ(qmax − q) , (5.116)

where σ0 is the cross-section at zero momentum transfer and has forms for both
SI and SD cases that have been discussed in sections 5.3.3 and 5.3.4 respectively.
F(q) is a form factor that takes a different form for the SI and SD cases, however
F 2(q) → 1 for low momentum transfers. Define

σeff(q) = σ0F
2(q) (5.117)

as the effective cross-section to absorb the form factor dependence - this is not the
total cross section, but only a convenient notation. To obtain the total cross-section
one must integrate the differential cross-section as in Eqn. 5.39.

⇒ dσ

dq2 (q2, v) = σeff

4µ2v2 Θ(qmax − q) . (5.118)

Substituting into equation B.46 for the differential recoil rate we obtain

dR

dER

= 2 ρχ

mχ

∫
d3v vf(v, t) σeff

4µ2v2 Θ(qmax − q)

= 2 ρχ

mχ

∫
vmin

d3v vf(v, t) σeff

4µ2v2 . (5.119)

Since the step function enforces an upper limit of qmax ⇔ a lower limit of vmin. It
then follows that

dR

dER

= ρχ

2µ2mχ

∫
vmin

d3v
1
v
f(v, t)σ(q)

= σeffρχ

2µ2mχ

∫
vmin

d3v
1
v
f(v, t) . (5.120)

Note that implicit in the expression for the velocity function f , here is a velocity
cut-off at vesc, hence the integral limits are strictly from vmin to vesc.
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Then

dR

dER

= σeffρχ

2µ2mχ

η(vmin, t) , (5.121)

where

η(vmin, t) ≡
∫

vmin
d3v

1
v
f(v, t) (5.122)

is the called the mean inverse speed, as was introduced in section 4.3.3 and takes
the form of 4.18 for the SHM velocity distribution as is standard throught the direct
detection literature and in LUXCalc.

5.5 Maximising the differential recoil rate in di-
rect detection searches

Since the differential recoil rate 5.121 is the primary physical observable for low
background direct detection searches, one must always be motivated to think of
ways to increase its value. As a non-experimentalist, one can turn to particle physics
for some natural enhancements. For example, the SI cross-section grows rapidly
with nuclear mass due to the A2 factor in 5.72, which arises from the fact that the
total SI coupling of the WIMP to a nucleus is a coherent sum over the contributions
from individual protons and neutrons within. Direct detection experiments therefore
often use heavy nuclei to increase their sensitivity to WIMP scattering. Furthermore,
unlike the SI case, the two SD couplings ap and an may differ substantially (though
they are often of similar order of magnitude), so that a simplification comparable
to 5.72 is not made in the SD case. Because of the uncertain theoretical relation
between the two couplings and following from the fact that one of ⟨Sp⟩ or ⟨Sn⟩ is
often much smaller than the other, experiments typically only significantly constrain
one of the two SD cross-sections, σSD

p or σSD
n , but not both. As a result, experiments

are only sensitive to SD interactions with nuclei that have an odd number of protons
or neutrons. The LUX experiment contains heavy isotopes of xenon 129 and 131
(see section 6), and so should be sensitive to SI and SD couplings with momentum
suppression of O(1), being more sensitive to neutrons in the SD case.





Chapter 6

Constraining dark matter
properties with the LUX TPC
experiment

In this chapter, we introduce and describe the basic operation of the LUX detector and
how its data is used to constrain physical WIMP parameters for SI or SD couplings
with particular focus on the analysis methods implemented into the LUXCalc package.
We start with a description of the LUX experimental set-up and operation, as well
as a detailed introduction to how signal events are extracted from the detector. We
then define the average number of signal events one expects to observe from a given
exposure time, the theoretical recoil rate dR/dE, and the analysis regions used by
the LUX collaboration, as well as the slightly modified analysis region implemented
into the LUXCalc package. Next we introduce and detail the statistical methods used
by the LUX collaboration as well as those utilized in LUXCalc to analyze the data
observed by LUX and derive constraints on the physical WIMP parameters. We
then proceed to apply these methods to the scalar-scalar and AV-AV WIMP nucleon
interactions that were introduced in section 5.3 and present our results in section
6.3 along with a comparison with those from other DM searches and from the LUX
collaboration itself. Finally for completion, we present an application of the LUX
SD limits to a case presented in the recent literature where they are important.

6.1 The LUX TPC experiment and main results

The Large Underground Xenon (LUX) DM [116, 173] experiment is located 1.5 km
underground at the Stanford Underground Research facility (SURF) in Lead, South
Dakota. The experiment comprises of a 7.6 by 6.1 m tall cylindrical water tank that



86 Constraining dark matter properties with the LUX TPC experiment

Fig. 6.1 Cartoon schematic of the LUX experiment.

shields 368 kg of liquid xenon (Xe131 and Xe129) with 300 kg kept in a dual-phase
(liquid-gas) xenon time projection chamber (TPC) measuring 47 cm in diameter and
48 cm in height (shown figure 6.1). The reason for extensive shielding around the
experiment chamber is to reduce the ambient flux of background neutrons, which due
to their mass and QED neutrality, can fake WIMP events in the detector. Because
the xenon is very pure, the amount of intrinsic background radiation originated
within the target itself remains limited. The fiducial target mass is defined as the
region within the center of the detector where misidentified background events are
minimised. The definition of this volume provides a very quiet region to search for
WIMP recoils. Instrumental calibrations as well as Monte Carlo simulations put the
fiducial mass at 118 kg.

Upon interaction with a WIMP, a recoiling xenon nucleus or electron in the
liquid-xenon target will induce excitations and ionisations within nearby atoms.
The nucleus recoil can come from WIMP scattering or background neutrons, while
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electron recoils are induced by many background processes. The excitations induced
by nuclear recoil will quickly relax, resulting in prompt scintillation photons which
are detected by two arrays of photomultiplier tubes (PMT’s) located above and
below the active region. This signal is called S1 which is displayed in figure 6.2. The
electrons that have been ionized can recombine and produce more S1. However, a
majority will be drawn away from the interaction site toward the surface of the liquid
by an applied electric field. Above the liquid is a small region of gaseous xenon under
an even higher electric field. Once the electrons breach the gaseous phase, they are
rapidly accelerated and collide with xenon atoms in the gas, instigating a showering
process and inevitably producing electroluminesce called S2. The S1 and S2 signals
are easily distinguishable due to the drift time ∆t of the ionized electrons being
substantially larger than the relaxation time of nuclear recoils. It is important to
distinguish the two signals since background processes will inevitably produce more
S2. Thus, the ratio S2/S1 can be used as a measure of background discrimination.
Events containing one S1 within the maximum drift time of ∆t ∼ 324 µs preceding
a single S2 is representative of elastic WIMP scattering. The (x,y) position of an
interaction is determined from localization of the S2 signal in the top PMT array,
with the difference in time between the S1 and S2 representing event depth. Figure
6.2 demonstrates the detector response to such a candidate WIMP scattering event.

The LUX collaboration have performed background neutron simulations which
estimate 0.06 single scatters with S1 between 2 and 30 photoelectrons (phe) in the
85.3 live-day data set. This neutron background was not deemed significant enough
to include into LUX’s profile likelihood analysis. In order to efficiently discriminate
the electron recoil (S2) background, the LUX collaboration performed extensive
calibration by injecting the 118 kg fiducial volume with internal electron recoil sources
(tritiate methane), while nuclear recoil calibrations were performed with external
neutron sources (AmBe, 252Cf). The detector response is plotted in S2/S1-S1 space
in figure 6.3 for each case, along with the mean (solid) curves for each recoil regime
along with ±1.26σ contours.

6.1.1 Average expected number of events

For a given WIMP spectrum, the average expected number of signal events in some
analysis region is

µ = MT
∫ ∞

0
dE ϕ(E) dR

dE
(E) , (6.1)

where MT is the detector mass×time exposure: in the case of LUX this is given by
the mass of the fiducial volume 188 kg × 85.3 live days ≃ 1.01 × 104 kg·days. ϕ(E)
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Fig. 6.2 Prompt S1 signal generated by nuclear recoil in the liquid-xenon fiducial
target volume compared with generation of S2 signal from delayed electrolumi-
nescence after time ∆t. Shown are fiducial PMT morphology colour maps to
demonstrate how the two signals are detected. Shown below is an example of how
sunch an event would look to the analyst. The number of phe’s produced by the
S2 is far greater than the prompt S1.

is the fraction of recoil events of energy E that will be both observed and fall into
the predefined analysis region. The differential recoil rate dR/dE is exactly equation
5.121 and contains all of the particle physics information about the WIMP we want
to constrain with LUX. The information is namely the (SD or SI) cross-sections σ0

introduced in section 5.3 and the WIMP mass mχ. This ϕ(E) detection efficiency
accounts for various trigger efficiencies, intrinsic statistical fluctuations and the PMT
response (i.e. detector resolution), and analysis cuts. The benefit of the above form
is that all of the complicated detector physics and responses are rolled into ϕ(E),
which is independent of the type of WIMP interaction or spectrum. Thus, for a
given experimental result and analysis region, ϕ(E) can be tabulated once and then
used for analyzing arbitrary WIMPs. We use the TPCMC monte carlo [198] to model
the detector response and generate the relevant ϕ(E) efficiency curves which are
shown in figure 6.4 (right). TPCMC relies on the Noble Element Simulation Technique
(NEST) [199–201] for modelling the microphysics of a recoiling xenon atom. More
information on the detection efficiencies can be found in section 6.1.4.
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Fig. 6.3 Taken from the 2013 release of the first LUX results [173]. Left: Detector
response in a 118 kg fiducial volume to electron and nuclear recoil calibrations
utilizing the respective nuclear species shown in each panel. Blue and red solid
curves depict the S2/S1 mean fits for electron and nuclear recoil calibration
respectively, with dashed lines showing the 1.28 ± σ contours. Grey contours
represent constant energies. The dot-dashed magenta lines shows the approximate
location of the minimum S2 cut. Right: The LUX WIMP signal region after the
85.3 live-day exposure. Coloured lines are the same as for the calibration curves.
The vertical-dashed cyan line depicts the 2-30 phe analysis region.

6.1.2 LUX collaboration analysis region

The “analysis region” refers to a particular region of S2/S1-S1 space where a set
of data and quality cuts with high acceptance are employed to reduce the scope
of experimental bias. In other words, it is a region of parameter space chosen to
maximize the signal-to-background. Events observed within the analysis region are
taken forward into a statistical analysis to determine constraints on the WIMP
parameters.

The LUX analysis region is defined by a hard S2 minimum cut of 200 phe and
2 phe ≤ S1 ≤ 30 phe. LUX observe 160 events between 2 and 30 phe (S1) within
the fiducial volume (shown figure 6.3 right) in 85.3 live days of search data as of
2014 with all events being consistent with the predicted electron recoil background.
The average discrimination (with 50% neutron recoil acceptance) for observing an
S1 signal between 2-20 phe is 99.6%. Hence, 0.64 ± 0.16 events from electron recoil
leakage are expected to be below the neutron recoil (red solid curve) mean. Only 1
event below the nuclear recoil mean is observed within the analysis region at S1 = 3.1
phe.
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6.1.3 LUXCalc analysis region

In this work we take as our analysis region in the S2/S1-S1 plane the region above the
S2 ≥ 200 phe threshold, below the nuclear recoil calibration data mean S2/S1 curve,
and 2 phe ≤ S1 ≤ 30 phe. This region matches that used by the LUX collaboration,
except for the imposition of the hard S2/S1 cut below the nuclear recoil mean.
The LUX collaboration do not make this latter cut since their likelihood analysis
incorporates background events into their likelihood ratio (see section 6.2), whereas
LUXCalc does not need any events in this region for it’s (simpler) statistical analysis
which utilizes a Poisson background (see section 6.2.2) as well as the max-gap method
(see section 6.2.3). As previously mentioned this region contains one observed event
at an S1 of 3.1 phe with a mean expected background of b = 0.64 events coming
from electron recoils. Ideally, a lower S2/S1 bound to the region should be imposed
in the count-based analyses we will be using, but such a bound can often be set low
enough that, in practice, the ϕ(E) are negligibly affected. The lower bound would
serve more to exclude very low S2/S1 events that are almost certainly backgrounds;
luckily, there are no such events in the LUX results and this issue is moot.1

6.1.4 WIMP detection efficiencies ϕ(E)

It is important to stress that the ϕ(E) curves used here require a full statistical
modelling of LUX’s TPC detector to generate and cannot be trivially generated from
any efficiencies provided by LUX. Let’s elaborate: Since our statistical analysis of
the LUX result does not rely on any observed events seen above the nuclear recoil
mean as opposed to the LUX collaboration, who utilize all observed events within
the signal region, we cannot then use the same ϕ(E) that LUX used for their analysis
region. The official WIMP detection efficiency curve is shown in figure 6.4. One
might be tempted to take the no-S2/S1 cut efficiency from figure 6.4 (left) and apply
an additional factor of 0.5 to account for the fraction of nuclear recoils falling below
the S2/S1 mean in the calibration data. There are two reasons why this is incorrect.
First, the S2/S1 cut is not independent of the other cuts and, in fact, is very highly
correlated with the S1 ∈ [2,30] PE cut near the boundaries. Second, the mean of
the calibration recoil band in S2/S1-S1 space represents the distribution convolved
over energy for that particular calibration spectrum; this does not imply that 50% of
the events at any specific energy will fall below that mean. Finally, the efficiency
curve provided by LUX (without the S2/S1 cut), applies only to the whole [2,30] PE

1A conservative imposition of a lower S2/S1 cut corresponding to the 10% lower tail of the
nuclear recoil calibration data (dashed red curve in Figure 4 of Ref. [8]) results in constraints that
are weaker by ∼ 20-30%.
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Fig. 6.4 Left: Official LUX experiment WIMP detection efficiency ϕ(E) as a
function of nuclear recoil energy within the S1/S2-S1 analysis region specified
in section 6.1.2 (black curve) taken from [8]. Separate efficiencies for detecting
S2 (red) and S1 (green) are also shown. Blue cyan vertical line shows the 3 keV
threshold below which the LUX collaboration assume to observe no signal. Right:
Efficiencies ϕ(E) as produced in this analysis using the TPMC [198] tool. The reason
for the suppression relative to the official efficiencies is effectively due to the S2/S1
cut made in our analysis of the results and is discussed in the text.

S1 interval and cannot be decomposed into the subintervals which is needed for the
max-gap analysis in section 6.2.3.

With this said, we will see from our results in section 6.3.1 that our efficiency
curves nearly exactly reproduce LUX’s own low-mass constraints, an indication that
those efficiency curves are correctly modeled (the naive approach of simply applying
an additional 50% nuclear-recoil-median-cut acceptance would lead to constraints
too weak by a factor of two at low masses).

6.2 Analysis: Constraining the σ-mχ parameter
space

In this section we describe the statistical methods used to constrain WIMP properties
with the the LUX results. These physical properties namely being the WIMP
scattering cross-section and WIMP mass. The basic flowchart that represents a
general direct detection analysis can be visualised as follows:

The first step in the chain involves calculating the total (momentum dependent)
WIMP scattering cross section σ(q) for a given set of SI or SD WIMP-nucleon
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Fig. 6.5 The left figure is an illustration of the statistical analysis method where
the result is reduced to a simple counting experiment in the Poisson regime in the
presence of background (e.g. Feldman and Cousins). Yellin’s method improved
towards the simple box-based analysis by further considering the signal shape to
derive limits (middle figure). If the probability density functions for the background
and signal distribution are known, limits as well as a discovery can be calculated
with a maximum likelihood analysis described in section 3.3 (right). Figure and
caption from [204].

couplings fn,p/an,p (or GSI
n,p/GSD

n,p). Expressions for the total WIMP-nucleus cross-
section for SI and SD couplings are given by equations 5.69 and 5.106.

The next step is to calculate the differential recoil rate dR/dE for a given σ and
mχ as given in equation 5.121. The differential recoil rate embodies the particle
physics as well as astrophysics of the WIMP. However, in this work and in most
direct searches astrophysical parameters are held constant and generally not treated
as nuisance parameters2. One then calculates the mean expected number of observed
events µ using the differential recoil rate. This step is the connection between any
model building and experimental results.

The confidence interval calculations depend primarily on µ as well as any events
observed within a pre-defined analysis region. A very important note to make at this
point is to readdress the point made in section 5.3.2: whilst it is the total SI/SD
cross section that enters the calculation for µ and hence, the confidence interval, the
constraints presented in the direct detection literature, as well as those calculated
by LUXCalc, are converted to the WIMP-nucleon cross section σSI,SD

p,n . The WIMP
nucleon cross-sections are discussed in detail for the SI and SD cases in sections 5.70
and 5.110.

There are three commonly used statistical techniques (depicted in figure 6.5) used
to evaluate confidence intervals in σp,n −mχ parameter space, which ultimately rely
on the analysts knowledge of the background component. These are detailed in the
following subsections. Note that the remainder of this section relies heavily on the
statistical theory introduced in Chapter 3.

2Studies have been conducted however, to test the impact of astrophysical uncertainties on the
results of direct detection searches [202, 203].
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6.2.1 Background discrimination

As shown in figure 6.3, the LUX collaboration have extensively modelled contributions
from the electron recoil background, depicted by the blue solid curve and a nuclear
recoil response modelled by the solid red curve. All 160 observed events within the
analysis region are utilized in LUX’s likelihood analysis.

LUX do not make their likelihood functions publicly available, but have likelihood
functions for a signal + background Ls+b and background only Lb which enter the
calculation for the likelihood ratio Eqn. 3.27:

−2 ln
[Ls+b

Lb

]
.

The likelihood functions for signal + background and background only are generally
functions of the number of observed events N in the signal region described in 6.1.2:

Ls+b = Ls+b(µ, b|N) (6.2)
Lb = Lb(µ = 0, b|N) . (6.3)

This procedure is represented by the far right plot of figure 6.5. Since LUX do
not provide their likelihoods, in this work we do not implement any extensive
background models into the LUXCalc package, and hence we would expect slightly
weaker constraints on our WIMP parameter space. We instead consider two alternate
methods detailed in the next two subsections, namely the Feldman-Cousins Poisson-
based method and Yellin’s maximum gap method.

6.2.2 Feldman-Cousins Poisson-based method

The most commonly used technique for discriminating between events and background
within some pre-defined signal region for processes where the expected background is
greater than the expected number of events µ is the Feldman-Cousins Poisson-based
method [136]. This is demonstrated in the left most plot of figure 6.5, where the
blue rectangle denotes a signal region.

The FC Poisson based method uses the exact prescription given in section 3.1 in
the special case that the likelihood takes the form of a Poisson p.d.f. One should now
note that such a prescription for the likelihood relies on the assumption that events
are observed based on a counting experiment. Since this is the case, we do not require
any knowledge of events that conform with the electron recoil background, hence
justifying our choice to choose an analysis region that only falls below the nuclear
recoil mean. This of course will weaken our constraints on the WIMP parameter
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space relative to the method used by the LUX collaboration which incorporated
a well modelled and calibrated background. We will see however in section 6.3
that our simplified approach compares well with the official LUX constraint for SI
WIMP-nucleon couplings.

Given an observed number of events N and expected background b — being 1
and 0.64 for our signal region respectively — a likelihood can be constructed from
the Poisson distribution, with

L(mχ, σ|N) = P (N |mχ, σ) = (b+ µ)N e−(b+µ)

N ! , (6.4)

where µ = µ(mχ, σ) is the expected number of signal events (6.1) for a given WIMP
mass mχ and one or more scattering cross-sections σ3.

As shown in chapter 5, all the particle physics dependence on the WIMP-SM
interactions is wrapped up into the cross-section at zero momentum transfer σ0,
which in turn is related to the WIMP-nucleon cross-section at zero momentum
transfer σp,n. Since, as discussed in section 5.3.2, direct searches aim to constrain
σp,n, which are related to the WIMP-nucleon couplings GSI/SD

p,n via 5.72 and 5.110, it
is equivalent to define the likelihood as a function of SI/SD WIMP-nucleon couplings
GSI/SD

p,n :

L(mχ, σ|N) = L(mχ, σ
SI/SD
p,n |N) = L(mχ, G

SI/SD
p,n |N) . (6.5)

Indeed, it is the couplings GSI/SD
p,n that LUXCalc scans over in the profile likelihood

analysis. The constraints are then converted to σSI/SD
p,n −mχ space.

The Feldman-Cousins method derives a confidence interval in σp,n for each
mχ (resulting in a raster scan in the σp,n-mχ plane) that is consistent with the
observed number of events given the expected background. From here on in, any
reference to the cross-section σ in the context of direct detection constraints refers to
σp,n. This confidence interval may be either one or two sided, and thus is capable of
excluding the zero-signal case when excess events are found. This method is relatively
straightforward and easy to implement, but one of the drawbacks is the lack of spectral
information in the analysis: only the total counts are used, not the distribution
of S1 values (a coarse proxy for recoil energy). This spectral information can be
useful in distinguishing between signal and background and can aid in constraining
the mass of the WIMP in the event of a positive result, as heavier WIMPs induce

3This likelihood can be easily combined with those from a variety of other physics data, such
as from colliders or indirect DM searches by constructing a combined likelihood as explained in
section 3.16.
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more energetic xenon recoils and larger S1 values, on average. Analyses that make
use of spectral information are substantially more complex to implement and are
thus typically only performed by the experimental collaborations themselves; see e.g
Refs. [205, 206].

6.2.3 Max-Gap method

Alternative methods exist for cases in which it is difficult to reliably characterise
background contributions. One such popular method is Yellin’s max-gap method
[207]. This is demonstrated in the second plot of figure 6.5 and is derived in detail
in section 3.5. The maximum gap method makes no presumptions about the amount
of background that might be contributing to the observed events, instead assuming
any or all of the events might be signal to generate a conservative exclusion limit
in σ0 at each mχ: any cross-sections above this limit would yield too many events
even if background contributions were ignored. This method does make use of the
S1 distribution of the observed events, focusing on an S1 range where the expected
number of events is largest relative to the number of observed events. Specifically, the
maximum gap method breaks the full observable (S1) range into intervals separated
by the observed events. If µk are the predicted number of events in each of these
intervals, the “maximum gap” is the one where µk is largest. If x ≡ µk,max

µ
is the

fraction of signal events expected in this interval, then

C0(x, µ) =
⌊µ/x⌋∑
k=0

(kx− µ)k e−kx

k!

(
1 + k

µ− kx

)
, (6.6)

is the probability of the maximum gap being smaller than observed, where again,
µ = µ(mχ, G

SD,SI
p,n ). In other words, a WIMP mass and cross-section(s) is excluded at

greater than a 90% confidence level (CL) if C0 ≥ 0.9. To perform this calculation
with the LUX result (with one event at an S1 of 3.1 PE), we divide the previously
discussed LUXCalc S2/S1-S1 analysis region (described in section 6.1.3) into two
parts, S1 ∈ [2,3.1] PE and S1 ∈ [3.1,30] PE, and use TPCMC to generate efficiency
factors ϕ1(E) and ϕ2(E), respectively, for the two intervals.4 The expected number
of events in an interval µk can then be calculated via 6.1 under the replacement
ϕ → ϕk.

4By definition, ϕ(E) =
∑

k ϕk(E).
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6.3 Physics results

In this section we apply the Feldman-Cousins Poisson-based method and Yellin’s
max-gap method to analyse the LUX constraints on generic WIMPs with SI and SD
interactions, comparing our results to those from other DM searches and with the
2013 results from the LUX collaboration [116]. In particular we later make reference
to the DAMA interpretation, showing that LUX excludes this for all but a small
region of parameter space. All data from other experiments are obtained using an
extremely useful repository for direct detection data, the DMTools database [208].
The results in this section were published in Physical Review D [40]. All limits in
this section are generated using the LUXCalc package.

At the time of publication of this work, there were no other LUX limits on SD
couplings over the full range of WIMP masses. Included at the end of this section is a
subsection detailing the recent results from the LUX collaboration released after the
publication of this work. They present updated limits on the SD WIMP couplings
using an extended exposure time as well as other various experimental improvements
[209]. We briefly compare our results to these new limits.

Complementary to the main results we present an application to an analysis
where our new SD limits (at the time) were particularly important. This essentially
served as a demonstration of how our (and any direct detection limits) can be utilized
in phenomenology, as well as showing how the LUX limits compare to the SD limits
set by XENON100.

6.3.1 Generic coupling limits

SI limits

Our LUX SI scattering constraints for σSI
p ≃ σSI

n under the assumption that GSI
p = GSI

n

(fp = fn) are shown in Fig. 6.6, with the maximum gap limit shown in solid black and
the Poisson-based constraint shown in dashed black; constraints are at the 90% CL.
The official LUX limits are also shown (thin red).

Though they are not our preferred parameters, we use v0 = vrot = 220 km/s and
ρ0 = 0.3 GeV/cm3 to generate constraints in this and later figures to allow for a
proper comparison with various other experimental constraints that use these values,
such as the official LUX limits. The maximum gap limit is remarkably close to the
LUX collaboration’s own limit, while the likelihood-based constraint is weaker by
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Fig. 6.6 Spin-independent cross-section σSI
p (≃ σSI

n ) constraints for the LUX exper-
iment. Constraints are generated with and without background subtraction: a
Poisson-based analysis with one observed event and 0.64 expected background
events is used in the former case (dashed black), while the maximum gap method
is used in the latter case (solid black); see the text for details. For comparison,
the official LUX collaboration constraints are also shown (red), based upon an
event-likelihood analysis. All constraints are at the 90% CL; cross-sections above
the curves are excluded at greater than this level.

∼30% except at lower WIMP masses (which will be discussed momentarily).5 There
are two main potential reasons why the likelihood-based constraint is weaker: (1) the
analysis region for our analysis is the lower-half of the nuclear recoil band and thus
contains only about half of the potential signal (while the LUX collaboration analysis
uses all of it) and (2) our Poisson likelihood makes no use of spectral information
(i.e event S1). The first reason is not, in fact, a major issue in practice as the upper
half of the nuclear recoil band that is being ignored is contaminated by background
events and does not significantly improve the signal-to-noise in those analyses that
use it.

The LUX SI scattering constraints for low WIMP masses are shown in Fig. 6.7.
For comparison, the parameters consistent with a DM interpretation of the anomalous
signals seen in CoGeNT [210], CRESST [85], and DAMA [11, 211] are shown, as well
as the exclusion constraints from SuperCDMS [212]. As the WIMP mass is lowered,
the Poisson-based likelihood constraint (dashed black curve) becomes comparable

5While the likelihood analysis can produce two-sided limits, in this case the lower limit is simply
zero cross-section, i.e no WIMP signal: the LUX result is consistent with backgrounds alone at the
90% CL in this analysis.
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Fig. 6.7 Spin-independent cross-section σSI
p (≃ σSI

n ) constraints from various direct
searches. Parameters that can reproduce the CoGeNT (90% CL), CRESST (2σ),
and DAMA (3σ) anomalous signals are shown in the filled regions. SuperCDMS
and LUX exclusion constraints are shown at the 90% CL. The LUX maximum
gap constraints (solid black) are shown with nuclear recoil spectra limited to
E > 0, 1, 2, 3 keV (strongest to weakest). The official LUX limit used a conservative
3 keV minimum.

to and then slightly better than the maximum gap limit (farthest left solid black
curve, other curves discussed below). The low-mass improvement of the likelihood
case relative to the maximum gap case is due to the fact that the single event in the
analysis becomes consistent with the expected WIMP spectrum, leading to a slight
weakening in the sensitivity of the maximum gap method.

As measurements of the scintillation and ionization at very low nuclear recoil
energies are limited and the theoretical models will eventually break down at suffi-
ciently low energies (see e.g Ref. [213]), the LUX collaboration conservatively ignores
contributions from WIMP scattering events with E < 3 keV when analyzing their
results. While this has little impact on constraints for WIMPs heavier than ∼20 GeV,
it becomes important for light WIMPs as light WIMPs can only induce low-energy
recoils. In the figure, we show our own maximum gap constraints when considering
only E ≥ 0, 1, 2, and 3 keV (solid black curves from left to right, or most to
least constraining). With the same E ≥ 3 keV that LUX uses, the maximum gap
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Fig. 6.8 Spin-dependent WIMP-neutron cross-section σSD
n constraints for the

neutron-only coupling case.

constraint closely matches their constraint. To be clear, placing a minimum on the
contributing E is not quite the same as defining the threshold in the detector. The
actual trigger and S1 analysis thresholds are already built into the ϕ(E) efficiency
term in 6.1 regardless of the choice of lower bound in the integral over E. That
efficiency falls rapidly below 3 keV, from 23% at 3 keV, to 4% at 2 keV and 0.04%
at 1 keV. Even if the lower bound of integration is set to E = 0 keV, no recoil
events with energies below 0.5 keV will contribute to the signal as ϕ(E) is zero at
these energies. Placing a minimum requirement on E serves to avoid the (already
suppressed) contributions from events where the NEST model has little experimental
data to ensure its accuracy. For our remaining SD analyses, we do not apply this
artificial cut on the low-energy recoil spectrum, though this choice has little impact
on our conclusions and constraints with a cut applied can be easily generated with
the LUXCalc code as described in appendix 7.1.

SD limits

We now turn to the SD case, with WIMP-nucleon cross-section constraints shown
in Figures 6.8 & 6.9 for neutron-only (ap = 0) and proton-only (an = 0) couplings,
respectively. These WIMP-nucleon cross-sections are related to σSD

0 via equations
5.114 and 5.113.
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Fig. 6.9 Spin-dependent WIMP-proton cross-section σSD
p constraints for the proton-

only coupling case, including indirect search limits from the IceCube/DeepCore
experiment. Note the IceCube/DeepCore W +W − constraint uses the tau channel
for masses smaller than that of the W boson.

As xenon has neutron-odd isotopes, LUX should be particularly sensitive to a
WIMP with neutron-only SD couplings, hence providing somewhat of a validation
for this choice of couplings. It should be noted however, that the couplings an

and ap are generally model dependent. Figure 6.8 shows with the black curve the
LUX constraints in this case, as determined via the method described in 6.2.3. We
also show constraints from other experiments with neutron-odd target materials:
CDMS II [214] (at lower masses, also for the low-threshold analysis [79]), ZEPLIN-III
[113], and XENON100 [215]. Here, the somewhat improved exposure and threshold
of LUX over that of XENON100 is evident by the ∼ ×2 stronger constraint at heavy
WIMP masses and the extension of the constraints to lower WIMP masses before
losing sensitivity.

A SD proton-only interaction has historically been a means of producing DAMA’s
anomalous signal while evading the null results of other searches [216]: the proton-
even target isotopes used by many experiments have suppressed interactions (and
thus little expected signal) in this case, while the proton-odd sodium-iodide target
used by DAMA ensures they remain sensitive to the WIMP. Recent results from
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the SIMPLE [102], PICASSO [100], and COUPP [84] experiments, which also have
proton-odd target isotopes, are now in conflict with a SD proton-only coupling
explanation for the DAMA signal [11, 211] as shown in Fig. 6.9. Due to the ever-
increasing detector sizes, even experiments with proton-even targets like XENON100
[215] are starting to probe DAMA’s preferred parameter region. Our determination
of the LUX constraints are shown by the thick black curve. We see here that LUX,
even though it uses a proton-even xenon target material, fully excludes the DAMA
region.

Indirect DM searches via neutrinos produced when WIMPs are caught and then
annihilate in the Sun can place constraints on the SD WIMP-proton cross-section
as collisions of WIMPs with hydrogen (protons) is part of the process for capturing
WIMPs in the Sun [217]. 6.9 shows constraints placed by the IceCube/DeepCore
[119] and Baksan [120] neutrino detector searches for such neutrinos. The constraints
depend on the annihilation channel and are shown here for the representative b-quark
and W -boson channels. While neutrino searches can be very sensitive to WIMPs
with SD proton couplings, the high thresholds in IceCube/DeepCore and some other
neutrino experiments means they are often unable to probe for light WIMPs as LUX
and other direct searches are capable of doing. Furthermore, the limits shown here
assume the DM capture and annihilation processes in the Sun are in equilibrium,
an assumption that may not be true for many DM candidates [218]. The exclusion
of the DAMA region by LUX in the SD proton-only coupling case, the case where
LUX limits are approximately at their weakest, suggests that the LUX result may
exclude any SD explanation for the DAMA signal, the first time a single experiment
would be able to do so. After a more careful examination over the mixed coupling
case — not just the proton-only or neutron-only cases — this is indeed the case:
the LUX likelihood-based limit at 90% CL excludes the entire SD parameter space
consistent with the DAMA result within the 2σ CL, at least for the assumed halo
model. As always, caveats apply. Various assumptions about detector behavior are
made that, if incorrect, will affect the interpretation of the experimental results and
alter the WIMP parameter space consistent with those results. See for example
Ref. [219]. In addition, if the NEST model for low-energy events is inaccurate, the
low-mass LUX limits may weaken. For the more conservative maximum gap analysis,
a tiny part of the DAMA-compatible parameter space escapes the LUX bounds:
an/ap = −0.16 ± 0.04 with mχ ≈ 10 GeV. This remaining space will be excluded by
the next LUX data release if excess events are not found.
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6.3.2 Official LUX SD constraints

In January and February of 2016 the LUX collaboration released two papers in
tandem detailing not only improved WIMP scattering limits [220] but also their own
analysis on SD WIMP couplings [209]. These official limits included new efficiencies
(exposure time increased to 1.4 × 104 kg·days) as well as other improvements that
were made to the background model, vertex reconstruction, and event selection.
These improvements motivated a reanalysis of the 2013 data (that was used for this
work), enhancing the sensitivity of the LUX experiment.

Shown in figure 6.10 are comparisons with our conservative max-gap limit on the
SDp and SDn WIMP-nucleon cross-section. All astrophysical priors are kept the
same as the 2013 analysis. As one can see from this comparison our conservative
max-gap limit does quite well compared to the official result, differing by at most
10% in the SDp case. The reasons for this are the same as for the SI case presented
earlier.

6.4 Application to an effective theory

As an instructive exercise we now apply the aforementioned results of section 6.3 to
a particular simplified model of DM that has recently been explored in the literature
to explain, for example, the observed excess of photons originating from the galactic
center [221]. Though we focus here on direct searches for such a particle, colliders
can also place constraints; see Ref. [222] for a discussion.

The model of interest here is a fermion (Dirac or Majorana) that has the interaction
Lagrangian introduced at the beginning of section 5.3 involving the DM annihilating
through the s-channel with the exchange of a spin-1 mediator Vµ via an axial-vector
interaction:

L ⊃
[
gχχ̄γ

µγ5χ+ gq q̄γ
µγ5q

]
Vµ (6.7)

for DM that is a Dirac Fermion, and

L ⊃
[1
2gχχ̄γ

µγ5χ+ gq q̄γ
µγ5q

]
Vµ (6.8)

for Majorana DM, where gχ and gq are unknown couplings. Assuming the limit of
low-momentum exchange in the WIMP-nucleon scattering process, we can integrate
out the mediator to obtain the following SD scattering cross-section for a Dirac
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Fig. 6.10 Comparison of conservative max-gap limit at 90% C.L to the official SDp
and SDn LUX limits from [209]. In black is the max-gap limit as calculated with
LUXCalc and the red line shows the official limit.

WIMP as per the process of section 5.3.4:

σSD
0 =

4µ2g2
χ

πM4
v

J(J + 1)
[

⟨Sp⟩
J

ãp + ⟨Sn⟩
J

ãn

]2

, (6.9)

where J is the spin of the nucleus, Mv is the mediator mass and µ is the reduced
WIMP-nuclear mass. Here we have simply used the coupling redefinition 2

√
2GFaN =

gχãN/M
2
v to explicitly express the cross-sections interms of the UV couplings gχ and
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Fig. 6.11 Constraints on the parameters of the effective Lagrangian given in 6.7
for a 25 GeV Dirac WIMP. The LUX SDn limit obtained by LUXCalc is shown
in black, with coupling values above the black line excluded for a given mediator
mass. Also shown are the results of a previous analysis utilising the XENON100
SDn limit (green line) [221] The red line shows the parameter values required to
obtain the correct DM relic density (ΩDM = 0.268+0.013

−0.010) as measured by WMAP
and Planck [221, 223].

gq, otherwise 6.9 is equivalent to equation 5.107. For a Majorana WIMP, 6.9 adopts
an additional factor of 1/2. Recall that the couplings ãN are given by Eqn. 5.77:

ãN =
∑

q=u,d,s

gq ∆(N)
q ,

with the ∆(N)
q given in 5.78. Let’s now further simplify the model by making the

assumption that the UV coupling gq is the same for each light quark in the sum.
Hence, ãn = ãp, so an = ap. Using the relation derived in equation 5.109 we have

σSD
p,n =

32µ2
p,nG

2
F

π

(3
4

)
a2

=
3µ2

χng
2
χg

2
q

πm4
v

 ∑
q=u,d,s

∆(n)
q

2

. (6.10)
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Fig. 6.12 Similar to 6.11 but for a Majorana WIMP.

Thus, for a fixed WIMP mass, the limit on σSD
n shown in figure 6.8 places a limit

on g2
χg

2
q/m

4
v, with that limit corresponding to a linear relationship between log(gχgq)

and logmv, as shown in 6.11 (6.12) for a Dirac (Majorana) WIMP. We must stress
a subtle point here: the expression 6.10 is determined under the assumption that
ap = an, and NOT the ap = 0 condition assumed in the SD neutron-only case shown
in 6.8, though in practice the two limits are similar.

Shown in figures 6.11 & 6.12 are LUX limits on the couplings gqgχ for a 25 GeV
WIMP, using the 90% CL upper limit of σSD

n < 1.26 × 10−4 pb, determined by
LUXCalc. Also shown is the SDn limit set by XENON100, as well as the upper bound
required to produce the correct thermal relic density. The XENON100 and relic
density limits calculated elsewhere and are taken from [221]. The relic density is
related to the couplings gq qχ via the thermally averaged cross-section in equation
A.13:

ΩDM ∝ 1
⟨σv⟩

. (6.11)

(see chapter 8 for derivation of the relic density and definition of ⟨σv⟩). As expected,
the LUX bounds are more stringent than the XENON100 ones, raising the limit on
the mass of a mediator consistent with relic density observations (red curves) from
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20 GeV to 30 GeV for a Dirac WIMP, and from 10 GeV to 20 GeV for a Majorana
WIMP.

In a similar fashion, LUX limits on generic SI or SD couplings can be set in any
phenomenological setting. In the next chapter, we describe the LUXCalc package
along with usage instructions and function definitions that can be used to perform
the analysis in this chapter.



Chapter 7

The LUXCalc package

7.1 Usage

In tandem with the results of this work, we provide LUXCalc, a software package
for performing the LUX analyses described in chapter 6. LUXCalc can be used as
a standalone program or as a library to be called from other software packages
such as DarkSUSY [184, 224] and micrOMEGAs [15, 225, 226] (see appendix C for a
discription of each package). A description of LUXCalc and its usage can be found
in section 7.1. The software can be found at Ref. [227] or as ancillary files to the
arXiv version of this work [228].

7.2 LUXCalc

Here we describe the LUXCalc software package, which can be found at Ref. [227] or
as ancillary files to the arXiv version of this work at [228]. The package provides both
a library and a standalone program for performing various likelihood and constraint
calculations. The software is written in Fortran 95, but linking to the library can be
easily performed from C++. We begin in 7.2.1 by describing some basic usage of the
standalone program, in 7.2.2 we show how to link to the library from Fortran, and
in 7.2.3 we show how to do the same in C++. Finally, in 7.2.4, we point out a few
routines in other software packages (DarkSUSY and micrOMEGAs) both of which may
be useful and are described in appendix C.2 and C.3.

Both the library and program can be compiled by running ‘make all’; however,
one of the gfortran or ifort compilers must be installed.
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–verbosity=1 Specifies how much detail to provide in the output. Increas-
ing this above the default of 1 will cause a detailed header
to be provided, as well as progressively more detailed data
output. The additional data provided is mode specific.

–rho=0.4 The local density of the DM halo [GeV/cm3].
–vrot=235.0 The local rotation speed of the galactic disk [km/s]. The

velocity dispersion v0 will be set to this value as expected
for an isothermal spherical halo model (i.e the Standard
Halo Model), unless specified via the –v0 option.

–v0=235.0
–vesc=550.0 The velocity dispersion v0 and local escape velocity vesc (i.e

cutoff speed) [km/s] used to define the truncated Maxwellian
velocity distribution (4.11). Specifically, the parameter v0 is
the most probable speed of the distribution in the absence
of any truncation.

–Emin=0.0 Only consider contributions to the expected signal from
events with recoil energies above this value [keV]. Detector
thresholds are already factored into the efficiencies, so con-
tributions from low-energy events are suppressed regardless
of this setting.

–confidence-level=0.9
–p-value=0.1 Specifies the confidence level (CL) or the p-value (p =

1 − CL) to use for generating constraints.
–m-tabulation=1.0,1000.0,-20

For quantities that are tabulated by mass like cross-section
limits, this option specifies the minimum and maximum
masses in the tabulation [GeV], followed by the number of
tabulation intervals. A negative number for the third value
indicates number of intervals per decade.

Table 7.1 Useful options for running the LUXCalc program. Any values shown are
the default values. Some options are only useful in certain program modes.
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7.2.1 Program

The LUXCalc program is called in the following form:

./LUXCalc [mode] [options] [WIMP parameters]

where [mode] is a flag describing the type of calculation to be performed, [options]
are optional flags that can be used to set various parameters or control the output, and
[WIMP parameters] are the WIMP mass and scattering cross-section(s), necessary
only in certain modes. Several of the program modes are described below and some
of the most useful options are described in 7.1. A full description of all modes and
options can be found by running ‘./LUXCalc –help’.

Likelihood. The logarithm of the Poisson-based likelihood, as described in ??, is
given by

./LUXCalc --log-likelihood [options] [WIMP parameters]

The WIMP parameters are a list of values: the WIMP mass [GeV] followed by one,
two, or four cross-sections [pb]. In the first case, the single cross-section is the SI
WIMP-nucleon cross-section, assumed to be the same for protons and neutrons. In
the second case, the two cross-sections are the SI and SD WIMP-nucleon cross-
sections, again assuming identical couplings for protons and neutrons. In the last
case, the four cross-sections are, in order, the SI WIMP-proton, SI WIMP-neutron,
SD WIMP-proton, and SD WIMP-neutron cross-sections.

Maximum gap p-value. The maximum gap p-value, as described in 6.2.3, is given
by

./LUXCalc --log-pvalue [options] [WIMP parameters]

Specifically, this returns the quantity 1 − C0, where C0 is defined in 6.6 and is
technically only an upper limit on the p-value, not the p-value itself. As opposed to
the Poisson-based likelihood above, this analysis involves no background subtraction
and is hence conservative. The WIMP parameters are as described for the likelihood
mode above.

Likelihood constraints. Tabulated (by mass) upper and lower cross-section con-
straints (i.e confidence intervals) as determined via the likelihood are generated by

./LUXCalc --constraints-SI [--theta-SI-pi=0.25] [options]

./LUXCalc --constraints-SD [--theta-SD-pi=0.25] [options]
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where the two lines correspond to spin-independent (SI) and spin-dependent (SD)
interactions. When determining constraints, the ratio between WIMP-neutron and
WIMP-proton couplings will be kept fixed, with the ratio defined in terms of the
polar angle θ in the Gn-Gp plane, i.e tan θ ≡ Gn/Gp = fn/fp = an/ap. The default
behavior is to take the two WIMP-nucleon couplings to be identical; otherwise, θ
can be specified (in units of π) via the options as shown. Increase the verbosity (e.g
–verbosity=3) to show the corresponding WIMP-neutron constraints in addition to
the WIMP-proton constraints. The confidence level (CL) of the confidence intervals
is specified via the –confidence-level option; the default is 90% CL.

Maximum gap limits. Tabulated (by mass) upper limits on the cross-section(s)
as determined by the maximum gap method are generated by

./LUXCalc --limits-SI [--theta-SI-pi=0.25] [options]

./LUXCalc --limits-SD [--theta-SD-pi=0.25] [options]

where the options are as described for the likelihood constraints above.

7.2.2 Library: Fortran usage

LUXCalc is written as a single, self-contained Fortran 95 module. All floating point
values are in the REAL*8 format, while integers are of type INTEGER. The module
must be loaded in any user routine that calls LUXCalc routines:

USE LUXCalc

Initialization. Before calling any routines, the module must first be initialized with

CALL LUXCalc_Init(intervals=.TRUE.)

The single argument here specifies if calculations should be performed for the intervals
(gaps) between events. This is necessary for generating maximum gap limits, but
is not required for any likelihood calculations. This initialization need only be
performed once. To force only recoils of energy greater than Emin to be considered
in calculating rates, use

CALL LUXCalc_SetEmin(Emin=0d0)

where the argument is in keV. As noted elsewhere, detector thresholds are already
factored into the efficiencies, so contributions from low-energy events are suppressed
regardless of this setting.

Halo model. The parameters of the Standard Halo Model can be specified via
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CALL LUXCalc_SetSHM(rho=0.4d0,vrot=235d0,v0=235d0, &
vesc=550d0)

where the arguments are the local DM density ρ0 [GeV/cm3], the disk rotation speed
vrot [km/s], the velocity dispersion v0 [km/s], and the galactic escape speed vesc [km/s].
The values shown here are the defaults, which are already set when LUXCalc_Init()
is called, so the above function call is spurious. The halo parameters can be modified
at any time.

WIMP mass and couplings. The WIMP parameters are specified by one of three
routines:

CALL LUXCalc_SetWIMP_mfa(m,fp,fn,ap,an)
CALL LUXCalc_SetWIMP_mG(m,GpSI,GnSI,GpSD,GnSD)
CALL LUXCalc_SetWIMP_msigma(m,sigmapSI,sigmanSI, &

sigmapSD,sigmanSD)

Here, m is the WIMP mass mχ [GeV]; fp and fn are SI WIMP-proton and WIMP-
neutron couplings [GeV−2], respectively; ap and an are SD WIMP-proton and
WIMP-neutron couplings; GpSI, GnSI, GpSD, and GnSD are WIMP-nucleon couplings
[GeV−2], differing from f and a only in normalization as discussed in 5.3; and the
sigma arguments are WIMP-nucleon cross-sections [pb]. A negative value for a
cross-section can be used to indicate the corresponding coupling should be taken to
be negative. The current mass, couplings, and cross-sections can be retrieved with
the corresponding routines

CALL LUXCalc_GetWIMP_mfa(m,fp,fn,ap,an)
CALL LUXCalc_GetWIMP_mG(m,GpSI,GnSI,GpSD,GnSD)
CALL LUXCalc_GetWIMP_msigma(m,sigmapSI,sigmanSI, &

sigmapSD,sigmanSD)

The returned cross-section values will not be set negative for negative couplings.

Calculations. After any changes to the WIMP parameters and/or the halo distri-
bution, the LUX rate calculations must be performed using

CALL LUXCalc_CalcRates()

This routine performs the various LUX rate calculations that are used for determining
likelihoods and the various constraints. Thus, this routine must be called before
obtaining expected events, likelihoods, p-values, etc. The relevant quantities are
stored internally.



112 The LUXCalc package

Events. The number of observed and expected events for the current WIMP are
provided by the functions:

INTEGER FUNCTION LUXCalc_Events()
REAL*8 FUNCTION LUXCalc_Background()
REAL*8 FUNCTION LUXCalc_Signal()
REAL*8 FUNCTION LUXCalc_SignalSI()
REAL*8 FUNCTION LUXCalc_SignalSD()

In order, these return the observed number of events in LUX, the average expected
background events, the average expected signal events, and the separate SI and SD
contributions to the expected signal.

Likelihoods and p-values. The statistical functions for evaluating LUX results in
the context of the current WIMP are:

REAL*8 FUNCTION LUXCalc_LogLikelihood()
REAL*8 FUNCTION LUXCalc_LogPValue()
REAL*8 FUNCTION LUXCalc_ScaleToPValue(logp)

The first function returns the log of the likelihood using a Poisson distribution in the
number of observed events given the expected background and signal. The second
function returns the logarithm of the p-value in a more conservative no-background-
subtraction analysis. If LUXCalc_Init() was called with a .TRUE. argument, then
the maximum gap method is used, with p = 1 − C0, where C0 is given by 6.6.
Otherwise, A Poisson distribution with zero background contribution is assumed.
This function is only intended for determining conservative one-sided limits as the
value returned is technically an upper limit on the p-value and not the p-value
itself. The last function determines such a limit by identifying the factor x such
that σ = xσ0 gives the desired p-value (specified as log(p)), with σ0 the currently
specified WIMP-nucleon cross-sections. The quantity xσ0 is then the limit on
the cross-sections at the given confidence level (1 − p), assuming a fixed ratio of
WIMP-nucleon couplings (e.g fp = fn).

7.2.3 Library: C++ usage

To make usage of LUXCalc with C++ code easier, a C++ interface file LUXCalc.hpp is
provided. The routines and functions are the same as those described for Fortran in
the previous section, with identical names and signatures, though Fortran subroutines
become C++ void functions. All arguments and return values are bool, int or
double.
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7.2.4 Useful software

Here we show how to extract the relevant DM parameters from two of the most
popular software packages for examining DM in the context of Supersymmetry
(SUSY): DarkSUSY [184, 224] and micrOMEGAs [15, 185, 225, 226]. DarkSUSY is
written in Fortran 77, with the various G WIMP-nucleon couplings for a given SUSY
model provided by the dsddgpgn routine. The WIMP (neutralino) mass must be
retrieved from various common blocks. The necessary parameters can be retrieved
from DarkSUSY and set in LUXCalc as shown in this minimal Fortran 95 example:

! Load LUXCalc module

USE LUXCALC
! Variables to store WIMP mass and couplings

REAL*8 :: M,GpSI,GnSI,GpSD,GnSD
! Calculated quantities (examples)

REAL*8 :: lnlike,signal
! DarkSUSY common blocks defined in ’dsmssm.h’

CHARACTER*8 :: pacodes_ctmp(0:50)
INTEGER :: pacodes_itmp(60),kn(4),lsp,kln
REAL*8 :: mass(0:50),mspctm_rtmp(6)
COMMON /PACODES/ pacodes_itmp(1:18),kn,pacodes_itmp(23:60), &

pacodes_ctmp
COMMON /MSPCTM/ mass,mspctm_rtmp
COMMON /MSSMIUSEFUL/ lsp,kln
...
! Initialize LUXCalc

CALL LUXCalc_Init(.FALSE.)
...
! For each SUSY model, do following >>>>>>>>

! Set WIMP parameters

M = mass(kn(kln))
CALL dsddgpgn(GpSI,GnSI,GpSD,GnSD)
CALL LUXCalc_SetWIMP_mG(M,GpSI,GnSI,GpSD,GnSD)

! Calculate rates for current WIMP

CALL LUXCalc_CalcRates()

! Get likelihood, expected signal events, etc.

lnlike = LUXCalc_LogLikelihood()
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signal = LUXCalc_Signal()
...

The micrOMEGAs package provides the WIMP mass and couplings in the Mcdm global
variable and nucleonAmplitudes routine, respectively; see Ref. [185] for a description
of the relevant micrOMEGAs coupling routine and its arguments. A minimal C++

example using micrOMEGAs is:

// Initialize LUXCalc

LUXCalc_Init(false);
...
// For each SUSY model, do following >>>>>>>>

// Set WIMP parameters

// separate particle/anti-particle couplings

double lambdap[2],lambdan[2],xip[2],xin[2];
// FeScLoop is micrOMEGAs-provided function

nucleonAmplitudes(FeScLoop,lambdap,xip,lambdan,xin);
double M = Mcdm; // Mcdm is global variable

double GpSI = 2*lambdap[0];
double GnSI = 2*lambdan[0];
double GpSD = 2*xip[0];
double GnSD = 2*xin[0];
LUXCalc_SetWIMP_mG(M,GpSI,GnSI,GpSD,GnSD);

// Calculate rates for current WIMP

LUXCalc_CalcRates();

// Get likelihood, expected signal events, etc.

double lnlike = LUXCalc_LogLikelihood();
double signal = LUXCalc_Signal();
...

We finally point out one subtlety: DarkSUSY and micrOMEGAs will yield somewhat
different WIMP-nucleon scattering cross-sections for a given SUSY model due to
different values chosen for the hadronic matrix elements that go into calculating
WIMP-nucleon couplings from the WIMP-quark couplings [229]. This is more of
an issue for the SI cross-sections, which typically differ by a factor of O(2). Both
packages allow the matrix elements to be modified; see their respective manuals for
further details.
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Chapter 8

The particle and astrophysics of
DM-DM self annihilation

In this chapter we will introduce and rigorously define some of the principal observ-
ables and concepts used in an indirect search for dark matter.

The indirect detection of dark matter involves using Earth bound observatories
(either space or ground based) to measure an observable flux ϕ [particles/cm2/s]
of particle descendants arising from the self annihilation of DM. The flux is a
function of the particle physics of the DM (mass and cross-section), as well as the
astrophysical distribution ρ(r). One usually uses the term prompt emission to refer
to the production of final state particles from the annihilation process itself. An
example of NON-prompt annihilation products would be the secondary photons
produced when the charged products of the DM annihilation process interact with
the interstellar medium as they propagate to Earth. Such secondary processes are
not considered in this work but have been considered in various other indirect studies
[39, 69].

By convention astrophysics and particle physics are usually separated into distinct
pieces, as we will see in section 8.2:

Total particle flux = [Particle physics term] × [Astrophysics term] . (8.1)

The particle physics piece depends explicitly on the number spectrum dN
dE

of anni-
hilation products and the DM-DM scattering cross-section. As we will see in this
chapter the scattering cross-section that parameterizes the DM self-annihilation is
averaged over the DM velocity distribution. The notation for this new cross-section
parameter is ⟨σv⟩ and it is called the velocity averaged cross section (or thermally
averaged cross-section).
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This chapter is ordered as follows. We first define and derive the velocity averaged
cross-section from first principles, followed by a derivation of the differential energy
flux dϕ

dE
of particles arising from DM self annihilation and show how this quantity is

defined in terns of galactic latitude and longitude (l, b). We end the chapter with a
discussion of cascade energy spectra in which we discuss how to boost a multiplicity
spectrum dN/dE derived in the rest frame of the DM annihilation products back to
the DM annihilation (lab) frame.

8.1 Thermally averaged Cross-Section

The thermally averaged cross-section ⟨σv⟩ is the primary parameter that can be
theoretically related back to a particular DM model. Hence, the motivation for
describing the kinematics of DM self-annihilation is similar to that of appendix B.
That is

⟨σv⟩ ∝ |M|2 . (8.2)

The reason for writing our theoretical observable can partly be seen in section A. For
now, let’s proceed with the derivation of the quantity ⟨σv⟩. Unlike the definition of
the cross section σ given in appendix B, the velocity averaged cross-section includes
an integral over the initial state momenta weighted by the Maxwell-Boltzmann
distribution. To get the relevant behaviour we can simply expand ⟨σv⟩ in powers
of the relative velocity squared v2 and insert the moments of the MB distribution.
Usually, only the first and second terms in the expansion are required

Taylor expansion ⇒ σv = a+ bv2 + ... (8.3)

On taking the expectation value, the second term becomes 6b/xf since ⟨v2⟩ = 6/xf ,
where xf ≡ mχ/T , T being the temperature of WIMP freeze out (see appendix
A.0.1). Hence, the velocity averaged cross-section will be expanded as

⟨σv⟩ = a+ 6 b

xf

+ ... (8.4)

This realisation was made by Jungman and Kamionkowaki [230]. Indeed, the next
section demonstrates an analytical method for deriving the constants a and b.
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8.1.1 Analytical derivation

This section highlights aspects of the analytical derivation of the velocity averaged
cross-section. In practice, on often employs a numerical evaluation using a wide
range of tools that are publicly available [231],[232] (see also appendix C).

Start with the diagram representing the 2 → 2 DM self conjugate annihilation
into SM fermions f and f̄ shown in figure 8.1. This process occurs through some
intermediate process which will be rolled up into the matrix element M. Use
equation B.27 for the annihilation cross-section:

dσ =
∏
f

d3pf

(2π)3
1

2Ef

|M (pA, pB → {pf}) |2

2EA2EB|vA − vB|
(2π)4δ(4)(pA + pB −

∑
pf ) (8.5)

where it is now assumed that the two initial states A and B are that of self conjugated
DM , in order to conserve charge. From now on, we define |vA − vB| = v as the
relative velocity of the the two initial state DM particles. Recall the two body phase
space from appendix B:

dΠ2 = dΩCM

4π
1

8π

(
2|p1|
ECM

)
. (8.6)

Note that what differs here is that the phase space has not been integrated over the
azimuth. Recall that the momentum of the final state particles is written in the CM
frame. As with other 2 → 2 processes, one must keep track of of symmetry factors
that may or may not arise. In the case of DM-DM annihilation, the allowance of
self-conjugate initial states is possible for many models. There is however, no factor
additional factor of 2 coming from identical initial states. One may naively expect
one such factor to arise from the mantra that we must average over all unobserved
degrees of freedom in the initial state. However, since the cross-section for each

Fig. 8.1 DM-DM annihilation to SM fermions through some process. Note that in
deriving cross section th CM frame is used, which is not necessarily what is shown
here.
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initial state in this instance is equal, one gains nothing from doing so. However,
the final states of the 2 → 2 system are not properly accounted for: Generally, if
there are k identical final state particles of an annihilation process, we can expect
an additional factor of 1/k! arising from the fact that the phase space differential
implicitly accounts for all possible scattering directions since it’s derivation involves
an integral over solid angle 4π. For this canonical case of 2 → 2 annihilation the
cross-section differential acquires a factor of 1/2!. Hence putting all components of
the aforementioned discussion together we get

dσ2→2 = 1
2!

1
4E2v

dΩCM

4π
1

8π

(
2|p1|
ECM

)
1
4
∑
spins

|M|2 , (8.7)

where the fact that, since we are in the CM frame, 2EA2EB ≡ 4E2 has been used.
Now note that

2|p1|
ECM

= |p1|
E

= v1 . (8.8)

Imposing energy conservation in the CM frame, the total CM energy of the DM is
equal to the total CM energy of the fermions. Hence,

E2 = E2
1 ⇒ m2

1 + p2
1 = m2

χ + p2
χ (8.9)

⇒ v2
1 + m2

1
E2

1
= v2

χ +
m2

χ

E2
χ

(8.10)

remembering that E = E1 = ECM/2. Now, using the fact that v2
χ = v2/4, the

definition ECM ≡
√
s and little rearranging, one obtains

v1 = 1
2

√
v2 + 4

s

(
m2

χ −m2
1

)
. (8.11)

Due to the non relativistic nature of the ambient DM, v2 is expected to be suppressed.
Furthermore, E ∼ mχ ⇒ 4m2

χ

s
= 1. Then

v1 ≃ 1
2

√
1 − 4m2

1
s
. (8.12)

Substituting this into 8.7 and multiplying through by v one obtains

d(σ v)
dΩ CM

= 1
16

1
32π2

1
s

√
1 − 4m2

1
s

∑
spins

|M|2 . (8.13)
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The reason for presenting equation 8.13 in this form is that it is quite general, and
assumes nothing about the intermediate process that mediates the annihilation. Once
the matrix element for the process of interest is calculated, the integration over the
solid angle element dΩ can be done. One can then expand this resulting expression
in powers of v, and by truncating this series at second order, derive the coefficients a
and b shown in Eqn. 8.3. The result then provides the good approximation to the
velocity averaged annihilation cross section

⟨σv⟩ = a+ 6 b

xf

(8.14)

as shown earlier.

8.2 Differential Flux (Prompt Emission)

The physical observable that quantifies a measurement of a population of prompt
photons originating from DM annihilation is called the differential flux or differential
flux density in some astrophysical contexts. The differential flux is usually denoted
dϕ/dE and has units [GeV−1 cm−2 s−1]. It is defined as the number of radiant-energy
particles incident on a surface during a given period of time divided by the product
of the area of that surface, the characteristic energy of the incident particles, and
the given period of time. From dimensional analysis, the differential element of flux
originating from the infinitesimal volume element dV is

dϕ = 1
4π|r|2

dN

dt
. (8.15)

The rate of DM-DM annihilation within this volume element is defined by

Γ(t) ≡ ⟨σv⟩
mχ

ρ(r) (8.16)

where ⟨σv⟩ is the velocity averaged annihilation cross-section as introduced in
section 8.1, ρ(r) is the DM density and the location of the volume element r.
This alone does not tell us about how many γ producing collisions are taking place
however. The number of two body collisions within dV happening in time element
dt is given by

Γ(t) × 1
2 · dV ρ(r)

mχ

. (8.17)
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Fig. 8.2 Diagrammatic representation of the differential flux through a surface
dA originating from some source at a distance r. As shown in the text, one must
integrate over the volume of sky parameterized by the telescope beam’s solid angle
to obtain the differential flux.

Note the factor of two here is because there are always assumed to be two DM
particles in one annihilation event. This quantity is what enters the expression for
the flux element as 1/dt. Hence:

dϕ = 1
8π|r|2

⟨σv⟩
m2

χ

ρ2(r) dN dV (8.18)

= 1
8π|r|2

⟨σv⟩
m2

χ

ρ2(r) dN
dE

dE |r|2 dr dΩ , (8.19)

where we have explicitly written the volume element dV in polar coordinates and
the photon spectrum per DM annihilation dN

dE
has been separated out intentionally

to later distinguish the particle physics from the astrophysics. See appendix D.1.2
for a more concrete definition of dN/dE. The differential flux originating from some
infinitesimal volume element of the DM halo dV is then

dϕ

dE
= 1

8π
⟨σv⟩
m2

χ

ρ2(r) dN
dE

drdΩ . (8.20)

Given that any detector has a finite angular resolution Ω, one must integrate over
this volume of the sky to derive the total differential flux. This is diagrammatically
represented in figure 8.2. Writing this explicitly, we obtain

dϕ

dE
=
(

1
8π

⟨σv⟩
m2

χ

dN

dE

) ∫
Ω

∫
l.o.s

ρ2(r) dr dΩ , (8.21)

where the integration is over the detector resolution and the line of sight (l.o.s). This
expression is often parametrised into particle physics and astrophysics components.
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Namely the J factor defined as

J ≡
∫

∆Ω

∫
l.o.s

ρ2(r) dr dΩ (8.22)

and

dΦpp

dE
≡ 1

8π
⟨σv⟩
m2

χ

dN

dE
. (8.23)

Hence

⇒ dϕ

dE
= dΦpp

dE
× J (8.24)

Note that throughout this derivation only one annihilation channel for χχ → γγ

with BR = 1 was assumed. To account for the possibility of any DM model, the
model dependent spectrum needs to be adjusted accordingly

dN

dE
→
∑

i

BRi · dN
dE i

(8.25)

where the spectrum of each possible decay mode is weighted by the appropriate
branching ratio. Hence we can write the total differential flux

dϕ

dE
=
(

1
8π

⟨σv⟩
m2

χ

[∑
i

BRi · dN
dE i

]) ∫
∆Ω

∫
l.o.s

ρ2(r) dr dΩ . (8.26)

8.2.1 Differential flux in galactic coordinates

One further point is that one may define the length of the radial vector r in terms
of galactic coordinates. This will become especially important in our study of the
galactic center photon excess in section 10.2. Galactic coordinates are defined as
shown in figure 8.3. In such a coordinate system, we have

|r| =
√
R⊙ − 2sR⊙ cos(b) cos(l) + s2 , (8.27)

where s is the distance from the earth to the source of flux, in this case, a star. Hence
the solid angle differential is

dΩ = db dl cos(b) . (8.28)

This makes the integral in 8.26 explicitly a function of galactic longitude b and
latitude l. This convention is often adopted in astrophysical studies.
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Fig. 8.3 Definition of galactic coordinates. Image from [233].

8.3 Cascade energy spectra

As we are now very aware, indirect searches for DM rely heavily on ones theoretical
understanding of the number spectra dN/dE of particles (and subsequent daughters)
that result from the DM annihilation channel of interest. This can of course be
directly see from inspection of Eqn. 8.26. Consider the two following scenarios in
which DM decays either directly or via scalar mediators into leptons:

Let’s assume that the leptons then decay to products which involve a single photon
in the final state l± → γ + .... The number spectrum of these photons dN/dEγ is
almost always calculated from theory in the rest frame of a final state lepton. Hence,
we need a way to boost this spectrum into the DM rest frame, which is to good
approximation the rest frame of the DM distribution ρ(r). We will see this become
useful later in section 9.1 for the case the leptons l± are muons that produce a rest
frame spectrum of photons.

8.3.1 χχ → l+l−

Let us begin with the simpler case of χχ → l+l−. We start by introducing the
common convention for defining the spectrum of photons in the rest frame of the
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lepton as dN
dy

, where y = 2Eγ

ml
is the normalised energy of the photons in the rest

frame of the lepton. Next define the spectrum of photons in the DM annihilation rest
frame dN

dx
, where x = E′

γ

mχ
is the normalised spectrum of photons in the DM rest frame

with energy E ′
γ. To boost the rest frame spectrum back to the DM annihilation

frame, we start by assuming that the boost occurs along some horizontal axis with
the photon being emitted at an angle θ with respect to this axis. Since we assume
that the annihilating DM is approximately at rest (at least with respect to the final
state lepton momenta) we have that in the DM annihilation frame

Pl = (mχ, p
′
x, 0, 0) (8.29)

and hence the gamma factor γ = El

ml
= mχ

ml
with β =

√
1 − m2

l

m2
χ
:

z

x

l±
θ

l±l±

x′

z

Eγ

E′
γ

Pγ = (Eγ, Eγ cos θ, 0, 0)

boost by γ =
mχ
ml

back to DM rest frame

θ′

Pl = (mχ, p′
x, 0, 0)

Using the reduced transformation matrix for a boost back along the x-axis

Λx-axis =
 γ +γβ

+βγ γ

 (8.30)

we have

E ′
γ = γEγ(1 + β cos θ) = mχ

ml

Eγ(1 + β cos θ) . (8.31)

Hence, using our normalised variables x and y:

x = y

2(1 + β cos θ) . (8.32)

We can now relate the spectrum of photons in the lepton rest frame to the spectrum
in the DM annihilation frame by using the chain rule:

dN

dx
= dN

dy

dy

dx
. (8.33)
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However this is per annihilation which implies a particular θ. Under the assumption
of DM annihilation isotropy, we must integrate the lepton rest frame spectrum over
all allowed values of cos θ:

dN

dx
=
∫ cos θmax

cos θmin
d cos θ dN

dy

dy

dx
=
∫ ymax

ymin
dy

dN

dy

d cos θ
dx

. (8.34)

Using the result in Eqn. 8.32, we get

d cos θ
dx

= 2
yβ

, (8.35)

with the maxima and minima of y occurring when cos θ = ±1:

ymax = 2x
1 − β

(8.36)

ymin = 2x
1 + β

. (8.37)

Putting this all together we get

dN

dx
= 2
β

∫ min[1, 2x
1−β

]

2x
1+β

dy
1
y

dN

dy
. (8.38)

In the limit that ml << mχ we have β ∼ 1 and this expression reduces down to the
one often seen in the literature:

dN

dx
= 2

∫ 1

x
dy

1
y

dN

dy
. (8.39)

8.3.2 χχ → ϕϕ → l+l−l+l−

Now that we have a general expression for boosting rest frame number spectra (Eqn.
8.38), doing so for arbitrary cascades in the chain becomes simple, in that we can
simply relabel the particles and instead of doing one boost, we do two, first from
the lepton rest frame to the mediator rest frame, and then to the DM annihilation
frame. We will see this employed later in section 9.3 when we consider the case of
DM annihilating to leptons via a two scalar mediator channel.



Chapter 9

Photon spectra from dark matter
annihilation into muons

In this chapter, we investigate the case of gamma rays produced via dark matter
annihilation into muonic final states. Modern Monte-Carlo (MC) event generators
like PYTHIA 8 [14] (see appendix C for a description) and DM codes include the effects
of final state photon radiation (FSR) from muons produced in WIMP annihilation
processes, but ignore the radiative decay of the muon in which a photon is emitted
from the decaying muon, the intermediate W boson or the final state electron (see Fig.
9.2). To make this clear, final state radiation refers specifically to photons emitted
off a muon in the final state of the annihilation process, not the muon decay itself,
which occurs as a separate process once the muon has propagated. In this chapter,
we develop a method for generating a spectrum of radiative photons arising from
DM annihilation into muon final states using an accept/reject MC technique (see
appendix D.1 for an introduction to MC sampling and the accept/reject technique).
Also included at the end of this chapter is a description of how the new radiative
spectra can be implemented into the popular DM code micrOMEGAs [15] (see appendix
C.2).

We begin with a thorough overview on the theory of radiative muon decay
beginning with a presentation of the tree level diagrams that contribute the the
production of a photon, next introducing the spectrum of final state products in the
rest frame of the muons and ending with a definition of the total branching ratio of
the radiative process. We then present and visualise the theoretical estimate for the
spectrum of photons arising from the radiative decay of the muon in the muon rest
frame. Next is a detailed section on FSR, introducing what it is and how it differs
from the radiative decay of the muons produced in the DM annihilation. After we
have introduced the concepts of radiative and FSR contributions, we go through the
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details of combining these contributions to generate the total spectrum of photons
from DM annihilation into muons as well as showing how to boost this spectrum
to the DM annihilation frame. The DM is assumed to annihilate isotropically
approximately at rest and hence, in most indirect search cases, this is defined as the
lab frame.

After the theoretical introduction, we detail the MC generation of the total
photon spectrum. We describe the accept and reject MC method used to generate
the spectrum of radiative photons that was integrated with the PYTHIA 8.1 [14]
event generator. We then provide validation plots, comparing the results of the MC
with the theoretical approximation for the total photon spectrum.

The main results of this chapter consist of the prompt spectra of FSR + radiative
photons arising from two processes: χχ → µ+µ− and χχ → ϕϕ → 4µ. We present
plots of each case with a discussion of the main features, with a summary of the
PYTHIA settings that were used to correctly generate the FSR spectrum along with
an explanation of their function.

We finish the chapter with a summary of how one can use the radiative correction
in micrOMEGAs.

9.1 The radiative muon decay

9.1.1 Background theory

The muon has three measured decay modes shown in table 9.1. The most common

Decay mode Branching ratio Reference
µ− → e−ν̄eνµ ∼ 100% [7]
µ− → e−ν̄eνµγ 1.4 ± 0.4% [234]

µ− → e−ν̄eνµe
+e− (3.4 ± 0.4) × 10−5 [235]

Table 9.1 The three measured decay modes of the muon and their experimentally
measured branching ratios. The same branching ratios hold for µ+ decays.

decay mode, or Michel decay, of the muon is shown in figure 9.1. At the next order
in αEM one obtains a radiative correction to the muon decay shown in figure 9.2
in which a photon can be emitted off either the muon, electron or intermediate
vector boson. The experimentally measured branching ratio (BR) is dependent on
the lower photon energy threshold of the detector. At present, the radiative BR
has only been measured for a lower threshold of Eγ > 10 MeV. The current best
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µ−
νµ

W−

ν̄e

e−

Fig. 9.1 Michel muon decay proceeds most of the time. Shown is the particle
content of the decay; charges of the final state leptons and W boson depend
whether initial state is µ− or µ+.

µ−
νµ

W−

ν̄e

e−

γ
µ− νµ

W−

γ

e−

ν̄e

µ−
νµ

W−

ν̄e

e−
γ

Fig. 9.2 Radiative contributions to the muon decay. An on shell muon can decay,
in the process emitting a photon from itself, the intermediate W boson or the
electron.

measurement is BRµ→eνν̄γ = 1.4 ± 0.4% [7]. Of course one can explicitly derive the
differential decay rate for the radiative decay of the muon from an analysis of the
effective four-point Feynman diagram. In this instance, we integrate out the massive
intermediate W boson and absorb its mass into the effective Fermi coupling GF

under the assumption that the momentum transfer ρ2 is much less than the mass of
the W boson. A detailed explanation of integrating out heavy physics is shown in
section 5.3. There are two diagrams contributing to the radiative muon decay in the
effective limit ρ2 << m2

W which are shown in figure 9.3. Here, the photon is radiated

µ−(p)

νµ(q1)

γ(k)

e−(pe)

ν̄e(q2)

µ−(p)

γ(k)

e−(pe)

νµ(q1)

ν̄e(q2)

Fig. 9.3 Contributions to the radiative decay of the muon in the effective limit
ρ2 << m2

W .

either off the muon or electron, and the two processes have scattering amplitudes
M1 (for muon) and M2 (for electron). A justification of this is shown in appendix
G.1 by evaluating the matrix elements for the total electro-weak process including
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the W boson and showing that in the limit ρ2 << m2
W we are only left with these

two effective 4-point diagrams. Corrections arising from inclusion of the W boson
have been calculated (see for example [236]), but been shown to be negligible. This
is because, as shown in [236], the W propagator induces leading order corrections of
only O(m2

µ/m
2
W ). Using the expressions for the scattering amplitudes of these two

effective diagrams derived in equations G.6 and G.8 of appendix G (M1 and M2

respectively) we can write the total amplitude for the radiative muon decay:

M =M1 + M2

=ieGF√
2
ū(pe)

[
γµ(1 − γ5)v(q2)ū(q1)γµ(1 − γ5)

(
i(/z +mµ)
z2 −m2

µ

)
γαu(p)+ (9.1)

γα

(
i(/z +me)
z2 −m2

e

)
γµ(1 − γ5)v(q2)ū(q1)γµ(1 − γ5)u(p)

]
ϵ∗

α(k) .

where the effective Fermi coupling constant GF is defined as1

GF√
2

= g2

8m2
W

, g = weak coupling. (9.2)

The muon decay amplitude 9.1 is generally a function of the fermion spins as well
as the electron, muon and photon polarisations (helicity) usually denoted λµ, λe

and λγ. While it is standard to perform the sum over fermion spins, we follow the
convention of [237] in averaging over electron and photon polarizations, but keeping
the amplitude as a function of the muon polarizations. Furthermore, since in most
experimental contexts the final state neutrinos go undetected, it is common practice
to profile over all final state neutrino momenta. Thus the amplitude squared that we
take forward into the decay rate calculation is solely a function of the muon, electron
and photon four momenta:

|M|2profiled(p, pe, k) =
∫ d3 q1

2E1

d3 q2

2E2
δ4(p− pe − k − q1 − q2)

∑
spins, λe,λγ

|M|2 . (9.3)

The differential decay rate dΓ for the radiative muon decay can be calculated from
the total process amplitude M by making use of the expression derived in appendix
G.2 and given in any good field theory textbook:

dΓ = d3k

(2π)3
d3pe

(2π)3
1

2Ee

1
2Eγ

|M|2profiled(p, pe, k)
2mµ

(2π)4δ(4)(p− (pe + k)) . (9.4)

1In the literature one sometimes does not see the extra factor of 8 in the definition of the Fermi
coupling.
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The differential branching ratio for the radiative muon decay is defined as the
infinitesimal probability that a muon decay produces a photon in the energy interval
dy ≡ 2dEγ

mµ
and an electron in the energy interval du ≡ 2dEe

mµ
with solid angles dΩγ

and dΩe in the muon rest frame. As shown in appendix G.2 this is formally given as2

dNµ→eνν̄γ = 1
Γ0

dΓµ→eνν̄γ, (9.5)

where Γ0 is the total muon decay rate for all decay channels, dominated by the
standard Michel decay. The reason it is commonplace to use the parameter redefi-
nitions u, y to represent the electron/photon energies is because u/y ∈ [0, 1] (since
kinematics prevents the final state electron or photon energies being greater than
half the muon mass, see later). Thus it is simpler to visualize the resulting energy
spectrum.

The infinitesimal branching ratio dN for the radiative muon decay µ± → e± ν ν̄ γ

is calculated by [237]:

dN = α

64π3β du
dy

y
dΩe dΩγ

[
F (u, y, d) ∓ βP⃗µ · p̂e G(u, y, d) ∓ P⃗µ · p̂γ H(u, y, d)

]
.

(9.6)

The photon and electron have 3 momenta pγ and pe with unit vectors expressed as
p̂γ and p̂e respectively. The boost factor β is given by β = |pe|

Ee
and the parameter

d is given by 1 − (β p̂e · p̂γ). P⃗µ is the polarisation vector of the muon however for
this work we assume that the muons are unpolarised and hence P⃗µ = 0. Hence,
Eqn.(9.6) simplifies by having terms involving the functions G(u, y, d) and H(u, y, d)
vanish. The functional forms of G and H can be found in Appendix A of [237]. The
reason for assuming unpolarised muons is two fold: Firstly, this is common place in
literature, and secondly, and most importantly, the assumption is quite valid for most
astrophysical contexts. This is of particular interest here since we will ultimately
be applying these results to the case of isotropically distributed DM annihilation
occuring in very well viralized systems such as the galactic center or dwarf galaxies.

F is separated into factors of r ≡ (me/mµ)2.

F (u, y, d) ≡ F (0) + rF (1) + r2F (3) with : (9.7)

2Note that this notation is equivalent to dBγ as has been previously used in the literature [237].
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F (0) =8
d

{y2(3 − 2y) + 6uy(1 − y) + 2u2(3 − 4y) − 4u3}

+ 8{−uy(3 − y − y2) − u2(3 − y − 4y2) + 2u3(1 + 2y)}
+ 2d{u2y(6 − 5y − 2y2) − 2u3y(4 + 3y)} + 2d2u3y2(2 + y) , (9.8)

F (1) =32
d2

{
− y(3 − 2y)

u
− (3 − 4y) + 2u

}
+ 8
d

{y(6 − 5y) − 2u(4 + y) + 6u2} (9.9)

+ {u(4 − 3y + y2) − 3u2(1 + y)} + 6du2y(2 + y) ,

F (2) =32
d2

{
(4 − 3y)

u
− 3

}
+ 48y

d
. (9.10)

For DM annihilation into unpolarised muons, which is expected to be valid in
most astrophysical contexts, the assumption is that one can assume an isotropic
distribution of photons and hence marginalize over the entire solid angle of the final
state photons. We also assume symmetry in the azimuthal component of the electron
solid angle. Explicitly writing the solid angle differentials defined in Eqn.(9.6)

dΩe =d cos θe dϕe , (9.11)
dΩγ =d cos θγ dϕγ (9.12)

and integrating Eqn.(9.6) over the electron azimuth and the entire photon solid angle
yields

dN

dudyd cos θe

= α

8π · β · 1
y

· F (u, y, d). (9.13)

A plot of this spectrum is shown in figure 9.4 over the kinematic range u, y ∈ [0, 1].
As detailed in appendix D.1.2, this distribution can be sampled using MC techniques
to generate a number spectrum in the variables u, y and cos θe. Indeed, we will
see how this works later. Kinematics derived in appendix G.3 yield the following
constraints on the parameters u, y and cos θe:

2
√
r < u < 1 for 0 < y ≤ 1 −

√
r ,

(1 − y) + r

1 − y
≤ u ≤ 1 + r for 1 −

√
r < y ≤ 1 − r , (9.14)

ρ y cos θe < 2(1 + r) − 2(u+ y) − uy ,

where ρ ≡ |pe| in units of mµ/2.
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Fig. 9.4 Figure and caption from [237]. Decay probability distribution of the
µ± → νν̄γ decay as a function of the electron/positron energy (u = 2Ee

mµ
) and

photon energy (y = 2Eγ

mµ
) for unpolarized muons. The decay probability is high at

x ∼ 1 and y ∼ 0.

Finally, the total branching ratio for the radiative muon decay into final states of
a particular u, y and cos θe is given by integration of the spectrum in Eqn. 9.13 over
the kinematically allowed region of parameter space:

BRradiative(u, y, cos θe) =
∫

Kinematics
du dy d cos θe

dN

dudyd cos θe

∈ [0, 1] . (9.15)

9.1.2 Spectrum of photons from the radiative decay.

As already mentioned, the primary use of the probability density 9.13 is in the
Monte Carlo techniques which we subject to the kinematic constraints given in
Eqn. 9.15. We expect the resulting spectrum of photons to be identical to what
we would have obtained if we had simply integrated over the remaining degrees of
freedom, namely, the electron energy and production angle. Upon integrating over
final electron energies and polar angles (u and θe) in the limit r ≡

(
me

mµ

)2
<< 1, the
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Fig. 9.5 Differential spectrum of the µ± → e±ν̄νγ decay in the muon rest frame
as a function of y = 2Eγ/mµ after the marginalisation over electron energy and
production angle. This is per DM-DM annihilation.

total spectrum of photons from unpolarised muons can be written:

dNγ

dy Radiative
= α

3π
1 − y

y

((
3 − 2y + 4y2 − 2y3

)
ln 1
r

− 17
2 + 23y

6 − 101y2

12 + 55y3

12

+
(
3 − 2y + 4y2 − 2y3

)
ln(1 − y)

)
, (9.16)

which is shown in figure 9.5. One immediately notices the infared divergence present
in the spectrum shown in figure 9.5. Kuno and Okada [237] mention that the
singularity is resolved by corrections induced by the standard muon decay, but they
do not provide details on the energy scale at which these corrections become apparent.
The problem is essentially that one can have infinitely many zero energy photons, a
scenario that is theoretically consistent but phenomenologically problematic.

Further investigation would lead one to the Bloch Nordsiek theorem which assures
the cancellation of infrared divergences in any inclusive cross-section. That is, the
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decay rate is made free of energy singularities in the total inclusive decay rate

Γ(incl) = Γ(µ → ννe) + Γ(µ → ννeγ) (9.17)

when the full O(αn) contributions are included, namely, those corrections due to all
soft real and virtual photon emission. This is done by dimensionally regularizing the
the divergent part of the amplitude [238]. By soft we mean photons with energy less
than some experimental threshold Ethresh

γ . Instead of regularising and including all
of the IR divergent terms in the total decay rate, we avoid the issue of infinities by
adopting three energy lower thresholds at

Ethresh
γ = 0.1, 1 and 10 MeV (9.18)

which correspond to y values of y = 0.0019, 0.019 and 0.19 respectively. The
motivation for these choices of lower photon energy thresholds was the fact that
the current best measurement of the radiative muon decay branching ratio was only
sensitive down to photons of 10 MeV. We extend the lower threshold down to 0.1
MeV to perfectly ensure that we get radiative photons that can be detected by space
based gamma ray experiments like the Fermi/LAT experiment [239, 240] which has
an energy sensitivity of 20 MeV to greater than 300 GeV. Of course, by defining a
threshold in such a fashion, one immediately changes the total integrated branching
ratio (BR). That is, the integral over dNγ

dy
from 0 to 1 should give 1, as the function

is after all a probability density with the integral being the total branching ratio of
the radiative decay. However,

∫ 1
ythreshold

dy dNγ

dy
̸= 1. To adjust for this, we perform a

numerical integration of Eqn.(9.16) for an energy threshold of 10 MeV (y0 = 0.19),
and then using a small y expansion, we extrapolate the BR to lower thresholds. This
is evaluated using the symbolic calculator package Mathematica to fourth order in
the polynomial index:

BRradiative(y) ≃ BR(y0) + (y − y0)
dNγ

dy

∣∣∣∣∣
y=y0

+ (y − y0)2

2
d2Nγ

dy2

∣∣∣∣∣
y=y0

+ (y − y0)3

6
d3Nγ

dy3

∣∣∣∣∣
y=y0

+ (y − y0)4

24
d4Nγ

dy4

∣∣∣∣∣
y=y0

, (9.19)

where dNγ/dy is the radiative spectrum in Eqn. 9.16. The value of the branching
ratio at y0 = 0.19 (Eγ = 10 MeV) BR(y0) is obtained via numerical integration of
9.16. The result is the following function for which, at the given order, the expansion
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becomes poor for thresholds above ∼20 MeV.

BRradiative(y) ≃ BR(y0) + α

3π · ∆(y) , (9.20)

where BR(y0) = 0.0130217 and

∆ =
(17

2 + 3 ln r
)

ln
(
y

y0

)
−
(28

3 + 5 ln r
)

(y − y0)+(38
8 + 3 ln r

)
(y − y0)2 −

(17
6 + 2 ln r

)
(y − y0)3 . (9.21)

Shown below in table 9.2 is the total integrated branching ratio for the three low
energy photon thresholds used in this work Ethresh

γ = 0.1, 1 and 10 MeV as calculated
by Eqn. 9.20. A good sanity check is to compare our value for the radiative photon

Ethresh
γ (MeV) ythresh BRRadiative(y)

0.1 0.0019 0.0895307
1 0.019 0.0483881
10 0.19 0.0130217

Table 9.2 BR approximation for the three small y thresholds below y = 0.19 for
radiative photons calculated using the approximation in 9.20.

BR at the 10 MeV lower threshold to the current experimental value cited earlier in
table 9.1:

BRTheory
radiative(y = 0.19) = 0.013 , (9.22)

BRExp
radiative(y = 0.19) = 0.014 ± 0.004 . (9.23)

As we can see, our tree level approximation of the radiative branching ratio is within
the current best experimental error. This tells us that the resulting spectrum of
photons can be utilized phenomenologically without the need for any higher order
correction (from for example, the intermediate W boson and virtual loop corrections).

9.2 Final state radiation

As it stands, the only photons generated in the PYTHIA 8 MC event generator that
arise from processes that produce muons in the final state come from a process called
final state radiation (FSR). To make this clear, the final state here refers to a muon
in the final state of the DM annihilation process of interest, not the muon decay itself,
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which occurs once the muon has propagated3. Below is a graphic that demonstrates
FSR for the case of DM annihilation directly to two muons as well as via two scalar
mediators. These processes will become interesting later:

φ

φ

χ

χ

FSR photon

µ+

µ−

µ−

µ+

FSR photon

µ+

µ−

χ

χ

It may be confusing to understand how the FSR contribution differs from the radiative
decay discussed earlier. A physical, on-shell muon cannot emit a photon as energy
cannot be conserved (easiest to see by going to the muon rest frame). The photon
in either of the processes above is emitted only at the interaction point, where the
particles in the interaction may be (very) briefly off-shell. Once the muon escapes
from the interaction site, at which point it must be on-shell, the muon becomes
indistinguishable from any other muon with the same quantum numbers. There are
no muon quantum numbers that indicate whether the muon has previously emitted a
photon (at least not in the Standard Model). That means that when the muon later
decays via the radiative process introduced in section 9.1, the photons produced in
the decay cannot in any way depend on photons emitted in whatever interactions the
muon was previously involved in. The moral of the story here is that the radiative
decay shown in figure 9.2 is treated as a completely different process to FSR. Thus,
there is no overlap (and hence no double counting of photons) between the two
processes.

The spectrum of photons in the muon rest frame arising from FSR for the process
χχ → µ−µ+ is given by equation 4 of [241]:

dNγ

dy FSR
= α

π

(
1 + (1 − y)2

y

)(
ln
(
s(1 − y)
m2

f

)
− 1

)
. (9.24)

3The muon in the final state of the DM annihilation process is treated as a stable asymptotic
state. This is an approximation, because the muon eventually decays (with a lifetime of 2.2 × 10−6

s enhanced by appropriate time dilation) and so it is really a resonance with a finite width
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9.3 The total photon spectrum

Since there is no overlap between the FSR and radiative contribution to the final
population of photons arising from DM → muons, the total spectrum of photons in
the muon rest frame is then the sum of radiative and FSR contributions given by
Eq.(9.16) and Eqn.(9.24) respectively

dNγ

dy
= dNγ

dy Rad
+ dNγ

dy FSR
(9.25)

For the primary case of DM annihilation directly to muons χχ → µ+µ− one can
write down the spectrum of photons in the DM annihilation frame using the formula
derived in section 8.3 in Eqn.(8.38) for the limit mµ << mχ

4:

dNγ

dx
= 2

∫ 1

x
dy

1
y

dNγ

dy
, (9.26)

where x ≡ Eγ

mχ
and dNγ

dy
is the muon rest frame spectrum from Eqn.(9.16). This is

also the expression used by [241].

For the case of a mediated annihilation to muons χχ → ϕϕ → µ+µ−µ+µ− there
need to be two boosts: first from the muon rest frame to the ϕ frame, then from the
ϕ frame to the DM frame. Let Eϕ be the energy of the photon in the ϕ rest frame
and ω = 2Eϕ

mϕ
. Then, again making use of equation 8.38,

dNγ

dω
= 2
β1

∫ min[1, 2y
1−β1

]

2y
1+β1

dy
1
y

dNγ

dy
, (9.27)

where β1 =
√

1 − 4m2
µ

m2
ϕ

, takes us from the muon rest frame to the ϕ rest frame. Notice
here how we have explicitly written in the β1 factors and not simply assumed the
are approximately equal to 1. This is because in this work we allow mediator masses
down to ∼ 3 GeV, and hence we do not consider it appropriate to assume β1 ∼ 1.
The next boost with β2 =

√
1 − m2

ϕ

m2
χ

takes us to the DM annihilation frame. The
form of the spectrum in the DM annihilation frame dNγ

dx
can be simplified slightly

and be written in the form

dNγ

dx
= 1
β2

[
I(ωmin) − I(ωmax)

]
, (9.28)

4This is deemed a good assumption here because in the forecoming analysis we do not adopt
any DM masses on the scale of the muon mass.
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where

I(ωi) =
∫ ∞

xi

dω
1
ω

dNγ

dω
(9.29)

and ωmax = 2x/(1 − β), ωmin = 2x/(1 + β). It should be noted that in the limit
mϕ << mχ, ωmin → x and ωmax >> 1. This then leads to the expression seen in
various parts of the literature, for example [241]

dNγ

dx
= 2

∫ 1

x
dy

1
ω

dNγ

dω
, (9.30)

which assumes the mϕ << mχ limit. This assumption was not deemed valid for this
work due to the inclusion of heavy mediators in the model parameter space.

9.4 Monte Carlo Event Generation

We use the MC particle event generator PYTHIA 8.175 to simulate 109 muon decays
arising from DM annihilation as follows. Since PYTHIA cannot directly simulate
DM annihilation we follow the procedure usually undertaken in this situation which
involves first producing an artificial resonance with the exact four momentum
characteristics of two DM particles which subsequently decays to muons. This gives
the exact same spectrum of photons that would originate from χχ → µ+µ− in the
DM rest frame. That is,

dNγ

dx
(e− e+ → ψ → µ+µ−) ≡ dNγ

dx
(χχ → µ+µ− ) . (9.31)

We are then able to obtain the spectrum of photons for the four muon final state
χχ → ϕϕ → 4µ in the DM annihilation rest frame by taking this resultant spectrum
and then boosting by Eq.(9.28).

To correctly generate a spectrum of photons from the radiative muon decay
consistent with the spectrum in Eqn.(9.6) we implement the acceptance and rejection
Monte Carlo that is detailed in appendix D.1 to sample from the muon rest frame
probability distribution given in Eqn.(9.13). For each of the specified lower thresholds
(0.1, 1 and 10 MeV) we use Eqn.(9.20) to calculate the BR of the radiative decay.
We then generate a random number R ∈ [0, 1]. If

R > BRradiative
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θe

e±γ

z

Fig. 9.6 Radiative muon decay in the muon rest frame as set up in PYTHIA 8 .
Shown is a fiducial radiative event in which the muon decays into a photon defined
along a z axis with energy y = 2Eγ

mµ
and and electron is emitted at an angle θe from

this axis with energy u = 2Ee
mµ

. The three parameters (u, y, θe) are sampled from
Eqn.(9.13) after the marginalization of all other energy and angular variables.

then PYTHIA 8 calls our sampling routine to perfrom a radiative decay. If not, PYTHIA
8 will proceed to perform the dominant 3-body Michel decay already available
through its standard mechanisms. The result after the generation of a large enough
event sample is a population of photons from muon decays that reflect this initial
BR. In order to generate these photons we sample uniformly from the differential
branching ratio shown in Eqn.(9.13). To do so we first set up the muon decay as
represented in figure 9.6: define a z axis to be the direction of the emitted photon
with energy Eγ. Then, define an electron emitted at some angle θe from this axis
to have energy Ee and 3 momentum pe. Neutrinos are generated isotropically in
their rest frame and boosted to the muon rest frame whilst ensuring energy and
momentum conservation.

To increase efficiency we use an envelope function in the accept/reject method
that encompasses Eqn.(9.13) on as much of the domain space (u ,y ,cos θe) as possible.
The functional form of the envelope is

Fenvelope(u, y) = 24.83 (u+ 0.175)2

y
, (9.32)

and is shown in figure 9.7. Energies u and y are sampled uniformly from this envelope
distribution, whilst cos θe is sampled over the interval [−1, 1]. We then impose the
kinematic constraints shown in Eqn.(9.15) on the three parameters. If and only if the
kinematic constraints are satisfied for every parameter (u, y, cos θe) in the iteration do
the parameters get allowed to partake in the acceptance and rejection. The number
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Fig. 9.7 Envelope function Fenvelope shown in Eqn. (9.32) on the domain u, y ∈ [0, 1].
The envelope has no explicit cos θe dependence, thus, an implicit assumption here
is that the spectrum in Eqn.(9.13) is well behaved over the range of cos θe.

a is randomly generated on the interval [0, 1]. If

aFenvelope(x, y) ≤ dB

dudyd cos θe

(u, y, cos θe) (9.33)

then the event is accepted, otherwise, the process is reiterated.

Once an event has been sampled and a value for u = 2Ee

mµ
, y = 2Eγ

mµ
and cos θe

has been obtained, 4-momenta for the products of the muon decay must then be
constructed and boosted to the DM annihilation frame before being added to PYTHIA’s
product handler. The four-momenta are defined relative to the axis shown in figure
9.6 with

Pµ = (mµ, 0, 0, 0)
Pγ = (Eγ, 0, 0, Eγ) (9.34)
Pe = (Ee, |pe| sin θe, 0, |pe|)
Pν = Pµ − Pe − Pγ

where |pe| =
√
E2

e −m2
e and the neutrino four-momentum Pν is the sum of the

two neutrino momenta. Recall that in the derivation of the differential branching
ratio in Eqn. 9.6, the neutrinos were marginalized out from the invariant matrix
elements. Numerically this was achieved by generating randomly isotropic neutrino
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four-momenta (assuming no correlations with the decaying muon) in the neutrino
rest frame and then boosting the sum Pν to the muon rest frame.

Once the four-momenta of the decaying muon system are defined, the products
are randomly oriented in the muon rest frame, again, under the assumption that the
DM annihilation into muons is isotropic in the DM annihilation (lab) frame. PYTHIA’s
internal boost function bst was then used to subsequently boost the products by
the muon four momenta to the DM annihilation frame. It was these final lab frame
four momenta that were taken forward by PYTHIA and added to the event record,
and eventually, extracted for analysis.

The .cc and .h file for the muon decay handler is given in appendix H. It contains
the code implemented in PYTHIA as well as a brief description of how to use it.

9.4.1 Validation: Photon spectrum in muon rest frame

To test the validity of the MC sampling technique, the sampling algorithm was used
outside of PYTHIA to generate the spectrum of radiative photons in the muon rest
frame and then compare to the theoretical expression in Eqn.(9.16). To make this
clear, ONLY radiative muon decays were sampled here. Let the histogram resulting
from Nloops iterations of the MC accept-reject algorithm be called H(yi). This is
the number of photon events in a particular energy bin yi consisting of Nbins bins
between y values of y ∈ [ythresh, 1] where ythresh is a lower threshold on y such that
the width of each bin is given by ∆ = 1−ymin

Nbins
. The appropriate normalisations are

then given by

ymax=1∑
i=min

H(yi) = Nloops , (9.35)

ymax=1∑
i=min

dNγ

dy
(yi) × ∆ = BRradiative(ymin) . (9.36)

Hence, we find that

1
Nloops

ymax=1∑
i=min

H(yi) = 1
BRradiative(ymin)

ymax=1∑
i=min

dNγ

dy
(yi) × ∆ (9.37)

⇒ dNγ

dy
(yi) = BRradiative(ymin)

∆ ×Nloops
H(yi) (9.38)
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Equation 9.37 is the rule for converting the discrete energy histogram derived from
the MC sampling algorithm to a probability spectrum that now has a physical
interpretation.
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Fig. 9.8 Photon spectrum dNγ/dy from the radiative decay of the muon as derived
from theory (Eqn. 9.16) as well as the MC techniques presented in section 9.4.
Each with a lower photon energy threshold of Eγ = 0.1 MeV which corresponds
to ymin = 0.0019. The lower bound on the axis is log10(0.0019) = −3.7. The 1σ
poisson errors are given by 1/

√
Ni where Ni is the number of counts in the ith bin

of the histogram.

In figure 9.8 we show the result of Nloops = 10000 iterations of the MC over
Nbins = 370 bins for a radiative lower energy threshold of ymin = 0.0019 corresponding
to Emin = 0.1 MeV. The validation plot is presented on a log10(y) axis. The reason
this scaling choice was implemented for this comparison was that the statistical
fluctuation in the MC histogram becomes readily apparent on a log10(y) axis; Since
the MC sampling process is essentially a counting experiment, each bin will have a
Poisson error associated with it given by 1√

Ni
where Ni is the number of counts in

the ith energy bin.
Running a χ2 test on the validation data using nd.o.f = 370 gives a χ2/nd.o.f =

0.9674 indicating extremely good agreement. One must recall that the theoretical
prediction from the photon spectrum shown in figure 9.8 and given in Eqn.(9.16)
comes with some approximations, namely the small r = m2

e

m2
u
. As we can see, all such

corrections are within the error bands of the MC sampled from 9.13 which assumes
no limiting assumptions.
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9.5 Results: Photon spectrum in the DM annihi-
lation frame

9.5.1 For χχ → µ+µ−

In figure 9.9 we show the extent of the radiative correction for the spectrum of
photons arising from a 100 GeV DM annihilation into two muons χχ → µ+µ− in the
DM rest frame for all three low photon energy thresholds Ethresh

γ = 0.1, 1 and 10
MeV. Shown are the spectra from the radiative decay only, FSR only and FSR +
radiative contributions. For validation we also show the analytical curve which has
been obtained by using Eqn.(9.26) on Eqn.(9.16). We see that there is a noticeable
deviation from the FSR only contribution at soft photon energies arising from the
radiative correction. As expected, this deviation is most prominent for the lowest
energy threshold of 0.1 MeV, since in this case, we are approaching the infrared
divergence seen in figure 9.5.

One may notice the flat profile of the theoretical curve shown in figure 9.9, which
occurs at the low energy threshold (being most prominent for the Emin

γ case). This
feature is due to the spectrum dN/dx being an integral as shown explicitly in equation
9.26. Since there are no radiative photons in the spectrum below Ethresh

γ , the integral
becomes a constant value, plateauing as seen.

9.5.2 For χχ → ϕϕ → 4µ

In figure 9.10 we show the total FSR + radiative spectrum of photons arising from
a 50 GeV DM annihilation into a four muon final state. The normalised spectrum
dN/dx for this process is evaluated by taking the spectrum of photons arising from
χχ → µ+µ− and then boosting by Eqn.(9.28). Results are presented in this case for
a variety of mediator masses. One can see that the shape of the spectrum drastically
changes depending on the mediator mass, introducing a steep cut-off feature at
the DM mass when mϕ → mµ. Kinematically, this feature is due to most of the
CM energy of the DM annihilation going into the ϕ’s rest mass (being produced
approximately at rest).

For demonstration, also included in figure 9.10 is the spectrum in units of E2
γ

dN
dEγ

[GeV]. Visualizing spectra in this manner is a convention in the astrophysics literature.
On this plot, one can see the kinematic cut-off of each of the mediator masses slightly
more prominently and it can explicitly be seen that the mϕ = 49 GeV curve crosses
the energy axis at Eγ ∼ 50 GeV = mχ. Visualising photon spectra in this way is
used later in section 10.2.1.
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Fig. 9.9 Normalized spectrum of photons per 100 GeV χχ → µµ annihilation in the
DM annihilation rest frame invoking a 0.1, 1 and 10 MeV radiative photon energy
threshold respectively. The black and green curves are the radiative and FSR only
spectra respectively, while the blue curve is the sum of the two contributions. Also
shown for validation is the radiative contribution obtained from theory which is
represented by the green dashed line. This curve is evaluated by first taking the
muon rest frame spectrum in Eqn.(9.16) and boosting with Eqn.(9.26) to get to
the DM rest frame.

9.6 PYTHIA 8 settings

For maximum reproducibility, this section describes some of the PYTHIA options
that were implemented to produce the correct spectrum of FSR photons. PYTHIA
8 has settings for initial state and final state QED radiation. In this work, we
switch any initial state radiation merging from the artificial e+e− resonance off.
By default, FSR is switched on for leptonic processes, but only for cases with
ECM > 20 GeV. For final state QED radiation with ECM ≤ 20 GeV, we use another
option called “allowPhotonRadiation". The spectra from this option at 20 GeV
matches that of the default FSR, except for photons below ∼ 0.1 MeV. This in
part was the motivation behind adopting this energy as the minimum radiative
photon threshold seen previously. We include the relevant PYHTIA 8 options used to
implement the correct FSR for maximum reproducibility in table 9.3. For more detail
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χχ → φφ → 4µ: DM mass = 50 GeV

 

 

mφ = 3 GeV
mφ = 5 GeV
mφ = 10 GeV
mφ = 35 GeV
mφ = 49 GeV

Fig. 9.10 Spectra of photons arising from FSR + Radiative muon decay contri-
butions from a 50 GeV DM self annihilation. Left: Normalised spectrum dN/dx
for mediator masses of 3, 5, 10, 35, and 49 GeV. As the mass of the mediator
approches the 50 GeV, kinematics introduce a hard kinematic cut-off due to the
mediators being produced appoximately at rest. Right: The same spectrum but
in standardised units of E2 dN/dE.

Process PYTHIA 8 option
Turn off initial state QED radiation pythia.readString("PartonLevel:ISR = off")

Turn on FSR for ECM > 20 GeV pythia.readString("PartonLevel:FSR = on")

Turn on FSR for ECM < 20 GeV pythia.readString("ParticleDecays:allowPhotonRadiation = on")

Table 9.3 The relevant PYTHIA 8 options for setting the correct FSR parameters
which are implemented where one would initialize the main process.

on these options, see the particle decay section of the PYTHIA 8 manual [14]. We
also provide users of micrOMEGAs with updated look up tables that contain photon
spectra including the radiative correction for a variety of WIMP masses (see section
9.7). These are formatted to replace the default spectra which only include an FSR
component.

9.7 Use of spectra in micrOMEGAs

The open source software micrOMEGAs contains lookup spectra tables for a variety
of SM channels that it uses for its various array of calculations. These are located
in the /sources/data/ directory of the micrOMEGAs home directory as .dat files
corresponding to a variety of SM decay channels. For example, the relevant tables
for µµ → X, where X are photons or electrons/positrons, is located in mm.dat. Each
data file contains tabulated E dN

dE
in rows of Nz = 250 elements corresponding to

WIMP masses of 2, 5, 10, 25, 50, 80.3, 85, 91.2, 92, 95, 100, 110, 120, 125, 130, 140,
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150, 176, 200, 250, 350, 500, 750, 1000, 1500, 2000, 3000 and 5000 GeV respectively.
These default tables are used by micrOMEGAs’ internal routines to generate spectra
for arbitrary user specified muon final states.

The binning for these spectra are neither linear or logarithmic. The ith energy
bin for a spectrum corresponding to a DM mass mDM is given by

Ei = mDM eZi , (9.39)

where

Zi = −7 ln(10)
(
i− 1
Nz

)1.5
. (9.40)

The default micrOMEGAs spectra are calculated using PYTHIA 8 6.4. The new
radiative correction discussed in section 9.2 were implemented into micrOMEGAs by
replacing the default decay spectra for the µµ → γ with the correct binning. Since
our radiative correction to the muon decay when generated with PYTHIA 8 do not
include spectra for WIMP masses < 3 GeV, the micrOMEGAs source code needed to
be changed accordingly; micrOMEGAs’ internal routines are told by default that the
first spectrum in the lookup table mm.dat is for a WIMP mass of 2 GeV. This can
be done by replacing the /sources/data/spectra.c file with the one provided in
the arxiv version of this work in [242].





Chapter 10

Applications of radiative muon
decays

In this chapter, we show that the radiative decay of the muon can play a significant
role in dark matter phenomenology. We use the revised gamma ray spectra computed
in chapter 9 using the PYTHIA 8.175 MC generator. These results are generally
applicable for any dark matter model that allows WIMP annihilation to muons.

We apply our results to the cosmic ray electron-positron anomaly identified by
the AMS-02 [16], PAMELA [17, 18] and Fermi-LAT experiments [19] (with earlier
indications coming from HEAT [20–22]). Assuming that the anomalous AMS-02
signal arises purely from a large annihilation cross-section (rather than for example,
an additional boost factor due to an over dense WIMP environment), a previous
study [23] determined that almost all pure SM final states can be excluded as
good AMS-02 candidates at greater than 2σ C.L. by the Pass 7 Fermi-LAT dwarf
constraints on gamma ray emission [24]. The one notable exception was the case of a
4-µ final state produced via the pair production and decay of an unknown mediator
particle ϕ, for which the analysis could not be completed due to the absence of the
radiative correction to the muon decay:

χχ → ϕϕ → µ+µ−µ+µ− . (10.1)

We thus revisit this here using the newest Fermi likelihoods from the Pass 8 data
[25]. This work makes use of the standard cosmic ray propagation model known as
MED [26]; this is the model that best fits the B/C ratio in the cosmic ray data.

Finally, it is worthwhile to revisit the case of the Fermi-LAT galactic centre data,
which is hypothesised to show an excess consistent with WIMP annihilation [27–32]
(although several astrophysical explanations have been put forward [33–38]). Previous
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studies have indicated that the prompt gamma ray spectrum from leptonic final
states fails to accurately reproduce the excess in the energy spectrum [30], since the
shape is hard to reconcile with the distribution arising from leptons (which turns
out to be peaked towards the kinematic endpoint at the dark matter mass). Given
the softer spectrum arising from the radiative decay contribution, we investigate if
the prompt gamma ray distribution provides a better fit to the data once the extra
effect is included. Note that we limit our study to the distribution of gamma rays
produced from the annihilation process itself; a further softening of the distribution
can be expected from the effects of charged lepton propagation through the Galactic
medium which will broaden the range of masses consistent with the excess relative
to those we obtain [39]. These effects are not included here.

This chapter is structured as follows. First we have an overview of the AMS-02
experimental anomaly and main results, followed by a more detailed study of the
Fermi-LAT dwarf limits and statistical techniques, before presenting the results. We
then summarize the results of the GC excess, briefly discussing how an excess is
extracted from the high gamma-ray background again before presenting the results
of adding the radiative muon decay.

10.1 Constraining the final AMS-02 explanation
using the Fermi dwarfs

10.1.1 The AMS-02 anomaly

The Alpha Magnetic Spectrometer (AMS-02) is an experiment aboard the interna-
tional space station dedicated to the observation of high energy cosmic ray (CR)
particles. The observations by AMS of a steep rise in the energy spectrum of the
positron fraction, defined as

Positron fraction = ϕe+

(ϕe+ + ϕe−) ϕ = flux [GeV−1 cm−2 s−1] (10.2)

has been interpreted by many authors as possible evidence for the existence of
a leptophilic TeV-scale WIMP. However, as stressed in several works, plausible
astrophysical mechanisms able to generate such a rise in the positron fraction can
be conceived: while the most widely known example invokes Pulsar Wind Nebulae
(PWNe) or Supernova Remnants (SNRs) or a combination of both as sources of
primary e−/e+ [243–246], it has also been shown that the secondary production of
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e± from within the shock region of SNR’s can provide a viable mechanism to explain
the observations [247, 248].

The recent AMS-02 data release [249] has greatly improved the understanding
of the positron excess. As stressed by reference [26], two major improvements have
emerged. First the new data are far more accurate and extend out to 500 GeV,
much higher energies than previously explored. Improved accuracy in the positron
spectrum leads to stronger constraints on any model for the origin of the positrons.
Second, AMS-02 has measured directly the total electron and positron flux, the
denominator in the positron fraction, reducing systematic errors and leading to
differences in best-fit regions for the DM mass and cross section. Far larger than
the statistical errors in the AMS-02 data are the systematic errors associated with
the cosmic ray (CR) propagation. The propagation of charged leptons through the
interstellar medium is governed by the transport equation

∂ψ

∂t
− ▽ · {K(E)▽ψ} − ∂

∂E
{b(E)ψ} = q , (10.3)

where ψ is the cosmic ray positron density per unit of volume and energy, q denotes
the production rate of positrons, K(E) is the diffusion coefficient and b(E) is the
energy loss rate. These terms collectively depend on a set of five parameters called
‘propagation parameters’ denoted

K0, δ, L, Vc, VA . (10.4)

These parameters describe the minimal number of physical effects thought to have
some role in CR propagation. The standard configuration of these parameters that
enters the solution of the diffusion equation is called the ‘MED’ configuration. The
MED configuration best fits the observed boron-to-carbon ratio observed in the CR’s
[249].

Using the most recent AMS-02 data and utilizing the benchmark MED propa-
gation parameters, Boudaud et al. [26] fit the positron excess with spectra arising
from a variety of single and multi-channel SM final states

χχ → SM SM and χχ → ϕϕ → SM SM (10.5)

where ϕ is some heavy scalar mediator. The results of this analysis are shown in
table 10.1. One should note that the χχ → 4µ channel only provides a marginal fit
in this case.
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Table 10.1 Table from [26]. Best fits for specific DM annihilation channels χχ → xx
(where x = channel) assuming the MED propagation parameters. The χχ → ϕϕ →
4l channels are denoted by the rows with ϕ → l.

Additionally to the use of the MED parameters, Boudaud et al. looked at a
set of 1623 different combinations of the CR transportation parameters K0, δ and
L that are all consistent with observed boron-to-carbon ratios which bracket the
systematic uncertainty in the propagation model. By including these propagation
model parameters into the fits to the AMS-02 data, specifically by finding the DM
parameters that fit the data for any of the 1623 propagation parameter combinations,
the allowed DM parameter space increases. These results are tabulated in table 10.2.
One can now see that the best fit CR propagation parameters allow the χχ → 4µ
interpretation to provide a much better fit.

Table 10.2 Table from [26]. Best fits for specific DM annihilation channels using
the ‘best fit’ propagation parameters.
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10.1.2 The Fermi dwarfs

In this section, we detail the Fermi-LAT approach for deriving constraints on the
DM mass and cross-section. We spend more time detailing the statistical approach
used by Fermi-LAT since a similar analysis was implemented for this work.

DM annihilations that produce e±, either directly or through decays and showering
of the primary annihilation products, will invariably also produce gamma rays. One
can then constrain the AMS-02 fits mentioned above with gamma-ray observations.
The Fermi dwarfs are some of the most DM rich objects known to astrophysics.
Given their relatively close proximity they thus make excellent targets for indirect
detection. Fermi-LAT has surveyed 25 of these compact dwarf spherodials (dSphs)
in the energy range 20 MeV to 500 GeV in search of a significant excess of γ rays to
attribute to DM annihilation. At present, no such excess has been detected. The
Fermi collaboration use estimates of the J factors of the dwarf galaxies determined
through dynamical modeling of their stellar density and velocity dispersion profiles
provided by Martinez [250]. Only 18 of the 25 dwarfs possess dynamical mass
estimates constrained by stellar kinematic data sets. Furthermore only 15 spatially
non-overlapping dwarfs were selected to ensure statistical independence between
observations and were take forward into Fermi’s statistical analysis. These 15 dwarfs
are shown as white circles in figure 10.1 and are listed in table 10.3. The observed
J factor estimates are denoted Jobs and are shown in the rightmost column of this
table. In their latest release Fermi-LAT report on 6 years of data, implementing their
latest data set called the Pass 8 event-level analysis which, along with increased
exposure time provides a range of systematic experimental improvements [25]. In
addition to the improvements from Pass 8, Fermi employ the updated third LAT
source catalog (3FGL), based on four years of pass 7 reprocessed data, to model
point-like background sources. In this analysis, the Fermi-LAT collaboration perform
a global likelihood analysis across each of the 15 dwarfs highlighted in figure 10.1.
Let the k ∈ [0, 15] run over the Fermi dwarves and i run over the Energy bins. The
physical parameters that enter our model are the velocity averaged cross section
⟨σv⟩, the WIMP mass mχ and the true value of the J factors

Jk =
∫

∆Ω

∫
l.o.s

ρ2
k(r) drdΩ. (10.6)

Note that we do not know Jk. In practice, the estimates Jk
obs that are calculated by

[250] and shown in table 10.3 are the mean of a probability density that parametrize
systematic and statistical uncertainties in the Jk. This physics is encoded into the
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Fig. 10.1 Figure and caption from [24]. Known dwarf spheroidal satellite galaxies
of the Milky Way overlaid on a Hammer-Aitoff projection of a 4-year LAT counts
map (E > 1 GeV) of the galactic plane. The 15 dwarf galaxies included in the
Fermi-LAT Pass 8 combined likelihood analysis are shown as filled circles, while
additional dwarf galaxies are shown as open circles.

differential flux [MeV cm−2 s−1]

dϕk

dE
= 1

8π
⟨σv⟩
m2

χ

∫
∆Ω

∫
l.o.s

ρ2
k(r) dr dΩ . ≡ dΦ

dE
× Jk (10.7)

where we have separated out the particle physics and astro physics into the factors
dΦ
dE

and Jk. The primary quantity used in the Fermi analysis is the total energy flux

sk,i(mχ, ⟨σv⟩, J) =
∫ Ei,max

Ei,min
E
dϕk

dE
dE . (10.8)

The Likelihood function for a particular dwarf k and energy bin i is therefore a
function of this expected signal, while the J factors enter as nuisance parameters:

Lk,i(sk,i) = Lk,i(m, ⟨σv⟩, Jk) . (10.9)

Fermi use a standard binned Poisson likelihood consistend with other LAT analyses
[24]:

Lk,i(mχ, ⟨σv⟩, Jk) = λnk
k e−λk

nk! , (10.10)

where nk is the number of photon data from the dwarf k and λk = λk(m, ⟨σv⟩) is
some function that depends on the model input parameters mχ and ⟨σv⟩. While
Fermi do not release the functional form of the λk, they do release the tabulated
versions of Eqn.(10.10) on their official data release page [251]. These tabulations
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Table 10.3 Table taken from [25]. List of the 25 dwarf spherodials analysed by the
Fermi-LAT collaboration. Above the line are the subset of 15 taken into Fermi’s
combined likelihood analysis. Shown are their galactic coordinates (l, b) as well as
their distances. More importantly, shown in the last column are the values of the
J-factors for each dwarf officially used by Fermi.

give three columns: Eγ, sk,i(Eγ) [MeV cm−2 s−1] and −∆ log L(sk,i), where

−∆ log L(sk,i) = [log L(sk,i) − log(s0
k,i)] , (10.11)

and s0
i,k is the configuration that maximises the likelihood 10.10 for a particular i

and k. Hence, if one is to make use of these likelihoods, one needs to interpolate the
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correct value of the likelihood for a given model dependent sk,i. To make this clear:

Generate : sk,i(mχ, ⟨σv⟩) −→ Interpolate: − ∆ log L(sk,i) . (10.12)

Hence, we can extract a log likelihood corresponding to a given energy flux (and hence
particle physics number spectrum dN/dE). Figure 10.2 shows the log likelihood
distribution as a function of energy flux for the Draco dwarf galaxy taken from [24]
for a C.L of 95%.

Statistical uncertainty in the J-factor determination is incorporated as a nuisance
parameter in the maximum likelihood. This uncertainty is emulated by assuming log-
Gaussian spread with standard deviation σk in the probability distribution for each
J-factor peaked at the numerical values of Jk

obs shown in table 10.3. Furthermore, the
Fermi functional form of this uncertainty is emulated with a “log normal" distribution
N(Jk) given by

N(Jk) = 1
ln(10)Jk

obs
√

2πσk

× e
−(log10(Jk)−log10(Jk

obs))2

2σk . (10.13)

This typical normalization is done when we have theoretical parameters with obser-
vational constraints. Here the Jk are such parameters. The likelihood for a particular
dwarf k is given by multiplying the log normal distribution with the combination
of the likelihoods over each energy bin. The total likelihood for a given dwarf k
accounts for instrument performance, the observed counts, exposure, and background
fluxes and is given by

Lk(m, ⟨σv⟩, Jk) = 1
ln(10)Jk

obs
√

2πσk

e
−(log10(Jk)−log10(Jk

obs))2

2σk ×
∏

i

Lk,i(m, ⟨σv⟩, Jk) .

(10.14)

Combining the dwarf Likelihoods we get the total combined-likelihood function

L(m, ⟨σv⟩, J̄) ≡
∏
k

Lk , (10.15)

where J̄ represents the set of J factors {Jk}.

Profiling over the J factors

As we’ve seen from chapter 3, the process of profiling out nuisance parameters involves
defining a new delta log Likelihood, one that only depends on the parameters of



10.1 Constraining the final AMS-02 explanation using the Fermi dwarfs 157

Fig. 10.2 Figure from [24]. Histogram of the bin-by-bin LAT likelihood function
given in Eqn. (10.10) used to test for a gamma- ray source at the position of
the Draco dwarf spheroidal galaxy. Within each bin, the color scale denotes the
variation of the logarithm of the likelihood with respect to the best fit value of the
source flux (truncated at −∆ log L > 10). Upper limits on the integrated energy
flux are set at 95% CL within each bin using the delta-log-likelihood technique
and are largely independent of the source spectrum.

interest:

TS ≡ −∆ log L(m, ⟨σv⟩) = −
[
log L(m, ⟨σv⟩, J̄0

0 ) − log L(m0, ⟨σv⟩0, J̄0)
]

= χ2/2 distbn

(10.16)

The J0
0 here maximises the Likelihood for a particular m and ⟨σv⟩. The subscript

0 represents the parameters that maximise the likelihood as previously prescribed
- c.f equation 3.9. This leaves a delta log likelihood with 2 degrees of freedom. In
practice when Fermi conducted their analysis, the DM mass was not treated as a
free parameter. Rather, it was allowed to run over some allowed range, resulting in
a 1D confidence interval for each mχ bin i.e, a raster scan (see section 3.3).

Deviation of −2∆ log L from Wilk’s theorem

Along with their analysis, Fermi-LAT provide a verification of how well the delta log
likelihood test statistic TS asymptotically conforms with a χ2 distribution as per
Wilk’s theorem. It was observed in the pass 7 analysis [24] that the TS distribution
from random blank sky locations deviated from statistical expectations, suggesting
an incomplete background model. One large class of objects known to be unmodeled
are sub-threshold point sources, i.e., those which contribute gamma rays but are not
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Fig. 10.3 Figures from [24]. Cumulative distribution of the −∆ log L test statistic
(TS) from 7500 randomized blank-sky fits fit to a DM annihilation into b̄b pairs.
Shaded regions indicate the 1σ uncertainty on the cumulative distribution for each
bin. Left: Cumulative distributions of TS for random positions using the 3FGL
and 2FGL source catalogues for a DM particle with mχ = 25 GeV annihilating into
bottom pairs. Also shown is the distribution arising from MC simulations of the
same process as well as a χ2/2. Right: Just the 3FGL distribution with varying
DM mass. Models with higher DM mass are seen to lie closer to the asymptotic
approximation of a χ2/2 distribution.

significant enough individually to be included in a catalog. It has been speculated
that these give rise to the larger than expected rate of type I errors (false positives)
that skew the TS distribution relative to the expectation from Poisson statistics.
Figure 10.3 shows the cumulative distribution of TS obtained from the analysis of
randomized positions in the sky when the data are analyzed using their second and
third source catalogues (2FGL and 3FGL). For the χ2/2 assumption this is defined
as

Cumulative distribution = 1
2

∫ TS

0
dx P (χ2) . (10.17)

It can be seen that for the blank sky analyses, a significant deviation from a χ2/2
is observed, indicating that additional unmodeled components may still be present
in the data. Also shown are the TS distribution for the case when Fermi’s MC
background only simulations were used. One can clearly see that the expected MC
background produces a TS distribution consistent with Wilk’s theorem, however the
blank sky distributions differ significantly. While this is the case, Fermi-LAT still
present results for the limiting case TS ∼ χ2/2. In this work, we will adopt this
same assumption for out likelihood analyses undertaken in section 10.1.
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10.1.3 Improving the Fermi dwarf constraints: Results

The authors of [23] used the same profile likelihood technique on the pass 7 Fermi-
LAT data discussed in section 10.1.2 to exclude at greater than the 2σ level all
leptonic annihilation channels that provided good fits to the AMS-02 data that are
listed in tables 10.1 and 10.2 except for the case of DM annihilation to a four muon
final state χχ → ϕϕ → 4µ. Their results are shown in figure 10.4 for the four muon
final state as well as for χχ → 4τ and χχ → 4e . The main motivation for this

Fig. 10.4 Results from [23]. Fermi-LAT pass 7 dwarf constraints on the χχ → 4l
interpretation of the AMS-02 positron excess. The red dots and open circles
represent the AMS-02 best-fit and MED interpretations of the positron/electron
excess. The solid blue line is the Fermi/LAT limit on χχ → 4τ . The red dotted line
shows the Fermi-LAT limit on the mixed decay channel assuming even branching
ratio into each lepton channel. The authors did not compute the Fermi-LAT limit
for the 4-µ final state dude to the lack of the radiative correction. The 4-e final
state does not provide a good fit to the AMS-02 data, hence it can therefore be
said that 4-µ case is the only final state that survives as a viable option.

section is that the authors of [23] did not include the radiative correction to the
muon decay, which would strengthen the Fermi-LAT limit.

In this section, we use the new Fermi-LAT likelihoods from the latest Pass 8
event level analysis [25] to perform a combined dwarf likelihood analysis to constrain
the parameter space of DM annihilation into the four muon final state. We utilize
the same process carried out by the Fermi-LAT collaboration described in section
10.1.2. For each dwarf and energy bin, indexed k, j respectively, Fermi provides a
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Fig. 10.5 The AMS-02 best fit parameters (circle and star) and Pass 8 Fermi-LAT
dwarf spheroidal upper bounds (curves) on ⟨σv⟩ and mχ with and without the
radiative correction to the decay of the muon arising from χχ → ϕϕ → 4µ with
mϕ = 6 GeV. In both figures, the circle corresponds to the MED propagation
parameters, and the star corresponds to the ‘best fit’ propagation parameters.
Left: The limit is presented with no radiative correction included. In this case, the
AMS-02 interperetation still survives. Right: FSR + radiative correction included.
The red, blue and green curves correspond to the three low energy thresholds of
0.1, 1 and 10 MeV considered in this work. The strongest limit is provided when
radiative photons of energies down to 0.1 MeV are allowed.

tabulated likelihood Lk,j for a corresponding energy flux

sk,j =
∫ Ej,max

Ej,min
E
dϕk

dE
dE (10.18)

where dϕk

dE
is the differential gamma ray flux from the spherodial k. As previously

mentioned. the differential flux is a function of the spectrum of photons from
the annihilation process of interest dNγ

dE
= 1

mχ

dNγ

dx
. In this case, this is the photon

spectrum resulting from χχ → ϕϕ → 4µ which is generated by boosting the muon
rest frame number spectrum obtained by Monte Carlo using Eqn.(9.27) followed by
Eqn.(9.28). To firstly illustrate the effects of including the effects of radiative muon
decay, we show limits with and without our radiative correction implemented at 2σ
(95.45% C.L) in figure 10.5 for a mediator mass of mϕ = 6 GeV. As shown in the left
panel, we find that FSR alone does not produce a limit that rules out the AMS-02
explanation for a 6 GeV mediator. However, as shown in the right panel, the addition
of the radiative component makes the bounds tighter and begins to create tension
with the best fit AMS-02 parameters for MED propagation parameters. We see that
the strongest constraint comes from allowing radiative photons down to the lowest
energy threshold considered of 0.1 MeV, which is expected since we would expect to
see more photons arising from the steepening of the spectrum at lower energies.
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Fig. 10.6 Curves show Fermi-LAT upper bounds on the χχ → ϕϕ → 4µ channel
at varying mϕ with a radiative photon threshold of 0.1 MeV (left) and 10 MeV
(right). Circle and star indicate AMS-02 best fit parameters as described in the
previous figure.

We show the effect of varying the mediator mass on the Fermi-LAT limit in figure
10.6. We display 2σ upper limits for mediator masses of 6,10, 30 and 100 GeV. Here
we show the limits using a 0.1 MeV and a 10 MeV threshold so as to demonstrate
the extent of the effect of the radiative component. The limits become stronger as
the mass of the mediator ϕ increases, definitively ruling out the best-fit AMS-02
explanation for mediators with mϕ > 100 GeV for the conservative case of a 10 MeV
threshold and mϕ > 30 GeV for the 0.1 MeV case. The MED fit only survives for
mϕ > 10 GeV for the 10 MeV threshold while it is excluded by all but mϕ = 6 GeV in
the 0.1 MeV case. We choose to stop at 100 GeV since we see that the AMS best-fit
and MED points are ruled out definitively even in the most conservative case of a 10
MeV threshold.

10.2 The galactic center excess

In this work we take the results of Gordon and Marcias [30] who employ Fermi-LAT
observations of the inner 7◦ × 7◦ centered at the location of the super massive black
hole Sgr A∗ to infer the existence of a diffuse excess of photons arising from DM
annihilation. This section introduces the methods used to extract a diffuse excess
from the galactic center, as well as presents main results of [30].

The galactic center (GC) is thought to be a region of a highly dense DM population.
Indeed, inspection of any of the popular DM profiles (chapter 4) indicates increasing
DM density at small r. This motivated a variety of studies to search for GeV gamma
rays originating from the GC that may be due to DM in origin. The main difficulty
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Fig. 10.7 Figure from [30]. Residual TS maps in the energy range 300 MeV - 10
GeV using (top) only the Fermi 2FGL souce catalouge and (bottom) the 2FGL
sources + the best fit (maximum TS) extended source. The white crosses indicate
the location of the 2FGL sources while the two black crosses show the positions of
two recently proposed gamma ray sources namely bkgA and Sgr C [252]. It was
noticed by Gordon et. al that the significance of these sources drops significantly
after the introduction of an extended source of emmision in the ROI, however this
did not effect the analysis.

associated with such a study is the intense amount of background present in the
GC region due to known bright astrophysical sources. In particular, the interaction
of energetic cosmic rays with the interstellar gas constitutes the main source of
Galactic diffuse emission. Unfortunately, there is significant uncertainty about the
propagation and origin of these cosmic rays, the distribution of the magnetic fields,
radiation fields and the interstellar medium. Furthermore, the relatively low angular
resolution of the Fermi-LAT instrument could allow unresolved point sources to
mimic the diffuse signal characteristic of DM annihilation.
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Gordon et al. used the standard LAT diffuse background models as well as the
second Fermi source catalogue (2FGL) for the region of interest (ROI) to create
residual maps of a test statistic defined as

TS = 2[log L(γ-ray source) − log L(background)] (10.19)

where L is the maximum likelihood of the data given the model with or without

Fig. 10.8 Figure and caption from [30]. LAT residual map after subtraction of the
best fit model with an extended GC source, but without subtracting the extended
source model component. The counts were summed over the energy range 300
MeV-10 GeV. The map spans a 7◦ × 7◦ region of the sky centred at the Sgr A*
position with pixel size of 0.1◦ × 0.1◦.

a new source at a given location in the ROI in the energy range 300 MeV - 100
GeV. At a given position in the ROI the value of TS implies the degree of statistical
validity of the energy bin. They create two residual maps: One only using the known
2FGL sources and another using all 2FGL sources PLUS an extra diffuse component
adhering to a power law spectrum dN/dE ∝ E−Γ. These are shown in figure 10.7.
They notice that the inclusion of an extended source of diffuse emission drastically
increases the integrated TS relative to the case where only the 2FGL sources are
included. The extended source component by itself is shown in figure 10.8.

Gordon et al. then proceed to model the residual energy spectrum with an NFW
distributed DM component which annihilates with a power law number spectrum.
Using a profile likelihood approach, they see that the residual is best fit by an NFW
with γ = 1.2 and Rs = 20+15

−10 with χ2/d.o.f = 0.79 in 12 energy bins evenly separated
over the interval 0.3 - 100 GeV. The spectral data for the extended excess they obtain
as well as all statistical and systematic uncertainties obtained due to uncertainties in
the diffuse background model are presented in table 10.4. In section 10.2.1 we fit
the resultant energy spectrum arising from DM annihilation into muons to the best
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Table 10.4 Table taken from the appendix of [30]. Energy spectrum of the extracted
gamma-ray excess from the GC along with statistical and systematic errors as
presented by Gordon et al.

Energy threshold ⟨σv⟩ [cm3/s] mχ [GeV] χ2
min

FSR Only 8.68 × 10−27 9.87 39.70
0.1 MeV 7.10 × 10−27 10.34 24.26
1 MeV 7.10 × 10−27 10.34 24.29
10 MeV 6.94 × 10−27 9.95 30.91

Table 10.5 Best fit parameters for the varying radiative photon energy thresholds.

fit residual spectrum tabulated in table 10.4. We do not not make use of the first
spectral point as no errors (systematic or statistical) are provided1.

10.2.1 Fitting the Fermi GC excess with a spectrum arising
from χχ → ϕϕ → µ+µ−µ+µ−

In this section we see that including the radiative correction in the muon decay
spectrum originating from the χχ → ϕϕ → 4µ considered earlier in chapter 9 can
improve the fit to the gamma-ray excess seen arising from a 7◦ ×7◦ region centered on
galactic longditude (b) and lattitude (l) (l, b) = (359.9442◦,−0.0462◦) as presented in
[30] and introduced in section 10.2. The prompt differential gamma-ray flux [GeV−1

cm−2 s−1] arising from WIMP annihilation into a four muon final state within an
angular field of view centred on a galactic latitude b and longitude l along a line of
sight s is

1An important note to make is that Gordon et al. use a different vocabulary when it comes to
spectral flux. In table 10.4 the notation dN/dE [GeV−1 cm−2 s−1] is equivalent to that defined
earlier in chapter 8.2, equation 8.26: dϕ/dE.
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Fig. 10.9 The 7◦ × 7◦ extended residual presented by [30] corresponding to a best
fit NFW template with an inner slope of γ = 1.2 from the GC is shown with the
red crosses. The vertical error bars show show the maximum of the 1σ systematic
and statistical error. The spectral point E2dϕ/dE is evaluated at the logarithmic
midpoint of horizontal bars. The best fit spectrum of FSR photons originating
from the χχ → ϕϕ → µ+µ−µ+µ− annihilation is shown with the blue dahsed line,
but it is not at all a good fit to the data. Best fit parameters for the FSR only
case are mχ = 9.87 GeV and ⟨σv⟩ = 8.68 × 10−27 cm3/s. We show the best fit
radiative correction to the annihilation spectrum with the solid black curve. This
comes from using a lower energy threshold of 0.1 MeV and has best fit parameters
mχ = 10.34 GeV and ⟨σv⟩ = 7.10 × 10−27 cm3/s.

dϕ

dE
=
 1

8π
⟨σv⟩
m2

χ

dNγ

dE

∣∣∣∣∣
χχ→ϕϕ→4µ

 ∫
∆Ω

∫
l.o.s

ds dΩ ρ2(r) , (10.20)

where r =
√
R⊙ − 2sR⊙ cos(b) cos(l) + s2 as defined in section 8.2.1, dNγ/dE is the

total number spectrum of photons per DM annihilation from Eqn.(9.25), dΩ =
db dl cos(b) and we take R⊙ = 8.25 kpc as the distance from the sun to the GC. We
assume a generalized Navarro-Frenk-White (NFW) halo profile [253, 254]



166 Applications of radiative muon decays

ρ(r) = ρ⊙

(
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)−γ
 1 +

(
r
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)α

1 +
(

R⊙
Rs

)α

−(β−γ)/α

, (10.21)

with Rs = 23.1 kpc, α = 1, β = 3. γ = 1.2 and ρ⊙ = 0.36 GeV cm−3 as used by
[30]. Figure 10.9 shows a fit to the GC excess with spectra originating from prompt
FSR only as well as with the radiative correction implemented. A test statistic
which is assumed to follow a χ2 distribution with 11-2 d.o.f (11 data and 2 physical
parameters ⟨σv⟩ and mχ) is calculated. This is given by

χ2 =
∑

i

(
FData

i − Fi

)2

σ2
i stat + σ2

i sys
, (10.22)

where we adopt the convention F = E2 dϕ
dE

and the index i runs over the 11 data
bands with (1σ) statistical and systematic errors tabulated in table 10.4. Since the
F data

i is discrete, we use an interpolation algorithm described in appendix D.2 to
numerically evaluate the χ2 statistic at each point Fi.

A ‘good fit’ is defined as that which gives χ2
min < 27.88 which corresponds to

a p-value of p > 10−3. The FSR-only curve does not provide a good fit with best
fit parameters mχ = 9.87 GeV and ⟨σv⟩ = 8.86 × 10−27 cm3 s−1 and a minimum
χ2

min = 39.7.
The extra soft component of photons induced by the radiative correction gives

rise to a slight, but significant widening of the curve which is maximised for light
mediators. This is especially seen on inspection of figure 9.10 where for mediators
close to the DM mass, the spectrum narrows and has a steep kinematic cut-off at the
DM mass. Since PYTHIA 8 can only handle mediators down to 3 GeV, we adopt this
value for the mass of ϕ. One finds that the best fit parameters are for the 0.1 MeV
radiative threshold with a DM mass of 10.34 GeV, ⟨σv⟩ = 7.10 × 10−27 cm3 s−1 and
a minimum χ2

min = 24.26 which corresponds to a good fit. This is of course expected
since there are more soft photons from invoking the lower energy threshold in the
radiative spectrum. We provide a table summarising the best fit parameters for the
other low energy thresholds in table 10.5. We see that the best fit spectrum for the 1
MeV threshold very closely follows that for the 0.1 MeV case. However it diverts
slightly and starts matching the 10 MeV curve at E ∼ 4 GeV.
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Conclusions

The particle nature of DM is still unknown. There are several theoretical candidates
for DM, however the WIMP hypothesis remains one of the most popular explanations
of the phenomenon.

After a brief review of particle dark matter and statistical methods, we discussed
and utilized the new tool LUXCalc to generate limits on the SI WIMP-nucleon
cross-section at 90% CL both with Poisson and maximum gap based analyses for
a WIMP mass in the range [5, 2500] GeV. The maximum gap method generally
agrees very well with the official LUX SI limits, whilst the Poisson likelihood-based
constraint is weaker by ∼ 30% above a WIMP mass of about 20 GeV. LUX SI
scattering limits for the low mass region [3, 15] GeV are again generated using both
the maximum gap and Poisson likelihood techniques. For the maximum gap method,
limits with the progressively more conservative exclusion of all contributions from
events with energies below 1, 2, and 3 keVare presented. These LUXCalc-generated
limits are then compared with the official LUX result as well as the anomalous signal
regions as seen by CoGeNT, CRESST, and DAMA and the exclusion curve from
SuperCDMS. In this mass region, the Poisson-likelihood curve provided the strongest
constraint. Furthermore, LUXCalc has been used for the first time to generate the
LUX limits on the SD WIMP-nucleon cross-section over the full range of WIMP
masses. Presented are constraints for both neutron-only (ap = 0) and proton-only
(an = 0) couplings using the maximum gap method detailed in the text. We see
that for the SD proton-only case, which is the SD case where the LUX limits are
approximately at their weakest, the LUX limit fully excludes the DAMA region. In
fact, its is seen that the LUX likelihood-based limit at 90% CL excludes the entire
SD parameter space consistent with the DAMA result within the 2σ CL (for the
assumed parameters of the SHM). Furthermore, the more conservative maximum
gap method excludes most of the DAMA parameter space, except for the small
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region an/ap = −0.16 ± 0.04 with mχ ≈ 10 GeV. It is noted that inelastic and/or
exothermic scattering can significant implications for the interpretation of Dark
Matter direct detection experiments. The generalization of this works approach
and of the LUXCalc package will be the subject of a future publication involving
additional authors. Finally, the main results of this work have been adapted to an
effective theory case where SD constraints on the WIMP-nucleon cross-section are
particularly important. We see that the LUX bounds are more stringent than those
of a previous study based on the XENON100 results [221] by a factor of ∼2 in both
the Dirac and Majorana WIMP cases. The LUXCalc tool has been made publicly
available for future studies involving the LUX results.

The astrophysical search for products of WIMP annihilation remains a viable
means of detection. In last part of this thesis, we looked further at the case of gamma
rays produced via dark matter annihilation into muonic final states. In particular we
showed that including the extra photons that arise from the radiative decay of the
muon proves to be significant, specifically when applied to the recent electron-positron
anomaly identified by AMS-02 and the Fermi-LAT galactic center excess. Indeed,
the radiative correction we have generated is applicable to any model with a muonic
final state. In particular, we look further at the case of gamma ray production from
DM annihilating directly to four muons via a scalar mediator χχ → ϕϕ → 4µ. In
particular we showed that including the extra photons that arise from the radiative
decay of the muon proves to be significant, specifically when applied to the recent
electron-positron anomaly identified by AMS-02 and the Fermi-LAT galactic center
excess. Indeed, the radiative correction we have generated is applicable to any model
with a muonic final state. After a review on the background theory of radiative
muon decay we compute and present the revised gamma ray spectra that arises after
adding the radiative correction to the already PYTHIA 8 default FSR component.
We show that the radiative correction significantly increase the population of soft
photons arising from muon decays. Due to an infared singularity in the radiative
photon spectrum, we adopt three lower thresholds of 0.1, 1 and 10 MeV. As expected
we see that the enhanced population of soft photons arising from muon decays is
sensitive to this threshold. To demonstrate the significance of including the radiative
correction to the muon decay, we apply our results to the electron-positron anomaly
seen in AMS-02. Previous studies have shown that the four muon final state is the
only one not excluded by the Pass 7 Fermi-LAT dwarf constraints on gamma ray
emission at the 2σ level. We calculate the 2σ upper limits for the recent Pass 8 event
level analysis for both FSR only and FSR + Radiative contributions arising from
χχ → ϕϕ → 4µ. We see that including the radiative correction strengthens the limits
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and rules out the ‘best-fit’ AMS-02 explanation for mediators with mϕ > 100 GeV for
the conservative case of a 30 MeV threshold and mϕ > 10 GeV for the 0.1 MeV case.
The MED fit only survives for mϕ > 10 GeV for the 10 MeV and only for mϕ > 6
GeV in the 0.1 MeV case. We show that the total prompt photon spectrum (FSR +
radiative) arising from the χχ → ϕϕ → 4µ annihilation provides a significantly better
fit to the 7◦ × 7◦ gamma-ray residual observed by [30] at the galactic center than
when FSR contributions only are considered. We perform a least-squares goodness
of fit test over 11 data and 2 physical parameters, namely the velocity averaged
cross-section ⟨σv⟩ and the DM mass mχ. Given our choice of p value p = 10−3, we
find that the radiative spectrum with the lowest threshold (0.1 MeV) provides a
good fit with best fit parameters mχ = 10.34 GeV, ⟨σv⟩ = 7.10 × 10−27 cm3 s−1. The
FSR only spectrum does not yield a good fit. The software micrOMEGAs uses look
up tables to generate spectra of final states from user input model parameters. We
provide users of micrOMEGAs with updated look up tables that contain tabulated
photon spectra including the radiative correction for a variety of WIMP masses (see
section 9.7). These are formatted to replace the default spectra which only include
an FSR component.
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Appendix A

The WIMP

As discussed in section 2.4 of the main text, the observed relic abundance of DM
ΩDM = 0.27 must be reproducible within any theoretical model incorporating a
cold dark matter particle. This number however, does not enlighten any theory
of DM genesis. We must then speculate scenarios for the origin and evolution of
the universal DM density. The most popular scenario is that of thermal freeze out.
Qualitatively, the process of freeze out can be thought of as follows: very shortly after
the big bang, the DM was in close contact equilibrium with the rest of the cosmic
plasma. Equilibrium in the dark sector was kept via DM-DM self annihilations
through a finite (but small) self interaction cross-section. As the universe expanded,
the equilibrium maintained by DM annihilation was skewed. That is, the rate of
DM annihilations decreased significantly as a function of scale factor. Hence, the
DM population was “frozen out" or equivalently the rate of DM annihilations were
suppressed. It’s important to note that the freeze out condition is an assumption
about the DM in order to explain the relative abundance we see today; if the DM
where allowed to be kept in thermal equilibrium, it’s number density would be
suppressed by e−m/T as the temperature of the universe of course decreases [255].
There would therefore be no such particles today. But how do we model the number
density of such a “thermal relic" in a quantitative manner? Introduce the Boltzmann
equation. The Boltzmann equation formalises the statement that the rate of change
in the abundance of a given particle is the difference between the rates for producing
and eliminating that species. In other words, freeze out occurs when the expansion
rate overtakes the DM annihilation rate. Formally this is written as a temporal
differential equation involving the current DM number density n, scale factor a and
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equilibrium number density

nEQ = g
∫ d3p

(2π)3 e
−E/T , (A.1)

where g is the number of degrees of freedom of the DM (for example spin polarisations
of the DM field etc), T is the temperature and E is the energy. In the generic WIMP
framework, two massive (possibly identical) particles χ can annihilate to produce
two infinitesimally massive particles l. These light particles are assumed to then
remain in thermal equilibrium with the cosmic plasma with nl

EQ = nl. There is then
only one unknown parameter - the DM number density n. One can then write the
Boltzmann equation to describe its evolution:

a−3 d(na3)
dt

= ⟨σv⟩
[
(nEQ)2 − n2

]
, (A.2)

where

⟨σv⟩ ≡ 1
n2

EQ

( 4∏
i=1

d3pi

(2π)3 2Ei

)
e−(E1+E2)/T × (2π)4δ4(p1 + p2 − p3 − p4)|M|2 (A.3)

is defined as the velocity averaged annihilation cross section for a χ1 + χ2 → l3 + l4

process. This is the primary quantity used for constraining DM from indirect detection
as is discussed in chapter 8. It is essentially σ ·v integrated over a Maxwellian velocity
distribution and was primarily introduced in this form as a definition rather than
an empirically derived expression. It is easy to re-write equation A.2 in a more
convenient manner, convenient in that the following form is how a majority of the
literature expresses it. From a typical thermodynamic treatment of cosmology, the
temperature T ∝ a−1. Hence, one can treat the quantity aT as a temporal invariant,
thus factoring it out of the derivative in equation A.2. Write na3 as n(aT )3/T 3 and
define the new variable Y ≡ n/T 3. Then

a−3 d(na3)
dt

= T 3dY

dt

⇒ dY

dt
= T 3⟨σv⟩

[
Y 2

EQ − Y 2
]
, (A.4)

where clearly the definition TEQ ≡ nEQ/T
3 has been made.
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A.0.1 WIMP relic density

Section A introduced a means of describing the time evolution of the DM number
density over cosmic history. The aim of this sub section is to approximately solve the
Boltzmann equation for the well measured DM relic density ΩDM ≡ ρDM/ρcrit ≃ 0.27
[53] which subtly implies the assumption that the DM is made up of a single species.
Hence, we only need the simplest version of the Boltzmann equation introduced
earlier. Start with defining a new variable, x ≡ m/T , where m is the mass of the
DM. This new variable has an implicit time dependence given by the Jacobian

dx

dt
= Hx , (A.5)

whereH is the familiar Hubble rate parameter. Again using Dodelson [255], eventually
this leads to the following expression for the Boltzmann equation:

dY

dx
= − λ

x2

[
Y 2 − Y 2

EQ

]
, (A.6)

where

λ ≡ m3⟨σv⟩
H(m) , (A.7)

where H(m) is the value of the Hubble parameter at T = m. This is taken to be
during the radiation era i.e when energy density scales as T 4. The first step for
determining the DM relic density is to determine the final freeze out abundance
Y∞ ≡ Y (x = ∞). It can be shown that Y∞ =≃ xf/λ where xf ≡ x(at freeze out)
(see Dodelson for explicit derivation). Note that this approximation is dependent on
the freeze out temperature (xf ). A common order of magnitude estimate is xf ∼ 10.
Thus, λ and more importantly from a particle physics view ⟨σv⟩ is purely responsible
for the DM abundance. Figure A.1 shows numerical solutions of the Boltzmann
equation for differing values of ⟨σv⟩. Once a particle has frozen out, its number
density falls off according to the scale factor, a−3 (volume goes as a3). Thus the
mass density today is m(a1/a0)n, where a1 is assumed to be at a sufficiently late
time that Y ∼ Y∞. Given the estimate for Y∞ shown earlier, the present number
density is then n = Y∞T

3
1 . Hence, the mass density today is

ρ = m(a1/a0)3n = mY∞T
3
0

(
a1T1

a0T0

3)
∼ mY∞T

3
0

30 . (A.8)
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Fig. A.1 Plot from [256]. Numerical solutions of the Boltzmann equation for
varying values of ⟨σv⟩.

The last term comes from the fact that the ratio (a1T1/a0T0) is approximately 1/30.
The reason for this is basically due to the fact that aT is not constant over comsic
time due to the reheating of photons from the annihilation of particles between 1
MeV and 100 GeV. Hence, writing the relic density using ρcrit = 3H2

0/8πG and the
Boltzmann solution Y∞ = xfλ:

ΩDM = ρ

ρcrit
(A.9)

= xf

λ

mT 3
0

30ρcrit
(A.10)

= H(m)xfT
3
0

30m2⟨σv⟩ρcrit
. (A.11)

The Hubble rate during the radiation era H(m) is given as

H(T = m) = T 2

√
4π3Gg∗(T )

45 , (A.12)
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where g∗ = π2

30T
4 is the effective number of relativistic degrees of freedom, g∗ as a

function of temperature. Hence putting this all together one obtains

ΩWIMP = T 2

√
4π3Gg∗(T )

45
xfT

3
0

30⟨σv⟩ρcrit
. (A.13)

A very interesting fact to take out of this is that, besides it’s implicit dependence
through xf and g∗, the DM mass m does not enter the expression for the relic density.
Hence the primary model dependent quantity that influences ΩDM is the velocity
averaged cross section ⟨σv⟩. For T0 ∼ 100 GeV, g∗(T0) includes contributions from
all of the particles of the standard model and so is of order 100. Putting in all the
numbers on sees that in order to obtain ΩDM = 0.27 requires ⟨σv⟩ ∼ 10−39cm3s−1.
The fact that this cross section is that of a weak scale particle around 100 GeV is
called the WIMP Miracle and is the sole reason for the popularity of this class of
DM candidates.





Appendix B

The scattering cross-section

There are two sides of the particle physics story. We have the theory, which allows us
to make predictions of observable quantities that we can then verify by experiment.
For the integrity of particle physics as a science to remain, there must be a way to
accomplish this. Scattering/collision experiments have to date provided the most
stringent means of testing theoretical predictions of the behaviour and nature of
fundamental particles at the weak scale, as well as providing theorists with data to
reconcile with their theories. The calculable observable that does this is the scattering
cross-section. In this appendix we explicitly derive the differential cross-section first
introduced in section 5.3 from first principals.

In general, our scattering problem can be extended to involve two beams of
particles A and B each with their own lengths and density distributions about the
impact parameter b with relative velocity v.

Since by construction we wish the cross-section to parametrise any scattering
experiment we define it in terms of all of the aforementioned properties of the beams.
The number of scattering events N , is also included as a fundamental property of
any scattering process:

σ ≡ N

LALB

∫
d2b ρA(b)ρB(b) , [257] (B.1)
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The cross-section can be thought of as the effective area of a chunk taken out of one
beam by the particles of the other during the scattering process which produces a
final state we want to examine. In realistic beams, the particle content is usually more
dense at smaller b, hence the integration in the denominator of B.1 is required since
we cannot assume the densities of the beams are constant in general. However, in
particle physics, especially DM direct detection, we often consider simplified cases of
this general expression for which we consider one target systems, e.g WIMP-nucleon
elastic scattering. Another simplification that is made is that one can assume that
the density of the incident beam of particles can be assumed to be constant when we
only consider the inner part of the beam. This assumption is valid since in many
practical scattering processes we consider a uniform incident flux of initial states
uniform in impact parameter b. For such cases we can simplify equation B.1:

σ = Number of events × A

NANB

(B.2)

where A is the effective cross-sectional area of the beams that are colliding and NA,B

are the total number of A,B particles. We now have our definition, but how does one
extract any useful particle physics? One does this by writing out the total number of
scattering events, hereafter labelled N , in terms of a purely field theoretic quantity
P defined as the probability for an initial state |ϕAϕB⟩ to scatter and become a final
state of n particles whose momenta lie in an infinitesimal region of momentum space
d3p1...d

3pn. When considering a single target particle A, this is

N =
∑

i

Pi (B.3)

where the index i runs over all of the incident B particles. Since for any system we
will be considering we have a flux of incident B particles uniformly distributed in b,
then this can be written as an integral over b space:

N =
∑

i

Pi =
∫
d2b nB P(b) (B.4)

where nB = NB/A is the area number density of B particles (taken to be constant
in our practical case). Hence, substituting equation B.2 we see that

σ = N × A

NANB

= N
nBNA

= N
nB · 1 =

∫
d2b P(b) . (B.5)

We now need a suitable expression for P which can be derived from field theory.
The probability P is written from its definition (see above) with the conventional
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normalisation 1
2Ef

of [257].

P(A,B → 1, 2, 3...n)(b) =
∏

f

d3pf

(2π)3
1

2Ef

 |out⟨ϕ1ϕ2...|ϕAϕB⟩in|2 , (B.6)

where f sums over the final state particles, |ϕAϕB⟩in is a state of two wave packets
corresponding to our initial set of incident particles B and target A constructed in
the distant past and out⟨ϕ1ϕ2...| is a state of n wave packets constructed in the distant
future corresponding to the final states of the scattering. I adopt the conventions
of Peskin and Shcroeder for producing the the states |ϕ⟩ which are written as an
integral over definite momentum states k:

|ϕ⟩ =
∫ d3k

(2π)3
1√
2Ek

ϕ(k) |k⟩ . (B.7)

The factor 1√
2Ek

comes from requiring the free theory to be Lotentz invariant in which
case the states of definite momentum |k⟩ =

√
2Eka

†
k|0⟩, which in turn produces the

required statistical interpretation of the overlap

⟨ϕ|ϕ⟩ = 1 if
∫ d3k

(2π)3 |ϕ(k)|2 = 1 . (B.8)

Let us now construct the state |ϕAϕB⟩in. In our simplified model of scattering,
as previously mentioned, we have taken the incoming states of B particles to be
uniformly distributed in impact parameter b. We therefore take a factor of e−ib.kB

to be multiplying |ϕB⟩ to account for the spatial distribution of the incident B state.
The process of constructing the ‘in’ state then reduces down to realising that the
states |ϕA⟩ and |ϕB⟩ are independent in the distant past. Hence we simply write
|ϕAϕB⟩in as the product

|ϕAϕB⟩in =
∫ d3kA

(2π)3

∫ d3kB

(2π)3
1√

4EkA
EkB

ϕ(kA)ϕ(kB)e−ib.kB |kAkB⟩in , (B.9)

remembering the factor of e−ib.kB to account for the spatial distribution of the
incident state |ϕB⟩ about the impact parameter b.

We can construct out⟨ϕ1ϕ2...| in a similar manner, however, it is customary to
assume that our detectors will only ever be sensitive to momentum since the deBroglie
wavelength of particles at the weak scale is too small to be resolved into a position
eigenstate. Thus we can simply consider the state out⟨p1p2...| where pf are the
definite momenta of the out states.



198 The scattering cross-section

Hence, substituting in the definition of P, using the expressions for |ϕAϕB⟩in

and out⟨p1p2...|, into equation B.5 we obtain equation 4.76 from [257]. Noting that
we have an infinitesimal dσ due to the consideration of scattering into infinitesimal
momentum elements dpf (seen in the definition of P B.6) this is written:

dσ =
∫
d2b P(b) (B.10)

=
∫
d2b

∏
f

d3pf

(2π)3
1

2Ef

 |out⟨ϕ1ϕ2...|ϕAϕB⟩in|2 . (B.11)

Substituting in the expressions for the in and out states discussed earlier ⇒

dσ =
∏

f

d3pf

(2π)3
1

2Ef

∫ d2b

( ∏
i=A,B

∫ d3ki

(2π)3

∫ d3k′
i

(2π)3
ϕi(ki)ϕ∗

i (k′
i)√

4EiE ′
i

eib·(k′
B−kB)

× out⟨p1...pf |kAkB⟩in
[

out⟨p1...pf |k′
Ak′

B⟩in
]∗)

.

(B.12)

The integral over the area differential d2b can be evaluated from the definition of the
delta function

∫
d2b eib·(k′

B−kB) = (2π)2δ(2)(k⊥
B − k′⊥

B ) , (B.13)

where k′⊥
B and k⊥

B are the components orthogonal to k′
B and kB respectively that lie

in the b plane. Furthermore, we can write the matrix elements in B.39 in terms of
the familiar momentum space amplitude iM. First realise that we have defined the
in and out states that compose these matrix elements in the most general way. That
is, all the information about the interaction is locked away in these matrix elements.
We can explicitly factor out the time dependent interaction information by writing
the in/out overlap in the Heisenberg representation

out⟨p1...pf |kAkB⟩in = lim
T →∞

⟨p1...pf |e−iH(2T )|kAkB⟩ . (B.14)

These new states here are defined at some common reference time, hence, since the
in/out states start/end at T = ±∞ respectively, we require the limit. The limit and
Heisenberg time dependence operator can be described in one neat operation - the S
matrix - which completely specifies the evolution of the in/out wave packets in this



199

representation,

out⟨p1...pf |kAkB⟩in ≡ ⟨p1...pf |S|kAkB⟩ . (B.15)

We can further separate out any trivial non-interaction terms by writing the S matrix
in it’s commonly used form in terms of a new T matrix:

S = 1 + iT, (B.16)

where all the interesting information about interactions is contained in the T matrix.
We realise that any operator that describes physical scattering needs to impose
4-momentum conservation. Using this fact we define the Lorentz invariant matrix
element M:

⟨p1...pf |iT |kAkB⟩ = (2π)4δ(4)(kA + kB −
∑

pf ) · iM (kA, kB → {pf}) (B.17)

where the delta functions here impose 4-momentum conservation. Hence, since for
the calculation of a cross-section we require only interaction terms, we will ignore
the 1 in the S matrix.

out⟨p1...pf |kAkB⟩in = (2π)4δ(4)(kA + kB −
∑

pf ) · iM (kA, kB → {pf}) (B.18)
and hence[

out⟨p1...pf |k′
Ak′

B⟩in
]∗

= (2π)4δ(4)(k′
A + k′

B −
∑

pf ) · −iM (k′
A, k

′
B → {pf}) .

(B.19)

Using these and equation B.13 we see that

dσ =
∏

f

d3pf

(2π)3
1

2Ef

( ∏
i=A,B

∫ d3ki

(2π)3

∫ d3k′
i

(2π)3
ϕi(ki)ϕ∗

i (k′
i)√

4EiE ′
i

(2π)2δ(2)(k⊥
B − k′⊥

B )

× (2π)4δ(4)(kA + kB −
∑

pf ) · iM (kA, kB → {pf})

× (2π)4δ(4)(k′
A + k′

B −
∑

pf ) · −iM (k′
A, k

′
B → {pf})

)
.

(B.20)
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We now perform the k′ integral. This is easily done in the k′
x, k

′
y plane using the

δ(2)(k⊥
B − k′⊥

B ). The only part that needs a little attention is the k′
z integral. We have

∫
dk′z

A

∫
dk′z

Bδ
(
k′z

A + k′z
B +

∑
pf

)
δ
(
E ′

A + E ′
B −

∑
Ef

)
=∫

dk′z
A δ

(
E ′

A + E ′
B −

∑
Ef

) ∣∣∣∣∣
k′z

A =
∑

pf −k′z
B

(B.21)

Expanding E ′
A and E ′

B as an explicit function of k′z
A we get

∫
dk′z

A δ
(√

k′2
A +m2

A +
√

k′2
B +m2

B −
∑

Ef

) ∣∣∣∣∣
k′z

A =
∑

pf −k′z
B

=
∫
dk′z

A δ
(√

k′2
A +m2

A +
√

k′2
B⊥ + k′z2

B +m2
B −

∑
Ef

)
=
∫
dk′z

A δ

(√
k′2

A +m2
A +

√
k′2

B⊥ +
(∑

pf − k′z
A

)2
+m2

B −
∑

Ef

)
(B.22)

Let’s now use the identity

δ (f(x)) =
∑

xi|f(xi)=0

δ(x− xi)
|f ′(xi)|

(B.23)

where in our case the x is k′z
A . Firstly calculate f ′(x):

d

dk′z
A

(√
k′2

A +m2
A +

√
k′2

B⊥ +
(∑

pf − k′z
A

)2
+m2

B −
∑

Ef

)
= k′z

A

E ′
A

− k′z
B

E ′
B

. (B.24)

We also need to find the roots of f(k′z
A). It is easily verified that the condition

f ′(k′z
A) = 0 produces the only root of f(k′z

A). Hence, integrating over the delta
function yields
∫
dk′z

A

∫
dk′z

Bδ
(
k′z

A + k′z
B +

∑
pf

)
δ
(
E ′

A + E ′
B −

∑
Ef

)
= 1∣∣∣∣∣ k′z

A

E′
A

− k′z
B

E′
B

∣∣∣∣∣
≡ 1

|vA − vB|

(B.25)

which is the relative velocity of the scattering system in the lab frame. Let’s write
down what we have left:

dσ =
∏
f

d3pf

(2π)3
1

2Ef

∫ d3kA

(2π)3

∫ d3kB

(2π)3
|ϕA(kA)|2|ϕB(kB)|2
2EA2EB|vA − vB|

(2π)4δ(4)(kA + kB −
∑

pf )

× |M (kA, kB → {pf}) |2 ., (B.26)
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We notice that the Lorentz invariant amplitude M, the initial state energies EA/EB

and relative velocity |vA − vB| do not depend on the momentum integrals, only the
initial 4-momenta pA and pB. Furthermore, since in any real experiment, the detectors
will only ever be able to resolve these momenta, and not the integrated distribution
of momentum states, the delta function can be changed to δ(4)(kA + kB −∑

pf ) →
δ(4)(pA + pB −∑

pf ). We can then use the normalisation condition B.8 to evaluate
the momentum integrals to yield

dσ =
∏
f

d3pf

(2π)3
1

2Ef

|M (pA, pB → {pf}) |2

2EA2EB|vA − vB|
(2π)4δ(4)(pA + pB −

∑
pf ) . (B.27)

To simplify this expression, we consider integrating over the first factor here, and
hence define the Lorentz invariant phase space (LIPS) for two final state particles
(f=2, i.e elastic scattering).

∫
dΠ2 ≡

∫ d3p1
(2π)3

d3p2
(2π)3

1
2E12E2

(2π)4δ(4)(pA + pB −
∑

pf ) . (B.28)

For validation, integrals of this form are Lorentz invariant. Integrating out the p2

integral using the δ(3) part of the delta function in the COM frame sets p1 = −p2

and hence

⇒
∫
dΠ2 =

∫ d3p1
(2π)3

1
2E12E2

(2π)δ(ECM − E1 − E2) (B.29)

where ECM is the total initial COM energy. Writing the p1 integral in ‘spherical’
coordinates we get

∫
dΠ2 =

∫ d|p1|dΩ p2
1

(2π)3
1

2E12E2
(2π)δ(ECM − E1 − E2) . (B.30)

Now, recalling that E1 =
√

p2
1 +m2

1 and E2 =
√

p2
2 +m2

2, we can again use the
identity

δ (f(x)) =
∑

xi|f(xi)=0

δ(x− xi)
|f ′(xi)|

(B.31)
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where in this case, x = |p1|, to integrate over the final delta function to give

∫
dΠ2 =

∫ dΩ p2
1

(2π)2
1

4E1E2

(
|p1|
E1

+ |p1|
E2

)−1

(B.32)

=
∫ dΩ |p1|

(2π)2
1

4ECM
. (B.33)

Assuming azimuthally symmetric scattering, i.e
∫
dϕ = 2π, we obtain

∫
dΠ2 =

∫ (2π)d cos θ |p1|
(2π)2

1
4ECM

(B.34)

=
∫ d cos θ |p1|

8πECM
. (B.35)

Hence, writing the Lorentz invariant phase space in differential form (indeed, the
form we need), we get the result

dΠ2 = d cos θ |p1|
8πECM

. (B.36)

Hence we putting this all together with equation B.27 for the cross section differential:

dσ = d cos θ |p1|
8πECM

|M (pA, pB → {pf}) |2

2EA2EB|vA − vB|
(B.37)

⇒ dσ

d cos θ = 1
32π

|p1|
EAEB |vA − vB| ECM

|M (pA, pB → {pf}) |2 . (B.38)

This expression for the differential cross-section can be simplified into the expression
commonly used in the DM direct detection literature. In a typical direct detection
set-up, the target A is at rest in the lab frame, and hence this expression reduces
down to

dσ

d cos θ = 1
32π

|p1|
EAEB |vB| ECM

|M (pA, pB → {pf}) |2 . (B.39)

This can further be simplified by realising an expression for EAEB |vB| in the ultra
non-relativistic limit. First consider the seemingly random expression

(pB · pA)2 −m2
Bm

2
A . (B.40)

Expanding in the lab frame (pA = 0) we get

(pB · pA)2 −m2
Bm

2
A = E2

BE
2
A −m2

Bm
2
A . (B.41)
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Noting that m2
i = E2

i − p2
i for i = A,B, we obtain

(pB · pA)2 −m2
Bm

2
A = E2

BE
2
A − E2

BE
2
A + E2

Ap2
B ,

= E2
Ap2

B ,

≃ E2
Am

2
B|vB|2 ,

≃ E2
AE

2
B|vB|2 . (B.42)

where the last two lines eventuate from the non-relativistic nature of the scattering
event. Hence, in the non relativistic limit,

EAEB|vB| =
√

(pB · pA)2 −m2
Bm

2
A . (B.43)

This is all well and good, but how does this help us? We extract something useful
when we rearrange the RHS of this equation. Since (pB · pA)2 is Lorentz invariant,
we can consider evaluating it in the COM frame:

(pB · pA)2 = (ECM
B ECM

A + p2)2 , (B.44)

where p2 is the CM momentum of the scattering event |p| = |p1| = |p2| = |pA| = |pB|.
Then

(pB · pA)2 −m2
Bm

2
A =(ECM

B ECM
A + p2)2 − (ECM2

B − p2)(ECM2
A − p2)

=ECM2
B ECM2

A + p4 + 2ECM
B ECM

A p2 − ECM2
B ECM2

A

− p4 + p2(ECM2
A + ECM2

B )
=E2

CMp2

⇒
√

(pB · pA)2 −m2
Bm

2
A =ECM|p| , (B.45)

where we have made use of the fact that ECM = ECM
B + ECM

A in the second to last
line. Putting this all together, we see that, using identity B.42

EAEB|vB| = ECM|p| = ECM|p1| . (B.46)

Using identity B.46 in equation B.39 we get

dσ

d cos θ = 1
32π

1
E2

CM
|M (pA, pB → {pf}) |2 . (B.47)



204 The scattering cross-section

In the non-relativistic limit, we can approximate the COM energies as simply the
masses of the respective particles:

⇒ dσ

d cos θ = 1
32π

1
(mA +mB)2 |M (pA, pB → {pf}) |2 . (B.48)

Note that in general an experiment is not sensitive to the polarisations (spins) of
the scattering particles. Hence, we must average over all initial system spins. For
systems with initial spins sA and sB, the differential cross section is written

dσ

d cos θ = 1
2sA + 1

1
2sB + 1

∑
spins

1
32π

1
(mA +mB)2 |M (pA, pB → {pf}) |2 , (B.49)

which is exactly Eq. 5.5.



Appendix C

Program tools

In this appendix we briefly introduce the software mentioned and used throughout
this project: Pythia 8, micrOMEGAs and DarkSusy.

C.1 Pythia 8

Pythia is a C++ program designed to simulate high-energy particle physics events.
More specifically, it generates collisions at high energies between elementary particles
such as e+, e−, p and p̄ in various combinations. It contains libraries of standard
model processes and models for a number of physics aspects, including hard and soft
interactions, parton distributions, initial- and final-state parton showers, multi-parton
interactions, fragmentation and decay. In this work, the latest version of Pythia 8
[14] is used to generate the particle decay tree originating from the DM-DM→muons
process See the main text for details on how this was done.

C.2 micrOMEGAs

micrOMEGAs [226, 231] is a C++ code to calculate properties and observables of one
or two stable dark matter particles within a user designated model. It was first
developed to compute the relic density of a signal stable massive dark matter particle,
but was extended over the years to compute the signal rates for direct and indirect
detection experiments. The user input model first requires to write a new CalcHEP
model file, a package for the automatic generation of squared matrix elements. This
can be done through the included package LanHEP, or through third party Feynman
rules generators like FeynRules [258]. The cross-sections for both spin-dependent
and spin-independent interactions of WIMPS on protons are computed automatically
as well as the rates for WIMP scattering on nuclei in a large detector. The neutrino
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flux and the induced muon flux from DM captured in the Sun and the Earth may
also be computed. Annihilation cross-sections of the dark matter particle relevant
for indirect detection of dark matter, can also be computed. The propagation of
charged particles in the Galactic halo is handled with a recently added module in
micrOMEGAs 4.

C.3 DarkSUSY

DarkSUSY [232] is a set of Fortran 90 routines to make calculations for supersymmetric
dark matter in the Minimal Supersymmetric Standard Model (MSSM) [45]. It’s
functions are mostly similar to that of micrOMEGAs , in that one can specify a DM
model and calculate observables based on the theoretical parameter space. The
choice of which to use of either micrOMEGAs or DarkSUSY is up to the analyst.



Appendix D

Numerical methods

In this appendix, we discuss the numerical tools and methods utilised and mentioned
in the main text.

D.1 Monte carlo sampling

Monte Carlo (MC) sampling is the computational process used to generate a set
of data consistent with some probability distribution. Monte Carlo techniques are
usually employed in physics to solve problems that are difficult or impossible to solve
analytically.

Consider the probability density distribution (p.d.f) p(y). Introduce the cumula-
tive density function F (a) =

∫ a
0 dy p(y). The cumulative density is expressed as the

probability that y ≤ a. If a is chosen uniformly on the interval [0,1], then F (a) is
itself a random variable distributed on the interval [0,1]. Thus, if we define u such
that it is a random variable uniformly distributed on the interval u ∈ (0, 1), then we
can find a unique y from the p.d.f for a given u if we set

u = F (y) , (D.1)

with

y = F−1(u) . (D.2)

Provided a) the inverse F−1 exists and b) it is analytically possible to derive. Thus
the transformation rule for sampling the variable y from the p.d.f p(y) is to sample u
uniformly between zero and 1 and set y = F−1(u). One can now see that if we were
to take say N = large such evaluations of the variable y, the resulting histogram
(number of counts vs. y) would exactly resemble the original p.d.f p(y). Of course,
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Fig. D.1 The inverse transform method. See text.

histograms are not probability functions and hence one must divide the histogram
by the total number of events calculated N . In the limit N → large, the resulting
histogram will be continuous in nature. This “inverse" or “transformation" method
of MC sampling is diagrammatically shown in figure D.1.

What happens when F (y) is too complex or unknown such that the inverse
cumulative probability distribution cannot by found? In the next section we overview
one particular MC technique, namely the accept and reject method, that is used in
chapter 9.4 to generate a spectrum of final state electron and photon energies arising
from the radiative decay of the muon. For a review of all commonly used Monte
Carlo methods see the review of particle physics [43].

D.1.1 Accept and reject MC

The accept and reject MC method is a means to sample from the p.d.f p(x) without
explicitly knowing the form of F (x). One must assume that for any given value of
x, the p.d.f p(x) can be computed and that on the domain of x it can be enclosed
by some shape who’s maximum value is at least as great as pmax(x). This is shown
diagramatically in figure D.2. Since the vertical axis has units of probability density,
then so the shape or envelope that we have encased our p.d.f in is then also a p.d.f,
however in the case shown above it is uniform (flat) across the domain of x.
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Fig. D.2 Accept and reject method with a rectangular envelope function.

The next step is to then uniformly generate x ∈ [xmin, xmax] as well as a random
u ∈ (0, 1) and subsequently make the check

if p(x) ≥ u pmax accept x (D.3)
if p(x) < upmax reject x . (D.4)

Again, the result will be a number spectrum (histogram) of x’s distributed according
to the p.d.f p(x).

Now, while this method will always work, it may be very computationally
expensive if p(x) << pmax at any given x1. The solution to this problem relies on
changing the envelope function. The diagram below shows a choice of envelope on
the domain [xmin, xmax] called y = f(x). One must select such an f(x) such that
F−1(y) = x can be determined either analytically or numerically. This is shown
in figure D.3. Note that f(x) does not have to be normalised to unit area. The
accept-reject works like before, however now with an additional step: We first sample
from the envelope function f(x) by uniformly generating a y0 ∈ (0, A) such that we
obtain the variate x0 = F−1(y0). Such an x0 is distributed according to f(x). We

1As one could imagine, if this is the case then one would expect more ‘hits’ in the white regions
of the above diagram over a given sample time.



210 Numerical methods

Fig. D.3 Accept and reject method with an envelope function f(x).

then again generate a uniform u ∈ (0, 1) and make the check

if p(x0) ≥ u f(x0) accept x0

if p(x0) < uf(x0) reject x0 .

Of course the difficulty here solely depends on the choice of envelope function f(x).
For one dimensional (one variable) analyses like the examples shown above this can
be quite easy. However, difficulties arise when more variables are considered as one
must ensure that the envelope functions covers the entire domain of p(x) and is
especially well behaved.

D.1.2 Particle spectra as probability functions (dN/dE)

As we’ve seen, the result of a MC sampling algorithm is a histogram of data that
corresponds to the p.d.f that is being sampled. In particle physics, we are often
interested in simulating the number of particle counts corresponding to a certain
energy bin arising from a certain particle physics process, for example photons
produced from DM annihilation. Of course, to normalise this histogram such that it
then has units of probability, we must divide by the total number of MC events N .
This is to ensure that the integral over the variable domain is equal to 1. The result
is called a number spectrum and is usually denoted dN/dE.

The particle spectrum of decay/annihilation products is often calculated theory
and can easily be converted into a measurable observable such as a differential flux
as demonstrated in section 8.2.
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D.2 Linear interpolation

Interpolation is a method of constructing new data points within the range of a
discrete set of known data points. Such an algorithm was used to evaluate a χ2 test
for a model derived flux spectrum dϕ/dEj and data obtained from the Fermi-LAT
gamma-ray excess observed at the galactic center in section 10.2.1. This section
outlines the basic recipe for doing so.

Consider a continuous function y(x) for which we have a subset of discrete data
x1, x2 and y1, y2:

One can approximate y(x) by joining each of the discrete data with straight lines
shown in blue. It is the approximation with lines that makes this a linear interpolation.
Indeed there are higher order interpolation algorithms utilizing second, third and
fourth etc. degree polynomials [259], however we do not discuss those here. Let’s
say we have a known point x. If the explicit form of y(x) is unknown, one would
interpolate a value for the corresponding y(x) shown above by finding the intercept
of the linear fit. Numerically, this is achieved with the following:

y(x) ≃ y1 +
(
y2 − y1

x2 − x1

)
(x− x1) . (D.5)

If the discrete data had index i, this would extend to

y(x) ≃ yi +
(
yi+1 − yi

xi+1 − xi

)
(x− xi) . (D.6)

In the limit that the number of discrete data is large the RHS becomes an increasingly
good approximation to the continuous function y(x).
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Such a technique is often used in phenomenology when one wishes to compare
how some discrete model, say f(xj) compares with data from an experiment, say,
F (xi) via a χ2 test. In this case, the model f could be numerically evaluated to very
high precision (high number of data bins j), where as the data only have a few data
points i. For the χ2 statistic to be evaluated, one requires F (xi) − f(xi), however
due to generally different binning, evaluating the model at the same bin xi as the
data F (xi) is not possible. One can however use a linear interpolation algorithm to
evaluate f(xi). The algorithm would look like the following:

for i ∈ [0,number of experimental data bins] :
for j ∈ [0,number of numerical model bins]:

if xi ≥ xj and xi ≤ xj+1:

⇒ f(xi) ≃ (xi − xj)
(
f(xj+1) − f(xj)

xj+1 − xj

)
+ f(xj) . (D.7)

For the case of the analysis in section 10.2.1, the model f is the numerically derived
energy spectrum of photons arising from DM annihilation into a muonic final state,
and the experimental data is that derived from [30].



Appendix E

Spin-dependent structure function
coefficients

Shown in this appendix are fits to the structure factors S00 , S11 and S01 for spin-
dependent WIMP elastic scattering off 129 Xe and 131 Xe nuclei, including 1b and
2b chiral currents as calculated and presented by [196] and presented in section 5.3.4.
For the 1b+2b current results, both the central value of the theoretical error band
was used for the fits (first rows) and the limits of the band (second rows). The fitting
function of the dimensionless variable u = q2b2

2 is Sij(u) = e−u
9∑

n=0
cij,nu

n. The rows
give the coefficients cij,n of the un terms in the polynomial.
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Appendix F

F.1 Calculating the mean inverse speed

For a Maxwellian distribution

Assume the Dark Matter has the velocity distribution

f̃(v) =
(

1
πv2

0

)3/2

e
− 1

v0
v2
, (F.1)

Where v2
0 is a constant. Let f̃(v) be the velocity distribution in the rest frame of the

DM population s.t.

⟨v⟩ =
∫
d3v v f̃(v) = 0 . (F.2)

Then

f(vlab) = f̃(vlab + vobs) , (F.3)

Where vobs(t) is the time dependent velocity of the lab relative to the rest frame of
the DM distribution. Hence

f̃(vlab + vobs) =
(

1
πv2

0

)3/2

e
− 1

v2
0

[vlab+vobs]2
(F.4)

=
(

1
πv2

0

)3/2

e
− 1

v2
0
[v2

lab+v2
obs+2vobs·vlab] (F.5)

⇒ η(vmin, t) =
(

1
πv2

0

)3/2 ∫
vmin

d3vlab v
−1e

− 1
v2

0
[v2

lab+v2
obs+2vobs·vlab]

. (F.6)
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Switching to spherical polar coordinates:

=
(

1
πv2

0

)3/2 ∫
vmin

dv v2
∫ 1

−1
d(cosα)

∫ 2π

0
dϕ v−1e

− 1
v2

0
[v2+v2

obs+2vobsv cos α] (F.7)

= 2π
(

1
πv2

0

)3/2 ∫
vmin

dv v2
∫ 1

−1
d(cosα) v−1e

− 1
v2

0
[v2+v2

obs+2vobsv cos α] (F.8)

= 2π
(

1
πv2

0

)3/2 ∫
vmin

dv v e
− 1

v2
0
[v2+v2

obs] ∫ 1

−1
d(cosα) e

− 1
v2

0
[2vobsv cos α]

(F.9)

= 2π
(

1
πv2

0

)3/2 ∫
vmin

dv v e
− 1

v2
0
[v2+v2

obs]
[
− v2

0
2vvobs

(
e

−2 vvobs
v2

0 − e
2 vvobs

v2
0

)]
(F.10)

= 2π
(

1
πv2

0

)3/2 ∫
vmin

dv v e
− 1

v2
0
[v2+v2

obs]
[

v2
0

2vvobs

(
e

2 vvobs
v2

0 − e
−2 vvobs

v2
0

)]
(F.11)

= 2πv2
0

2vobs

(
1
πv2

0

)3/2 ∫
vmin

dv e
− 1

v2
0
[v2+v2

obs]
(
e

2 vvobs
v2

0 − e
−2 vvobs

v2
0

)
(F.12)

= 1√
πvobsv0

∫
vmin

dv e
− 1

v2
0
[v2+v2

obs−2vvobs] − e
− 1

v2
0
[v2+v2

obs+2vvobs] (F.13)

= 1√
πvobsv0

∫
vmin

dv e
− 1

v2
0

[v−vobs]2
− e

− 1
v2

0
[v+vobs]2

. (F.14)

Make the substitution U2
1 = 1

v2
0

[v − vobs]2 and U2
2 = 1

v2
0

[v + vobs]2. Then

f̃(vlab + vobs) = 1√
πvobsv0

(∫
vmin−vobs

v0

dU1 v0 e
−U2

1 −
∫

vmin+vobs
v0

dU2 v0 e
−U2

2

)
,

(F.15)

since dU1 = dU2 = dv
v0

. Now note the definition of the error function

∫ x

0

2√
π
e−t2

dt ≡ erf(x) . (F.16)
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Hence

f̃(vlab + vobs) = 1√
πvobs

(∫
vmin−vobs

v0

dU1 e
−U2

1 −
∫

vmin+vobs
v0

dU2 e
−U2

2

)
(F.17)

= 1√
πvobs

(∫ ∞

0
dU1 e

−U2
1 −

∫ vmin−vobs
v0

0
dU1 e

−U2
1 − (F.18)[∫ ∞

0
dU2 e

−U2
2 −

∫ vmin+vobs
v0

0
dU2 e

−U2
2

])
(F.19)

= 1√
πvobs

(√
π

2 erf(∞) −
√
π

2 erf(vmin − vobs

v0
) (F.20)

−
√
π

2 efr(∞) +
√
π

2 erf(vmin + vobs

v0
)
)

(F.21)

= 1√
πvobs

(√
π

2 erf(vmin + vobs

v0
) −

√
π

2 erf(vmin − vobs

v0
)
)

(F.22)

= 1
2vobs

[erf(x+ y) − erf(x− y)] . (F.23)

Where x = vmin
v0

and y = vobs
v0

. Note this calculation assumes the Maxwellian
velocity distribution is not truncated at some vmax, that is, is integrated to infinity.
This is non-physical. Hence the requirement of the truncated Maxwellian velocity
distribution presented in Eqn 4.11 in section 4.3.1.





Appendix G

Supplementary material for
chapter 9

G.1 Integrating out intermediate W boson from
radiative muon decay

Here we show explicitly how the SM diagrams shown in figure 9.2 in which the
radiative photon is emitted either off the initial muon, intermediate W boson or
final state electron only reduce down to two effective four point interactions in the
limit that the momentum exchange of the W is much less than it’s mass. We start
from first principals with the electroweak interaction Lagrangian after electro-weak
symmetry breaking and using the resulting Feynman rules write down the matrix
elements for each diagram contributing to the radiative muon decay shown in figure
9.2. The q2 << m2

W limit is then assumed and the W is integrated out.

The part of the SM electro-weak interaction Lagrangian coupling the 1st and 2nd
generation leptons to the W boson and the photon is given by

LEW
int ⊃ g√

2
[
W−

µ (ēLγ
ανL + µ̄Lγ

α νµ
L) +W+

µ (ν̄Lγ
αeL + ν̄µ

Lγ
αµL)

]
− eAγ

α [ēγµe+ µ̄γαµ] .

(G.1)

It is useful to project out the the mass eigenstates of the leptons by explicitly writing
out the chiral states

l̄L γ
µ νL = l̄ γµ 1

2(1 − γ5)ν . (G.2)
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G.1.1 Photon emitted off muon or electron

Start with the first contribution to the radiative muon decay which involves the
photon being radiated off the muon. (Note that all results apply conversely to the
anti-muon µ+):

µ−

νµ

W−

γ

e−

ν̄e

k

p z = p − k

q1

ρ

q2

pe

The amplitude for this diagram is given by

M1 = ū(pe)
(−ig)
2
√

2
γµ(1 − γ5)v(q2)Dµν(ρ)

× ū(q1)
−ig
2
√

2
γν(1 − γ5)

(
i(/z +mµ)
z2 −m2

µ

)
(−ie)γαu(p)ϵ∗

α(k) (G.3)

where each of the fermion spinors implicitly carry a spin label and Dµν is the W
boson propagator

Dµν(ρ) = gµν − ρµρν/m
2
W

ρ2 −m2
W

(Landau gauge) . (G.4)

In the limit ρ2 << m2
W we can integrate the W boson such that Dµν ≃ − gµν

m2
W

and
hence the amplitude becomes

M1 = ieg2

8m2
W

ū(pe)γµ(1 − γ5)v(q2)ū(q1)γµ(1 − γ5)
(
i(/z +mµ)
z2 −m2

µ

)
γαu(p)ϵ∗

α(k) . (G.5)

Making use of the definition of the Fermi coupling constant GF√
2 = g2

8m2
W

we arrive at

M1 = ieGF√
2
ū(pe)γµ(1 − γ5)v(q2)ū(q1)γµ(1 − γ5)

(
i(/z +mµ)
z2 −m2

µ

)
γαu(p)ϵ∗

α(k) . (G.6)

This amplitude is equivalent to the effective diagram
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µ−(p)

νµ (q1)
γ(k)

e− (pe)

ν̄e (q2)

with four point vertex rule GF√
2 γ

µ(1 − γ5).
Similarly, the diagram corresponding to the photon being emitted off the electron

produces a similar amplitude however with the external photon vertex shifted and
instead of an on-shell muon propagator there is instead an electron propagator. The
SM diagram is

µ−

νµ

W−

γ

e−

ν̄e

k
p

z = pe + k

q1

ρ

q2

pe

which has amplitude

M2 = −ieg2

8 ū(pe)γα

(
i(/z +me)
z2 −m2

e

)
γµ(1 − γ5)v(q2)Dµν(ρ)ū(q1)γν(1 − γ5)u(p)ϵ∗

α(k) .

(G.7)

and once the W boson is integrated out becomes

µ−(p)

νµ (q1)

γ(k)

e− (pe)

ν̄e (q2)
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with amplitude

M2 = ieGF√
2
ū(pe)γα

(
i(/z +me)
z2 −m2

e

)
γµ(1 − γ5)v(q2)ū(q1)γµ(1 − γ5)u(p)ϵ∗

α(k) . (G.8)

G.1.2 Photon emitted off intermediate W boson

The SM diagram is

µ−

νµ

W−

γ

e−

ν̄e

k

p
ρ1

q1

ρ2

q2

pe

where the W propagator momenta ρ1 and ρ2 are defined as

ρ1 = p− q1 (G.9)
ρ2 = pe + q2 . (G.10)

We will see that this diagram becomes negligible in the limit that the W boson
propagators are integrated out, i.e. ρ2

1 << m2
W and ρ2

2 << m2
W , which consequently

requires k2 << m2
W . The amplitude of this diagram is

M3 = ū(pe)(−ig)γµ(1 − γ5)v(q2)Dδµ(ie)
[
gµν(ρ1 − ρ2)λ + gνλ(q1 + ρ1)γ + gλγ(ρ2 − q)ν

]
×Dνβ ū(q1)(−ig)γν(1 − γ5)u(p) ϵ∗

λ(k) ,

(G.11)

where we have used the three point vector boson vertex rule [257]

k

ρ1 ρ2

γ

W− W−

−ig[gµν(ρ1 − ρ2)
λ + gνλ(q1 + ρ1)

γ + gλγ(ρ2 − q)ν ]
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Simplifying this expression by gathering the constants, integrating out the heavy
bosons, as well as using the fact that ϵ∗

λ · kλ = ϵ∗
λ · (ρ1 − ρ2)λ = 0 from the fact that

the external outgoing polarisation vector ϵ∗ is transversely propagating with respect
to the photon momentum k, we obtain

M3 = ieg2

m4
W

ū(pe)γδ(1 − γ5)v(q2)
[
gβλ(q1 + ρ1)δ + gλδ(ρ2 − q)ν

]
ū(q1)γβ(1 − γ5)u(p) ϵ∗

λ(k)

(G.12)

= ieG2
F

2 ū(pe)(1 − γ5)v(q2)
[
γβ(q1 + ρ1)δ + γλgλδ(ρ2 − q)ν

]
ū(q1)(1 − γ5)u(p) ϵ∗

λ(k) ,

(G.13)

where we have relabelled the dummy indices ν → β and γ → δ. One may intuitively
guess that in the effective limit, this diagram is represented by a 5 point interaction:

µ−

νµ

ν̄e

e−

γ

Of course, such a diagram is forbidden by the Ward identity [257]. This can be
shown by explicitly factoring out the photon polarisation vector from the amplitude
in G.12:

M3 = ϵ∗
λMβδ , (G.14)

and realising that kλMβδ ̸= 0 due to incorrect Lorentz dimensionality and the fact
that neither k nor M is generally zero.

Instead, notice that this amplitude is suppressed by O( eg2

m4
W

), and thus can be
neglected entirely from the the calculation of the radiative muon decay rate. Thus in
the limit that the W boson is integrated out there only exist 2 effective interaction
diagrams. These being the ones derived in section G.1.1.
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G.2 The differential branching ratio

In this section we introduce the formal definition of the differential branching ratio
introduced in the text. As stated in section 9.1, conceptually, the differential BR
is the infinitesimal probability that a muon decay produces produces in a certain
differential energy range. To understand the differential branching ratio we must
first understand the concept of a decay rate.

The decay rate of a process is defined in the rest frame of the decaying particle
and is given by

Γ ≡ Number of decays per unit time
Number of particles initially present. . (G.15)

An expression for the differential decay rate dΓ can be quite easily obtained from he
cross-section differential presented in Eqn. B.27 in appendix B,

dσ =
∏
f

d3pf

(2π)3
1

2Ef

|M (pA, pB → {pf}) |2

2EA2EB|vA − vB|
(2π)4δ(4)(pA + pB −

∑
pf ) , (G.16)

by neglecting all factors that would not make physical sense if there were only one
decaying particle. I.e, since the definition of Γ assumes that the decaying particle (in
our case muon) is at rest, the normalization factor EA becomes mA (or mµ). Hence,
by this logic one arrives at

dΓ =
∏
f

d3pf

(2π)3
|M (pµ → {pf}) |2

2mµ

(2π)4δ(4)(pµ −
∑

pf ) , (G.17)

where the pf run over the electron, neutrino and photon momentum. The expression
in G.17 explicitly connects the field theoretic matrix elements to the observable
differential decay rate. The decay rate of radiative muon decay then is related to the
BR via

BR = Γ(µ → eννγ)
Γ0

(G.18)

where Γ0 is the total muon decay rate including all decay processes. Thus the
differential branching ratio (defined in this text as dN) is given by

dNµ→eννγ = 1
Γ0

dΓµ→eννγ. (G.19)
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G.3 Kinematic constrains for the radiative muon
decay

In this section we will detail the derivation of the kinematic constraints on the
parameters u = 2Ee

mµ
, y = 2Eγ

mµ
, |pe| and cos θe shown in Eqn. 9.15, where cos θ is the

angle between the the final state electron of energy Ee and photon of energy Eγ:

θe

e±γ

z

Notice this diagram does not include the final state neutrinos. This is simply to
illustrate the fact that their momenta has been profiled over in the derivation of the
differential branching ratio (see previous sections) and that their kinematics is of no
phenomenological interest in this work. Hence any kinematic constraints derived will
necessarily only involve parameters that enter the differential branching ratio in Eqn.
9.13. However, to derive the kinematic inequalities we must necessarily incorporate
the neutrino 4-momenta.

We use the same momentum conventions introduced in the previous appendix
G.1 and in the main text in section 9.1, however with the definition

ν = q1 + q2 (G.20)

being the sum of the neutrino four momenta. We have from conservation of four
momenta we have

p = k + pe + ν . (G.21)

Note that all particles are on shell with p2 = m2 and p0 ≥ 0. All kinematics are
calculated in the muon rest frame with p = (mµ, 0, 0, 0).
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G.3.1 Constraints on the electron energy Ee

Let’s start by deriving constraints on the electron energy. Take

p− pe = k + ν (G.22)
⇒ (p− pe) = (k + ν)2 (G.23)

⇒ m2
u +m2

e − 2p · pe = ν2 + 2k · ν ≥ 0 . (G.24)

The third line comes from first identifying that

ν2 = q2
1 + q2

2 + 2q1 · q2 = 2E1E2(1 − cos θν) ≥ 0 (G.25)

where θν is the angle between the final state neutrino 3-momenta. We also need to
realise that

k · ν = Eγ(ν0 − νz cos θγ,ν) ≥ 0 (G.26)

where θγ,ν is the angle between the photon three-vector and the ν three vector.
The inequality here can easily be derived from the inequality ν2 ≥ 0 and realising
cos θ ∈ [−1, 1]. Note that we have defined the axis above to require the photon three
momentum is always along the positive z axis such that kµ = (Eγ, 0, 0, Eγ). The
final inequality in G.22 results in the following upper bound on the electron energy:

m2
u +m2

e − 2p · pe = ν2 + 2k · ν ≥ 0 (G.27)

⇒ p · pe ≤
m2

µ +m2
e

2 (G.28)

⇒ Ee ≤
m2

µ +m2
e

2mµ

. (G.29)

We can also place a lower bound on the electron energy which is simply the rest
mass of the electron. Hence

me ≤ Ee ≤
m2

µ +m2
e

2mµ

(G.30)

⇒ 2
√
r ≤ u ≤ 1 + r2 , (G.31)

where we have used the definition r = me

mµ
as introduced in the main text.
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G.3.2 Constraints on the photon energy Eγ

We now follow the same process for the final state photon. In a similar fashion, the
constraints on the photon energy must be

0 ≤ Eγ ≤ Emax
γ . (G.32)

To find the maximum photon energy, start with

(k + pe − p)2 = −ν2 ≤ 0 (G.33)
⇒ k2 + (pe − p)2 + 2 k · (pe − p) ≤ 0 (G.34)

⇒ m2
e +m2

µ − 2 pe · pµ + 2 k · pe − 2 k · p ≤ 0 (G.35)
⇒ m2

e +m2
µ − 2Eemµ + 2Eγ

[
Ee − |pe| cos θe − 2mµ

]
≤ 0 (G.36)

⇒ 2Eγ ≤
m2

µ +m2
e − 2Eemµ

2mµ − Ee + |pe| cos θe

(G.37)

⇒ y = 2Eγ

mµ

≤
2
(

1 + me2

m2
µ

− 2Ee

mµ

)
2 − 2 Ee

mµ
+ 2Ee

mµ

|pe|
Ee

cos θe

.

(G.38)

Making use of the definitions β = |pe|
Ee

and r = m2
e

m2
µ

we obtain the kinematic constraint
for y

0 ≤ y ≤ 2 (1 + r2 − u)
2 − u+ uβ cos θe

. (G.39)

One must immediately note that if one was to invoke lower thresholds on the radiative
photon energy Ethresh such that there exists a ymin, the photon constraint becomes

ymin ≤ y ≤ 2 (1 + r2 − u)
2 − u+ uβ cos θe

. (G.40)

G.3.3 Constraints on the angle θe

The angle θe trivially runs over the allowed range of −1 ≤ cos θe ≤ 1, except when
either of the above constraints for the photon or electron are violated in the process.
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G.3.4 Summary of kinematic constraints and reformulation

One would notice that the kinematic constraints derived in this appendix do not
exactly resemble the form presented in Eqn. 9.15. So far, the constraints on
the photon and electron energies have exactly match that of [260]. However, for
consistency this work assumed the formulation of [237], who’s calculation and notation
for the differential branching ratio of the radiative muon decay was taken in section
9.1. This is

2
√
r < u < 1 for 0 < y ≤ 1 −

√
r , (G.41)

(1 − y) + r

1 − y
≤ u ≤ 1 + r for 1 −

√
r < y ≤ 1 − r . (G.42)

Both formulations are equivalent and interchangeable. With this said however,
we present one more kinematic constraint that [237] do not present, namely the
constraint on the angle θe taking into account all constraints on the photon and
electron energy:

ρ y cos θe < 2(1 + r) − 2(u+ y) − uy , (G.43)

where ρ is magnitude of electron 3-momentum in units of mµ/2, (so u2 = 4r + ρ2).
There is no valid cos θe in [-1,+1] for u < (1 − y) + r/(1 − y) over the allowed u, y

domain, though this invalid region represents a tiny (<1%) area of the rectangular
domain.

Again, one must note that if there is a low energy photon cut off, the aforemen-
tioned constraints become

2
√
r < u < 1 for ymin < y ≤ 1 −

√
r ,

(1 − y) + r

1 − y
≤ u ≤ 1 + r for 1 −

√
r < y ≤ 1 − r , (G.44)

ρ y cos θe < 2(1 + r) − 2(u+ y) − uy .
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Mudecay source and header file

In this appendix we present the radiative muon decay handler implemented into the
PYTHIA 8 event generator. Given is the .cc handler along with the derived class .h
file. Included in the code are useful comments for implementation into ones own
simulations. Description of the codes function is given in chapter 9.

H.1 MuDecay.cc

/**********************************************************************
*
* A derived class for calculating muon decays that includes the O(1%)
* radiative decay process. Control is passed back to Pythia for
* handling of the dominant 3-body decay process, so that process
* should not be removed from the muon decay channels. This decay
* can be added to a Pythia object ’pythia’ with:
*
* DecayHandler* muDecay = new MuDecay(&pythia.rndm);
* vector<int> muDecayParticles;
* muDecayParticles.push_back(13);
* pythia.setDecayPointer(muDecay,muDecayParticles);
*
* See Pythia8’s example 17.
*
* A Scaffidi U of Adelaide 2015
* C Savage Nordita 2015
*
*
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**********************************************************************/

#include <cmath> // pow
//#include <valarray>
#include "MuDecay.h"
#include <iostream>

using namespace std;
using namespace Pythia8;

//======================================================================

// Various constants
const double MuDecay::MU_MASS = 0.10566;
const double MuDecay::ELECTRON_MASS = 5.110e-4;
const double MuDecay::r = pow((ELECTRON_MASS/MU_MASS),2);
const double MuDecay::ALPHA = (1/137.035999074);

const double MuDecay::ENVELOPE_X_A = 0.175;
const double MuDecay::ENVELOPE_C = 24.83;

// Photon threshold energy and branching ratio for muon radiative
// decays above threshold (the BR is specific to the chosen threshold).
// BR calculated here by numerically integrating Eqn. 54 in Kuno &
// Okada, hep-ph/9909265. We also specify an upper limit on the
// differential branching ratio function dBR_dx_dy_dcosTheta over the
// region of interest, which is used by the accept/reject sampling
// method below.
// 1 MeV:
//const double MuDecay::EMIN = 0.001;
//const double MuDecay::RADIATIVE_BR = 0.0498;
//const double MuDecay::RADIATIVE_DBR_CEILING = 12.0;
// 10 MeV:
//const double MuDecay::EMIN = 0.01;
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//const double MuDecay::RADIATIVE_BR = 0.0130;
//const double MuDecay::RADIATIVE_DBR_CEILING = 7.0;

/* For random sampling, we define an envelope function that everywhere
exceeds the differential branching ratio, but is as close to the BR
possible while remaining invertible. The envelope has been defined
to be of the form f(x)g(y)h(c) with each of f, g, and h invertible
to make sampling easier. */

double MuDecay::dBR_envelope(const double x, const double y,
const double /*cosTheta*/) {
return ENVELOPE_C * pow(ENVELOPE_X_A+x,3) / y;

}

/* Randomly sample from the 4D volume under the above-defined envelope. */
void MuDecay::dBR_envelope_sample(double& x, double& y, double& cosTheta) {

// Kinematic constraints:
// 2*sqrt(r) < x < 1+r
// 0 < y < 1-r
// rho*y*cosTheta < 2(1+r) - 2(x+y) - x*y
// where rho is magnitude of electron 3-momentum in units of M_mu/2,
// (so x^2 = 4r + rho^2). There is no valid cosTheta in [-1,+1] for
// x < (1-y) + r/(1-y) over the above {x,y} domain, though this
// invalid region represents a tiny (<1%) area of the rectangular
// domain.
const double XMIN = 2*sqrt(r);
const double XMAX = 1+r;
const double YMIN = 2*Emin/MU_MASS; // energy theshold
const double YMAX = 1-r;

// Constants used in envelope inversion
const double BMIN = pow(ENVELOPE_X_A+XMIN,4);
const double BMAX = pow(ENVELOPE_X_A+XMAX,4);
const double RY = YMAX/YMIN;
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double ux = rndmPtr->flat();
double ax4 = (1-ux)*BMIN + ux*BMAX;
x = pow(ax4,0.25) - ENVELOPE_X_A;
y = YMIN * pow(RY,rndmPtr->flat());
cosTheta = 2*(rndmPtr -> flat()) - 1;

}

/* The differential branching ratio into x=2*E_gamma/M_mu, y=2*E_e/M_mu,
and cos(theta), where theta is the angle between the photon and
electron. */

double MuDecay::dBR_dx_dy_dcosTheta(const double x,
const double y, const double cosTheta) {
double absPe = sqrt(pow(MU_MASS*x/2,2) - pow(ELECTRON_MASS,2));
double beta = 2*(absPe/(MU_MASS*x));
double d = 1-beta*cosTheta;

double F0 = (8/d)*(pow(y,2)*(3-2*y) + 6*x*y*(1-y) + 2*pow(x,2)*(3-4*y) -
4*pow(x,3))

+ 8*(-x*y*(3-y-pow(y,2))-pow(x,2)*(3 -
y -4*pow(y,2))+ 2*pow(x,3)*(1+2*y))
+ 2*d*(pow(x,2)*y*(6-5*y-2*pow(y,2))-2*pow(x,3)*y*(4+3*y))
+ 2*pow(d,2)*pow(x,3)*pow(y,2)*(2+y);

double F1 = (32/pow(d,2))*(-((y*(3-2*y))/x)-(3-4*y)+2*x)
+ (8/d)*(y*(6-5*y) - 2*x*(4+y) + 6*pow(x,2))
+ 8*(x*(4-3*y+pow(y,2)) - 3*pow(x,2)*(1+y))
+ 6*d*pow(x,2)*y*(2+y);

double F2 = (32/pow(d,2))*((4-3*y)/x - 3) + 48*y/d;

double F = F0 + r*F1 + pow(r,2)*F2;

double dBdXdYdth = (ALPHA/(8*M_PI))*beta*(1/y)*F;

return dBdXdYdth;
}



H.1 MuDecay.cc 233

/* This function determines if a radiative decay should be performed.
In not, false is returned and Pythia will proceed to perform the
dominant 3-body decay already available through its standard
mechanisms. Radiative decay products and 4-momenta are explicitly
calculated here, using spectra calculations found in the literature.
See e.g. the mu decay review by Kuno & Okada, RMP 73, 151 (2001)
[hep-ph/9909265]. We assume unpolarized muons here. */

bool MuDecay::decay(vector<int>& idProd, vector<double>& mProd,
vector<Vec4>& pProd, int /*iDec*/,
const Event& /*event*/) {

// Unused arguments have names commented out to avoid spurious
// ’unused parameter’ compiler warnings.

// Photon and electron spectra are determined using the formulas
// found in Section II.C.2 and the Appendix of Kuno & Okada (2001).
// We perform the decay in the muon rest frame, assuming unpolarized
// muons. We generate a random orientation and then boost the
// particles to the lab frame at the end.

// Determine if we should perform radiative decay. If not,
// return false for standard Pythia processing of 3-body decay.
if (rndmPtr->flat() > BR_radiative) return false;

/*>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>
...RANDOM 4-VECTORS HERE. PROCEDURE:
*) RANDOM GAMMA ENERGY (assume in z-direction)
*) RANDOM ELECTRON ENERGY/THETA (assume in xz-plane)
*) RANDOM NEUTRINOS (must conserve 4-momentum)
*) PERFORM RANDOM ROTATION AND REORIENTATION
<<<<<<<<<<<<<<<<<<<<<<<<<<<<<<<<<<<<<<<<<<<<<<<<<<<<<<<<*/

// Sampling is performed using the acceptance/rejection method.

// Kinematic quantities:
// x = 2 E_electron / M_mu
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// y = 2 E_gamma / M_mu
// theta is angle between gamma and electron
// rho is 2 q_e / M_nu where q_e is magnitude of electron 3-momentum
// u is uniform random number used for accept/reject technique
double u, x, y, cosTheta, rho;

// Kinematic constraints checked below:
// 2*sqrt(r) < x < 1+r
// 0 < y < 1-r
// rho*y*cosTheta < 2(1+r) - 2(x+y) - x*y
// where rho is magnitude of electron 3-momentum in units of M_mu/2,
// (so x^2 = 4r + rho^2). There is no valid cosTheta in [-1,+1] for
// x < (1-y) + r/(1-y) over the above {x,y} domain, though this
// invalid region represents a tiny (<1%) area of the rectangular
// domain.

const double sqrtr = sqrt(r);

// Select x,y and cosTheta values according to kinematic restrictions.
// (see eqn 50 of Kuno & Okada)
// The accept/reject method will draw points from the 4D volume
// under the envelope function.
while (true) {

loopcount++;
dBR_envelope_sample(x,y,cosTheta);
//cout << " " << loopcount << " " << x << " " << y << " " << cosTheta
// << " " << dBR_dx_dy_dcosTheta(x,y,cosTheta)
// << " " << dBR_envelope(x,y,cosTheta) << endl;
if ((y > 1 - sqrtr) && (x < (1-y) + r/(1-y))) continue;
cloopcount++;
rho = sqrt(pow(x,2)-4*r);
if (rho*y*cosTheta > 2*(1+r) - 2*(x+y) + x*y) continue;
uloopcount++;
u = rndmPtr-> flat();
if (u*dBR_envelope(x,y,cosTheta) < dBR_dx_dy_dcosTheta(x,y,cosTheta))
{
break};
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}

// Constructing 4 momenta //

// Mother muon 4-momentum construction (needed for momentum
// conservation constraints)
Vec4 pmu(0,0,0,MU_MASS);

// Photon 4-momentum construction.
// Chosen to be along z-axis.
double Eg = y*MU_MASS/2.0;
double pgx = 0.0;
double pgy = 0.0;
double pgz = Eg;
Vec4 pg(pgx,pgy,pgz,Eg)ce

// Electron 4-momentum construction.
// Chosen to be in xz-plane.
double Ee = x*MU_MASS/2.0;
double AbsPe = sqrt(Ee * Ee - ELECTRON_MASS*ELECTRON_MASS);
double pex = AbsPe * sqrt(1-pow(cosTheta,2));
double pey = 0.0;
double pez = AbsPe * cosTheta;
Vec4 pe(pex,pey,pez,Ee);

// Combined electron+muon neutrinos 4-momenta.
Vec4 pnu = pmu - pe - pg;
double ECMnu = pnu.mCalc();

// Random neutrino directions in neutrino CM frame.
// For simplicity, we ignore any angular correlations with
// the muon and/or electron (assuming isotropic in neutrino
// CM frame).
Vec4 pnue(0.5*ECMnu,0.0,0.0,0.5*ECMnu);
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Vec4 pnumu(-0.5*ECMnu,0.0,0.0,0.5*ECMnu);
RotBstMatrix nudirection;
nudirection.rot(0.0,2*M_PI*rndmPtr->flat());
nudirection.rot(acos(2*rndmPtr->flat()-1),0.0);
nudirection.rot(0.0,2*M_PI*rndmPtr->flat());
pnue.rotbst(nudirection);
pnumu.rotbst(nudirection);

// Boost neutrinos to muon rest frame
pnue.bst(pnu);
pnumu.bst(pnu);

// Apply a random orientation to the system in the muon
// rest frame. Requires three rotations.
double phi1 = 2 * M_PI * rndmPtr->flat();
double theta = acos(2*rndmPtr->flat() - 1);
double phi2 = 2 * M_PI * rndmPtr->flat();
RotBstMatrix reorient;
reorient.rot(0.0,phi1);
reorient.rot(theta,0.0);
reorient.rot(0.0,phi2);
pg.rotbst(reorient);
pe.rotbst(reorient);
pnue.rotbst(reorient);
pnumu.rotbst(reorient);

// Boosting //

// Boost to lab frame as determined from muon 4-momentum.
//RotBstMatrix boost;
//boost.bst(pProd[0]);
//pg.rotbst(boost);
//pe.rotbst(boost);
//pnue.rotbst(boost);
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//pnumu.rotbst(boost);
// NOTE: The RotBstMatrix class provides no analog to the
// Vec4.bst(p,m) routine that has better handling for the
// large gamma case. We apply the boost directly through
// the Vec4 objects themselves to avoid potential issues
// (as the muons may be very highly boosted).
pg.bst(pProd[0],mProd[0]);
pe.bst(pProd[0],mProd[0]);
pnue.bst(pProd[0],mProd[0]);
pnumu.bst(pProd[0],mProd[0]);

// Sign factor for particle/anti-particle conversions
int s = (idProd[0] > 0) ? +1 : -1;

// Add photon decay product
idProd.push_back(22);
mProd.push_back(0.0);
pProd.push_back(pg);
// Add (anti)electron decay product
idProd.push_back(s*11);
mProd.push_back(ELECTRON_MASS);
pProd.push_back(pe);
// Add (anti)electron neutrino decay product
idProd.push_back(s*(-12));
mProd.push_back(0.0);
pProd.push_back(pnue);
// Add (anti)muon neutrino decay product
idProd.push_back(s*14);
mProd.push_back(0.0);
pProd.push_back(pnumu);

return true;
}

//======================================================================
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H.2 Mudecay.h

/**********************************************************************
*
* A derived class for calculating muon decays that includes the O(1%)
* radiative decay process. Control is passed back to Pythia for
* handling of the dominant 3-body decay process, so that process
* should not be removed from the muon decay channels. This decay
* can be added to a Pythia object ’pythia’ with:
*
* DecayHandler* muDecay = new MuDecay(&pythia.rndm);
* vector<int> muDecayParticles;
* muDecayParticles.push_back(13);
* pythia.setDecayPointer(muDecay,muDecayParticles);
*
* See Pythia8’s example 17.
*
* C Savage Nordita 2015
* A Scaffidi U of Adelaide 2015
*
**********************************************************************/

#ifndef XXAnn_MuDecay_H
#define XXAnn_MuDecay_H

#include <vector> // vector objects
#include "Pythia.h"

_MASSDecay : public Pythia8::DecayHandler {

public:

// Constructor.
// We need a random number generator for generating random decays.
// Can also specify the minimum photon energy to consider;
// default is 1 MeV (but argument is given in GeV). The
// threshold should be below 20 MeV, but not much below 1 MeV.



H.2 Mudecay.h 239

// Set the threshold greater than the muon mass to disable
// radiative decays.
MuDecay(Pythia8::Rndm* rndmPtrIn, double EminIn = 0.001) {

rndmPtr = rndmPtrIn;
Emin = EminIn;

// Disable radiative decay for large threshold by setting BR
// to zero.
if (EminIn > MU_MASS) {

Emin = MU_MASS;
BR_radiative = 0.0;
return;

}

// At low energies, tree level radiative decay has a logarithmic
// divergence that is canceled by higher-order diagrams that are
// not considered here; thus, we do not allow the threshold to
// be too low. Due to the small-threshold expansion for the
// branching ratio, the threshold cannot be too large either.
if (Emin < 0.0001) Emin = 0.0001; // 0.1 MeV, probably still too low
if (Emin > 0.020) Emin = 0.020; // 20 MeV

// Determine radiative decay branching ratio for given photon
// threshold. The BR can be determined by integrating Eqn. 54
// in Kuno & Okada, hep-ph/9909265. We have performed a
// numerical integration at a threshold of 10 MeV, and then we
// use a small-y expansion to extrapolate the BR to other
// thresholds. At the given order, the expansion becomes poor
// for thresholds above ~ 20 MeV.
static const double y0 = 2*0.010/MU_MASS;
static const double B0 = 0.0130217;
double y = 2*Emin/MU_MASS;
static const double lnr = log(r);
// Extrapolation good to O(y^4)
double Delta = (17./2+3*lnr)*log(y/y0)

- (28./3+5*lnr)*(y-y0)
+ (35./8+3*lnr)*(pow(y,2)-pow(y0,2))
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- (17./6+2*lnr)*(pow(y,3)-pow(y0,3));
BR_radiative = B0 + ALPHA/(3*M_PI) * Delta;

}

// Handle decay of muon.
// On entry, vectors contain only the muon id (13), its mass, and
// its 4-momentum. The decay products are added to these vectors.
// Boolean return value indicates if this process handled the
// decay, otherwise Pythia will perform its conventional decay
// processing. In this case, we perform a radiative decay ~1% of
// the time and return false otherwise.
bool decay(vector<int>& idProd, vector<double>& mProd,

vector<Pythia8::Vec4>& pProd, int iDec,
const Pythia8::Event& event);

private:

// Various constants used for calculations.
static const double MU_MASS;
static const double ELECTRON_MASS;
static const double r;
static const double ALPHA;

// Various constants used for the sampling envelope.
static const double ENVELOPE_X_A;
static const double ENVELOPE_C;

// Random number generator.
Pythia8::Rndm* rndmPtr;

// Minimum photon energy and corresponding branching ratio.
double Emin;
double BR_radiative;

// Differential branching ratio into x=2*E_gamma/M_mu, y=2*E_e/M_mu,
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// and cos(theta), where theta is the angle between the photon and
// electron.
double dBR_dx_dy_dcosTheta(const double x, const double y,
const double cosTheta);

// For random sampling, we define an envelope function that everywhere
// exceeds the differential branching ratio, but is as close to the BR
// possible while remaining invertible. The inverted function is used
// to generate a random point under the envelope.
double dBR_envelope(const double x, const double y, const double cosTheta);
void dBR_envelope_sample(double& x, double& y, double& cosTheta);

};

//======================================================================

#endif // XXAnn_MuDecay_H
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Papers resulting from the original
work presented in this thesis

In this final appendix, the two papers on which this work is based are presented. The
first paper ‘LUX likelihood and limits on spin-independent and spin-dependent WIMP
couplings with LUXCalc’ [40] was published to Physical Review D (PRD), while the
second, ‘Gamma rays from muons from WIMPs: Implementation of radiative muon
decays for dark matter analyses’ [41] is at the time of submission with the referee for
PRD.
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We present LUXCalc, a new utility for calculating likelihoods and deriving weakly interacting massive
particle (WIMP)-nucleon coupling limits from the recent results of the LUX direct search dark matter
experiment. After a brief review of WIMP-nucleon scattering, we derive LUX limits on the spin-dependent
WIMP-nucleon couplings over a broad range of WIMP masses, under standard assumptions on the relevant
astrophysical parameters. We find that, under these and other common assumptions, LUX excludes the
entire spin-dependent parameter space consistent with a dark matter interpretation of DAMA’s anomalous
signal, the first time a single experiment has been able to do so. We also revisit the case of spin-independent
couplings, and demonstrate good agreement between our results and the published LUX results. Finally, we
derive constraints on the parameters of an effective dark matter theory in which a spin-1 mediator interacts
with a fermionic WIMP and Standard Model fermions via axial-vector couplings. A detailed appendix
describes the use of LUXCalc with standard codes to place constraints on generic dark matter theories.

DOI: 10.1103/PhysRevD.92.103519 PACS numbers: 95.35.+d

I. INTRODUCTION

Evidence for a large amount of nonbaryonic “dark
matter” (DM) in the Universe has been accumulating for
decades [1,2]. Recent observations of the cosmic micro-
wave background have provided a precise measurement of
the DM relic density, and also strongly support the idea of
“cold” DM in the form of weakly interacting massive
particles (WIMPs) [3–5]. The failure of the Standard Model
(SM) of particle physics to adequately explain a variety of
astrophysical observations has prompted the development
of a large number of particle theories beyond the SM [6].
Concurrently with these theoretical developments, a

large number of experiments have been conducted to
search for DM annihilation in distant astrophysical objects,
produce and observe DM particles in high energy particle
collisions, or observe the direct interaction of particles of
DM with Earth bound detectors. Although there are
tantalizing hints of DM signatures in one or more of these
experiments, there is as yet no uncontroversial detection of
(nongravitational) WIMP interactions with ordinary matter
[7]. Given a particular new theory of particle physics, it is
sometimes challenging to assess the likelihood of the
model (as a function of the model parameters) given the
null results of these experiments.

In this paper, we present LUXCalc, a new utility for
assessing the likelihood of new physics models given the
recent results of the LUX experiment [8], the most
constraining direct search experiment to date for a wide
range of WIMP models. In addition to describing the use of
the tool for the general user, we apply it to derive LUX
limits on spin-independent (SI) and spin-dependent (SD)
WIMP-nucleon couplings. The former show good agree-
ment with the official LUX results, thus validating our
approach. While SD limits have not been provided by the
LUX Collaboration, our results in the neutron-only cou-
pling case are in close agreement with those calculated by
Ref. [9].1 We present for the first time the LUX SD proton-
only limits and discuss the general SD mixed coupling
case, finding that LUX alone fully excludes the SD-
interacting DM interpretation of the anomalous signal seen
in DAMA [11].
The paper is structured as follows. In Sec. II we provide a

brief and self-contained review on the physics of WIMP-
nuclear scattering, in both the SI and SD cases. In Sec. III
we review the LUX experiment, and present the method-
ology for our determination of the LUX likelihood and
constraints. Section IV presents our SI and SD coupling
limits as a function of the WIMP mass, including

*chris@savage.name
†andre.scaffidi@adelaide.edu.au
‡martin.white@adelaide.edu.au
§anthony.williams@adelaide.edu.au

1Reference [10] first produced SD LUX limits, though only for
a narrow range of WIMP masses around 10 GeV. Our full
treatment of the LUX efficiencies provides more stringent limits
than those from the more conservative analysis performed in that
reference.
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comparisons with the published LUX limits (where rel-
evant), and those of other DM experiments. We also place
constraints on an effective DM theory for which the SD
constraints are particularly important: the case of fermionic
DM interacting with a spin-1 mediator that has an
axial-vector coupling to both the WIMP and to SM
fermions. Finally, we present conclusions in Sec. V. The
AppendixLUXCalc describes the use of the LUXCalc
software.

II. THEORY REVIEW

Direct detection experiments aim to observe the recoil of
a nucleus in a collision with a DM particle [12]. After an
elastic collision with a WIMP χ of mass mχ , a nucleus of
mass M recoils with energy E ¼ ðμ2v2=MÞð1 − cos θÞ,
where μ≡mχM=ðmχ þMÞ is the reduced mass of the
WIMP-nucleus system, v is the speed of the WIMP relative
to the nucleus, and θ is the scattering angle in the center of
mass frame. The differential recoil rate per unit detector
mass is

dR
dE

¼ n0
M

�
v
dσ
dE

�
¼ 2ρ0

mχ

Z
d3vvfðv; tÞ dσ

dq2
ðq2; vÞ; ð1Þ

where n0 ¼ ρ0=mχ is the number density of WIMPs, with
ρ0 the local DM mass density; fðv; tÞ is the time-dependent
WIMP velocity distribution; and dσ

dq2 ðq2; vÞ is the velocity-
dependent differential cross section, with q2 ¼ 2ME the
momentum exchange in the scatter. In the typical case that
the target material contains more than one isotope, the
differential rate is given by a mass-fraction weighted sum
over contributions from the isotopes, each of the form given
by Eq. (1). Using the form of the differential cross section
for the most commonly assumed couplings,

dR
dE

¼ 1

2mχμ
2
σðqÞρ0ηðvminðEÞ; tÞ; ð2Þ

where σðqÞ is an effective scattering cross section and

ηðvmin; tÞ≡
Z
v>vmin

d3v
fðv; tÞ

v
ð3Þ

is the mean inverse speed, with

vmin ¼
ffiffiffiffiffiffiffiffi
ME
2μ2

s
ð4Þ

the minimum WIMP velocity that can result in a recoil
energy E. Equation (2) conveniently factorizes the differ-
ential rate into particle physics terms (σ) and astrophysics
terms (ρ0η), which we describe separately in the following
sections. More comprehensive reviews of direct detection
can be found in Refs. [2,13–15].

A. Particle physics: Cross section

For a supersymmetry (SUSY) neutralino and many other
WIMP candidates, the dominant WIMP-quark couplings in
direct detection experiments are the scalar and axial-vector
couplings, which, respectively, give rise to SI and SD cross
sections [14]. In both cases,

dσ
dq2

ðq2; vÞ ¼ σ0
4μ2v2

F2ðqÞΘðqmax − qÞ ð5Þ

to leading order. Here, Θ is the Heaviside step function,
qmax ¼ 2μv is the maximum momentum transfer in a
collision at a relative velocity v, and the requirement
q < qmax gives rise to the lower limit v > vmin in the
integral for η in Eq. (3). In the above equation, σ0 is the
scattering cross section in the zero-momentum-transfer
limit (we shall use σSI and σSD to represent this term in
the SI and SD cases, respectively) and F2ðqÞ is a form
factor to account for the finite size of the nucleus. The
WIMP coherently scatters off the entire nucleus when the
momentum transfer is small, giving F2ðqÞ → 1. However,
as the de Broglie wavelength of the momentum transfer
becomes comparable to the size of the nucleus, the
WIMP becomes sensitive to the spatial structure of the
nucleus and F2ðqÞ < 1, with F2ðqÞ ≪ 1 at higher
momentum transfers. It is traditional to define a form-
factor corrected cross section

σðqÞ≡ σ0F2ðqÞ; ð6Þ

as was used in Eq. (5) above. We note that this is an
effective cross section, whereas the actual scattering cross
section is given by

R
dq2 dσ

dq2 ðq2; vÞ for a given relative

velocity v. The total WIMP-nucleus scattering rate is then
the sum over both the SI and SD contributions, each with
its own form factor.

1. Spin-independent cross section (SI)

The SI WIMP-nucleus interaction, which occurs through
operators such as ðχ̄χÞðq̄qÞ, has the cross section

σSI ¼
μ2

π
½ZGp

SI þ ðA − ZÞGn
SI�2 ¼

4μ2

π
½Zfp þ ðA − ZÞfn�2;

ð7Þ

where Z and A-Z are the number of protons and neutrons in
the nucleus, respectively, and fp (fn) is the effective
coupling to the proton (neutron), with the alternate nor-
malization GN

SI ¼ 2fN also found in the literature.2

2Notably, GN
SI are the GF-like effective four-fermion coupling

constants in the case of scalar interactions [16] and are the
normalization used in DarkSUSY [17]. micrOMEGAs uses
λN ¼ 1

2
GN

SI [18].
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For neutralinos and most other WIMP candidates with a SI
interaction arising through scalar couplings, fn ≃ fp and
the SI scattering cross section of WIMPs with protons and
neutrons are roughly comparable, σn;SI ≈ σp;SI. For iden-
tical couplings (fn ¼ fp), the SI cross section can be
written as

σSI ¼
μ2

μ2p
A2σp;SI; ð8Þ

where μp is the WIMP-proton reduced mass. As neutralinos
are the currently favored WIMP candidate, this assumption
is widely made throughout the direct detection literature,
though models can be constructed that violate this fn ≃ fp
condition (e.g. isospin-violating DM [19]). We will con-
sider only the identical SI couplings case when later
examining the LUX results.
The SI cross section grows rapidly with nuclear mass due

to the A2 factor in Eq. (8), which arises from the fact that the
total SI coupling of the WIMP to a nucleus is a coherent
sum over the contributions from individual protons and
neutrons within. Direct detection experiments therefore
often use heavy nuclei to increase their sensitivity to WIMP
scattering.
The SI form factor is essentially a Fourier transform

of the mass distribution of the nucleus. A reasonably
accurate approximation is the Helm form factor [13,20]:

FðqÞ ¼ 3e−q2s2=2 sinðqrnÞ − qrn cosðqrnÞ
ðqrnÞ3

; ð9Þ

where s≃ 0.9 fm and r2n ¼ c2 þ 7
3
π2a2 − 5s2 is an effec-

tive nuclear radius with a≃ 0.52 fm and c≃ 1.23A1=3 −
0.60 fm. Further details on SI form factors can be found in
Refs. [13,21].

2. Spin-dependent cross section (SD)

SD scattering is due to the interaction of a WIMP with
the spin of the nucleus through operators such as
ðχ̄γμγ5χÞðq̄γμγ5qÞ, and takes place only in those detector
isotopes with an unpaired proton and/or unpaired neutron.
The SD WIMP-nucleus cross section is

σSD ¼ 4μ2

π

ðJ þ 1Þ
J

½Gp
SDhSpi þ Gn

SDhSni�2

¼ 32μ2G2
F

π

ðJ þ 1Þ
J

½aphSpi þ anhSni�2; ð10Þ

whereGF is the Fermi constant, J is the spin of the nucleus,
hSpi and hSni are the average spin contributions from the
proton and neutron groups, respectively, and ap (an) are the
effective couplings to the proton (neutron) in units of
2

ffiffiffi
2

p
GF; the alternative normalization GN

SD ¼ 2
ffiffiffi
2

p
GFaN is

also found in the literature.3 Unlike the SI case, the two SD
couplings ap and an may differ substantially (though they
are often of a similar order of magnitude), so that a
simplification comparable to Eq. (8) is not made in the
SD case. Because of the uncertain theoretical relation
between the two couplings and following from the fact
that one of hSpi or hSni is often much smaller than the other,
experiments typically only significantly constrain one of
the two SD cross sections, σp;SD or σn;SD, but not both.
The SD form factor is given in terms of the structure

function SðqÞ as

F2ðqÞ ¼ SðqÞ
Sð0Þ ð11Þ

such that F2ð0Þ ¼ 1 as previously prescribed. The SðqÞ
have the functional form

SðqÞ ¼ a2pSppðqÞ þ a2nSnnðqÞ þ apanSpnðqÞ: ð12Þ

The differential SD scattering cross section can alterna-
tively be written in terms of this structure function as4

dσ
dq2

ðq2; vÞ ¼ 8G2
F

v2ð2J þ 1Þ SðqÞΘðqmax − qÞ: ð13Þ

In the limit of zero-momentum transfer (q → 0) the
functions Sxyð0Þðx; y ¼ p; nÞ can be related to expectation
values of the proton/neutron spin [22,23]:

hSpi2 ¼
J

ðJ þ 1Þ
π

ð2J þ 1Þ Sppð0Þ and

hSni2 ¼
J

ðJ þ 1Þ
π

ð2J þ 1Þ Snnð0Þ: ð14Þ

Under an alternative basis

a0 ¼ ap þ an a1 ¼ ap − an; ð15Þ

which is a more convenient basis for nuclear physics
work,

SðqÞ ¼ a20S00ðqÞ þ a21S11ðqÞ þ a0a1S01ðqÞ; ð16Þ

where the structure functions in the two bases are
related by

3Though we use aN and GN
SD to distinguish between the two

normalizations here, aN is frequently used within the literature for
both cases. The GN

SD normalization is used by DarkSUSY
[16,17], while micrOMEGAs uses ξN ¼ 1

2
GN

SD [18].
4The factor of 8G2

F is omitted if Eq. (12) is written in terms of
GN

SD rather than aN . Again, sometimes the latter notation is used
in the literature to represent the former normalization as defined
here.
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Spp ¼ S00 þ S11 þ S01

Snn ¼ S00 þ S11 − S01

Spn ¼ 2ðS00 − S11Þ: ð17Þ

The Sij ði; j ¼ 0; 1Þ are calculated in the literature. For the
two nonzero-spin xenon isotopes (129Xe and 131Xe), we
take these structure functions from Ref. [24], utilizing one
plus two body (1bþ 2b) axial-vector currents where
possible.

B. Astrophysics: Dark matter distribution

The DM halo in the local neighborhood is most likely
dominated by a smooth and well-mixed (virialized) com-
ponent with an average density ρ0. The simplest model for
this smooth component is often taken to be the standard
halo model (SHM) [25,26], a nonrotating isothermal sphere
with an isotropic, Maxwellian velocity distribution and
most probable speed v0, where for the SHM, v0 is equal to
the disk rotation speed vrot. The SHM velocity distribution
in the Galactic (i.e. nonrotating) rest frame is

~fðvÞ ¼
� 1

Nesc
ð 1
πv2

0

Þ3=2e−v2=v20 ; for jvj < vesc

0; otherwise:
ð18Þ

Here,

Nesc ¼ erfðzÞ − 2ffiffiffi
π

p ze−z2 ; ð19Þ

with z≡ vesc=v0, is a normalization factor. The Maxwellian
distribution is truncated at the escape velocity vesc to
account for the fact that WIMPs with sufficiently high
velocities escape the Galaxy’s potential well.
Ultimately, the velocity distribution in Earth’s rest frame

is the one relevant for direct detection, which can be
obtained after a Galilean boost:

fðvÞ ¼ ~fðv⊙ þ vÞ; ð20Þ

where v⊙ ¼ vLSR þ v⊙;pec is the motion of the Sun relative
to the Galactic rest frame, vLSR ¼ ð0; vrot; 0Þ is the motion
of the local standard of rest in Galactic coordinates,5 and
v⊙;pec is the Sun’s peculiar velocity. The additional time-
dependent orbital motion of Earth about the Sun is
postulated to give rise to a measurable modulation in the
signal [15,26]; indeed, some experiments have claimed
positive results for such signatures [27]. This small Earth
orbital motion and resulting time dependence has been
neglected here as it is not relevant to the LUX calculations.

The choice of values for the various DM distribution
parameters is important for interpreting direct detection
results. Due to the inability to directly observe the DM and
various systematic issues in interpreting observations of
the Galaxy, some of those parameters are known to limited
precision. The range of estimates for these parameters are
shown in Table ISHM, as well as values commonly used
for comparing direct detection results (“canonical”) and
the default values used by LUXCalc. The LUXCalc
default values for ρ0 and vrot are somewhat larger than
the historical canonical values as more recent estimates
tend to prefer the somewhat larger values. However, the
canonical values are not inconsistent with the current
observations and will thus continue to see wide usage.
The parameter values can be easily changed in LUXCalc
and we will use the canonical values ourselves when
comparing LUX results with other experiments in later
sections. In addition to these SHM parameters, we take
v⊙;pec ¼ ð11; 12; 7Þ km=s [28].

III. THE LUX EXPERIMENT AND ANALYSIS

In this section, we describe the basic operation of the
LUX DM search detector and how their data is used to
constrain WIMP parameters. The LUX experiment uses a
liquid-xenon time projection chamber (TPC) to identify
DM recoil events and distinguish them from other (back-
ground) events [40]. The first LUX results, released in 2013
[8], involved a fiducial exposure of 1.01 × 104 kg-days,
comparable to that of the then-leading6 XENON100 experi-
ment [41] (7.6 × 103 kg-days), which likewise used a TPC
detector with a xenon target. The slightly larger exposure
and somewhat better detector performance characteristics
allowed LUX to overtake XENON100 and LUX is now the
leading experiment in terms of sensitivity to a large variety
of WIMPs (by about a factor of 2 over XENON100).
The principles of operation for a TPC are as follows. A

recoiling xenon nucleus (or recoiling electron, in the case of
some background processes) in the liquid-xenon target will
interact with other nearby atoms, inducing both excitations

TABLE I. Values of parameters describing the standard halo
model (SHM). The columns show in order: ranges of values
typically found in the literature, commonly used values for
comparison of experimental results, and the default values used
by LUXCalc. In the SHM, the final parameter v0 is not
independent, but fixed by the relation v0 ¼ vrot.

Estimate Canonical LUXCalc default Refs.

ρ0 [GeV=cm3] 0.2–0.7 0.3 0.4 [29–34]
vrot [km=s] 200–250 220 235 [35–38]
vesc [km=s] 500–600 544 550 [39]

5Galactic coordinates are aligned such that x̂ is the direction to
the Galactic center, ŷ is the direction of the local disk rotation, and
ẑ is orthogonal to the plane of the disk.

6In terms of sensitivity to WIMPs with SI interactions and
masses above ∼10 GeV.
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and ionization of those atoms. The relatively quick relax-
ation of the excitations releases photons that are collected
by photomultiplier tubes (PMTs); this prompt scintillation
is referred to as the S1 signal. While some of the ionized
electrons can recombine (possibly producing excitations
and contributing to the S1 prompt scintillation signal),
many of the free electrons are drawn away from the
interaction site to the surface of the liquid by the application
of an electric field across the liquid. Above the liquid is a
small region of gaseous xenon under a higher electric field.
Electrons reaching this region rapidly accelerate and collide
with xenon atoms in the gas, releasing photons and more
electrons in a cascade process; this “proportional scintilla-
tion” is the S2 signal. The drift time of the ionized electrons
across the liquid is substantially longer than the relaxation
time of the xenon excitations, so the S1 and S2 scintillation
signals are easily distinguishable. The benefit of observing
two signals is that electron recoils, produced by back-
ground radiation, tend to produce a relatively larger amount
of S2 for a given S1, so S2/S1 is used as a background
discrimination parameter.
For a given WIMP spectrum, the average expected

number of signal events in some analysis region is

μ ¼ MT
Z

∞

0

dEϕðEÞ dR
dE

ðEÞ; ð21Þ

where MT is the detector mass × time exposure and ϕðEÞ
is the fraction of recoil events of energy E that both will be
observed and will fall into the predefined analysis region.
This ϕðEÞ detection efficiency accounts for various trigger
efficiencies, intrinsic statistical fluctuations and the PMT
response (i.e. detector resolution), and analysis cuts. The
benefit of the above form is that all the complicated detector
physics and responses are rolled into ϕðEÞ, which is
independent of the type of WIMP interaction or spectrum.
Thus, for a given experimental result and analysis region,
ϕðEÞ can be tabulated once and then used for analyzing
arbitrary WIMPs. We use the TPCMC Monte Carlo [42] to
model the detector response and generate the relevant ϕðEÞ
efficiency curves. TPCMC relies on NEST [43–45] for
modeling the microphysics of a recoiling xenon atom.
We take as our analysis region in the S2/S1-S1 plane

the region above the S2 ≥ 200 PE threshold, below the
nuclear recoil calibration data mean S2/S1 curve, and
2 PE ≤ S1 ≤ 30 PE. This region matches that used by
the LUX Collaboration, except for the imposition of the
hard S2/S1 cut that is not necessary for their profile
likelihood analysis [46]. This region contains one observed
event at an S1 of 3.1 PE with a mean expected background
of b ¼ 0.64 events. Ideally, a lower S2/S1 bound to the
region should be imposed in the count-based analyses we
will be using, but such a bound can often be set low enough
that, in practice, the ϕðEÞ are negligibly affected. The lower
bound would serve more to exclude very low S2/S1 events

that are almost certainly backgrounds; luckily, there are no
such events in the LUX results and this issue is moot.7

Given an observed number of events N and expected
background b—being 1 and 0.64 for this LUX analysis,
respectively—a likelihood can be constructed from the
Poisson distribution, with

Lðmχ ;σjNÞ ¼ PðNjmχ ;σÞ ¼
ðbþ μÞNe−ðbþμÞ

N!
; ð22Þ

where μ ¼ μðmχ ;σÞ is the expected number of signal
events for a given WIMP mass mχ and one or more
scattering cross sections σ (or, alternatively, couplings).
This likelihood can be easily combined with those from a
variety of other physics data, such as from colliders or
indirect DM searches, in statistical scans of the Minimal
Supersymmetric Standard Model or other new physics
frameworks; see e.g. [47–51].
We derive constraints in a σ-mχ parameter space via two

methods: the Feldman-Cousins (Poisson-based) method
[52] and Yellin’s maximum gap method [53]. These two
techniques correspond to analyses with and without back-
ground subtraction, respectively, with the latter case com-
monly found in the literature due to the difficulty in reliably
identifying and characterizing background contributions.
The Feldman-Cousins method derives a confidence

interval in σ for each mχ (resulting in a raster scan in
the σ-mχ plane) that is consistent with the observed number
of events given the expected background. This confidence
interval may be either one- or two-sided and, thus, is
capable of excluding the zero-signal case when excess
events are found. This method is relatively straightforward
and easy to implement, but one of the drawbacks is the lack
of spectral information in the analysis: only the total counts
are used, not the distribution of S1 values (a coarse proxy
for recoil energy). This spectral information can be useful
in distinguishing between signal and background and can
aid in constraining the mass of the WIMP in the event of a
positive result, as heavier WIMPs induce more energetic
xenon recoils and larger S1 values, on average. Analyses
that make use of spectral information are substantially more
complex to implement and are thus typically only per-
formed by the experimental collaborations themselves; see
e.g. Refs. [54,55].
The maximum gap method makes no presumptions

about the amount of background that might be contributing
to the observed events, instead assuming any or all of the
events might be a signal to generate a conservative
exclusion limit in σ at each mχ : any cross sections above
this limit would yield too many events even if background

7A conservative imposition of a lower S2/S1 cut corresponding
to the 10% lower tail of the nuclear recoil calibration data (dashed
red curve in Fig. 4 of Ref. [8]) results in constraints that are
weaker by ∼20% − 30%.
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contributions were ignored. This method does make use of
the S1 distribution of the observed events, focusing on an
S1 range where the expected number of events is largest
relative to the number of observed events. Specifically, the
maximum gap method breaks the full observable (S1) range
into intervals separated by the observed events. If μk are the
predicted number of events in each of these intervals, the
“maximum gap” is the one where μk is largest. If x≡ μk;max

μ is
the fraction of signal events expected in this interval, then

C0ðx; μÞ ¼
X⌊μ=x⌋
k¼0

ðkx − μÞke−kx
k!

�
1þ k

μ − kx

�
ð23Þ

is the probability of the maximum gap being smaller
than observed. In other words, a WIMP mass and cross
section(s) is excluded at greater than a 90% confidence
level (C.L.) if C0 ≥ 0.9. To perform this calculation with
the LUX result (with one event at an S1 of 3.1 PE), we
divide the previously discussed LUX S2/S1-S1 analysis
region into two parts, S1∈½2; 3.1� PE and S1∈½3.1; 30� PE,
and use TPCMC to generate efficiency factors ϕ1ðEÞ and
ϕ2ðEÞ, respectively, for the two intervals.8 The expected
number of events in an interval μk can then be calculated
via Eq. (21) under the replacement ϕ → ϕk.
In tandem with this paper, we provide LUXCalc, a

software package for performing the above-described LUX
analyses. LUXCalc can be used as a stand-alone program
or as a library to be called from other software packages
such as DarkSUSY [17,56] and micrOMEGAs [57–59]. A
description of LUXCalc and its usage can be found in the
AppendixLUXCalc. The software can be found at Ref. [60]
or as ancillary files to the e-print version of this paper.
Before turning to our results, we take a moment to stress

that the ϕðEÞ and ϕkðEÞ curves used here require a full
statistical modeling of LUX’s TPC detector to generate and
cannot be trivially generated from any efficiencies provided
by LUX in Ref. [8]. One might be tempted to take the no-
S2/S1 cut efficiency from Fig. 1 of that reference and apply
an additional factor of 0.5 to account for the fraction of
nuclear recoils falling below the S2/S1 mean in the
calibration data. There are two reasons why this is
incorrect. First, the S2/S1 cut is not independent of the
other cuts and, in fact, is very highly correlated with the
S1∈½2; 30� PE cut near the boundaries. Second, the mean of
the calibration recoil band in S2/S1-S1 space represents the
distribution convolved over energy for that particular
calibration spectrum; this does not imply that 50% of
the events at any specific energy will fall below that mean.
Finally, the efficiency curve provided by LUX (without the
S2/S1 cut) applies only to the whole [2,30] PE S1 interval
and cannot be decomposed into the subintervals used for
the maximum gap analysis. As we show in the next section,

our efficiency curves nearly exactly reproduce LUX’s own
low-mass constraints, an indication that those efficiency
curves are correctly modeled (the naive approach of simply
applying an additional 50% nuclear recoil median-cut
acceptance would lead to constraints too weak by a factor
of 2 at low masses). A tabulation of these efficiencies is also
included as an ancillary file in the e-print version of
this paper.
One might note that the results of Sec. III, i.e. Eqs. (21)–

(23), are broadly applicable to any similar xenon-based
TPC experiment. We refer the reader to work in progress
[42] for exact methods on how to generate ϕðEÞ for a
general experiment.

IV. PHYSICS RESULTS

In this section, we apply the previously described
methods to analyze various physics models. We first
examine in Sec. IVA the LUX constraints on generic
WIMPs with SI and SD interactions, comparing our results
with those from other DM searches and from the LUX
Collaboration itself. In Sec. IV B, we then apply LUX
constraints to an effective theory model where SD inter-
actions are particularly relevant.

A. Generic coupling limits

Our LUX SI scattering constraints are shown in Fig. 1,
with the maximum gap limit shown in solid black and the

FIG. 1 (color online). Spin-independent cross-section con-
straints for the LUX experiment. Constraints are generated with
and without background subtraction: a Poisson-based analysis
with one observed event and 0.64 expected background events is
used in the former case (dashed black), while the maximum gap
method is used in the latter case (solid black); see the text for
details. For comparison, the official LUX Collaboration con-
straints are also shown (red), based upon an event-likelihood
analysis. All constraints are at the 90% C.L.; cross sections above
the curves are excluded at greater than this level.

8By definition, ϕðEÞ ¼ P
kϕkðEÞ.
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Poisson-based constraint shown in dashed black; con-
straints are at the 90% C.L. The official LUX limits are
also shown (thin red). Though they are not our preferred
parameters, we use v0 ¼ vrot ¼ 220 km=s and ρ0 ¼
0.3 GeV=cm3 to generate constraints in this and later
figures to allow for a proper comparison with various
other experimental constraints that use these values, such as
the official LUX limits. The maximum gap limit is
remarkably close to the LUX Collaboration’s own limit,
while the likelihood-based constraint is weaker by ∼30%
except at lower WIMP masses (which will be discussed
momentarily).9 There are two main potential reasons why
the likelihood-based constraint is weaker: (1) the analysis
region for our analysis is the lower half of the nuclear recoil
band and thus contains only about half of the potential
signal (while the LUX Collaboration analysis uses all of it)
and (2) our Poisson likelihood makes no use of spectral
information (i.e. event S1). The first reason is not, in fact, a
major issue in practice as the upper half of the nuclear recoil
band that is being ignored is contaminated by background
events and does not significantly improve the signal-to-
noise ratio in those analyses that use it.
The LUX SI scattering constraints for lowWIMPmasses

are shown in Fig. 2. For comparison, the parameters

consistent with a DM interpretation of the anomalous
signals seen in CoGeNT [61], CRESST [62], and
DAMA [11,63] are shown, as well as the exclusion
constraints from SuperCDMS [64]. As the WIMP mass
is lowered, the Poisson-based likelihood constraint (dashed
black curve) becomes comparable to and then slightly
better than the maximum gap limit (farthest left solid black
curve, other curves discussed below). The low-mass
improvement of the likelihood case relative to the maxi-
mum gap case is due to the fact that the single event in the
analysis becomes consistent with the expected WIMP
spectrum, leading to a slight weakening in the sensitivity
of the maximum gap method.
As measurements of the scintillation and ionization at

very low nuclear recoil energies are limited and the
theoretical models will eventually break down at suffi-
ciently low energies (see e.g. Ref. [65]), the LUX
Collaboration conservatively ignores contributions from
WIMP scattering events with E < 3 keV when analyzing
their results. While this has little impact on constraints for
WIMPs heavier than ∼20 GeV, it becomes important for
light WIMPs as light WIMPs can only induce low-energy
recoils. In the figure, we show our own maximum gap
constraints when considering only E ≥ 0, 1, 2, and 3 keV
(solid black curves from left to right, or most to least
constraining). With the same E ≥ 3 keV that LUX uses, the
maximum gap constraint closely matches their constraint.
To be clear, placing a minimum on the contributing E is not
quite the same as defining the threshold in the detector. The
actual trigger and S1 analysis thresholds are already built
into the ϕðEÞ efficiency term in Eq. (21) regardless of the
choice of lower bound in the integral over E. That
efficiency falls rapidly below 3 keV, from 23% at 3 keV
to 4% at 2 keVand 0.04% at 1 keV. Even if the lower bound
of integration is set to E ¼ 0 keV, no recoil events with
energies below 0.5 keV will contribute to the signal as ϕðEÞ
is zero at these energies. Placing a minimum requirement
on E serves to avoid the (already suppressed) contributions
from events where the NEST model has little experimental
data to ensure its accuracy. For our remaining analyses, we
do not apply this artificial cut on the low-energy recoil
spectrum, though this choice has little impact on our
conclusions and constraints with a cut applied can be
easily generated with the LUXCalc code as described in the
AppendixLUXCalc.
We now turn to the SD case, with WIMP-nucleon cross-

section constraints shown in Figs. 3 and 4 for neutron-only
(ap ¼ 0) and proton-only (an ¼ 0) couplings, respectively.
As xenon has neutron-odd isotopes, LUX should be
particularly sensitive to a WIMP with neutron-only SD
couplings. In Fig. 3, we show by the black curve the LUX
constraints in this case, as determined via the method
described in Sec. III. We also show constraints from other
experiments with neutron-odd target materials: CDMS II
[66] (at lower masses, also for the low-threshold analysis

FIG. 2 (color online). Spin-independent cross-section con-
straints from various direct searches. Parameters that can repro-
duce the CoGeNT (90% C.L.), CRESST (2σ), and DAMA (3σ)
anomalous signals are shown in the filled regions. SuperCDMS
and LUX exclusion constraints are shown at the 90% C.L. The
LUX maximum gap constraints (solid black) are shown with
nuclear recoil spectra limited to E > 0, 1, 2, 3 keV (strongest to
weakest). The official LUX limit used a conservative 3 keV
minimum.

9While the likelihood analysis can produced two-sided limits,
in this case the lower limit is simply zero cross section, i.e. no
WIMP signal: the LUX result is consistent with backgrounds
alone at the 90% C.L. in this analysis.
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[67]), ZEPLIN-III [68], and XENON100 [69]. Here, the
somewhat improved exposure and threshold of LUX over
that of XENON100 is evident by the ∼ × 2 stronger
constraint at heavy WIMP masses and the extension of
the constraints to lower WIMP masses before losing
sensitivity.
A SD proton-only interaction has historically been a

means of producing DAMA’s anomalous signal while
evading the null results of other searches [70]: the
proton-even target isotopes used by many experiments
have suppressed interactions (and thus little expected
signal) in this case, while the proton-odd sodium-iodide
target used by DAMA ensures they remain sensitive to
the WIMP. Recent results from the SIMPLE [71],
PICASSO [72], and COUPP [73] experiments, which
also have proton-odd target isotopes, are now in conflict
with a SD proton-only coupling explanation for the
DAMA signal [11,63] as shown in Fig. 4. Due to the
ever-increasing detector sizes, even experiments with
proton-even targets like XENON100 [69] are starting to
probe DAMA’s preferred parameter region. Our deter-
mination of the LUX constraints are shown by the thick
black curve. We see here that LUX, even though it uses
a proton-even xenon target material, fully excludes the
DAMA region.
Indirect DM searches via neutrinos produced when

WIMPs are caught and then annihilate in the Sun can
place constraints on the SD WIMP-proton cross section as
collisions of WIMPs with hydrogen (protons) are part of
the process for capturing WIMPs in the Sun [74]. Figure 4
shows constraints placed by the IceCube/DeepCore [75]
and Baksan [76] neutrino detector searches for such
neutrinos. The constraints depend on the annihilation
channel and are shown here for the representative b-quark

and W-boson channels. While neutrino searches can be
very sensitive to WIMPs with SD proton couplings, the
high thresholds in IceCube/DeepCore and some other
neutrino experiments means they are often unable to probe
for light WIMPs as LUX and other direct searches are
capable of doing. Furthermore, the limits shown here
assume the DM capture and annihilation processes in the
Sun are in equilibrium, an assumption that may not be true
for many DM candidates [77].
The exclusion of the DAMA region by LUX in the

SD proton-only coupling case, the case where LUX
limits are approximately at their weakest, suggests that
the LUX result may exclude any SD explanation for the
DAMA signal, the first time a single experiment would
be able to do so. After a more careful examination over
the mixed coupling case—not just the proton-only or
neutron-only cases—this is indeed the case: the LUX
likelihood-based limit at 90% C.L. excludes the entire
SD parameter space consistent with the DAMA result
within the 2σ C.L., at least for the assumed halo model.
As always, caveats apply. Various assumptions about
detector behavior are made that, if incorrect, will affect
the interpretation of the experimental results and alter
the WIMP parameter space consistent with those results.
See for example Ref. [78]. In addition, if the NEST

model for low-energy events is inaccurate, the low-mass
LUX limits may weaken. For the more conservative
maximum gap analysis, a tiny part of the DAMA-
compatible parameter space escapes the LUX bounds:
an=ap ¼ −0.16� 0.04 with mχ ≈ 10 GeV. This remain-
ing space will be excluded by the next LUX data release
if excess events are not found.

FIG. 3 (color online). Spin-dependent WIMP-neutron cross-
section constraints for the neutron-only coupling case.

FIG. 4 (color online). Spin-dependent WIMP-proton cross-
section constraints for the proton-only coupling case, including
indirect search limits from the IceCube/DeepCore experiment.
Note the IceCube/DeepCore WþW− constraint uses the tau
channel for masses smaller than that of the W boson.

SAVAGE et al. PHYSICAL REVIEW D 92, 103519 (2015)

103519-8



252 Papers resulting from the original work presented in this thesis

B. Application to effective theory

We now apply the analysis of this paper to a DM model
for which the SD constraints are particularly important.
Consider the case of Dirac DM annihilating through the
s-channel exchange of a spin-1 mediator, Vμ, via an axial-
vector interaction. Assuming that the mediator also has an
axial-vector interaction with SM fermions, we obtain the
Lagrangian

L ⊃ ½gχaχ̄γμγ5χ þ gfaf̄γμγ5f�Vμ ð24Þ

for DM that is a Dirac fermion, and

L ⊃
�
1

2
gχaχ̄γμγ5χ þ gfaf̄γμγ5f

	
Vμ ð25Þ

for Majorana DM, where gχa and gfa are unknown
couplings [79,80]. Assuming the limit of low-momentum
exchange in the WIMP-nucleon scattering process, we can
integrate out the mediator to obtain the following SD
scattering cross section for a Dirac WIMP:

σða;aÞ ¼
4μ2g2χa
πm4

v
JðJ þ 1Þ

�hSpi
J

~ap þ
hSni
J

~an

	
2

ð26Þ

where J is the spin of the nucleus, mv is the mediator
mass, and μ is the reduced WIMP-nuclear mass. Here, ~ap
and ~an are the WIMP-proton and WIMP-neutron cou-
plings, related to the couplings of Sec. II A 2 via GN

SD ¼
2

ffiffiffi
2

p
GFaN ¼ gχa ~aN=m2

v.
10 For a Majorana WIMP, Eq. (26)

adopts an additional factor of 1=2. Though we focus here
on direct searches for such a particle, colliders can also
place constraints; see Ref. [80] for a discussion.
Expressions for ~ap and ~an can be derived by starting

from the WIMP-quark interactions and performing a
weighted sum over the components of each nucleon.
Since the heavy quarks and gluons contribute negligibly
to the spin content of the nucleon, DM scattering off
nucleons is dominated by the sum over light quarks. This
allows us to write

~aN ¼
X

q¼u;d;s

gfaΔ
ðNÞ
q ð27Þ

where ΔðNÞ
q is the nuclear spin content of quark q, and we

have assumed that the coupling between the WIMP and
each quark is identical and given by the coupling in our

above Lagrangian. The standard values for the various ΔðNÞ
q

are ΔðpÞ
u ¼ ΔðnÞ

d ¼ 0.84, ΔðnÞ
u ¼ ΔðpÞ

d ¼ −0.43, and ΔðpÞ
s ¼

ΔðnÞ
s ¼ −0.09 [7].

Due to the symmetry in the up and down quark
contributions, ~an ¼ ~ap, so an ¼ ap. Neglecting the slight
difference in the proton and neutron masses, σχp ≈ σχn with

σχn ¼
4μ2χng2χa
πm4

v

�
1

2

��
3

2

��1
2
1
2

~an

	
2

¼ 3μ2χng2χag2fa
πm4

v

� X
q¼u;d;s

ΔðnÞ
q

	
2

ð28Þ

the WIMP-neutron cross section, obtained using J ¼
hSni ¼ 1

2
and hSpi ¼ 0 in Eq. (26), and σχp the WIMP-

proton cross section.

FIG. 5 (color online). Constraints on the parameters of the
effective Lagrangian given in Eq. (24) for a 25 GeV Dirac WIMP.
The LUX SDn limit obtained by LUXCalc is shown in black,
with coupling values above the black line excluded for a given
mediator mass. Also shown are the results of a previous analysis
utilizing the XENON100 SDn limit (green line) [79], The red line
shows the parameter values required to obtain the correct DM
relic density (ΩDM ¼ 0.268þ0.013−0.010) as measured by WMAP and
Planck [79,81].

FIG. 6 (color online). Similar to Fig. 5 but for a Majorana
WIMP.

10Again, aN is sometimes used in the literature to refer to the
GN

SD normalization used here, as is the case with Ref. [79].
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For a fixed WIMP mass, a limit on σχn places a limit on
gχa2gfa2=m4

v, with that limit corresponding to a linear
relationship between logðgχagfaÞ and logmv, as shown
in Fig. 5 (Fig. 6) for a Dirac (Majorana) WIMP. Here, we
show LUX limits for a 25 GeV WIMP, using the 90% C.L.
upper limit of σχn < 1.26 × 10−4 pb, determined by
LUXCalc. We stress a subtle point here: the appropriate
LUX limit on σχn is determined using the ap ¼ an relation
expected for this model, not the ap ¼ 0 assumed in the SD
neutron-only case shown in Fig. 3, though in practice the
two limits are similar. We also show in Figs. 5 and 6 the
results of a previous analysis [79] based on the XENON100
result. As expected, the LUX bounds are more stringent,
raising the limit on the mass of a mediator consistent with
relic density observations (red curves) from 20 to 30 GeV
for a Dirac WIMP, and from 10 to 20 GeV for a
Majorana WIMP.

V. CONCLUSIONS

The particle nature of DM is still unknown. There are
several theoretical candidates for DM, however the WIMP
hypothesis remains one of the most popular explanations of
the phenomenon. The null results of direct detection
experiments such as LUX provide limits on the physics
of WIMP-nucleus interactions and therefore the parameter
space of a given WIMP model.
We have developed and utilized the new tool

LUXCalc to generate limits on the SI WIMP-nucleon
cross section at 90% C.L. both with Poisson and
maximum gap based analyses for a WIMP mass in
the range [5,2500] GeV. We see that the maximum gap
method generally agrees very well with the official LUX
SI limits, while the Poisson likelihood-based constraint
is weaker by ∼30% above a WIMP mass of about
20 GeV. We then generate the LUX SI scattering limits
for the low-mass region [3,15] GeV again using both the
maximum gap and Poisson-likelihood techniques. For
the maximum gap method, we also show limits with
the progressively more conservative exclusion of all
contributions from events with energies below 1, 2,
and 3 keV. These LUXCalc-generated limits are then
compared with the official LUX result as well as the
anomalous signal regions as seen by CoGeNT, CRESST,
and DAMA and the exclusion curve from SuperCDMS.
In this mass region, the Poisson-likelihood curve pro-
vided the strongest constraint.
We have used LUXCalc to generate for the first time the

LUX limits on the SD WIMP-nucleon cross section over
the full range of WIMP masses. We show constraints for
both neutron-only (ap ¼ 0) and proton-only (an ¼ 0)
couplings using the maximum gap method detailed in
the text. We see that for the SD proton-only case, which is
the SD case where the LUX limits are approximately at
their weakest, the LUX limit fully excludes the DAMA

region. In fact, we find that the LUX likelihood-based limit
at 90% C.L. excludes the entire SD parameter space
consistent with the DAMA result within the 2σ C.L. (for
the assumed parameters of the SHM). Furthermore, the
more conservative maximum gap method excludes most of
the DAMA parameter space, except for the small region
an=ap ¼ −0.16� 0.04 with mχ ≈ 10 GeV.
We note that inelastic and/or exothermic scattering can

significant implications for the interpretation of dark
matter direct detection experiments. The generalization
of our approach and of the LUXCalc package will be the
subject of a future publication involving additional
authors.
Finally, we have applied the main results of this work to

an effective theory case where SD constraints on the
WIMP-nucleon cross section are particularly important.
We see that the LUX bounds are more stringent than those
of a previous study based on the XENON100 results [79]
by a factor of ∼2 in both the Dirac and Majorana
WIMP cases.
We have made the LUXCalc tool publicly available for

future studies involving the LUX results.
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APPENDIX: LUXCalc

Here we describe the LUXCalc software package, which
can be found at Ref. [60] or as ancillary files to the e-print
version of this paper. The package provides both a library
and a stand-alone program for performing various like-
lihood and constraint calculations. The software is written
in FORTRAN 95, but linking to the library can be easily
performed from Cþþ. We begin in Sec. A 1 by describing
some basic usage of the stand-alone program, in Sec. A 2
we show how to link to the library from FORTRAN, and in
Sec. A 3 we show how to do the same in Cþþ. Finally, in
Sec. A 4, we point out a few routines in other software
packages (DarkSUSY and micrOMEGAs) that may be
useful.
Both the library and program can be compiled by

running “make all”; however, one of the GFORTRAN or
IFORT compilers must be installed.
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1. Program

The LUXCalc program is called in the following form:

:=LUXCalc ½mode� ½options� ½WIMPparameters�

where [mode] is a flag describing the type of calculation to
be performed, [options] are optional flags that can be
used to set various parameters or control the output, and

[WIMP parameters] are the WIMP mass and scattering
cross section(s), necessary only in certain modes. Several of
the program modes are described below and some of the
most useful options are described in Table II Options. A full
description of all modes and options can be found by
running “./LUXCalc–help.”
Likelihood.—The logarithm of the Poisson-based like-

lihood, as described in Sec. III, is given by

:=LUXCalc --log -likelihood ½options� ½WIMPparameters�

The WIMP parameters are a list of values: the WIMP mass
(GeV) followed by one, two, or four cross sections [pb]. In
the first case, the single cross section is the SI WIMP-
nucleon cross section, assumed to be the same for protons
and neutrons. In the second case, the two cross sections are
the SI and SD WIMP-nucleon cross sections, again

assuming identical couplings for protons and neutrons.
In the last case, the four cross sections are, in order, the SI
WIMP-proton, SI WIMP-neutron, SD WIMP-proton, and
SD WIMP-neutron cross sections.
Maximum gap p-value.—The maximum gap p-value, as

described in Sec. III, is given by

:=LUXCalc --log -pvalue ½options� ½WIMPparameters�

Specifically, this returns the quantity 1 − C0, where C0 is
defined in Eq. (23) and is technically only an upper limit on
the p-value, not the p-value itself. As opposed to the
Poisson-based likelihood above, this analysis involves no
background subtraction and is hence conservative. The

WIMP parameters are as described for the likelihood
mode above.
Likelihood constraints.—Tabulated (by mass) upper and

lower cross-section constraints (i.e. confidence intervals) as
determined via the likelihood are generated by

TABLE II. Useful options for running the LUXCalc program. Any values shown are the default values. Some options are only useful
in certain program modes.

--verbosity ¼ 1 Specifies how much detail to provide in the output. Increasing this above the default of 1 will
cause a detailed header to be provided, as well as progressively more detailed data output.
The additional data provided is mode specific.

--rho ¼ 0.4 The local density of the DM halo (GeV=cm3).
--vrot ¼ 235.0 The local rotation speed of the galactic disk (km=s). The velocity dispersion v0 will be set to

this value as expected for an isothermal spherical halo model (i.e. the standard halo model),
unless specified via the --v0 option.

--v0 ¼ 235.0
--vesc ¼ 550.0 The velocity dispersion v0 and local escape velocity vesc (i.e. cutoff speed) (km=s) used to

define the truncated Maxwellian velocity distribution [Eq. (18)]. Specifically, the
parameter v0 is the most probable speed of the distribution in the absence of any truncation.

--Emin ¼ 0.0 Only consider contributions to the expected signal from events with recoil energies above this
value (keV). Detector thresholds are already factored into the efficiencies, so contributions
from low-energy events are suppressed regardless of this setting.

--confidence-level ¼ 0.9
--p-value ¼ 0.1 Specifies the confidence level (C.L.) or the p-value (p ¼ 1 − C:L:) to use for generating

constraints.
--m-tabulation ¼ 1.0;1000.0;−20

For quantities that are tabulated by mass like cross-section limits, this option specifies the
minimum and maximum masses in the tabulation (GeV), followed by the number of
tabulation intervals. A negative number for the third value indicates the number of intervals
per decade.
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:=LUXCalc --constraints-SI ½--theta-SI-pi ¼ 0.25� ½options�
:=LUXCalc --constraints-SD ½--theta-SD-pi ¼ 0.25� ½options�

where the two lines correspond to SI and SD interactions.
When determining constraints, the ratio between WIMP-
neutron and WIMP-proton couplings will be kept fixed,
with the ratio defined in terms of the polar angle θ in the
Gn-Gp plane, i.e. tan θ≡Gn=Gp ¼ fn=fp ¼ an=ap. The
default behavior is to take the two WIMP-nucleon cou-
plings to be identical; otherwise, θ can be specified (in units
of π) via the options as shown. Increase the verbosity

(e.g. --verbosity ¼ 3) to show the corresponding
WIMP-neutron constraints in addition to the WIMP-proton
constraints. The C.L. of the confidence intervals is speci-
fied via the --confidence-level option; the default is
90% C.L.
Maximum gap limits.—Tabulated (by mass) upper limits

on the cross section(s) as determined by the maximum gap
method are generated by

:=LUXCalc --limits-SI ½--theta-SI-pi ¼ 0.25� ½options�
:=LUXCalc --limits-SD ½--theta-SD-pi ¼ 0.25� ½options�

where the options are as described for the likelihood
constraints above.

2. Library: FORTRAN usage

LUXCalc is written as a single, self-contained FORTRAN

95 module. All floating point values are in the REAL*8
format, while integers are of type INTEGER. The module
must be loaded in any user routine that calls LUXCalc
routines:

USELUXCalc

Initialization.—Before calling any routines, the module
must first be initialized with

CALLLUXCalc Initðintervals ¼ :TRUE:Þ

The single argument here specifies if calculations should be
performed for the intervals (gaps) between events. This is
necessary for generating maximum gap limits, but is not
required for any likelihood calculations. This initialization
need only be performed once. To force only recoils of
energy greater than Emin to be considered in calculating
rates, use

CALLLUXCalc SetEminðEmin ¼ 0d0Þ

where the argument is in keV. As noted elsewhere, detector
thresholds are already factored into the efficiencies, so
contributions from low-energy events are suppressed
regardless of this setting.
Halo model.—The parameters of the standard halo

model can be specified via

CALLLUXCalc SetSHMðrho ¼ 0.4d0;vrot ¼ 235d0;v0 ¼ 235d0; & vesc ¼ 550d0Þ

where the arguments are the local DM density ρ0 (GeV=cm3), the disk rotation speed vrot (km=s), the velocity dispersion v0
(km=s), and the galactic escape speed vesc (km=s). The values shown here are the defaults, which are already set when
LUXCalc_Init() is called, so the above function call is spurious. The halo parameters can be modified at any time.
WIMP mass and couplings.—The WIMP parameters are specified by one of three routines:

CALLLUXCalc SetWIMP mfaðm;fp;fn;ap;anÞ
CALLLUXCalc SetWIMP mGðm;GpSI;GnSI;GpSD;GnSDÞ
CALLLUXCalc SetWIMP msigmaðm;sigmapSI;sigmanSI; &

sigmapSD;sigmanSDÞ
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Here,m is theWIMPmassmχ (GeV);fp andfn areSIWIMP-proton andWIMP-neutron couplings (GeV−2), respectively;ap
and an are SD WIMP-proton and WIMP-neutron couplings; GpSI, GnSI, GpSD, and GnSD are WIMP-nucleon
couplings (GeV−2), differing from f and a only in normalization as discussed in Sec. II A; and the sigma arguments
are WIMP-nucleon cross sections [pb]. A negative value for a cross section can be used to indicate the corresponding
coupling should be taken to be negative. The current mass, couplings, and cross sections can be retrieved with the
corresponding routines

CALLLUXCalc GetWIMP mfaðm;fp;fn;ap;anÞ
CALLLUXCalc GetWIMP mGðm;GpSI;GnSI;GpSD;GnSDÞ
CALLLUXCalc GetWIMP msigmaðm;sigmapSI;sigmanSI; &

sigmapSD;sigmanSDÞ

The returned cross-section values will not be set negative
for negative couplings.
Calculations.—After any changes to the WIMP param-

eters and/or the halo distribution, the LUX rate calculations
must be performed using

CALLLUXCalc CalcRatesðÞ

This routine performs the various LUX rate calculations
that are used for determining likelihoods and the various
constraints. Thus, this routine must be called before
obtaining expected events, likelihoods, p-values, etc.
The relevant quantities are stored internally.
Events.—The number of observed and expected events

for the current WIMP are provided by the functions

INTEGERFUNCTIONLUXCalc EventsðÞ
REAL � 8FUNCTIONLUXCalc BackgroundðÞ
REAL � 8FUNCTIONLUXCalc SignalðÞ
REAL � 8FUNCTIONLUXCalc SignalSIðÞ
REAL � 8FUNCTIONLUXCalc SignalSDðÞ

In order, these return the observed number of events in
LUX, the average expected background events, the average
expected signal events, and the separate SI and SD
contributions to the expected signal.
Likelihoods and p-values.—The statistical functions for

evaluating LUX results in the context of the current
WIMP are

REAL � 8FUNCTIONLUXCalc LogLikelihoodðÞ
REAL � 8FUNCTIONLUXCalc LogPValueðÞ
REAL � 8FUNCTIONLUXCalc ScaleToPValueðlogpÞ

The first function returns the log of the likelihood using
a Poisson distribution in the number of observed events
given the expected background and signal. The second
function returns the logarithm of the p-value in a more
conservative no-background-subtraction analysis. If
LUXCalc_Init() was called with a .TRUE. argument,
then the maximum gap method is used, with p ¼ 1 − C0,
where C0 is given by Eq. (23). Otherwise, a Poisson
distribution with zero background contribution is assumed.
This function is only intended for determining conservative
one-sided limits as the value returned is technically an
upper limit on the p-value and not the p-value itself. The
last function determines such a limit by identifying the
factor x such that σ ¼ xσ0 gives the desired p-value

[specified as logðpÞ], with σ0 the currently specified
WIMP-nucleon cross sections. The quantity xσ0 is then
the limit on the cross sections at the given confidence level
(1 − p), assuming a fixed ratio of WIMP-nucleon cou-
plings (e.g. fp ¼ fn).

3. Library: Cþþ usage

To make usage of LUXCalc with Cþþ code easier, a
Cþþ interface file LUXCalc.hpp is provided. The
routines and functions are the same as those described
for FORTRAN in the previous section, with identical names
and signatures, though FORTRAN subroutines become
Cþþ void functions. All arguments and return values
are bool, int, or double.
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4. Useful software

Here we show how to extract the relevant DM parameters from two of the most popular software packages
for examining DM in the context of SUSY: DarkSUSY [17,56] and micrOMEGAs [18,57–59]. DarkSUSY is written
in FORTRAN 77, with the variousGWIMP-nucleon couplings for a given SUSYmodel provided by the dsddgpgn routine.
The WIMP (neutralino) mass must be retrieved from various common blocks. The necessary parameters can be retrieved
from DarkSUSY and set in LUXCalc as shown in this minimal FORTRAN 95 example:

!LoadLUXCalcmodule
USELUXCALC
!VariablestostoreWIMPmassandcouplings
REAL � 8 ∶∶M;GpSI;GnSI;GpSD;GnSD
!Calculatedquantities ðexamplesÞ
REAL � 8 ∶∶lnlike;signal
!DarkSUSYcommonblocksdefinedin ‘dsmssm:h’
CHARACTER � 8 ∶∶pacodes ctmpð0∶50Þ
INTEGER ∶∶pacodes itmpð60Þ;knð4Þ;lsp;kln
REAL � 8 ∶∶massð0∶50Þ;mspctm rtmpð6Þ
COMMON =PACODES=pacodes itmpð1∶18Þ;kn;pacodes itmpð23∶60Þ;&

pacodes ctmp
COMMON =MSPCTM=mass;mspctm rtmp
COMMON =MSSMIUSEFUL=lsp;kln
…
!InitializeLUXCalc
CALLLUXCalc Initð:FALSE:Þ
…
!ForeachSUSYmodel; dofollowing >>>>>>>>
!SetWIMPparameters
M ¼ massðknðklnÞÞ
CALLdsddgpgnðGpSI;GnSI;GpSD;GnSDÞ
CALLLUXCalc SetWIMP mGðM;GpSI;GnSI;GpSD;GnSDÞ
!CalculateratesforcurrentWIMP
CALLLUXCalc CalcRatesðÞ
!Getlikelihood; expectedsignalevents; etc:
lnlike ¼ LUXCalc LogLikelihoodðÞ
signal ¼ LUXCalc SignalðÞ
…

The micrOMEGAs package provides the WIMP mass and couplings in the Mcdm global variable and
nucleonAmplitudes routine, respectively; see Ref. [18] for a description of the relevant micrOMEGAs coupling
routine and its arguments. A minimal Cþþ example using micrOMEGAs is
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==InitializeLUXCalc

LUXCalc InitðfalseÞ;
…

==ForeachSUSYmodel; dofollowing >>>>>>>>

==SetWIMPparameters

==separateparticle=antiparticlecouplings

doublelambdap½2�;lambdan½2�;xip½2�;xin½2�;
==FeScLoopismicrOMEGAs-providedfunction

nucleonAmplitudesðFeScLoop;lambdap;xip;lambdan;xinÞ;
doubleM ¼ Mcdm; ==Mcdm isglobalvariable

doubleGpSI ¼ 2 � lambdap½0�;
doubleGnSI ¼ 2 � lambdan½0�;
doubleGpSD ¼ 2 � xip½0�;
doubleGnSD ¼ 2 � xin½0�;
LUXCalc SetWIMP mGðM;GpSI;GnSI;GpSD;GnSDÞ;
==CalculateratesforcurrentWIMP

LUXCalc CalcRatesðÞ;
==Getlikelihood; expectedsignalevents; etc:

doublelnlike ¼ LUXCalc LogLikelihoodðÞ;
doublesignal ¼ LUXCalc SignalðÞ;
…

We finally point out one subtlety: DarkSUSY and micrOMEGAs will yield somewhat different WIMP-nucleon scattering
cross sections for a given SUSY model due to different values chosen for the hadronic matrix elements that go into
calculating WIMP-nucleon couplings from the WIMP-quark couplings [82]. This is more of an issue for the SI cross
sections, which typically differ by a factor of Oð2Þ. Both packages allow the matrix elements to be modified; see their
respective manuals for further details.
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Dark matter searches in gamma ray final states often make use of the fact that photons can be
produced from final state muons. Modern Monte Carlo generators and DM codes include the effects
of final state radiation from muons produced in the dark matter annihilation process itself, but
neglect the O(1%) radiative correction that arises from the subsequent muon decay. After imple-
menting this correction we demonstrate the effect that it can have on dark matter phenomenology by
considering the case of dark matter annihilation to four muons via scalar mediator production. We
first show that the AMS-02 positron excess can no longer easily be made consistent with this final
state once the Fermi-LAT dwarf limits are calculated with the inclusion of radiative muon decays,
and we next show that the Fermi-LAT galactic centre gamma excess can be improved with this final
state after inclusion of the same effect. We provide code and tables for the implementation of this
effect in the popular dark matter code micrOMEGAs, providing a solution for any model producing
final state muons.

I. INTRODUCTION

The failure of the Standard Model (SM) of particle
physics to adequately explain dark matter has prompted
the development of a large number of particle candidates
beyond the SM. Weakly Interacting Massive Particles
(WIMPs) are excellent candidates. Astrophysical and
collider searches have heavily constrained these models
through either non-observations, or through the inter-
pretation of tentative anomalies as WIMP signals.
An important class of observation sensitive to the par-

ticle physics of the WIMP is the search for a gamma ray
flux reaching Earth from a dark matter-dominated re-
gion of the universe such as a distant dwarf galaxy, or
the Galactic Centre. One may obtain photons in WIMP
annihilation in a variety of ways, including direct pro-
duction (via loop-mediated processes), virtual internal
bremstrallung, or the decay of SM annihilation products
(e.g. gauge bosons, pions, heavy leptons). The case
of dark matter annihilating primarily to leptons (“lep-
tophilic dark matter” [1, 2]) is particularly interesting,
since one would not expect to see such WIMPs in hadron
collider or direct search experiments.
In this paper, we look further at the case of gamma

rays produced via dark matter annihilation into muonic
final states. Modern Monte-Carlo event generators and

∗ andre.scaffidi@adelaide.edu.au
† ktfreese@umich.edu
‡ jinmian.li@adelaide.edu.au
§ chris@savage.name
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∗∗ anthony.williams@adelaide.edu.au

DM codes include the effects of final state photon radia-
tion (FSR) from muons produced in WIMP annihilation
processes, but ignore the radiative decay of the muon in
which a photon is emitted from the decaying muon, the
intermediate W boson or the final state electron (see Fig.
2). To make this clear, final state radiation refers specif-
ically to photons emitted off a muon in the final state
of the annihilation process, not the muon decay itself,
which occurs as a separate process once the muon has
propagated. 1

In this paper, we show that radiative muon decay can
play a significant role in dark matter phenomenology. By
revisiting the theoretical results for this process, we com-
pute revised gamma ray spectra using the PYTHIA 8.175
Monte Carlo (MC) generator [3]. These results are gen-
erally applicable for any dark matter model that allows
WIMP annihilation to muons, and we provide tabulated
spectra of results for use with standard dark matter codes
such as micrOMEGAs[4].
In particular we apply our results to the cosmic ray

electron-positron anomaly identified by the AMS-02 [5],
PAMELA [6, 7] and Fermi-LAT experiments [8] (with
earlier indications coming from HEAT [9–11]). Assuming
that the large AMS-02 signal arises purely from a large
annihilation cross-section (rather than for example, an
additional boost factor due to an overdense WIMP envi-
ronment), a previous study [12] determined that almost

1 The muon in the final state of the DM annihilation process is
treated a a stable asymptotic state. This is of course an approx-
imation, because the muon eventually decays (with a lifetime of
2.2 × 10−6 s enhanced by appropriate time dilation) and so it is
really a resonance with a finite width.
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2

µ−
νµ

W−

ν̄e

e−

FIG. 1. Michel muon decay proceeds most of the time. Shown
is the particle content of the decay; charges of the final state
leptons and W boson depend on whether initial state is µ−
or µ+.

all pure SM final states can be excluded as good AMS-02
candidates at greater than 2σ C.L. by the Pass 7 Fermi-
LAT dwarf constraints on gamma ray emission [13]. The
one notable exception was the case of a 4-µ final state
produced via the pair production and decay of an un-
known mediator particle φ, for which the analysis could
not be completed due to the absence of the radiative cor-
rection to the muon decay:

χχ→ φφ→ µ+µ−µ+µ− .

We thus revisit this case in this paper using the newest
Fermi likelihoods from the Pass 8 data [14]. This work
makes use of the standard cosmic ray propagation model
known as MED [15]; this is the model that best fits the
B/C ratio in the cosmic ray data.

Finally, it is worthwhile to revisit the case of the Fermi-
LAT galactic centre data, which is hypothesised to show
an excess consistent with WIMP annihilation [16–21]
(although several astrophysical explanations have been
put forward [22–27]). Previous studies have indicated
that the prompt gamma ray spectrum from leptonic fi-
nal states fails to accurately reproduce the excess in the
energy spectrum [19], since the shape is hard to reconcile
with the distribution arising from leptons (which turns
out to be peaked towards the kinematic endpoint at the
dark matter mass). Given the softer spectrum arising
from the radiative decay contribution, we investigate if
the prompt gamma ray distribution provides a better fit
to the data once the extra effect is included. Note that
we limit our study to the distribution of gamma rays
produced from the annihilation process itself; a further
softening of the distribution can be expected from the ef-
fects of charged lepton propagation through the Galactic

medium which will broaden the range of masses consis-
tent with the excess relative to those we obtain [28].
Our paper is structured as follows. In Section II we

briefly review the necessary theoretical background con-
cerning muon decay. We compute and present the revised
gamma ray spectra in Section III before investigating the
AMS-02 and Fermi-LAT results in Sections IV and V. We
present conclusions in Section VI, and provide informa-
tion in Appendix A for users of micrOMEGAs.

II. BACKGROUND: RADIATIVE MUON
DECAY

The standard (Michel) decay of the muon is shown in
Fig. 1.
At the next order in αEM one obtains a radiative cor-

rection to the muon decay shown in Fig. 2 in which
a photon can be emitted off either the muon, electron
or intermediate vector boson. The experimentally mea-

µ−
νµ

W−

ν̄e

e−

γ
µ− νµ

W−

γ

e−

ν̄e

µ−
νµ

W−

ν̄e

e−
γ

FIG. 2. Radiative contributions to the muon decay. An on
shell muon can decay, in the process emitting a photon from
itself, the intermediate W boson or the electron.

sured branching ratio (BR) is dependent on the lower
photon energy threshold of the detector. At present,
the radiative BR has only been measured for a lower
threshold of Eγ > 10 MeV. The best measurement is
BRµ→eνν̄γ = 1.4 ± 0.4% [29]. To extrapolate to lower
energy we take the approach described in the rest of this
section.
Within the framework of the effective V-A interaction

the infinitesimal branching ratio for the radiative muon
decay µ± → e± ν ν̄ γ is given by [30]:

dN(e± ν ν̄ γ) = α

64π3 β du
dy

y
dΩe dΩγ

[
F (u, y, d)∓ β ~Pµ · p̂eG(u, y, d)∓ ~Pµ · p̂γ H(u, y, d)

]
. (1)

This is the infinitesimal probability that a muon decay
produces a photon in the energy interval dy ≡ 2dEγmµ

and
an electron in the energy interval du ≡ 2dEemµ

with solid
angles dΩγ and dΩe in the muon rest frame. Note that

this notation is equivalent to that of a differential branch-
ing ratio dBγ as has been previously used in the litera-
ture. The photon and electron have 3 momenta pγ and
pe with unit vectors expressed as p̂γ and p̂e respectively.
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3

The boost factor β is given by β = |pe|
Ee

and the parameter
d is given by 1− (β p̂e · p̂γ).
~Pµ is the polarisation of the muon however for this

work we assume that the muons are unpolarised and
hence ~Pµ = 0. Hence, Eq.(1) simplifies by having terms

involving the functions G(u, y, d) and H(u, y, d) van-
ish. The functional forms of G and H can be found
in Appendix A of [30]. F is separated into factors of
r ≡ (me/mµ)2.

F (u, y, d) ≡ F (0) + rF (1) + r2F (3) with : (2)

F (0) =8
d
{y2(3− 2y) + 6uy(1− y) + 2u2(3− 4y)− 4u3}

+ 8{−uy(3− y − y2)− u2(3− y − 4y2) + 2u3(1 + 2y)}
+ 2d{u2y(6− 5y − 2y2)− 2u3y(4 + 3y)}+ 2d2u3y2(2 + y) , (3)

F (1) =32
d2

{
− y(3− 2y)

u
− (3− 4y) + 2u

}
+ 8
d
{y(6− 5y)− 2u(4 + y) + 6u2}

+ {u(4− 3y + y2)− 3u2(1 + y)}+ 6du2y(2 + y) , (4)

F (2) =32
d2

{
(4− 3y)

u
− 3
}

+ 48y
d

. (5)

For DM annihilation into unpolarised muons, the as-
sumption is that one can assume an isotropic distribution
of photons and marginalize over the entire solid angle of
the final state photons. We also assume symmetry in the
azimuthal component of the electron solid angle. Explic-
itly writing the solid angle differentials defined in Eq.(1)

dΩe =d cos θe dφe
dΩγ =d cos θγ dφγ

and integrating Eq.(1) over the electron azimuth and the
entire photon solid angle yields the differential branching
ratio

dN

dudyd cos θe
= α

8π · β ·
1
y
· F (u, y, d). (6)

Kinematics yield the following constraints on the param-
eters u, y and cos θe:

2
√
r < u < 1 for 0 < y ≤ 1−

√
r ,

(1− y) + r

1− y ≤ u ≤ 1 + r for 1−
√
r < y ≤ 1− r ,

ρ y cos θe < 2(1 + r)− 2(u+ y)− uy , (7)

where ρ ≡ |pe| in units of mµ/2.
In this paper we sample from the the probability den-

sity in Eq.(6) using Monte Carlo techniques subjected to
the kinematic constraints in Eq.(7) as detailed later in
section IIIA. We expect the resulting spectrum of pho-
tons to be identical to what we would have obtained if we

had simply integrated over the remaining degrees of free-
dom, namely, the electron energy and production angle.
Upon integrating over final electron energies and polar
angles (u and θe) in the limit r ≡

(
me
mµ

)2
<< 1, the to-

tal spectrum of photons from unpolarised muons can be
written:

dNγ
dy Radiative

= α

3π
1− y
y

((
3− 2y + 4y2 − 2y3) ln 1

r

− 17
2 + 23y

6 − 101y2

12 + 55y3

12

+
(
3− 2y + 4y2 − 2y3) ln(1− y)

)
(8)

which is shown in Fig. 3.
One immediately notices the infrared divergence

present in the spectrum shown in Fig. 3. Kuno and
Okada [30] mention that the singularity is resolved by
corrections induced by the standard muon decay, but
they do not provide details on the energy scale at which
these corrections become apparent.
We thus adopt three energy thresholds in this work at

Ethresh
γ = 0.1, 1 and 10 MeV (9)

which correspond to y values of y = 0.0019, 0.019 and
0.19 respectively. Of course, by defining a threshold in
such a fashion, one immediately changes the total inte-
grated branching ratio; the integral over dNγ

dy from 0 to
1 should give 1, as the function is after all a probability
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FIG. 3. Differential spectrum of the µ± → e±ν̄νγ decay in
the muon rest frame as a function of y = 2Eγ/mµ after the
marginalisation over electron energy and production angle.
This is per DM-DM annihilation.

density. However,
∫ 1
ythreshold

dy
dNγ
dy 6= 1. By performing a

numerical integration of Eq.(8) for an energy threshold of
10 MeV (y0 = 0.19), and then using a small y expansion,
we extrapolate the BR to lower thresholds.

BRradiative(y) ' B0 + α

3π ·∆(y) , (10)

where B0 = 0.0130217 and

∆ =
(

17
2 + 3 ln r

)
ln
(
y

y0

)
−
(

28
3 + 5 ln r

)
(y − y0)+(

38
8 + 3 ln r

)
(y − y0)2 −

(
17
6 + 2 ln r

)
(y − y0)3 .

III. DERIVATION OF THE TOTAL GAMMA
RAY SPECTRUM FROM MUON DECAY

As it stands, the only photons generated in PYTHIA
that arise from processes that produce muons in the final
state come from FSR. To make this clear, the final state
here refers to a muon in the final state of the dark mat-
ter annihilation process, not the muon decay itself, which
occurs once the muon has propagated. That is, the ra-
diative decay shown in Fig. 2 is treated as a completely
different process to FSR. Thus, there is no overlap (and
hence no double counting of photons) between the two
processes. The spectrum of photons in the muon rest
frame arising from FSR for the process χχ → µ−µ+ is
given by equation 4 of [31]:

dNγ
dy FSR

= α

π

(
1 + (1− y)2

y

)(
ln
(
s(1− y)
m2
f

)
− 1
)
.

(11)

The total spectrum of photons in the muon rest frame is
then the sum of radiative and FSR contributions given

by Eq.(8) and Eq.(11) respectively

dNγ
dy

= dNγ
dy Rad

+ dNγ
dy FSR

(12)

For the primary case of DM annihilation directly to
muons χχ → µ+µ− one can write down the spectrum
of photons in the DM annihilation frame using the good
approximation from [31]:

dNγ
dx

= 2
∫ 1

x

dy
1
y

dNγ
dy

, (13)

where x ≡ Eγ
mχ

and dNγ
dy is the muon rest frame spectrum

from Eq.(8).
For the case of a mediated annihilation to muons χχ→

φφ → µ+µ−µ+µ− there needs to be two boosts: first
from the muon rest frame to the φ frame, then from the
φ frame to the DM frame. Let Eφ be the energy of the
photon in the φ rest frame and ω = 2Eφ

mφ
. Then,

dNγ
dω

= 2
∫ min(1, 2y

1−β1
)

2y
1+β1

dy
1
y

dNγ
dy

, (14)

where β1 =
√

1− 4m2
µ

m2
φ

, takes us from the muon rest

frame to the φ rest frame. The next boost with β2 =√
1− m2

φ

m2
χ

takes us to the DM annihilation frame. The

form of the spectrum in the DM annihilation frame dNγ
dx

can be simplified slightly and be written in the form

dNγ
dx

= 1
β2

[
I(ωmin)− I(ωmax)

]
, (15)

where

I(ωi) =
∫ ∞
xi

dω
1
ω

dNγ
dω

(16)

and ωmax = 2x(1 + β)γ, ωmin = 2x/(1 + β).
It should be noted that in the limit mφ << mχ,

ωmin → x and ωmax >> 1. This then leads to the expres-
sion seen in various parts of the literature, for example
[31]

dNγ
dx

= 2
∫ 1

x

dy
1
ω

dNγ
dω

, (17)

which assumes the mφ << mχ limit. This assumption
was not deemed valid for this work due to the inclusion
of heavy mediators in the model parameter space.

A. Monte Carlo Event Generation

We use the MC particle event generator PYTHIA 8.175
to simulate 109 muon decays arising from DM annihila-
tion as follows. Since PYTHIA cannot directly simulate
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5

θe

e±γ

z

FIG. 4. Radiative muon decay in the muon rest frame as
set up in PYTHIA . Shown is a radiative event in which the
muon decays into a photon defined along a z axis with energy
y = 2Eγ

mµ
and an electron is emitted at an angle θe from this

axis with energy x = 2Eγ
mµ

. The three parameters (x, y, θe)
are sampled from Eq.(6) after the marginalization of all other
energy and angular variables.

DM annihilation we follow the procedure usually under-
taken in this situation which involves first producing an
artificial resonance with the exact four momentum char-
acteristics of two DM particles which subsequently decays
to muons e− e+ → ψ → µ+µ−. This gives the spectrum
of photons that would originate from χχ→ µ+µ− in the
DM rest frame. We then obtain the spectrum of pho-
tons for the four muon final state χχ → φφ → 4µ in
the DM annihilation rest frame by taking this resultant
spectrum and then boosting by Eq.(15) to get to the DM
rest frame.

To correctly generate a spectrum of photons from the
radiative muon decay consistent with the spectrum in
Eq.(1) we implement an acceptance and rejection Monte
Carlo technique to sample from the probability distri-
bution given in Eq.(6). For each of the specified lower
thresholds (0.1, 1 and 10 MeV) we use Eq.(10) to calcu-
late the BR of the radiative decay. We then generate a
random number R ∈ [0, 1]. If

R < BRradiative

then PYTHIA calls our sampling routine to perform a ra-
diative decay. If not, PYTHIA will proceed to perform the
dominant 3-body Michel decay already available through
its standard mechanisms. The result after the genera-
tion of a large enough event sample is a population of
photons from muon decays that reflect this initial BR.
In order to generate these photons we sample uniformly
from the differential branching ratio shown in Eq.(6). To
do so we first set up the muon decay as represented in
Fig. 4: define a z axis to be the direction of the emitted
photon with energy Eγ . Then, define an electron emitted
at some angle θe from this axis to have energy Ee and
3 momentum pe. Neutrinos are generated isotropically
in their rest frame and boosted to the muon rest frame

whilst ensuring energy and momentum conservation.
To increase efficiency we use an envelope function in

the accept/reject method that encompasses Eq.(6) on as
much of the domain space (x ,y ,cos θe) as possible. The
functional form of the envelope is

Fenvelope(x, y) = 24.83 (x+ 0.175)2

y
. (18)

Energies x and y are sampled uniformly from this enve-
lope distribution, whilst cos θe is sampled over the inter-
val [−1, 1]. We then impose the kinematic constraints
shown in Eq.(7) on the three parameters. If and only if
the kinematic constraints are satisfied for every param-
eter (x, y, cos θe) in the iteration do the parameters get
allowed to partake in the acceptance and rejection. The
number u is randomly generated on the interval [0, 1]. If

uFenvelope(x, y) ≤ dB

dxdyd cos θe
(x, y, cos θe) (19)

then the event is accepted, otherwise, the process is reit-
erated. All events are binned corresponding to their en-
ergy. The differential energy spectrum of photons is then
obtained by normalising by the total number of events.
This is effectively the energy spectrum per DM annihila-
tion. In Fig. 5 we show extent of the radiative correction
for the spectrum of photons arising from a 100 GeV DM
annihilation into two muons χχ→ µ+µ− in the DM rest
frame for the two cases of a 0.1 and 10 MeV threshold.
Shown are the spectra from the radiative decay only, FSR
only and FSR + radiative contributions. For validation
we also show the analytical curve which has been ob-
tained by using Eq.(13) on Eq.(8). We see that there is
a noticeable deviation from the FSR only contribution
at soft photon energies arising from the radiative correc-
tion. As expected, this deviation is most prominent for
the lowest energy threshold of 0.1 MeV, since in this case,
we are approaching the infared divergence seen in Fig. 3,
and hence expect more soft photons in the spectrum.

B. PYTHIA 8 settings

PYTHIA has settings for initial state and final state
QED radiation. In this work, we switch any initial state
radiation merging from the artificial e+e− resonance off.
By default, FSR is switched on for leptonic processes,
but only for cases with ECM > 20 GeV. For final state
QED radiation with ECM ≤ 20 GeV, we use another op-
tion called “allowPhotonRadiation". The spectra from
this option at 20 GeV matches that of the default FSR,
except for photons below ∼ 0.1 MeV. This in part was
the motivation behind adopting the minimum threshold
mentioned previously. We include the relevant PYHTIA
options used to implement the correct FSR for maxi-
mum reproducibility in table I. For more detail on these
options, see the particle decay section of the PYTHIA man-
ual [3].
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FIG. 5. Spectrum of photons per χχ → µµ annihilation in the DM annihilation rest frame for mχ = 100 GeV. Shown in (a),
(b) are the two extreme scenarios invoking a 0.1 and 10 MeV radiative photon energy threshold respectively. The black and
green curves are the radiative and FSR only spectra respectively, while the blue curve is the sum of the two contributions. Also
shown for validation is the radiative contribution obtained from theory. This curve is evaluated by first taking the muon rest
frame spectrum in Eq.(8) and boosting with Eq.(13) to get to the DM rest frame.

Process PYTHIA 8 option
Turn off initial state QED radiation pythia.readString("PartonLevel:ISR = off")
Turn on FSR for ECM > 20 GeV pythia.readString("PartonLevel:FSR = on")
Turn on FSR for ECM < 20 GeV pythia.readString("ParticleDecays:allowPhotonRadiation = on")

TABLE I. The relevant PYTHIA options for setting the correct FSR parameters which are implemented where one would initialize
the main process.

We also provide users of micrOMEGAs with updated
look up tables that contain photon spectra including the
radiative correction for a variety of WIMP masses (see
appendix A). These are formatted to replace the default
spectra which only include an FSR component.

IV. CONSTRAINING THE FINAL AMS-02
EXPLANATION

Boudaud et al. [15] use the benchmark set of CR
propagation parameters known as “MED" to show that
the DM annihilation channel χχ → φφ → µ+µ−µ+µ−

(where the muons promptly decay to e±) provides a good
fit to the steady increase of the positron spectrum ob-
served by AMS-02 [5]. Furthermore, by accounting for
the systematic uncertainties on the CR parameters, they
perform a scan over the allowed parameter space to ob-
tain a ‘best fit’ set of propagation parameters. These fits
are shown as the circle (MED) and star (best-fit) in Fig.
6.

DM annihilations that produce e±, either directly or
through decays and showering of the primary annihila-
tion products, will invariably also produce gamma rays.
One can then constrain the AMS-02 fits mentioned above
with gamma-ray observations. The Fermi dwarfs are
some of the most DM rich objects known to astrophysics.
Given their relatively close proximity they thus make ex-

cellent targets for indirect detection. Fermi-LAT has sur-
veyed 25 of these dwarfs in the energy range 500 MeV to
500 GeV in search of a significant excess of γ rays to at-
tribute to DM annihilation. At present, no such excess
has been detected. As previously mentioned, the authors
of [12] have excluded all potential final states using the
Pass 7 Fermi-LAT dwarf data except for the four muon
final state χχ→ φφ→ 4µ at greater than the 2σ level.
In this section, we use the new Fermi-LAT likelihoods

from the Pass 8 event level analysis [14] to perform a
combined dwarf likelihood analysis to constrain the pa-
rameter space of DM annihilation into the four muon
final state. For each dwarf and energy bin indexed k, j
respectively Fermi provides a likelihood Lk,j for a corre-
sponding energy flux

sk,j =
∫ Ej,max

Ej,min

E
dφk
dE

dE (20)

where dφk
dE is the differential gamma ray flux from the

spherodial k. The differential flux is a function of the
spectrum of photons from the annihilation process of in-
terest dNγ

dE = 1
mχ

dNγ
dx . In this case, this is the photon

spectrum resulting from χχ → φφ → 4µ which is gen-
erated by boosting the muon rest frame number spec-
trum obtained by Monte Carlo using Eq.(14) followed
by Eq.(15). To firstly illustrate the effects of including
the effects of radiative muon decay, we show limits with



266 Papers resulting from the original work presented in this thesis

7

10
0

10
−23

10
−22

mχ [TeV]

<
σ
v
>

[c
m

3
/
s]

χχ → φφ → 4µ: FSR ONLY

 

 

4µ

2σ Limits FSR ONLY 6 GeV mediator

10
0

10
−23

10
−22

mχ [TeV]

<
σ
v
>

[c
m

3
/
s]

χχ → φφ → 4µ: FSR + Radiative

 

 

4µ

2σ Limits 0.1 MeV cut off 6 GeV mediator
2σ Limits 1 MeV cut off 6 GeV mediator
2σ Limits 10 MeV cut off 6 GeV mediator

FIG. 6. The AMS-02 best fit parameters (circle and star) and Pass 8 Fermi-LAT dwarf spheroidal upper bounds (curves)
on 〈σv〉 and mχ with and without the radiative correction to the decay of the muon arising from χχ → φφ → 4µ with
mφ = 6 GeV. In both figures, the circle corresponds to the MED propagation parameters, and the star corresponds to the
‘best fit’ propagation parameters. Left: The limit is presented with no radiative correction included. In this case, the AMS-02
interperetation still survives. Right: FSR + radiative correction included. The red, blue and green curves correspond to the
three low energy thresholds of 0.1, 1 and 10 MeV considered in this work. The strongest limit is provided when radiative
photons of energies down to 0.1 MeV are allowed.

and without our radiative correction implemented at 2σ
(95.45% C.L) in Fig. 6 for a mediator mass of mφ = 6
GeV. As shown in the left panel, we find that FSR alone
does not produce a limit that excludes the AMS-02 ex-
planation for a 6 GeV mediator at greater than the 2σ
level. However, as shown in the right panel, the addition
of the radiative component makes the bounds tighter and
begins to create tension with the best fit AMS-02 param-
eters for MED propagation parameters. We see that the
strongest constraint comes from allowing radiative pho-
tons down to the lowest energy threshold considered of
0.1 MeV, which is expected since we would expect to see
more photons arising from the steepening of the spec-
trum at lower energies. We show the effect of varying
the mediator mass on the Fermi-LAT limit in Fig. 7. We
display 2σ upper limits for mediator masses of 6,10, 30
and 100 GeV. Here we show the limits using a 0.1 MeV
and a 10 MeV threshold. The limits become stronger as
the mass of the mediator φ increases, excluding at greater
than the 2σ level the best-fit AMS-02 explanation for me-
diators with mφ > 100 GeV for the conservative case of
a 10 MeV threshold and mφ > 30 GeV for the 0.1 MeV
case. The MED fit only survives at 2σ for mφ > 10 GeV
for the 10 MeV threshold while it is excluded by all but
mφ = 6 GeV in the 0.1 MeV case. We choose to stop at
100 GeV since we see that the AMS best-fit and MED
points are excluded at greater than the 2σ level even in
the most conservative case of a 10 MeV threshold.

V. FITTING THE FERMI GC EXCESS

In this section we show that including the radiative
correction to the muon decay spectrum originating from
the χχ → φφ → 4µ process considered earlier can im-
prove the fit to the gamma-ray excess seen in a 7◦ × 7◦
region centered on (l, b) = (359.9442◦,−0.0462◦) as pre-
sented in [19]. The prompt differential gamma-ray flux
[GeV−1 cm−2 s−1] arising from WIMP annihilation into
a four muon final state within an angular field of view
centred on a galactic latitude b and longitude l along a
line of sight s is

dφ

dE
=
(

1
8π
〈σv〉
m2
χ

dNγ
dE

∣∣∣∣
χχ→φφ→4µ

) ∫
f.o.v

∫
l.o.s

ds dΩ ρ2(r) ,

where r =
√
R� − 2sR� cos(b) cos(l) + s2, dNγ/dE is

the total number spectrum of photons per DM anni-
hilation from Eq.(12), dΩ = db dl cos(b) and we take
R� = 8.25 kpc as the distance from the sun to the GC.
We assume a generalized Navarro-Frenk-White (NFW)
halo profile [32, 33]

ρ(r) = ρ�

(
r

R�

)−γ 1 +
(
r
Rs

)α
1 +

(
R�
Rs

)α
−(β−γ)/α

,

with Rs = 23.1 kpc, α = 1, β = 3. γ = 1.2 and ρ� = 0.36
GeV cm−3. In Fig. 8 we fit the GC excess with spectra
originating from prompt FSR only as well as with the
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FIG. 7. Curves show Fermi-LAT upper bounds on the χχ→ φφ→ 4µ channel at varying mφ with a radiative photon threshold
of 0.1 MeV (left) and 10 MeV (right). Circle and star indicate AMS-02 best fit parameters as described in the previous figure.
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FIG. 8. The 7◦ × 7◦ extended residual presented by [19] cor-
responding to a best fit NFW template with an inner slope
of γ = 1.2 from the GC is shown with the red crosses. The
vertical error bars show show the maximum of the 1σ sys-
tematic and statistical error. The spectral point E2dN/dE
is evaluated at the logarithmic midpoint of horizontal bars.
The best fit spectrum of FSR photons originating from the
χχ → φφ → µ+µ−µ+µ− annihilation is shown with the blue
dahsed line, but it is not at all a good fit to the data. Best
fit parameters for the FSR only case are mχ = 9.87 GeV and
〈σv〉 = 8.68 × 10−27 cm3/s. We show the best fit radiative
correction to the annihilation spectrum with the solid black
curve. This comes from using a lower energy threshold of
0.1 MeV and has best fit parameters mχ = 10.34 GeV and
〈σv〉 = 7.10× 10−27 cm3/s.

radiative correction implemented. We calculate a test
statistic which we assume follows a χ2 distribution with
11− 2 = 9 d.o.f (11 data and 2 physical parameters 〈σv〉

and mχ). This is given by

χ2 =
∑
i

(
FData
i − Fi

)2
σ2
i stat + σ2

i sys
,

where we adopt the convention F = E2 dφ
dE and the index

i runs over the 11 data bands with (1σ) statistical and
systematic errors tabulated in table V of [19]. We define
a ‘good fit’ to be that which gives χ2

min < 27.88 which
corresponds to a p-value of p > 10−3. The FSR-only
curve does not provide a good fit with best fit parame-
ters mχ = 9.870 GeV and 〈σv〉 = 8.860× 10−27 cm3 s−1

and a minimum χ2
min = 39.70. The extra soft component

of photons induced by the radiative correction gives rise
to a slight, but significant widening of the curve which
is maximised for light mediators. Since PYTHIA can only
handle mediators down to 3 GeV, we adopt this value for
the mass of φ. We find that the best fit parameters are
for the 0.1 MeV radiative threshold with a DM mass of
10.33 GeV, 〈σv〉 = 7.101×10−27 cm3 s−1 and a minimum
χ2

min = 24.26 which corresponds to a ‘good’ fit. A better
fit is of course expected due to the larger population soft
photons from invoking the radiative correction. We pro-
vide a table summarising the best fit parameters for the
other low energy thresholds in table II. We display for
each threshold scenario the χ2

min/d.o.f to illustrate the
significance of adding the radiative component compared
to the FSR only case.

VI. CONCLUSIONS

The particle nature of DM is still unknown. If the
DM is a WIMP, the astrophysical search for products of
WIMP annihilation remains a viable means of detection.
In this paper, we looked further at the case of gamma rays
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Energy threshold 〈σv〉 [cm3/s] mχ [GeV] χ2
min/d.o.f

FSR Only 8.68× 10−27 9.87 4.41
0.1 MeV 7.10× 10−27 10.40 2.70
10 MeV 6.94× 10−27 9.95 3.43

TABLE II. Best fit parameters to the GC excess the vary-
ing radiative photon energy thresholds. Shown are results
for the two extreme threshold scenarios of 0.1 and 10 MeV.
Also included are the best fit parameters for the FSR only
component.

produced via dark matter annihilation into muonic final
states. In particular we showed that including the extra
photons that arise from the radiative decay of the muon
proves to be significant, specifically when applied to the
recent electron-positron anomaly identified by AMS-02
and the Fermi-LAT galactic center excess. Indeed, the
radiative correction we have generated is applicable to
any model with a muonic final state.

After a review on the background theory of radia-
tive muon decay we computed and presented the revised
gamma ray spectra that arises after adding the radiative
correction to the already PYTHIA default FSR component.
We show that the radiative correction significantly in-
creases the population of soft photons arising from muon
decays. Due to an infared singularity in the radiative
photon spectrum, we adopt three lower thresholds of 0.1,
1 and 10 MeV. As expected we saw that the enhanced
population of soft photons arising from muon decays is
sensitive to this threshold.

To demonstrate the significance of including the radia-
tive correction to the muon decay, we applied our results
to the electron-positron anomaly seen in AMS-02. Pre-
vious studies have shown that the four muon final state
is the only one not excluded by the Pass 7 Fermi-LAT
dwarf constraints on gamma ray emission at the 2σ level.
We calculated the 2σ upper limits for the recent Pass 8
event level analysis for both FSR only and FSR + Radia-
tive contributions arising from χχ → φφ → 4µ. We saw
that including the radiative correction strengthens the
limits and excludes (at the 2σ level) the ‘best-fit’ AMS-
02 explanation for mediators with mφ > 100 GeV for the
conservative case of a 30 MeV threshold and mφ > 10
GeV for the 0.1 MeV case. The MED fit only survives
for mφ > 10 GeV for the 10 MeV and only for mφ > 6
GeV in the 0.1 MeV case.

We showed that the total prompt photon spectrum
(FSR + radiative) arising from the χχ→ φφ→ 4µ anni-
hilation provides a significantly better fit to the 7◦ × 7◦
gamma-ray residual observed by [19] at the galactic cen-
ter than when FSR contributions only are considered.
We perform a least-squares goodness of fit test over 11
data and 2 physical parameters, namely the velocity aver-
aged cross-section 〈σv〉 and the DM mass mχ. Given our
choice of p value p = 10−3, we found that the radiative
spectrum with the lowest threshold (0.1 MeV) provided
a good fit with best fit parameters mχ = 10.34 GeV,

〈σv〉 = 7.10 × 10−27 cm3 s−1. The FSR only spectrum
did not yield a good fit.
The software micrOMEGAs uses look up tables to gener-

ate spectra of final states from user input model parame-
ters. We provide users of micrOMEGAs with updated look
up tables that contain tabulated photon spectra includ-
ing the radiative correction for a variety of WIMP masses
(see appendix A). These are formatted to replace the de-
fault spectra which only include an FSR component.
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Appendix A: Use of spectra in micrOMEGAs

The open source software micrOMEGAs 4.1.8 contains
lookup spectra tables for a variety of SM channels that
it uses for its various array of calculations. These
are located in the /sources/data/ directory of the
micrOMEGAs home directory as .dat files corresponding
to a variety of SM decay channels. For example, the
relevant tables for µµ → X, where X are photons or
electrons/positrons, are located in mm.dat. Each data
file contains tabulated E dN

dE in rows of Nz = 250 ele-
ments corresponding to WIMP masses of 2, 5, 10, 25,
50, 80.3, 85, 91.2, 92, 95, 100, 110, 120, 125, 130, 140,
150, 176, 200, 250, 350, 500, 750, 1000, 1500, 2000, 3000
and 5000 GeV respectively. These default tables are used
by micrOMEGAs’ internal routines to generate spectra for
arbitrary user specified muon final states.
The binning for these spectra is neither linear nor loga-

rithmic. The ith energy bin for a spectrum corresponding
to a DM mass mDM is given by

Ei = mDM eZi ,

where

Zi = −7 ln(10)
(
i− 1
Nz

)1.5
.

The default micrOMEGAs spectra are calculated using
PYTHIA 6.4. The new radiative correction discussed in
section III was implemented into micrOMEGAs by replac-
ing the default decay spectra for the µµ→ γ with the cor-
rect binning. Since our radiative correction to the muon
decay when generated with PYTHIA do not include spec-
tra for WIMP masses < 3 GeV, the micrOMEGAs source
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code needed to be changed accordingly; micrOMEGAs’ in-
ternal routines are told by default that the first spectrum
in the lookup table mm.dat is for a WIMP mass of 2 GeV.
This can be done by replacing the /sources/spectra.c
file with the one provided in the arxiv version of this

paper. We also include the modified look up table
mm_radiative.dat that includes the extra soft photons
from the radiative correction down to a lower energy
threshold of 0.1 MeV.
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