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Abstract

A combination of ancient and modern DNA sequences and geographical

information is used in phylogenetics, to study the evolutionary relationships

between individuals or species. A common problem with using ancient DNA

sequences in phylogenetic analyses is that ancient DNA sequence data sets can

often contain damaged or missing bases. This limits the accuracy of the analysis

and reduces the number of statistical methods available for use.

Since DNA sequencing technologies have improved, more informative statistical

techniques have been developed to estimate the DNA sequence for a single

individual. In the 1990s, several DNA sequence estimation methods were

developed using only the reads contained in the alignment. Current statistical

methods use both the reads in the alignment and the qualities associated with

each read, to estimate the consensus sequence. We then obtain the DNA sequence

by removing any gaps in the consensus sequence.

A limitation of these DNA sequence estimation methods is that these methods

may return estimated DNA sequences with missing bases, due to low coverage or

poor quality data. DNA sequences with missing bases are problematic when used

in statistical analyses, and this can limit the accuracy of the analysis. Therefore,

in this thesis we focus on developing a consensus sequence estimation method that

uses information from the alignment as well as outside sources of information. In

particular, our consensus sequence estimation method estimates bases for the sites

vi



in the DNA sequence that may have otherwise been assigned a missing base, due

to low coverage or poor quality data.

We develop two consensus sequence estimation methods based on the EM

algorithm and Gibbs sampling respectively. Our consensus sequence estimation

method based on the EM algorithm uses the alignment data as well as the

associated quality data to estimate the consensus sequence. Our consensus

sequence estimation method based on Gibbs sampling uses the alignment data,

quality data, and cytosine deamination rates to also estimate sites that were

damaged by ancient DNA damage.

Since we often do not know the true DNA sequence for an individual, we use

simulated DNA sequences and alignment data to assess the accuracy of our

consensus sequence estimation methods. Using a DNA sequence distance metric,

we compare our estimated DNA sequences to the true DNA sequence for each

consensus sequence estimation method presented in this thesis. We also consider

the entropy at each site along the consensus sequence to quantify the amount of

uncertainty in the estimated consensus sequence. Based on these results, we make

recommendations on which consensus sequence estimation methods are suitable for

particular DNA sequence data sets.

An advantage of the Gibbs sampling approach over the EM algorithm approach is

that we have informative prior distributions for sites with low coverage or poor

quality data. Hence, the estimated bases at these sites are more informative than

those estimated using the EM algorithm approach. Our consensus sequence

estimation methods generate estimates for all sites, including those that may have

otherwise been allocated missing bases. Therefore, our consensus sequence

estimation methods reduce the problem of using DNA sequences with missing

bases in phylogenetic analyses.
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Chapter 1

Introduction

Deoxyribonucleic acid (DNA) is a nucleic acid that contains the genetic

information about a living organism, represented by a sequence of nucleotides A,

C, G, and T (Adenine, Cytosine, Guanine, and Thymine respectively). DNA

sequences are composed of these four nucleotides. However, each individual or

organism has their own unique DNA sequence due to the length of the DNA and

the ordering of the nucleotides in the DNA sequence. We analyse the evolutionary

relationships between individuals or species using modern DNA sequences as well

as ancient DNA sequences. Ancient DNA sequences are extracted from ancient

remains, such as archaeological skeletons and preserved plant material. Upon the

death of an organism, the DNA is degraded by cellular and bio-molecular decaying

processes. This causes fragmentation of the DNA and creates lesions on the DNA.

We currently use Next-Generation sequencing platforms to sequence DNA.

Next-Generation sequencing begins by fragmenting the DNA sample, generating

millions of copies of each fragment, and then aligning these copied fragments to a

reference genome. We then store the alignment within an alignment matrix, where

a column in the alignment matrix corresponds to a site along the consensus

sequence and a row in the alignment matrix corresponds to a read. Using the

alignment, we then determine the consensus sequence using statistical methods,

1



CHAPTER 1. INTRODUCTION 2

and by removing the gaps we obtain the DNA sequence. Next-Generation

sequencing technologies are known to be reasonably accurate and efficient however,

sequencing errors do still occur, which impairs the estimation of the DNA

sequence. In addition to sequencing errors, DNA damage, such as fragmentation

and lesions on the DNA can also impair the estimation of the DNA sequence.

Often when sites in the alignment do not have enough information or the

information is not reliable due to DNA damage or sequencing errors, consensus

sequence estimation methods return a missing base at those sites, denoted by an N.

Missing data can be problematic in phylogenetic analyses, such as population

parameter estimation or phylogenetic tree estimation. Several studies have

explored the effect of missing data on phylogenetic analyses and all studies

suggested missing data can decrease the accuracy of phylogenetic

estimation [47, 25, 42]. The simplest way of handling DNA sequence data sets

with missing data is to remove the sites or sequences that contain missing data.

However, this lessens the amount of information and thus limits the accuracy of

the analysis. An alternative way to handling missing data in DNA sequences is to

impute estimates for the missing bases. We focus on the problem of using the data

in the alignment matrix and the quality data associated with each read in the

alignment matrix, to estimate the DNA sequence and generate estimates for sites

that may have otherwise been estimated as an N.

The data and work presented in this thesis requires an understanding of DNA

sequencing and DNA sequence estimation. Therefore, we begin with an

introduction to DNA and phylogenetics. In Chapter 2, we introduce DNA and

describe the study of phylogenetics, an area of study concerning the evolutionary

relationships between individuals or species. We obtain DNA sequences by using

Next-Generation sequencing platforms that can efficiently sequence DNA

sequences of any length. Generally this sequencing process is accurate however,
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sequencing errors can occur and there may also be regions of the DNA sequence

that are particularly difficult to sequence. Sequencing errors and the impairment

of the sequencing process may be caused by either unexpected chemical reactions

during sequencing or damage on the DNA strands, such as lesions. As a result, it

is likely that we will see missing bases in the estimated DNA sequence, which

limits the accuracy of phylogenetic analyses.

Before we look further into consensus sequence estimation, we need an

understanding of missing data in general data sets. In Chapter 3, we review the

work completed by Little and Rubin [33], which focuses on statistical analysis with

missing data. Missing data can arise in data sets for several reasons, most of which

can be classified as missing completely at random, missing at random, or missing

not at random. It is essential to know which missing data mechanism(s) we are

dealing with in each data set, in order to avoid bias and to avoid using

inappropriate statistical analysis techniques. Suppose the data is contained in a

matrix, where each row corresponds to a subject and each column corresponds to

a variable. Researchers have the option of removing the subjects or variables that

have missing data from the data set. However, this decreases the amount of

information in the data set and can introduce bias, thus limiting the accuracy of

the analysis. Alternatively, we can impute estimates of the missing data using a

range of statistical techniques including regression models, likelihood methods and

multiple imputation methods.

With a general understanding of missing data, we then look at how and when

missing data appears in DNA sequence data sets. Missing bases can appear within

the reads contained in the alignment matrix and also in the estimated DNA

sequence. Missing bases within reads occur as a result of bases with base qualities

less than a pre-defined threshold. Missing bases in the DNA sequence appear as a

result of no information, not enough information, or the quality of information not
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meeting the desired thresholds. In Chapter 4, we analyse two ancient DNA

samples from bison and assess the coverage and quality of each data set. We also

explore the effect of increasing the coverage and quality thresholds on the amount

of missing bases that appear in the estimated DNA sequence.

Ancient DNA sequence data sets are known to have no or low coverage at various

regions across the alignment as well as poor quality reads due to DNA

damage [10]. Removing DNA sequences with missing bases can potentially remove

a significant amount of information from the data set. Instead, we aim to estimate

the consensus sequence using all information given in the alignment and quality

data. In particular, we construct methods that estimate all sites including those

with low coverage and poor quality data, thus leading to DNA sequences with

fewer missing bases.

In Chapter 5, we review a consensus sequence estimation method based on the EM

algorithm, developed by Churchill and Waterman in 1992, that only uses the reads

in the alignment matrix. We further develop Churchill and Waterman’s method

by using the quality data associated with each read in the alignment, while

allowing for missing bases in the reads. Using simulated alignment data, we assess

the accuracy of each method by counting the number of mismatches between the

estimated DNA sequence and the true DNA sequence, as well as analysing the

entropy at each site along the consensus sequence to quantify the amount of

uncertainty in the estimated consensus sequence.

In Chapter 6, we use a Bayesian approach to estimate the consensus sequence

using the alignment and quality data. The motivation behind this approach is it

allows us to define suitable prior distributions, which will in turn generate

informative estimates for bases in sites with low coverage or poor quality data.

Using the same simulated alignment data as presented in Chapter 5, we assess the
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accuracy of this method by assessing the amount of uncertainty in the estimated

consensus sequence and counting the number of mismatches between the estimated

DNA sequence and the true DNA sequence.

Ancient DNA sequences are subjected to DNA damage, which can lead to

incorrect bases appearing in the reads. In Chapter 7, we improve our consensus

sequence estimation method presented in Chapter 6 by including probabilities of

substitutions due to DNA damage. These probabilities are estimated using

mapDamage 2.0, a program that estimates the rates of DNA damage in ancient

DNA sequence data sets [23]. To assess the accuracy of this method we use

simulated ancient DNA alignment data, and compare the estimated DNA sequence

with the true DNA sequence using the same distance metric used previously. We

also consider the entropy at each site along the consensus sequence to quantify the

amount of uncertainty in the estimated consensus sequence.

In Chapter 8, we use our consensus sequence estimation methods developed in this

thesis to estimate the consensus sequence for one of the ancient DNA sequence

data sets analysed in Chapter 4. When comparing the results from each method,

we only consider the uncertainty of each base in the estimated consensus sequence,

since we do not know the true DNA sequence for this bison. We also compare our

estimated DNA sequences to the DNA sequence estimated using SAMtools, a

program regularly used to analyse DNA sequence data sets [31].

In Chapter 9 we summarise our findings and discuss possible extensions to the

work presented in this thesis.



Chapter 2

DNA and phylogenetics

Phylogenetics is an area of study concerning the evolutionary relationships

between individuals or organisms. We use a combination of modern DNA and

ancient DNA as well as geographical information, to determine these relationships.

We rely on DNA sequencing technologies to determine the DNA sequences.

However, sequencing errors can occur due to imperfect chemistry during the

sequencing process or as a result of DNA damage. In this chapter, we review DNA

and phylogenetics with a particular focus on DNA sequencing and DNA damage.

2.1 DNA and evolution

Deoxyribonucleic acid (DNA) is a nucleic acid that contains the genetic

information about a living organism, represented by a sequence of nucleotides A, C,

G, and T (Adenine, Cytosine, Guanine, and Thymine respectively) [2]. Nucleotides

are the building blocks of DNA and are composed of a nitrogenous base,

deoxyribose (5-carbon sugar), and a phosphate group, as shown in Figure 2.1.1.

6



CHAPTER 2. DNA AND PHYLOGENETICS 7

Figure 2.1.1: Composition of Adenine. The blue region represents the phosphate

group, the green region represents the nitrogenous base and the yellow region

represents the 5-carbon sugar.

There are four types of nitrogenous bases in DNA, each of which can be labelled as

either a purine or a pyrimidine. Adenine and guanine are double-ringed purines

that differ in the number of double bonds and groups attached to the ring, as

shown in Figure 2.1.2. Cytosine and thymine are single-ringed pyrimidines that

differ in the groups attached to the ring and the number of double bonds present

in the ring, also shown in Figure 2.1.2.
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Figure 2.1.2: Structure of each nitrogenous base. The hydrogens (coloured red)

indicate how each nitrogenous base attaches to the 5-carbon sugar.

A DNA molecule consists of two polynucleotide chains, composed of the

nucleotides A, C, G, and T, that are twisted around each other to form a double

helix. These chains are commonly known as DNA strands. DNA strands have a

sugar phosphate backbone and are held together by hydrogen bonds between the

complementary nucleotides, as shown in Figure 2.1.3. In DNA, the complementary

base of guanine is cytosine and the complementary base of adenine is thymine,

noticing that the base pairing only occurs between a purine and a pyrimidine. Due

to the anti-parallel nature of DNA strands, there is a 5′ to 3′ orientation of the top

DNA strand and a 3′ to 5′ orientation of the complementary bottom DNA strand.

When we read or sequence DNA, we move from the 5′ end towards the 3′ end of

the DNA strand.
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Figure 2.1.3: The general structure of DNA. The nucleotides A, C, G, and

T (coloured red, green, orange, and blue respectively) are attached to a

sugar-phosphate backbone (coloured grey). The two strands of DNA are held

together by hydrogen bonds, indicated by the dashed lines between the nucleotides.

The complete set of information in an organism’s DNA is called a genome. All

DNA sequences are composed of only the four nucleotides A, C, G and T.

However, each individual organism has their own unique DNA due to the length of

the DNA sequence and the ordering of the nucleotides. For example, the human

genome is approximately 3 billion base pairs long [45], whereas the African Lion

genome is approximately 2.8 billion base pairs long [27]. Despite these different

arrangements, there is regularity in the ratios of bases within the genome for each

species, such that the number of adenine nucleotides equals the number of thymine

nucleotides, and the number of cytosine nucleotides equals the number of guanine

nucleotides. In particular, the GC content (GC ratio) is the percentage of

cytosines or guanines in the whole genome, which varies from species to species

and can be used to identify bias in DNA sequencing [3].

Despite the large number of nucleotides in a DNA sequence, it is possible to look

at subsections of the genome called genes. A gene can take one of many

alternative forms called an allele, where alleles are used in comparative analyses

between individuals within a species.
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Previously, we described each strand of the DNA double helix to be

complementary to its partner strand. In DNA replication, each DNA strand can

act as a template to create a copy of its complementary DNA strand.

Consider an example of a DNA double helix, where we denote the two DNA

strands S1 and S2, as shown in Figure 2.1.4. DNA replication begins with

indicator proteins binding to the DNA, and then pulling the two DNA strands

apart by breaking the hydrogen bonds between the nucleotides. This process

results in two DNA strands, where the S1 strand can act as a template for making

a new S2 strand and the S2 strand can act as a template for making a new S1

strand. At the 3′ ends of each template DNA strand, primer sequences (coloured

blue) of around 10 nucleotides in length are attached, forming a base-paired 3′ end.

Note that in this example the primer sequences are 6 nucleotides in length, as it is

a small example. This base-paired 3′ end is the starting point for an enzyme called

DNA polymerase to begin the synthesis of a new DNA strand towards the 5′ end

of the template DNA strand, identical to the original complementary DNA strand

of the template DNA strand.
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Figure 2.1.4: An example of DNA replication. After separating the two DNA

strands, primer sequences (coloured blue) are attached to the 3′ ends of the template

DNA strands (coloured red). Nucleotides are then incorporated at each position

along the template DNA strand from the 3′ end towards the 5′ end.

This copying process is highly accurate in that an error tends to only occur every

107 base pairs [28]. During DNA synthesis, before the enzyme adds a new

nucleotide it checks to see if the previous nucleotide is correctly base-paired to the

template DNA strand. If there is a mistake, the enzyme will remove the nucleotide

and try again. Despite the high accuracy of DNA replication within the cell, it is

possible that errors remain undetected, which can lead to changes in the genome.

This leads us to mechanisms of change.

Evolution is defined as the process by which populations change over time, where

such changes include alterations in the genetic make up of a species. There are four

main evolutionary processes in phylogenetics, which are as follows [17].

• Genetic Drift: A process where there is a change in the frequency of alleles in

the population due to random sampling.

• Mutation: A natural process where a single nucleotide or multiple nucleotides

are changed.
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• Migration: A process where individuals move in and out of populations, thus

introducing additional mixtures of alleles in the populations.

• Natural Selection: A process where the frequency of alleles in a population

changes due to environmental influences.

Mutation is a natural process that occurs in living organisms driven by a range of

causes, most of which can be classified into two types. The first type of mutation

is where the DNA fails to copy correctly, and so even a small difference causes a

mutation. Another type of mutation involves external or environmental influences,

such as exposure to chemicals, heat, radiation, or a change in environment,

possibly leading to mutations in DNA. Mutations allow for variation within

species, and are essentially what makes us all different as human beings.

The most common types of mutation are as follows.

• Base substitution: A single base is substituted for another base.

• Insertion: A single base or multiple bases are inserted into the DNA sequence.

• Deletion: A single base or multiple bases are deleted from the DNA sequence.

The cell is able to repair most of these mutations using enzymatic repair

mechanisms. However, if the enzymes do not repair the mutation and this cell is

involved in later reproduction, this mutation is then passed down to its offspring.

As a result, the parent and offspring will have genetic variations that were not

present in previous generations.



CHAPTER 2. DNA AND PHYLOGENETICS 13

2.2 Evolutionary trees

We represent the inferred lines of evolutionary descent of individuals from a

common ancestor by constructing an evolutionary tree. The positioning of each

individual in the evolutionary tree is based on some hypothesis concerning the

sequence in which the evolution occurred. An evolutionary tree consists of leaves,

nodes and branches. Consider an example of a rooted phylogenetic tree shown in

Figure 2.2.1. The root at the top of the tree (blue dot) represents the most recent

common ancestor (MRCA). As we move from the root of the tree to the leaves, we

are moving forward in time. The leaves of the tree represent three individuals,

denoted by 1, 2, and 3, for which the DNA sequences are known. A leaf may

represent an ancient sample or a modern sample. Internal nodes represent the

assumed ancestors of descendants. Hence, the green node in the tree represents the

ancestor of individuals 2 and 3. Lastly, the branches represent evolutionary

lineages changing over time, so the longer the branch the larger the amount of

change.

Figure 2.2.1: An example of a rooted evolutionary tree. The blue node is the most

recent common ancestor of the population. The green node represents the ancestor

of individuals 2 and 3. The black nodes are the leaves of the tree, representing the

individuals for which we have DNA sequence data. Lastly, the branches represent

evolutionary time.
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For a set of n DNA sequences, there are Tn = (2n−3)!
2n−2(n−2)!

possible trees [16]. For

example, if n = 5, there are T5 = 105 possible evolutionary trees. The number of

possible trees increases rapidly as the number of DNA sequences increases. Hence,

finding a suitable evolutionary tree by considering each possible tree becomes an

impractical task.

There are many tree estimation methods that construct an evolutionary tree based

on a given set of DNA sequences. Some of the main methods used in practice

include:

• neighbour-joining,

• maximum parsimony,

• maximum likelihood, and

• Bayesian estimation.

All phylogenetic trees presented in this thesis will be constructed using

BEAST [13], a program that uses Markov chain Monte Carlo methods to conduct

a Bayesian analysis of DNA sequences.

2.3 Substitution models

Substitution models describe the process of a single sequence of nucleotides

changing into another sequence of nucleotides due to mutation. Substitution

models assume independence of sites, in that a change in one site does not affect

the probability of change in another site. Hence in Figure 2.3.1, a change in Site 3

does not affect the probability of change in Site 9.
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Sequence Site 1 Site 2 Site 3 Site 4 Site 5 Site 6 Site 7 Site 8 Site 9

1 G T A T A C G A T

2 G T A C G C G A G

3 C T G T T A G A G

4 C T A T T A G A T

Figure 2.3.1: An example of a small DNA sequence data set. The rows correspond

to the DNA sequences and the columns correspond to the sites along each DNA

sequence.

We measure the distance between two DNA sequences using the Hamming

distance metric, which is defined as the number of sites at which the corresponding

bases are different. In other words, it is the minimum number of substitutions

required to convert one DNA sequence into the other DNA sequence. For example,

consider the two DNA sequences shown in Figure 2.3.2. The sites with different

bases are coloured red, so the Hamming distance between these two DNA

sequences is 3. If we consider a particular model of substitution, we can use a

more informative measure of the distance between two DNA sequences.

Figure 2.3.2: Example of two DNA sequences. The bases coloured red indicate the

differences between the two DNA sequences.
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We model the substitution process for a single site using a continuous-time Markov

chain, where the state space is the set of possible nucleotides S = {A,C,G, T}. The

transition rate matrix is of the form,

Q =



µAA µAC µAG µAT

µCA µCC µCG µCT

µGA µGC µGG µGT

µTA µTC µTG µTT


,

where µij represents the rate of change from base i ∈ S to base j ∈ S and µii =

−
∑
j∈S
j ̸=i

µij. Hence, the probability transition matrix is of the form,

P (t) = exp(Qt) =



pAA(t) pAC(t) pAG(t) pAT (t)

pCA(t) pCC(t) pCG(t) pCT (t)

pGA(t) pGC(t) pGG(t) pGT (t)

pTA(t) pTC(t) pTG(t) pTT (t)


,

where pij(t) represents the probability of a single nucleotide changing from base

i ∈ S to base j ∈ S in a time interval of length t ≥ 0.
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2.3.1 Jukes-Cantor model

The simplest substitution model is the Jukes-Cantor model (JC69) [24], which

assumes equal base frequencies and equal mutation rates. The equilibrium

probability distribution is

π = (πA, πC , πG, πT ) =

(
1

4
,
1

4
,
1

4
,
1

4

)
.

As this model assumes the same mutation rate for all nucleotides, the only

parameters in this model are the overall substitution rate µ and time t ≥ 0. Hence,

the transition rate matrix and the probability transition matrix for the Jukes

Cantor model are

Q =



−3µ
4

µ
4

µ
4

µ
4

µ
4

−3µ
4

µ
4

µ
4

µ
4

µ
4

−3µ
4

µ
4

µ
4

µ
4

µ
4

−3µ
4


, and

P (t) =



1
4
+ 3

4
e−tµ 1

4
− 1

4
e−tµ 1

4
− 1

4
e−tµ 1

4
− 1

4
e−tµ

1
4
− 1

4
e−tµ 1

4
+ 3

4
e−tµ 1

4
− 1

4
e−tµ 1

4
− 1

4
e−tµ

1
4
− 1

4
e−tµ 1

4
− 1

4
e−tµ 1

4
+ 3

4
e−tµ 1

4
− 1

4
e−tµ

1
4
− 1

4
e−tµ 1

4
− 1

4
e−tµ 1

4
− 1

4
e−tµ 1

4
+ 3

4
e−tµ


,

respectively.

Let ρ denote the proportion of sites between two DNA sequences that are different

to each other, i.e., the Hamming distance between the two DNA sequences divided

by the length of the DNA sequence. Then the Jukes-Cantor evolutionary distance

between two DNA sequences is given by

d̂ = −3

4
ln

(
1− 4

3
ρ

)
.
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So if we were to consider the two DNA sequences shown in Figure 2.3.2, the

Jukes-Cantor evolutionary distance is

d̂ = −3

4
ln

(
1−

(
4

3

)(
3

8

))
= 0.5199.

2.3.2 2-parameter Kimura model

The 2-parameter Kimura model (K80) [26] treats transitions and transversions

separately, where a transition is a substitution from a purine (A or G) to a purine

or from a pyrimidine (C or T) to a pyrimidine, and a transversion is a substitution

from a purine to a pyrimidine or from a pyrimidine to a purine. This model also

assumes equal base frequencies, such that the equilibrium probability distribution

is

π = (πA, πC , πG, πT ) =

(
1

4
,
1

4
,
1

4
,
1

4

)
.

In Kimura’s original description of this model, α denoted the mutation rate for

transitions and β denoted the mutation rate for transversions. It is now common

to set the transversion rate to 1 and let κ = α
β
denote the ratio of transitions and

transversions. So the transition rate matrix for the 2-parameter Kimura model is

Q =



−2− κ 1 κ 1

1 −2− κ 1 κ

κ 1 −2− κ 1

1 κ 1 −2− κ


.

If we let η denote the proportion of sites that differ by a transition and γ denote

the proportion of sites that differ by a transversion, then the evolutionary distance

between two DNA sequences is

d̂ = −1

2
ln
(
(1− 2η − γ)

√
1− 2γ

)
.
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Therefore, if we were to consider the two DNA sequences shown in Figure 2.3.2, the

Kimura evolutionary distance is

d̂ = −1

2
ln

((
1− 2× 0− 3

8

)√
1− 2

(
3

8

))
= 0.5816.

There are many more types of substitution models that vary in the number of

parameters used to describe the process of a sequence of nucleotides changing into

another sequence of nucleotides however, these are not relevant for this thesis. All

simulated DNA sequences in this thesis will be simulated according to the

Jukes-Cantor model.

2.4 DNA sequencing

DNA sequencing is the process of accurately ordering nucleotides within a DNA

molecule. Since the 1970s, there have been three generations of DNA sequencing,

with the most recent being termed ‘‘Next-Generation Sequencing”. In the 1970s,

two distinct DNA sequencing methods were developed, one by Walter Gilbert’s

group [34] and the other by Frederick Sanger’s group [41]. With the improvement of

technology, cheaper, safer, and faster DNA sequencing processes have since replaced

the Maxam-Gilbert method and the Sanger method used in current practice.

2.4.1 Maxam-Gilbert DNA sequencing

The Maxam-Gilbert DNA sequencing method is based on nucleotide-specific

chemical modifications of the DNA molecule, followed by cleavage of the

sugar-phosphate backbone at positions adjacent to the modified nucleotides [34].

The first step is to denature the DNA into two single DNA strands by increasing

the temperature of the DNA. We then radioactively label the 5′ end of the DNA

fragment by a kinase reaction using gamma−32P , as shown in Figure 2.4.1.
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Figure 2.4.1: Radioactive labelling of the DNA using a kinase reaction.

Following this, we then cleave the DNA strand at certain positions using four

chemical reactions, each labelled G, A+G, C+T, and C. Here, the G reaction

corresponds to the chemical reactions that cleave at G (similarly for the C

reaction). Also, the C+T reactions correspond to the chemical reactions that

cleave at C and sometimes cleave at T (similarly for the A+G reaction). For

example, if we were to consider the DNA strand in Figure 2.4.1, we obtain the

following DNA sequencing products shown in Figure 2.4.2.

Figure 2.4.2: Products in each of the four reaction tubes after cleaving the DNA

strand shown in Figure 2.4.1. The DNA fragments coloured red are the products

from the cleavage at G. The DNA fragments coloured green are the products from

the cleavage at A and G. The DNA fragments coloured orange are the products

from the cleavage at C and T. The DNA fragments coloured pink are the products

from the cleavage at C.
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The DNA fragments are then electrophoresed in high-resolution acrylamide gels for

size separation. The gels are placed under X-ray film, producing an image with a

series of dark bands that indicate the location of each DNA fragment, as shown in

Figure 2.4.3. Note that the DNA fragments are ordered from largest to smallest

(top to bottom), since smaller DNA fragments travel faster along the gel than

larger DNA fragments.

Figure 2.4.3: Electrophoresis through high resolution acrylamide gels and calling

the DNA sequence. The black bands represent the DNA fragments shown in

Figure 2.4.2. The four columns correspond to the four chemical reactions G, A+G,

C, C+T, and C respectively. The numbers on the left represent the DNA fragment

lengths. The nucleotides on the right are the called bases at each site along the

DNA sequence.
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To call the sequence, we need to read the banding patterns relative to the four

chemical reactions. For example, if we had bands in both the C and C+T lanes,

we call a C. If we only had a band in the C+T lane and not in the C lane, we call

a T. Similarly, if we had bands in both the G and A+G lanes, we call a G. If we

only had a band in the A+G lane and not in the G lane, we call a A. To assess the

accuracy of the DNA sequence, we need to repeat the reaction on the same gel

several times and compare the banding patterns between each replicate.

Drawbacks of the Maxam-Gilbert DNA sequencing method include handling of

radioactive substances as well as the impracticality of sequencing DNA greater than

200 base pairs in length. Hence, it is extremely difficult to sequence the human

genome using this DNA sequencing method. During the same year, Sanger’s group

developed a much safer DNA sequencing method that does not rely on radioactive

labelling of the DNA fragments.

2.4.2 Sanger sequencing

The Sanger method, also known as the chain determination method, is a DNA

sequencing method based on the use of dideoxynucleotides (ddNTPs) and

deoxynucleotides (dNTPs) [41]. ddNTPs differ from dNTPs by the inclusion of a

hydrogen group on the 3′ carbon instead of a hydroxyl group (OH), as shown in

Figure 2.4.4. The inclusion of a ddNTP in a DNA strand prevents further addition

of nucleotides to the DNA strand. Hence, the DNA strand is terminated, and with

the correct ratio of ddNTPs and dNTPs it is possible to produce DNA fragments

of different lengths during replication.
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Figure 2.4.4: The chemical structures of deoxynucleotide (dNTP) and

dideoxynucleotide (ddNTP). The term ‘‘Base” refers to the nitrogenous bases

defined in Section 2.1.

The first step in this DNA sequencing method is to denature the DNA into two

single DNA strands using heat. A labelled primer sequence is then attached to one

of the DNA strands, so that the 3′ end of the primer sequence is positioned next to

the target DNA sequence, as shown in Figure 2.4.5. Once the primer sequence is

attached to the DNA strand, the solution is divided up into four tubes labelled A,

C, G, and T, where we then add the following to each tube.

• A tube: dNTP, ddATP and DNA polymerase.

• C tube: dNTP, ddCTP and DNA polymerase.

• G tube: dNTP, ddGTP and DNA polymerase.

• T tube: dNTP, ddTTP and DNA polymerase.
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Figure 2.4.5: An illustration of the Sanger sequencing process. The grey strands

represent the DNA strands. The orange strand represents the primer sequence. The

green strand represents a ddNTP which terminates the DNA sequencing process.

Note that each ddNTP is labelled with a different fluorescent tag. As the DNA is

synthesised, free nucleotides are incorporated onto the strand of DNA by the DNA

polymerase. When a ddNTP is integrated into the chain instead of a dNTP, the

chain will terminate, as shown in Figure 2.4.5. All sequencing products begin with

the same primer sequence but end with a nucleotide corresponding to the tube

type, as shown in Figure 2.4.6.
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Figure 2.4.6: DNA sequencing products in each tube. The orange strands represent

the primer sequences, which are common to all DNA fragments. The green, pink,

green, and blue nucleotides are the ddNTPs which terminate the DNA sequencing

process.

The solutions are then subjected to electrophoresis, where the solutions from each

tube run in separate lanes on a gel. Similar to the Maxam-Gilbert DNA sequencing

method, smaller DNA fragments move faster along the gel and so the DNA fragments

will be ordered from largest to smallest (top to bottom), as shown in Figure 2.4.7.

A laser is then shone onto the fluorescent tag on the last nucleotide of each DNA

fragment, producing a unique colour. We use technology to record the colours

produced at each terminating nucleotide, generating the DNA sequence shown on

the right in Figure 2.4.7.
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Figure 2.4.7: Electrophoresis through high resolution acrylamide gels and calling

the DNA sequence. The black bands represent the DNA fragments shown in

Figure 2.4.6. The four columns correspond to the A, C, G, and T tubes. The

numbers on the left represent the DNA fragment lengths. The nucleotides on the

right are the called bases at each site along the DNA sequence.

Sanger sequencing cannot sequence DNA that is longer than 1000 base pairs in

length. Hence, it is impractical to sequence large genomes, such as the human

genome, using the Sanger sequencing method. New and improved DNA sequencing

platforms have since been developed that are able to sequence larger genomes with

greater accuracy.

2.4.3 Next-generation sequencing

Next-generation sequencing is a new DNA sequencing technology that can

sequence an entire human genome in a matter of days. A particular

next-generation sequencing platform in common use is Illumina [5]. One particular

feature of Illumina sequencing is the use of a reference genome to improve

sequencing accuracy, where a reference genome is defined as a representative

example of a particular species’ genome. Once we have extracted a sample of DNA

from a cell, Illumina sequences the DNA in the following way.
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1. Library preparation: (see Figure 2.4.8a) Randomly fragment the DNA sample

and trim the ends of the DNA fragments to remove any lesions that may

impair the sequencing process. This is followed by 3′ and 5′ adapter ligation,

so that the DNA strands can be attached to the flow cell surface. Lastly, the

DNA fragments are amplified using the polymerase chain reaction (PCR) and

gel purified, generating millions of copies of DNA fragments in preparation for

sequencing.

2. Cluster generation: (see Figure 2.4.8b) Load the sequences onto a flow cell,

where each DNA fragment is amplified into distinct, clonal clusters using

bridge amplification.

3. Sequencing: (see Figure 2.4.8c) During each sequencing cycle, four reversible

terminator-bound nucleotides are included. Illumina detects each single base

incorporated into the DNA template strands, by taking a photo of the slide.

It then determines the base corresponding to the illuminated fluorescent tag of

the last base added. Before the next cycle, the terminators and fluorescent tags

are removed, allowing the next base to be added and preventing contamination.

Each cycle is repeated n times to create reads of length n.

4. Data analysis: (see Figure 2.4.8d) The reads are aligned to a reference genome

using alignment software, where any variations such as a single nucleotide

polymorphism (SNP) or an insertion-deletion (INDEL) are identified. Single

nucleotide polymorphisms are a common type of genetic variation, where each

SNP represents a difference in a nucleotide. Insertions and deletions are a type

of mutation that alters the total number of nucleotides in a DNA sequence.

We obtain the consensus sequence from this alignment, and then obtain the

DNA sequence by removing any gaps in the consensus sequence.
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(a) DNA fragmentation and adapter ligation. (b) Bridge amplification.

(c) Sequencing.

(d) Aligning reads to a reference genome.

Figure 2.4.8: Illumina sequencing overview. (a): The library is prepared by

fragmenting the DNA sample and attaching adapters to all DNA fragment ends.

(b): The DNA library is then loaded onto a flow cell and the DNA fragments are

attached to the flow cell surface. Each DNA fragment is amplified into a cluster using

bridge amplification. (c): Fluorescent labelled nucleotides are added to the flow cell

and a photo of each cluster is taken to determine the identity of the incorporated

base. (d): The reads are aligned to a reference genome using alignment software.
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Referring to the sequencing process, we sequence the DNA fragments in one of two

ways. The first way is single-read sequencing. This involves sequencing the DNA

fragment from one end to the other. The other way is paired-end sequencing.

Paired-end sequencing involves sequencing both ends of the DNA fragment and

then stopping at a pre-determined position in the DNA fragment that leaves a gap

between the sequenced ends. The advantage of single-read sequencing is that the

reads are more likely to align to the reference genome, whereas paired-end

sequencing generates higher quality reads [5]. A visualisation of single-read

sequencing products and paired-end sequencing products is shown in Figure 2.4.9.

The blue DNA segments are the sequenced reads produced in single-read and

paired-end sequencing, and the green DNA segments are unknown sequences

produced in paired-end sequencing.

Figure 2.4.9: A visualisation of single-read and paired-end sequencing products.

The blue DNA segments are the reads produced using single-read and paired-end

sequencing. The green DNA segments are unknown sequences produced using

paired-end sequencing. The black line represents the reference genome, to which

the reads are aligned.
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During the sequencing process, the reads can either be exact copies of the template

DNA strand or copies of the reverse complement. Forward strands are identified as

DNA sequences that are read from the 5′ end to the 3′ end of the target DNA

fragment, whereas reverse strands are DNA sequences that are read from the 5′

end to the 3′ end of reverse complement of the target DNA fragment, as shown in

Figure 2.4.10. Hence, care must be taken when analysing the DNA sequencing

alignment data.

Figure 2.4.10: Example of forward and reverse strands. The grey strands represent

the DNA strands. The green strand represents the forward strand and the orange

strand represents the reverse strand.

Next-generation sequencing methods use Phred quality scores to measure the quality

of the identification of each nucleotide incorporated into the read. The Phred-scaled

probability is defined as

PQ = −10 log10 (P (E)) , (2.4.1)

where E is the event that the base was called incorrectly.

Each base in a read has a base quality that is the measure of the confidence that

the base was called correctly. Using Equation (2.4.1), the base quality of a base is

defined as

BQ = −10 log10 (P (E)) , (2.4.2)

where E is the event that the base was called incorrectly.



CHAPTER 2. DNA AND PHYLOGENETICS 31

For the Illumina sequencing platform, base qualities range between 0 and 62 for

Illumina versions 1.3 to 1.7 and between 0 and 93 for Illumina versions 1.8

onward [11]. Note that throughout this thesis, we assume that all base qualities

are integers and so non-integer values will be rounded up to the nearest integer.

Note that a high base quality implies a low probability of error. For example, a

base quality of 10 equates to an error probability of 0.1 with a call accuracy of

90%, and a base quality of 30 equates to an error probability of 0.001 with a call

accuracy of 99.9%. In practice, base qualities of 30 or above are considered high

base qualities.

For example, suppose we have five DNA strands with two errors in the fifth cycle,

as shown in Figure 2.4.11.

Figure 2.4.11: An example of sequencing errors in Illumina sequencing. There are

five DNA strands, two of which have incorrect nucleotides. When we take a photo

of the DNA strands, we see the fluorescent tags as shown in the black box.

Assuming the correct base is a G, the probability of an incorrect base call is the

ratio of the number of errors and the total number of template DNA strands. That

is,

P (E) =
2

5
.
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Using Equation (2.4.3), the base quality of this G is

BQ = −10 log10
(
2

5

)
= 3.9794.

Since this is only a small example, the base quality is quite low. The more DNA

strands we have with fewer sequencing errors, the higher the base quality will be.

For example, if we had 70 sequencing errors with 100,000 DNA strands, the base

quality of the G is

BQ = −10 log10
(

70

100000

)
= 31.5490.

In next-generation sequencing, the three main reasons for base calling errors are as

follows.

• Phasing : A DNA strand failed to incorporate a base in a cycle, causing this

DNA strand to lag behind.

• Pre-phasing : Several bases are incorporated in a single cycle due to the failure

of base termination.

• Decay of signal intensity : Due to imperfect chemistry, the signal intensity

decreases from cycle to cycle.

Next-generation sequencing methods use mapping algorithms, such as the

Burrow-Wheeler Aligner, to align the reads to the reference genome [29]. Each

read has a mapping quality, which is a measure of the confidence that a read

actually came from the position along the reference genome to which it is aligned.

The mapping quality of a read in the alignment is defined as

MQ = −10 log10 (P (ER)) , (2.4.3)

where ER is the event that the read was incorrectly aligned against the reference

genome.
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During the alignment process, some reads may not map to the reference genome,

or map incorrectly due to a number of mismatches between the reference genome

and the read.

The two main reasons for mismatches in the alignment stage of DNA sequencing

are:

• sequencing errors, and

• differences between the DNA sequence and the reference genome, otherwise

known as single-nucleotide polymorphisms (SNPs).

Once the reads are aligned against the reference genome, we store this alignment

in an alignment matrix. Each row in the alignment matrix corresponds to a read

and each column corresponds to a site along the reference genome. Using this

alignment, we determine the coverage across the reference genome. Coverage

describes the number of reads that align to each base in the reference genome. We

use the coverage, base qualities, and mapping qualities to validate variants at sites

along the genome. Therefore, the higher the coverage, the higher the degree of

confidence in the estimated DNA sequence. The average coverage across an

alignment is often denoted as “dX”, where d is the average coverage. For human

genome data sets, often a coverage of 10 to 30 is required to confidently determine

SNPs, and hence estimate the DNA sequence.

In this thesis, we use coverage plots to analyse the coverage across a genome.

Coverage plots illustrate the number of reads covering each site along the reference

genome. For example, Figure 2.4.12a shows an example of good coverage across

sites in an alignment and Figure 2.4.12b shows an example of poor coverage across

sites in an alignment.
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(a) Example of good coverage. (b) Example of poor coverage.

Figure 2.4.12: Examples of coverage plots. The x-axis represents the sites along

the reference genome and the y-axis represents the coverage at each site along the

reference genome.

Until now, we have only considered DNA sequencing of modern DNA sequences.

Using careful extraction techniques, we can sample DNA from ancient remains,

such as archaeological skeletons. We refer to this DNA as ancient DNA (aDNA).

Typically, ancient DNA is difficult to sequence due to biological process that

degrade the DNA. In the next section, we introduce phylogenetics and the various

types of ancient DNA damage that can impair DNA sequencing.
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2.5 Phylogenetics and ancient DNA

Phylogenetics is an area of study concerning the evolutionary relationships

between individuals or species. These relationships can be determined using both

ancient and modern DNA sequences. Ancient DNA is DNA extracted from ancient

remains, such as archaeological and historical skeletons, preserved plant material,

and mummified tissues. For example, ancient DNA was sampled from an early

Middle Pleistocene horse that was approximately 560,000 and 780,000 years

old [35]. Ancient DNA is used to investigate evolutionary relationships between

species, the introduction of new species, the extinction of a species, and the

impacts of climate change on species [21, 20].

DNA molecules in living cells that undergo mutation are often repaired by enzymatic

repair mechanisms, as discussed in Section 2.1. When a cell dies, these enzymatic

repair mechanisms cease to operate and the genome becomes unstable. The DNA is

degraded by cellular and biomolecular decaying processes beginning at the moment

of death, as micro-organisms spread throughout the decaying tissues. As this decay

process continues, the amount of obtainable DNA decreases at a rate that depends

on the environmental conditions in which the ancient sample resides [10]. These

decay processes cause the following main types of ancient DNA damage:

• deamination,

• hydrolytic depurination,

• oxidation,

• fragmentation, and

• nicks.
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As a result of this damage, we encounter three main issues when we extract and

analyse DNA from ancient samples.

• Lesions that cause incorrect nucleotides to appear during replication and

sequencing of the DNA.

• Lesions in the DNA that block the replication and sequencing of the DNA.

• The lengths of DNA fragments are significantly reduced, often to only a few

hundred base pairs.

2.5.1 Deamination

Deamination is a hydrolysis reaction in ancient DNA that introduces miscoding

lesions in the DNA, thus causing the sequencing process to misread bases that have

undergone deamination [10]. The types of deamination that occur in ancient DNA

are:

• the conversion of cytosine into uracil (see Figure 2.5.1),

• the conversion of adenine into hypoxanthine, and

• the conversion of guanine into xanthine.

Studies on ancient DNA have shown that the primary target of deamination is

cytosine [10]. In a living cell, repair enzymes remove the uracil which leaves an

abasic site (a site where the base component of the nucleotide is missing) and then

replaces it with a cytosine. When cytosine deamination occurs in a non-living cell,

the uracil is left unrepaired, since the repair mechanisms cease to operate after the

death of a cell.
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Figure 2.5.1: Cytosine deamination

The effect of deaminated cytosines on the sequencing process depends on the type

of polymerase used. Taq polymerase causes the guanine opposite the uracil on the

complementary DNA strand to change to adenine, since uracil pairs with adenine.

As a result, uracil then changes to thymine, since adenine pairs with thymine.

Other polymerases, such as archaeal polymerases, stop at the uracil in the DNA

and therefore no further amplification occurs.

Consider the first cycle of the polymerase chain reaction using Taq polymerase

with a deaminated cytosine. Two copies of each strand of DNA will be produced,

one from the DNA strand that underwent cytosine deamination and the other

from the DNA strand that did not. At the completion of the first cycle, we see the

resulting copies of DNA as shown in Figure 2.5.2. After the second cycle, we have

the four DNA sequences shown in Figure 2.5.3.
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Figure 2.5.2: Example of the effect of cytosine deamination on the amplification of

a sample of DNA from a dead cell. The green strands represent the target DNA.

The red strands are the primer sequences. The blue nucleotides are the incorporated

nucleotides during sequencing.
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Figure 2.5.3: Example of amplification products after the second sequencing cycle

with a deaminated cytosine in the DNA sequence. The green strands represent the

target DNA.

After n cycles, we notice that we have three different DNA sequences. The three

DNA sequences and their frequencies after each sequencing cycle, n, are shown in

Table 2.5.1. Hence after sequencing, the deamination of cytosine will cause C → T

and G → A base substitutions, and an increase in the number of adenines or

thymines present in the DNA sequence.

Similarly, adenine deaminates into hypoxanthine (purine derivative) and during

amplification the thymine opposite hypoxanthine on the complementary DNA

strand changes to cytosine. As a result, hypoxanthine then changes to guanine,

since cytosine pairs with guanine. Hence, the deamination of adenine produces A

→ G and T → C base substitutions and an increase in the number of guanine or

cytosine present after sequencing.
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Cycle

Sequence 1 2 3 4 . . . n

ACUTGAT

TGAACTA
1 1 1 1 . . . 1

ACCTGAT

TGGACTA
1 2 4 8 . . . 2n−1

ACTTGAT

TGAACTA
0 1 3 7 . . . 2n−1 − 1

Table 2.5.1: DNA sequences present after n cycles of sequencing with a deaminated

cytosine. The first column contains the DNA sequences and the remaining columns

contain the number of times each DNA sequence appears at the end of each cycle.

Lastly, the deamination of guanine into xanthine (purine derivative) causes the

cytosine opposite the xanthine on the complementary DNA strand to change to

thymine, and so xanthine changes to adenine. Hence, we see base pair substitutions

from G → C to A → T after sequencing.

2.5.2 Hydrolytic depurination

Hydrolytic depurination involves an adenine or guanine being released from the

sugar-phosphate backbone. This type of damage alters the structure of the DNA

by creating an abasic site, leaving the sugar phosphate backbone intact, as shown

in Figure 2.5.4.
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Figure 2.5.4: Hydrolytic depurination of adenine.

Most polymerases used in practice will not pass over an abasic site when we

attempt to replicate and sequence ancient DNA sequences damaged by hydrolytic

depurination. That is, as the polymerase runs over the strand of DNA, it will

terminate before an abasic site. Note, if the next abasic site is too close to the

previous abasic site, then an appropriate primer sequence cannot attach itself to

the DNA strand. Hence, the information between these sites on that particular

DNA strand will be lost. This limits the amount of obtainable information from an

ancient DNA sample, leading to sequenced ancient DNA strands often being only

a few hundred base pairs long [10].

For example, consider the DNA fragment shown in Figure 2.5.5. Suppose the

selected adenine undergoes hydrolytic depurination leaving an abasic site,

otherwise known as a blocking lesion. If we were to replicate and sequence the

damaged DNA strand, we may lose all the information to the left of the blocking

lesion. If we can attach an appropriate primer sequence directly after the blocking

lesion or a few base pairs after, then we may be able to replicate and sequence the

remaining part of the damaged DNA strand.
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Figure 2.5.5: Fragmentation caused by hydrolytic depurination. The grey strand

represents lost DNA due to hydrolytic depurination affecting the sequencing process.

Consider the first cycle of PCR using a strand of DNA that was subjected to

hydrolytic depurination. After the first cycle, we see the copies of DNA as shown

in Figure 2.5.6. Notice that two out of the four DNA strands are shorter than the

length of the original target DNA strand. After the second cycle, we have four

copies of double-stranded DNA however, four out of the eight DNA strands are

shorter than the length of the original target DNA strand, as shown in Figure 2.5.7.
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Figure 2.5.6: Example of amplification products in the presence of the hydrolytic

depurination of adenine. The green strands represent the target DNA strands.

The red strands represent the primer sequences. The blue nucleotides are the

incorporated bases during sequencing.
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Figure 2.5.7: Sequencing products after the second cycle of PCR in the presence

of the hydrolytic depurination of adenine. The green strands represent the target

DNA strands.

If we were to repeat the PCR a large number of times, we will see a mixture of

short and long copies of DNA. Shorter strands of DNA tend to be problematic in

the alignment process, since these DNA strands are more likely to align to several

positions along the reference genome. This lowers the mapping qualities of the

short strands of DNA. Hence, we may lose information from our data set, as these

short DNA strands may not be long enough to use in the alignment process and in

estimating the DNA sequence.

Hydrolytic depyrimidination of cytosine and thymine also occurs in a similar way

to hydrolytic depurination, although it occurs at a much slower rate. Hence, we

can ignore this process when reviewing the main types of ancient DNA damage.
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2.5.3 Oxidation

DNA oxidation involves hydroxyl radicals (-OH) attaching to the double bonds

present in pyrimidines and purines. Guanine is more likely to undergo oxidation

than adenine, cytosine, or thymine due to the high oxidative potential of guanine.

The products of oxidation produce blocking lesions in the DNA, preventing the

replication and sequencing of DNA from the blocking lesion onwards. The

sequencing process is impaired, and so we see shorter DNA fragments when we

sequence the DNA and potentially lose information if the DNA strands are not

long enough to use in the alignment process.

Figure 2.5.8: Oxidation of cytosine.

2.5.4 Fragmentation and nicks

Fragmentation is known to be caused by hydrolytic depurination followed by

β-elimination of the sugar phosphate backbone. This leaves a nick in the

backbone, as shown in Figure 2.5.9.
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Figure 2.5.9: Example of the effect of fragmentation on amplification and DNA

sequencing.

Using Neanderthal DNA, it has been shown there is an over-representation of

adenine and guanine at the 5′ ends of DNA fragments, with guanine being the

higher of the two [6]. This may be due to the fact that guanine possesses a lower

activation energy to break the N-glycosol bond in DNA [36]. As a result, we see

shorter strands of DNA after sequencing and may potentially lose information in

the alignment process. It is also possible that we will see overhangs in the DNA

fragments, where overhangs are defined as stretches of unpaired nucleotides at the

ends of DNA molecules. For example, in Figure 2.5.9, notice that the fifth site

(A-T pair) is no longer present and that the strands of DNA are shorter.
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2.6 Ancient DNA damage analysis

Prior to data analysis and DNA sequence estimation, it is good practice to analyse

any damage patterns present in the DNA sequencing data. We quantify these

damage patterns present in ancient DNA data sets, generated by next-generation

sequencing platforms, by using mapDamage 2.0 [23].

2.6.1 mapDamage 2.0

mapDamage 2.0, developed by Jónsson et al., uses a Bayesian statistical framework

to estimate the following features of ancient DNA.

• Average length of overhangs, λ.

• Nick frequency, ν.

• Cytosine deamination rates in double-stranded regions of DNA, δd.

• Cytosine deamination rates in single-stranded regions of DNA, δs.

The key assumptions in Jónsson’s model are as follows.

• Mutations and post-mortem DNA damage are independent within a DNA

fragment.

• The occurrence of a mutation or post-mortem damage depends only on the

position within a DNA fragment.
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The substitution model used in mapDamage 2.0 is the Hasegawa, Kishino and

Yano (HKY) model [19]. This model distinguishes between transitions and

transversions and allows unequal base frequencies. We denote the probability

transition matrix of the HKY model by Θ(µ, ρ), where µ is the rate of transitions

and ρ is the rate of transversions.

The substitutions due to DNA damage are modelled using a DNA damage matrix

denoted by Pdam, where we assume that cytosine deamination is the main cause for

nucleotide misincorporations. That is,

Pdam =


1 0 0 0

0 1− pC,T 0 pC,T

pG,A 0 1− pG,A 0

0 0 0 1

 ,

where the base-specific damage probabilities are defined as

pC,T (δd, δs, λ, ν, i) = νi(λiδs + δd(1− λi)), and

pG,A(δd, δs, λ, ν, i) = (1− νi)(λiδs + δd(1− λi)),

for the ith position along a DNA fragment. Using these transition matrices, we can

describe the position-specific base substitutions for any given base b ∈ {A,C,G, T}

using multinomial distributions. That is, for base b ∈ {A,C,G, T} and position i

along a DNA fragment, the number of base substitutions from base b is defined as

Sb,i ∼ Mul(Nb,i, eb ×Θ(µ, ρ)× Pdam(δd, δs, λ, ν, i)),

where Nb,i is the number of times base b occurs at the ith position along all DNA

fragments and eb is a vector with a 1 in the bth position and zeros elsewhere.
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Using this information, we estimate the probability that a C to T substitution at

position i along a DNA fragment is due to damage by using

pdam,CT (i) =
ΘC,CpC,T (i)

ΘC,CpC,T +ΘC,T

.

Similarly, the estimated probability that a G to A substitution at position i along

a DNA fragment is due to damage is defined as

pdam,GA(i) =
ΘG,GpG,A(i)

ΘG,GpG,A +ΘG,A

.

Using only the DNA alignment data and a reference genome, mapDamage 2.0

outputs several plots and files describing the DNA damage parameter estimates.

In this thesis, we use the following outputs.

• Frequencies of C to T substitutions at each position from the 5′ ends of DNA

fragments.

• Frequencies of G to A substitutions at each position from the 3′ ends of DNA

fragments.

• Plots of fragmentation and nucleotide misincorporation patterns.

2.6.2 Application to an ancient DNA data set

In this section, we use mapDamage 2.0 to produce an ancient DNA damage profile

of an ancient DNA sample of a Bison priscus from Oro Grande in Yukon

(A16128). This DNA sample and the corresponding information about the DNA

sequencing method was obtained through consultation with biologists and

bioinformaticians at the Australian Centre for Ancient DNA.
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The A16128 whole mitochondrial genome was sequenced on an Illumina NextSeq

500 sequencer, using no treatment in the library preparation. The DNA sequence

was estimated using SAMtools, a program that uses a statistical framework to

estimate the DNA sequence [31]. Figure 2.6.1 shows the ancient DNA damage

profile of the A16128 sample produced using mapDamage 2.0, where all reads are

aligned to the reference mitochondrial genome of the American bison

(NC 012346) [1].

The four upper plots in Figure 2.6.1 show the base frequencies both inside and

outside a read, where the open grey box corresponds to a read. That is, the dots

inside the box correspond to positions along a read and the dots outside the box

correspond to positions before and after a read. For example, consider the first

outside dot to the left of the grey box, i.e., the first position upstream of the 5′

end of a read. Comparing all four plots, as expected, we see that the adenine and

guanine residues are elevated, whereas the cytosine and thymine residues are

depressed.

The two lower plots in Figure 2.6.1 display the position specific base substitutions

from the 5′ (left) and 3′ (right) ends of the reads. The red line corresponds to C to

T substitutions and the blue line corresponds to G to A substitutions. The faded

lines correspond to other base substitutions, which we will ignore. The numbers on

the x-axis of the left plot correspond to the position along a read from the 5′ end,

and the numbers on the x-axis of the right plot correspond to the position along a

read from the 3′ end. Recall that DNA is read from the 5′ end to the 3′ end, hence

the values on the x-axis of the right plot are negative. As expected, there is an

excess of C to T substitutions at the first few positions at the 5′ end of the reads,

and an excess of G to A substitutions at the first few positions at the 3′ end of the

reads.
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Figure 2.6.1: Ancient DNA damage profile for the A16128 bison sample, produced

using mapDamage 2.0. The four upper plots show the base frequencies inside and

outside a read, where the open grey box corresponds to a read. The two lower plots

show the position specific substitutions from the 5′ end (left) and the 3′ end (right)

of a read. The red line corresponds to C to T substitutions, the blue line corresponds

to G to A substitutions, and the faded lines represent other types of substitutions.
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These plots indicate that this DNA sample was subjected to DNA damage, in

particular, deamination and fragmentation. When estimating the DNA sequence,

care must be taken when estimating sites that have undergone deamination,

including regions along the genome that have undergone fragmentation. As the

amount of DNA damage within a DNA sample increases, the more likely we are to

see missing bases in the DNA sequence.

We explore missing data in DNA sequences in Chapter 4, but first we review

missing data in general data sets (data other than DNA sequences).



Chapter 3

Missing data in general data sets

Missing data arises quite frequently in practice, and is usually a result of

non-response to surveys or data becoming lost or incorrectly recorded. Repeating

the data collection process can be impractical due to costs and time constraints,

and may not produce improved response rates. Researchers then have to decide

how to analyse data with missing values. In this chapter, we review missing data

in general data sets, as described by Little and Rubin [33].

3.1 Missing data patterns

Current standard statistical methods analyse data in the form of matrices, where

the rows represent cases and the columns represent the variables measured for each

case. Depending on the study, cases may also be known as individuals or subjects.

Let Y = (yi,j) denote an n × K data matrix, where yi,j represents the value for

the ith case and the jth variable. When we have missing values in our data, define

M = (mi,j) to be the missing value indicator matrix, where

mi,j =

1 if yi,j is missing, and

0 if yi,j is observed.

53
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Using the missing value indicator matrix, we are able to determine the missing

data pattern present in our data. The missing data pattern provides us with an

indication as to which values are observed and missing in the data. Some examples

of missing data patterns include the following and are illustrated in Figure 3.1.1.

• Univariate non-response: missing values are confined to a single variable.

• Multivariate two patterns: two patterns of missing data across many variables.

• Monotone: variables can be arranged such that all values for Yj+1, ..., Yk are

missing for cases where Yj is missing for all j = 1, ..., k − 1.

• File matching: sets of variables are never jointly observed.

• Dropout: some cases withdraw from the study, thus leading to missing data

for the remainder of the study.

• General: no noticeable missing data pattern.
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(a) Univariate Pattern (b) Multivariate Two Pattern (c) Monotone Pattern

(d) File Matching Pattern (e) Dropout Pattern (f) General Pattern

Figure 3.1.1: Examples of missing data patterns. The rows represent the cases and

the columns represent the variables. The shaded areas indicate observed data and

the unshaded areas indicate missing data.

3.2 Missing data mechanisms

Prior to analysis, we need to determine whether the missing data are related to the

observed data. Understanding which missing data mechanism(s) we are dealing

with is crucial, since how the missing values occurred determines how the data is

handled. The three main missing data mechanisms that Little and Rubin discuss

are missing completely at random (MCAR), missing at random (MAR), and

missing not at random (MNAR).



CHAPTER 3. MISSING DATA IN GENERAL DATA SETS 56

The missing data mechanism is determined by considering the conditional

distribution of M given Y , that is f(M |Y, ϕ), where ϕ represents unknown

parameters. If the missingness of the data does not depend on the observed values,

Yobs, or the missing values, Ymiss, then the missing data mechanism is missing

completely at random (MCAR). That is, if

f(M |Y, ϕ) = f(M |ϕ)

for all Y and ϕ, then the data is called MCAR. Note that this does not necessarily

mean the missing data pattern is the general pattern. An example of data being

missing completely at random is a laboratory assistant dropping samples of blood

on the floor, hence those observations will be missing.

When missingness depends only on the observed values, Yobs, and not on the missing

values, Ymiss, the missing data mechanism is missing at random (MAR). That is, if

f(M |Y, ϕ) = f(M |Yobs, ϕ)

for all Yobs and ϕ, then the data is called MAR. An example of data being missing

at random is, if two measurements taken at the same time differ by more than a

certain amount, a third measurement is taken. If there is no difference between the

first two measurements, then there is no need to take the third measurement and

so it will be missing.
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If the missingness of the data depends only on the missing values, Ymiss, then the

missing data mechanism is missing not at random (MNAR). That is, if

f(M |Y, ϕ) = f(M |Ymiss, ϕ)

for all Ymiss and ϕ, then the data is called MNAR. An example of data that are

missing not at random is, if a study was conducted on mental health, people

suffering from depression are less likely to disclose their mental status thus leading

to missing data.

When analysing a data set with missing values, researchers are forced to decide

whether to keep the incomplete cases or remove them from the data set. The

simplest method of dealing with missing data is to remove the incomplete cases

from the data set and only use the complete cases. Complete case analysis gives a

great deal of simplicity when analysing data. However, there is a potential loss of

information resulting in a decrease in accuracy and the introduction of bias. An

alternative way of handling missing data is imputation. Imputation involves

estimating the missing values in a data set, allowing us to use standard statistical

techniques to analyse the estimated complete data. Examples of imputation

methods include regression model imputation, likelihood-based imputation and

multiple imputation.
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Missing data in DNA sequences appear in the form of missing bases. Recall that

DNA sequences can be as long as 3 billion bases, such as the human genome [45],

and that the lengths of DNA sequences differ between individuals. Hence,

visualising the missing data patterns in a single DNA sequence or a set of DNA

sequences using the method described in Little and Rubin’s work is highly

inefficient.

As discussed in the next chapter, missing bases appear in DNA sequences due to

several reasons, including no information, minimal information, or poor quality

information. Therefore, the missing data mechanisms in DNA sequence data sets

are quite complex and are not directly equivalent to the missing data mechanisms

presented in Little and Rubin’s work. In this thesis, we develop consensus

sequence estimation methods that use all available data. We do not consider

imputation methods to reduce the problem of missing data in DNA sequences.

Therefore, we refer the reader to Little and Rubin’s work for a discussion on

complete case analysis and various imputation methods [33].



Chapter 4

Missing data in DNA sequence

data sets

Missing data can arise in DNA sequence data sets in the form of missing bases.

Missing bases are often denoted by a ? or an N (varies between DNA sequence

estimation methods), where missing bases can appear due to either minimal or no

information. Throughout this thesis, a missing base will be denoted by an N. In

this chapter, we discuss how missing bases arise in reads and hence appear in the

alignment. We also explore why missing bases arise in DNA sequences. We then

analyse two ancient DNA sequence data sets and look at the number of missing

bases in each DNA sequence, as we adjust the coverage and quality thresholds.

4.1 Missing bases in the reads

Missing bases can arise in reads as a result of a large amount of uncertainty in the

base called, as discussed in Section 2.4.3. Base calls in a read with a base quality

lower than 30 are generally ignored and replaced by an N. For example, suppose

we are sequencing 10,000 DNA strands. Suppose that a particular position along

the DNA strand is truly a C however, during sequencing 100 out of the 10,000

DNA strands incorrectly incorporate a G.
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Then the base quality of the C is

BQ = −10 log10
(

100

10000

)
= 20,

which is less than 30. Hence, no base is called at this position along the read and

an N is called instead.

4.2 Missing bases in DNA sequences

Next-generation sequencing methods use mapping algorithms to align reads to a

reference genome, as discussed in Section 2.4.3. Associated with each read, we have

• a mapping quality, which is a measure of the confidence that the read actually

comes from the position it is aligned to, and

• each base in the read having a base quality, which is the measure of the

probability that the base was called correctly.

Within the alignment, we may see variations such as single nucleotide

polymorphisms (SNPs). In DNA sequence estimation, we require enough

information to decide which base to call for each site along the DNA sequence.

Recall that coverage measures how many reads cover each site along the reference

genome. In current practice, a coverage threshold of two or three is usually

required to make a call in ancient DNA sequence data sets. However, this may

vary depending on the species and the desired level of confidence in DNA sequence

estimation. This information was obtained through consultation with

bioinformaticians at the Australian Centre for Ancient DNA (ACAD).
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When estimating the DNA sequence, sites with a coverage less than the coverage

threshold are allocated an N to indicate a missing base. Also, reads with low

mapping qualities and bases with low base qualities are excluded from the

analysis. This decreases the amount of usable information. However, it improves

our confidence in the estimated DNA sequence. For example, consider an

alignment of 10 reads to a reference genome, as shown in Figure 4.2.1. If we had a

coverage threshold of three and a base quality threshold of 20, we obtain the

estimated individual sequence shown in Figure 4.2.2.

Figure 4.2.1: Example of an alignment. The reference genome is above the

alignment. The rows in the alignment correspond to the reads. The columns in

the alignment correspond to sites along the reference genome. The bases coloured

red have base qualities between 0 and 19, the bases coloured blue have base qualities

between 20 and 29, and the bases coloured green have base qualities 30 and above.

In the estimated individual sequence shown in Figure 4.2.2, we see Ns at several

sites despite having information at each of those sites. Therefore, missing bases in

DNA sequences does not necessarily mean that we have no information. The next

five sections further discuss how missing bases arise in DNA sequences.
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Figure 4.2.2: Estimating the consensus sequence from an alignment. The faded

bases in the alignment are excluded from the analysis, since their associated base

qualities are below the base quality threshold. The estimated consensus sequence for

the individual is displayed beneath the sequence alignment, which contains missing

bases at sites with limited or ambiguous information.

4.2.1 No coverage

No coverage for a particular site in the alignment means that no bases are recorded

at this site. For example, sites 9, 10, and 11 in the alignment shown in Figure 4.2.3

have no coverage, and so an N is called at those sites in the consensus sequence.

Note that insertions or deletions in the genome are not related to missing bases.

Hence, the sites with no coverage in Figure 4.2.3 are not caused by insertions or

deletions. Reasons for no coverage across sites include the following.

• Sites may have undergone damage within the cell, either after death or during

the extraction and sequencing preparation processes. This generates lesions

on the DNA which prevents replication and sequencing.

• Regions with a high GC-content have been associated with lower degrees of

coverage however, taking more samples can increase the coverage [46].
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• If the site or region with no coverage is a part of a repeating region, then

it is possible that the reads have been aligned to another position along the

reference genome.

Figure 4.2.3: Example of an alignment with sites that have no coverage. The

reference genome is above the alignment. The rows in the alignment correspond

to the reads. The columns in the alignment correspond to sites along the reference

genome. The consensus sequence is shown beneath the alignment.

4.2.2 Low coverage

In practice, a low coverage is usually anything less than ten reads in a modern DNA

analysis, or less than three reads in an ancient DNA analysis. For example, sites 1

and 2 in the alignment shown in Figure 4.2.4 each have a coverage of 1. Assuming

a coverage threshold of 3, sites 1 and 2 in the consensus sequence will be assigned

an N. Reasons for low coverage include the following.

• Regions with a high GC-content have been associated with lower degrees of

coverage however, taking more samples can increase the coverage [46].

• If the site or region with low coverage is a part of a repeating region, then it

is possible that some of the reads have been aligned to another position along

the reference genome.



CHAPTER 4. MISSING DATA IN DNA SEQUENCE DATA SETS 64

• If we have several DNA samples from the one organism, it is possible to have

a mixture of DNA fragments with and without blocking lesions. Hence, we

may be able to sequence some of the DNA fragments and have at least one or

two reads covering those sites along the DNA sequence.

Figure 4.2.4: Example of an alignment with sites that have low coverage. The

reference genome is above the alignment. The rows in the alignment correspond

to the reads. The columns in the alignment correspond to sites along the reference

genome. The consensus sequence is shown beneath the alignment.

4.2.3 Reads with low mapping qualities

When estimating a DNA sequence, a mapping quality of 30 or above is usually

required to maintain a reasonable level of confidence in DNA sequence estimation.

Reads with a mapping quality below the required threshold are typically removed

from the alignment before we estimate the DNA sequence. For example, consider

the alignment shown in Figure 4.2.5. Assuming a coverage threshold of 3 and a

mapping quality threshold of 30, read 5 is removed from the analysis and we

obtain the consensus sequence shown below the alignment. Notice that there are

more missing bases in this estimated consensus sequence than the consensus

sequence obtained in Section 4.2.2. Reasons as to why reads have low mapping

qualities include the following.
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• The read may contain sequencing errors or SNPs which do not alter the

mapping position, although it lowers the mapping quality against the reference

genome.

• The read contains a repeating sequence and so it may map to several positions

along the reference genome.

Figure 4.2.5: Example of an alignment with a read that has a low mapping quality.

The reference genome is above the alignment. The rows in the alignment correspond

to the reads. The columns in the alignment correspond to sites along the reference

genome. The consensus sequence is shown beneath the alignment.

4.2.4 Bases with low base qualities

A base quality of 30 or above is usually required when estimating the DNA

sequence. This maintains a certain level of confidence in DNA sequence

estimation. Bases with base qualities lower than the required threshold are

typically removed from the alignment before estimating the DNA sequence. Note

that we only remove the base and not the entire read from the alignment.
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For example, consider the alignment shown in Figure 4.2.6. Some bases in the

alignment have base qualities less than 30. These bases are removed from the

alignment before we estimate the DNA sequence. Assuming a coverage threshold of

3 and a base quality threshold of 30, we obtain the consensus sequence shown below

the alignment. Notice that there are more missing bases in this estimated consensus

sequence than the consensus sequence obtained in Section 4.2.2. Reasons as to why

bases have low base qualities include the following.

• Particular sites along the DNA may have undergone damage within the cell,

either after death or during extraction and sequencing processes. This can

lead to lesions on the DNA, hence adding noise to the base call.

• The replication and sequencing processes can introduce base call errors due to

unforeseen sequencing errors, such as phasing, pre-phasing, and signal intensity

decay, thus introducing sequencing errors in a read.

Figure 4.2.6: Example of an alignment with bases that have low base qualities. The

reference genome is above the alignment. The rows in the alignment correspond

to the reads. The columns in the alignment correspond to sites along the reference

genome. The consensus sequence is shown beneath the alignment.
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4.2.5 Several bases with the same or similar base quality

When we have several different bases in one site with the same or similar base

qualities, we cannot confidently choose between them and so we call an N. For

example, site 6 in the alignment shown in Figure 4.2.7 has three Cs and two Ts

with similar base qualities. Since we cannot confidently estimate a base at this

site, we call an N. Reasons for several different bases with the same or similar base

quality at a single site include the following.

• Particular sites along the DNA may have undergone damage within the cell,

either after death or during extraction and sequencing processes. This can

lead to miscoding lesions, hence adding noise to the base call. For example,

if we have sampled DNA from several cells, where not all DNA fragments

have been damaged by cytosine deamination at a particular site, we may see

a mixture of Cs and Ts at that site in the alignment.

• The replication and sequencing processes can introduce base call errors due to

unforeseen sequencing errors, such as phasing, pre-phasing, and signal intensity

decay, thus introducing sequencing errors in a read.

Figure 4.2.7: Example of an alignment with several bases and similar base qualities

at a site. The reference genome is above the alignment. The rows in the alignment

correspond to the reads. The columns in the alignment correspond to sites along

the reference genome. The consensus sequence is shown beneath the alignment.
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4.3 Missing bases in ancient DNA sequences

Ancient DNA is DNA extracted from ancient remains and can be quite damaged,

depending on the origin of the sample and the environmental conditions. As a

result of this damage, ancient DNA samples are typically fragmented, base

qualities are quite low and we may not be able to sequence all regions of the

genome [10]. In this section, we analyse two ancient DNA samples from bison and

assess the coverage and quality of each data set. We also identify any DNA

damage in the data using mapDamage 2.0 [23]. We then analyse the number of

missing bases that appear in the estimated DNA sequences as we vary the

coverage and quality thresholds.

Bison are herbivores and are closely related to cattle and yaks: an image of a

steppe bison is shown in Figure 4.3.1. DNA from several extinct bison have been

sequenced including the American bison, the steppe bison (Bison priscus) and the

long-horned bison (Bison latifrons).

Figure 4.3.1: Picture of a steppe bison (Pachyornis, 2013) [37]
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Throughout this section, we consider two ancient DNA samples from the following

bison, where the sample locations are illustrated in Figure 4.3.2. The ancient DNA

samples and corresponding information were obtained through consultation with

biologists and bioinformaticians at the Australian Centre for Ancient DNA. Note

that each sample has a sample ID of the form AX, where X denotes the numerical

values in the sample ID.

• (A17349) Bison latifrons sampled from the American Falls in Idaho from

around 100,000 years ago.

• (A927) Bison (unidentified) sampled from the Yukon-Charley Rivers in Alaska

from around 46,894 years ago.

During DNA library preparation, double-stranded DNA libraries of each DNA

sequence were built using a partial UDG (uracil-DNA-glycosylase) treatment. This

treatment corrects the majority of the DNA damage caused by cytosine

deamination [40]. The libraries were sequenced on an Illumina NextSeq 500

sequencing platform and DNA sequences were estimated using SAMtools [5, 31].

During the alignment stage, the reads were aligned to the reference mitochondrial

genome of the American bison (NC 012346) [1]. The DNA sequences were used in

BEAST to construct a phylogenetic tree, as shown in Figure 4.3.3. This

phylogenetic tree illustrates the evolutionary relationships between all bison

considered in the study, in particular the two bison described in this section

(coloured red).
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Figure 4.3.2: Geographical distribution of the bison samples across North America.

The triangles correspond to the samples discussed in this section. The orange

circles correspond to the other samples in the study however, these samples are

not discussed in this thesis.
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Figure 4.3.3: Phylogenetic tree of the bison samples considered in the study,

estimated using BEAST. The samples analysed in this thesis are coloured red.
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In the following sections, we discuss each of these two samples in detail with a

particular focus on coverage, quality and the number of missing bases in each

estimated DNA sequence. Throughout this chapter, each DNA sequence will be

estimated using SAMtools with specific coverage and quality thresholds as

mentioned in each section.

4.3.1 A17349

Consider the ancient sample of mitochondrial DNA from a Bison latifrons from

around 100,000 years ago. In the A17349 bison sample, we have 511 reads that

were aligned to the reference mitochondrial genome of the American bison

(NC 012346) [1]. We begin the analysis of the A17349 bison sample by analysing

the coverage across the reference genome. Figure 4.3.4 shows the coverage across

all 16319 sites in the reference genome. The red line in the plot represents the

coverage threshold set at 3. Hence, sites with a coverage less than this threshold

will have a missing base, N, in the estimated DNA sequence.

The A17349 bison sample does not have very high coverage, so if we increased the

coverage threshold without defining a quality threshold, the number of missing

bases in the estimated DNA sequence increases quite quickly, as shown in

Table 4.3.1. There are also several regions across the reference genome with no

coverage (4215 sites), suggesting that missing bases will appear in the estimated

DNA sequence regardless of the coverage threshold.
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Figure 4.3.4: Coverage plot for the A17349 bison sample. The x-axis corresponds to

sites along the reference genome and the y-axis corresponds to the number of reads

covering a site. The red line represents a coverage threshold of three. Note that the

intended use of a line plot is to highlight the trends across sites, and does not imply

connections between sites.
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Coverage Threshold Number of missing bases Proportion

1 4215 0.2583

2 8837 0.5415

3 11941 0.7317

4 13913 0.8526

5 15172 0.9297

6 15776 0.9667

7 16082 0.9855

8 16200 0.9927

9 16275 0.9973

10 16313 0.9996

11 16319 1

Table 4.3.1: Number of missing bases in the estimated DNA sequence for the A17349

bison sample, for various coverage thresholds and no quality threshold. The coverage

thresholds are given in the first column. The number of bases in the estimated

DNA sequence for each coverage threshold are given in the second column. Lastly,

the third column contains the proportion of missing bases in the estimated DNA

sequence.
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In addition to coverage, we also analyse the base qualities and mapping qualities

associated with each read in the data set. In Figure 4.3.5, we see there are a high

number of good quality base calls that are above 30 (28168 out of 28468). Hence, if

our base quality threshold was set to 30, we only lose 300 bases from the alignment.

This may increase the number of missing bases in our estimated DNA sequence.

Figure 4.3.5: Base quality counts for each base in the A17349 bison sample. The

x-axis corresponds to the base qualities and the y-axis corresponds to the counts.

The red, green, blue and purple bars correspond to bases A, C, G, and T respectively.
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Looking at Figure 4.3.6, we see that most sites in the alignment have reasonably

high average base qualities. The variations in the average base quality are due to

sequencing errors and DNA damage. The gaps along the x-axis correspond to sites

with no coverage, which can be confirmed by looking at the coverage plot in

Figure 4.3.4.

Figure 4.3.6: Average base quality at each site in the alignment matrix for the

A17349 bison sample. The x-axis corresponds to the sites along the alignment

matrix. The y-axis corresponds to the average base quality. Gaps along the x-axis

indicate sites with no coverage. Note that the intended use of a line plot is to

highlight the trends across sites, and does not imply connections between sites.
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We now focus on the mapping qualities for this data set. From Figure 4.3.7, we

see that we have reasonably high mapping qualities in this data set. The high

peak corresponds to a site in the alignment containing reads that mapped perfectly

to the reference genome. The gaps along the x-axis correspond to sites with no

coverage, which can be confirmed by looking at the coverage plot in Figure 4.3.4.

The drops in average mapping quality correspond to sites with reads that had

more mismatches than other reads in the alignment. If we were to impose a

mapping quality threshold of 30, we only lose 3 reads from the alignment.

However, these reads are mapped at positions along the reference genome with

coverages ranging between 1 and 4. Hence, we may lose a considerable amount of

information in those regions, potentially leading to an increase in the number of

missing bases in the DNA sequence.
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Figure 4.3.7: Average mapping quality at each site along the alignment matrix for

the A17349 bison sample. The x-axis corresponds to the sites along the alignment

matrix. The y-axis corresponds to the average mapping quality. Gaps along the

x-axis indicate sites with no coverage. Note that the intended use of a line plot is

to highlight the trends across sites, and does not imply connections between sites.
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The A17349 bison sample is a good example of a DNA sequence data set with low

coverage and reasonably high base qualities and mapping qualities. If we estimate

the DNA sequence using SAMtools with no restrictions to quality and coverage, we

obtain a sequence with 4215 (25.83%) missing bases. Imposing a quality threshold

of 30 and a coverage threshold of 3 results in 11946 (73.20%) missing bases

appearing in the estimated DNA sequence. Other combinations of quality

threshold and coverage threshold and the resulting proportions of missing bases in

the estimated DNA sequence are shown in Figure 4.3.8. Notice that we have a

high number of missing bases when we assume coverage thresholds of 3 and above.

So even though we have good quality data, we may still have a large number of

missing bases in our estimated DNA sequence due to poor coverage.

We generated an ancient DNA damage profile that focus on cytosine deamination

and fragmentation rates within the A17349 data set, using mapDamage 2.0.

Typically with ancient DNA, we expect an excess of adenine residues and guanine

residues before strand breaks. In this particular data set, adenine residues are

depressed, whereas guanine residues are slightly elevated. This is due to the

treatment of the DNA during library preparation. Looking at the plot in the lower

left corner of Figure 4.3.9, the first position at the 5′ end of a read has a relatively

high chance of a C to T substitution (0.1047) due to cytosine deamination. The

plot in the lower right corner shows a slightly higher chance of a G to A

substitution (0.1905) due to cytosine deamination at the first position at the 3′

end. The small frequencies of C to T and G to A substitutions indicate that the

partial UDG treatment of the DNA sequences was reasonably effective. However,

sites with evidence of cytosine deamination are likely to decrease the accuracy of

DNA sequence estimation, since we will see sites with both Cs and Ts (or As and

Gs) of similar base quality.
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Figure 4.3.8: Proportion of missing bases in the estimated DNA sequence for

the A17349 bison sample, for various quality and coverage thresholds. The

x-axis corresponds to both the base and mapping quality thresholds. The y-axis

corresponds to the proportion of missing bases in the estimated DNA sequence.

The red, yellow, green, blue and pink lines correspond to coverage thresholds of 1,

3, 5, 7, and 9 respectively.
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Figure 4.3.9: Ancient DNA damage profile of the A17349 bison sample, produced

using mapDamage 2.0. The four upper plots show the base frequencies inside and

outside of reads, where the open grey box corresponds to a read. The two lower

plots show the position specific substitutions from the 5′ end (left) and the 3′ end

(right) of a read. The red line corresponds to C to T substitutions, the blue line

corresponds to G to A substitutions, and the faded lines represent other types of

substitutions.
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4.3.2 A927

We now consider a sample of mitochondrial DNA from an unidentified bison from

46,894 years ago. In the A927 bison sample, there are 771 reads that were aligned

to the reference mitochondrial genome of the American bison (NC 012346) [1]. We

begin the analysis by analysing the coverage across the reference genome.

Figure 4.3.10 shows the coverage across all 16319 sites in the reference genome.

The red line in the plot represents the coverage threshold set at 3, hence sites with

a coverage less than this threshold will have a missing base, N, in the estimated

DNA sequence.

If we increased the coverage threshold without defining a quality threshold, the

number of missing bases in the estimated DNA sequence increases at a similar rate

to the A17349 bison sample, as shown in Table 4.3.2. There are several regions

across the reference genome with no coverage (2458 sites). Hence, missing bases

will appear in the estimated DNA sequence regardless of the coverage threshold.
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Figure 4.3.10: Coverage plot for the A927 bison sample. The x-axis corresponds to

sites along the reference genome and the y-axis corresponds to the number of reads

covering a site. The red line represents a coverage threshold of three. Note that the

intended use of a line plot is to highlight the trends across sites, and does not imply

connections between sites.
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Coverage Threshold Number of missing bases Proportion

1 2458 0.1506

2 5448 0.3338

3 8302 0.5087

4 11012 0.6748

5 12669 0.7763

6 14035 0.8600

7 14937 0.9153

8 15487 0.9490

9 15824 0.9697

10 16045 0.9832

Table 4.3.2: Number of missing bases in the estimated DNA sequence for the A927

bison sample, for various coverage thresholds and no quality threshold. The coverage

thresholds are given in the first column. The number of bases in the estimated

DNA sequence for each coverage threshold are given in the second column. Lastly,

the third column contains the proportion of missing bases in the estimated DNA

sequence.
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In Figure 4.3.11, we observe a high number of good quality base calls that are

above 30 (47035 out of 47152). So if our base quality threshold was set to 30, we

only lose 117 bases from the alignment matrix. This is unlikely to drastically affect

the estimation of the DNA sequence.

Figure 4.3.11: Base quality counts for each base in the A927 bison sample. The

x-axis corresponds to the base qualities and the y-axis corresponds to the counts.

The red, green, blue and purple bars correspond to bases A, C, G, and T respectively.
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Looking at Figure 4.3.12, we see that most sites in the alignment have reasonably

high average base qualities. The gaps along the x-axis correspond to sites with no

coverage, which can be confirmed by looking at the coverage plot in Figure 4.3.10.

There is less variation in the average base quality compared to the A17349 bison

sample, indicating a data set of reasonably good quality. However, the drops in

average base quality are due to sequencing errors and DNA damage.

Figure 4.3.12: Average base quality at each site in the alignment matrix for the

A927 bison sample. The x-axis corresponds to the sites along the alignment matrix.

The y-axis corresponds to the average base quality. Gaps along the x-axis indicate

sites with no coverage. Note that the intended use of a line plot is to highlight the

trends across sites, and does not imply connections between sites.
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Looking at Figure 4.3.13, the drops in the average mapping quality are due to

mismatches between reads when mapped to the reference genome. If we were to

impose a mapping quality threshold of 30, we only lose 3 reads from the alignment.

Two of these reads cover regions of the reference genome with a coverage of two.

Therefore, removing these reads from the alignment will remove a significant

amount of information at those particular sites and potentially increase the

number of missing bases in the DNA sequence. The third read maps to a region

with a coverage greater than 5, so this region is not greatly impacted by removing

the third read.

Figure 4.3.13: Average mapping quality at each site along the alignment matrix for

the A927 bison sample. The x-axis corresponds to the sites along the alignment

matrix. The y-axis corresponds to the average mapping quality. Gaps along the

x-axis indicate sites with no coverage. Note that the intended use of a line plot is

to highlight the trends across sites, and does not imply connections between sites.
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As we see from the coverage and quality plots, the A927 bison sample has

reasonably low coverage but high quality reads. Despite being of high quality, the

lack of coverage across sites can potentially lead to a large number of missing bases

in the estimated DNA sequence. If we were to estimate the DNA sequence using

SAMtools with no restrictions to quality and coverage, we obtain a sequence with

2458 (15.06%) missing bases. However, we prefer a DNA sequence of reasonably

good quality, so we assume a quality threshold of 30 and a coverage threshold of 3.

This results in 8314 (50.95%) missing bases in the estimated DNA sequence, which

is likely to cause issues when this DNA sequence is used in phylogenetic analyses.

Other combinations of coverage and quality thresholds and the resulting

proportions of missing bases in the estimated DNA sequence are shown in

Figure 4.3.14.

Using mapDamage 2.0, we generated an ancient DNA damage profile that focus on

cytosine deamination and fragmentation rates within the A927 data set. Typically

with ancient DNA, we expect an excess of adenine residues and guanine residues

before strand breaks. Similar to the A17349 bison sample, there is a slight excess

of guanine residues however, the adenine residues are depressed. Looking at the

plots in the lower left and right corners of Figure 4.3.15, there are small

frequencies of C to T substitutions (0.05983) and G to A substitutions (0.07639) at

the 5′ and 3′ ends respectively, with a small amount of substitution within a read

as well. The small frequencies of C to T and G to A substitutions indicate that the

partial UDG treatment of the DNA sequences was reasonably effective. However,

complications may still arise in the estimation of the DNA sequence, since there

may be sites with a mixture of Cs and Ts (or Gs and As) of similar base quality.
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Figure 4.3.14: Proportion of missing bases in the estimated DNA sequence for

the A927 bison sample, for various quality and coverage thresholds. The x-axis

corresponds to both the base and mapping quality thresholds and the y-axis

corresponds to the proportion of missing bases in the estimated DNA sequence.

The red, yellow, green, blue and pink lines correspond to coverage thresholds of 1,

3, 5, 7, and 9 respectively.
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Figure 4.3.15: Ancient DNA damage profile of the A927 bison sample, produced

using mapDamage 2.0. The four upper plots show the base frequencies inside and

outside of reads, where the open grey box corresponds to a read. The two lower

plots show the position specific substitutions from the 5′ end (left) and the 3′ end

(right) of a read. The red line corresponds to C to T substitutions, the blue line

corresponds to G to A substitutions, and the faded lines represent other types of

substitutions.
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4.4 Summary

In this chapter, we have discussed the different types of missing data in DNA

sequence data sets. We have also explored the effects of increasing the coverage

and quality thresholds on the number of missing bases that appear in the

estimated DNA sequence. Many ancient DNA sequence data sets have low

coverage and poor quality bases. Therefore, increasing the coverage and quality

thresholds to maintain a high degree of confidence in the estimated DNA sequence

can significantly decrease the amount of usable information. Despite damage and

error correction treatments being imposed on the DNA sequences, there is still

evidence of DNA damage which must be taken into consideration when estimating

the DNA sequence.

The higher the coverage threshold, base quality threshold, and mapping quality

threshold, the more missing bases appear in the estimated DNA sequence, as seen

in this chapter. Several previous studies have suggested that missing data in DNA

sequences limits the accuracy of phylogenetic tree estimation [47, 25, 42]. Hence,

there is a need for consensus sequence estimation methods that reduce the amount

of missing bases in DNA sequences. In Chapter 5, we develop a consensus sequence

estimation method that takes into account missing bases in the alignment matrix

and estimates bases at sites that may have otherwise been allocated a missing base,

N.



Chapter 5

Consensus sequence estimation

using the EM algorithm

DNA sequence databases have grown rapidly since first developed in 1982 [18]. In

June 2017, GenBank, one of the major DNA sequence databases, reported their

database contains 234,997,362,623 bases and doubles approximately every 18

months [4, 15]. DNA sequence databases began containing only short strands of

DNA. With improved DNA sequencing technologies, databases now contain long

strands of DNA, such as the human genome which is approximately 3 billion base

pairs in length [45].

We can estimate the DNA sequence of an individual by using the reads and the

associated base qualities and mapping qualities. Churchill and Waterman [9]

developed a method, based on the EM algorithm, to estimate the sequencing error

probabilities and the consensus sequence using only the data contained in the

alignment matrix. In this chapter, we first review the EM algorithm and then

review Churchill and Waterman’s method. We then further develop Churchill and

Waterman’s method by using the base qualities and mapping qualities associated

with each read in the alignment matrix to estimate the consensus sequence.

92
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5.1 EM algorithm

The EM algorithm [12] is an iterative algorithm used to estimate the maximum

likelihood estimates of a set of parameters, θ, in situations where we have

incomplete data.

Each iteration of the EM algorithm consists of an expectation step and a

maximisation step. In the expectation step (E-step), the missing data are

estimated using the current estimates of the parameters and the observed data. In

the maximisation step (M-step), we maximise the conditional log-likelihood and

obtain new estimates of the parameters.

Denote the data by Y = (Yobs, Ymiss), where Yobs denotes the observed data and Ymiss

denotes the missing data. Also, let θ denote the set of parameters. The complete

data log-likelihood is

ℓ(θ|Y ) = log(L(θ|Yobs, Ymiss)) = log(f(Yobs, Ymiss|θ)),

and the incomplete data log-likelihood is

ℓ(θ|Yobs) = log

(∫
f(Yobs, Ymiss|θ)dYmiss

)
.

Suppose at the tth iteration of the EM algorithm we have an estimate θ̂(t) of θ. We

want to find an estimate θ∗, such that

ℓ(θ∗) > ℓ(θ̂(t)).

Ideally we want to maximise the difference

δ(θ∗|θ̂(t)) = ℓ(θ∗)− ℓ(θ̂(t)).
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In the E-step, we calculate the conditional expectation

Q(θ|θ̂(t)) =
∫

ℓ(θ|Y )f(Ymiss|Yobs, θ = θ̂(t))dYmiss

= E
[
ℓ(θ;Yobs, Ymiss)|Ymiss, θ̂

(t)
]
.

The M-step of the algorithm estimates θ(t+1) by maximising Q(θ|θ̂(t)), such that

Q(θ(t+1)|θ̂(t)) ≥ Q(θ|θ̂(t)), for all θ.

That is,

θ̂(t+1) = argmaxθ

{
E
[
ℓ(θ;Yobs, Ymiss)|Ymiss, θ̂

(t)
]}

.

The pseudocode for the EM algorithm is shown in Algorithm 1. At each iteration

of the EM algorithm, the log-likelihood ℓ(θ|Yobs) increases and the algorithm

generally converges to a local maximum or a saddle point of ℓ(θ|Yobs). However,

when there is a large amount of missing data the convergence of the EM algorithm

is quite slow.

We now describe how Churchill and Waterman used the EM algorithm to develop a

method that estimates the sequencing error probabilities and the consensus sequence

for a single individual.
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Inputs:

Y = (Ymiss, Yobs)

ϵ

d← 100

Initialize:

θ̂(0)

t← 1

while d ≥ ϵ do

E-step: at the tth step, compute Q(θ′, θ̂(t)) = E
[
ℓ(θ∗;Yobs, Ymiss)|Ymiss, θ̂

(t)
]
.

M-step: estimate θ̂(t+1) as the value that maximises Q(θ′, θ̂(t)) over θ′.

if ℓ(θ̂(t))− ℓ(θ̂(t−1)) < ϵ then

return θ̂.

else

d← ℓ(θ̂(t))− ℓ(θ̂(t−1))

t← t+ 1.

end if

end while

Algorithm 1: Pseudocode for the EM algorithm.
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5.2 Churchill and Waterman’s method

The read assembly is contained in an alignment matrix denoted by an m by n

matrix X, where m is the number of reads and n is the length of the consensus

sequence. Each row in the alignment matrix represents a read fi, for i = 1, 2, . . . ,m

and each column represents a site along the consensus sequence. Every element of

the alignment matrix Xi,j takes a value in the set B = {A,C,G, T,−, N, ϕ}, where

− denotes a gap in the alignment, N denotes an ambiguous base, and ϕ represents

positions that were not aligned beyond the length of the read.

Let Sj be the random variable representing the base at site j = 1, 2, . . . , n along

the consensus sequence. Therefore, denote the true consensus sequence by

S = S1S2...Sn, where Sj ∈ A = {A,C,G, T,−} is the true base at position

j = 1, 2, . . . , n along the true consensus sequence. Hence, the estimated consensus

sequence is defined as Ŝ = Ŝ1Ŝ2...Ŝn, where Ŝj ∈ A is the estimated base at

position j = 1, 2, . . . , n along the estimated consensus sequence. By removing the

gaps from the estimated consensus sequence, we obtain the estimated DNA

sequence that has elements belonging to the set {A,C,G, T}.

Churchill and Waterman make the following assumptions to estimate the sequencing

error probabilities and the consensus sequence.

• There is only one true DNA sequence, so we are only considering a single

individual and not a population.

• The read assembly in the alignment matrix is correct.

• All regions within a read are equally reliable. That is, the base quality of each

base in a read is the same.

• All reads are equally reliable.



CHAPTER 5. ESTIMATION USING THE EM ALGORITHM 97

• Sequencing errors are independent of their local context. In other words,

we assume that the sequencing error of a particular base is independent of

neighbouring bases.

• Sequencing error probabilities are constant across the entire DNA sequence.

• The base composition of the DNA sequence is independent of both adjacent

bases and over large regions.

Based on these assumptions, the sequencing error probabilities are defined as

P (b|a) = P (Xi,j = b|Sj = a), a ∈ A, b ∈ A ∪ {N},

for i = 1, 2, . . . ,m and j = 1, 2, . . . , n, which by assumption are independent of i

and j. Note that b takes values in the set A ∪ {N} and not B since Churchill and

Waterman’s consensus sequence estimation method is based on the reads contained

within the alignment matrix. Hence, the element ϕ is not considered when

estimating the sequencing error probabilities.

Also recall the base composition is independent of both adjacent bases and over

large regions, meaning that bases occur independently with identical distributions

across the alignment matrix. Hence, the base composition probabilities of the true

consensus sequence are defined as

P (a) = P (Sj = a), a ∈ A, j = 1, 2, . . . , n,

which by assumption is independent of j.
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The consensus distribution of the true base at the jth position along the consensus

sequence is defined as

πj(a) = P (Sj = a|X•,j), a ∈ A, j = 1, 2, . . . , n, (5.2.1)

whereX•,j is the j
th column in the alignment matrix. Using Bayes’ Rule, we re-write

πj(a) in Equation (5.2.1) as

πj(a) =
P (X•,j|Sj = a)P (Sj = a)

P (X•,j)

=

m∏
i=1

P (Xi,j|Sj = a)P (Sj = a)

∑
b∈A

P (Sj = b)
m∏
i=1

P (Xi,j|Sj = b)

,

for j = 1, 2, . . . , n and for all a ∈ A. By the construction of the sequencing error

probabilities, Churchill and Waterman do not consider coverage as a sequencing

error when estimating the consensus distribution. Hence, for notational

convenience Churchill and Waterman set P (ϕ|a) = 1 for all a ∈ A. We note that

this is an abuse of notation, since it implies that P (b|a) = 0 for all b ∈ A ∪ {N},

for each a ∈ A.

In the alignment matrix, reads are either copies of the template DNA strand or of

the reverse complement. For example, recall from Chapter 2 that we sequence

DNA from the 5′ end to the 3′ end and so the forward and reverse strands are as

shown in Figure 5.2.1.
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Figure 5.2.1: Example of forward and reverse strands. The grey strands represent

the DNA strands. The green strand represents the forward strand and the orange

strand represents the reverse strand.

Churchill and Waterman denote the orientation of each read in the alignment matrix

by ri, for i = 1, 2, . . . ,m, where

ri =

0, if read i is direct (forward strand),

1, if read i is the reverse complement.

So by considering the orientation of each read in the alignment matrix, the consensus

distribution is in fact defined as

πj(a) =

P (a)
m∏
i=1

[
(1− ri)P (Xi,j|a) + riP (Xc

i,j|ac)
]

∑
b∈A

P (b)
m∏
i=1

[
(1− ri)P (Xi,j|b) + riP (Xc

i,j|bc)
] , (5.2.2)

for j = 1, 2, . . . , n and a ∈ A, where the complementary bases are defined as

Ac = T, Cc = G, Gc = C, T c = A, −c = −, N c = N, ϕc = ϕ.

If we knew the true consensus sequence, S, it will be simple to estimate the base

composition probabilities and the sequencing error probabilities. If this were the

case, we then define the number of times that base a ∈ A occurs in the true consensus

sequence as

na =
n∑

j=1

1(Sj = a), a ∈ A.
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Also, the number of times that base b ∈ A ∪ {N} was called instead of base a ∈ A

is defined as

na,b =
m∑
i=1

n∑
j=1

[
(1− ri)1(Xi,j = b)1(Sj = a) + ri1(X

c
i,j = b)1(Sj = ac)

]
, a ∈ A, b ∈ A∪{N}.

In practice, we do not know the true consensus sequence, so we estimate the

parameters θ = {P (a), P (b|a)} and the consensus sequence using the EM algorithm.

The likelihood of the data is as follows.

P (X,S, θ) = P (X|S, θ)P (S, θ)

=

(
n∏

j=1

P (X•,j|Sj, θ)

)
n∏

j=1

P (Sj, θ)

=

(
m∏
i=1

n∏
j=1

P (Xi,j|Sj, θ)

)
n∏

j=1

P (Sj, θ)

=
∏
a∈A

b∈A∪{N}

P (b|a)na,b

∏
a∈A

P (a)na

Hence, the log-likelihood is

ℓ(θ,X, S) = log (P (X,S, θ))

=
∑
a∈A

b∈A∪{N}

log(P (b|a))× na,b +
∑
a∈A

log(P (a))× na.

Looking at the log-likelihood and using the Factorisation Theorem [7], we see that

the sufficient statistics are

t(X,S) = ((na,b, a ∈ A, b ∈ A ∪ {N}) , (na, a ∈ A)) .
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For simplicity, we assume that all reads in the alignment matrix are orientated in

the forward direction when obtaining the maximum likelihood estimates of P (a)

and P (b|a) from the log-likelihood. The derivation of the maximum likelihood

estimates involving the orientation of each read in the alignment matrix follows a

similar argument.

First consider the maximum likelihood estimate of P (a). By definition,

∑
a∈A

P (a) = 1. (5.2.3)

Using Equation (5.2.3) we have that

P (A) = 1−
∑
a∈A
a ̸=A

P (a). (5.2.4)

Taking the partial derivative of the log-likelihood with respect to P (C) gives the

following.
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∂ℓ(θ,X, S)

∂P (C)
=

∂

∂P (C)

 ∑
a∈A

b∈A∪{N}

(
log(P (b|a))

m∑
i=1

n∑
j=1

1 (Xi,j = b)1 (Sj = a)

)

+
∑
a∈A

log(P (a))
n∑

j=1

1(Sj = a)

)

=
∂

∂P (C)

(
n∑

j=1

1(Sj = A) log(1− P (C)− P (G)− P (T )− P (−))

)

+
∂

∂P (C)

(
n∑

j=1

1(Sj = C) log(P (C))

)

(removed terms that do not contain P (C))

= −
n∑

j=1

(
1(Sj = A)

1− P (C)− P (G)− P (T )− P (−)

)
+

n∑
j=1

(
1(Sj = C)

P (C)

)

=
n∑

j=1

(
1(Sj = C)

P (C)
− 1(Sj = A)

P (A)

)
(using Equation 5.2.4).

Setting ∂ℓ(θ,X,S)
∂P (C)

= 0 and solving for P (C) gives

P (C) =

n∑
j=1

1(Sj = C)

n∑
j=1

1(Sj = A)

P (A).

Similarly for P (G), P (T ), and P (−), we obtain

P (a) =

n∑
j=1

1(Sj = a)

n∑
j=1

1(Sj = A)

P (A), a ∈ {G, T,−}.
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Using Equation (5.2.4) and the above result, we have that

P (A) =

n∑
j=1

1(Sj = A)

∑
a∈A

n∑
j=1

1(Sj = a)

=
1

n

n∑
j=1

1(Sj = A),

since the length of the true consensus sequence is n. Therefore, the maximum

likelihood estimate for P (a) is

P̂ (a) =
1

n

n∑
j=1

1(Sj = a), for all a ∈ A.

Now consider the maximum likelihood estimate of P (b|a). We know that

∑
b∈A∪{N}

P (b|a) = 1, for all a ∈ A. (5.2.5)

So if we were to consider P (A|C), using Equation (5.2.5) we have that

P (A|C) = 1− P (C|C)− P (G|C)− P (T |C)− P (−|C) (5.2.6)

= 1−
∑

a∈A∪{N}
a ̸=A

P (a|C). (5.2.7)

By taking the partial derivative of the log-likelihood with respect to P (G|C) and

using Equation (5.2.7), we obtain the following.
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∂ℓ(θ,X, S)

∂P (G|C)
=

∂

∂P (G|C)

 ∑
a∈A

b∈A∪{N}

(
log(P (b|a))

m∑
i=1

n∑
j=1

1 (Xi,j = b)1 (Sj = a)

)

+
∑
a∈A

log(P (a))
n∑

j=1

1(Sj = a)

)

=
∂

∂P (G|C)

log

1−
∑

a∈A∪{N}
a ̸=A

P (a|C)

 n∑
j=1

m∑
i=1

1(Xi,j = A)1 (Sj = C)


+

(
log(P (G|C))

m∑
i=1

n∑
j=1

1(Xi,j = G)1 (Sj = C)

)

(removed terms that do not contain P (G|C))

= −

m∑
i=1

n∑
j=1

1(Xi,j = A)1 (Sj = C)

1−
∑

a∈A∪{N}
a ̸=A

P (a|C)
+

m∑
i=1

n∑
j=1

1(Xi,j = G)1 (Sj = C)

P (G|C)

= −

m∑
i=1

n∑
j=1

1(Xi,j = A)1 (Sj = C)

P (A|C)
+

m∑
i=1

n∑
j=1

1(Xi,j = G)1 (Sj = C)

P (G|C)

Setting ∂ℓ(θ,X,S)
∂P (G|C)

= 0 and solving for P (G|C) gives

P (G|C) =

m∑
i=1

n∑
j=1

1(Xi,j = G)1(Sj = C)

m∑
i=1

n∑
j=1

1(Xi,j = A)1(Sj = C)

P (A|C).
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Similarly for P (C|C), P (T |C), P (N |C), and P (−|C), we obtain

P (a|C) =

m∑
i=1

n∑
j=1

1(Xi,j = a)1(Sj = C)

m∑
i=1

n∑
j=1

1(Xi,j = A)1(Sj = C)

P (A|C), a ∈ {C, T,N,−}.

Using Equation (5.2.5), we see that

P (A|C) =

m∑
i=1

n∑
j=1

1(Xi,j = A)1(Sj = C)

m∑
i=1

n∑
j=1

1(Xi,j ̸= ϕ)1(Sj = C)

.

Therefore, the maximum likelihood estimate of P (b|a) is

P̂ (b|a) =

m∑
i=1

n∑
j=1

1(Xi,j = b)1(Sj = a)

m∑
i=1

n∑
j=1

1(Xi,j ̸= ϕ)1(Sj = a)

, for all a ∈ A, b ∈ A ∪ {N}.

We use a special case of the EM algorithm, as described below, to estimate the

sequencing error probabilities and the consensus sequence. Since we do not know

the true consensus sequence, we estimate na and na,b using the conditional expected

values n̂a and n̂a,b respectively.

n̂a = E
[
na|X

]
= E

[ n∑
j=1

1(Sj = a)|X
]

=
n∑

j=1

E
[
1(Sj = a)|X

]
=

n∑
j=1

πj(a),
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n̂a,b = E
[
na,b|X

]
= E

[ m∑
i=1

n∑
j=1

[
(1− ri)1(Xi,j = b)1(Sj = a) + ri1(X

c
i,j = b)1(Sj = ac)

]
|X
]

=
m∑
i=1

n∑
j=1

[
(1− ri)1(Xi,j = b)E

[
1(Sj = a)|X

]
+ ri1(X

c
i,j = b)E

[
1(Sj = ac)|X

]]
=

m∑
i=1

n∑
j=1

[
(1− ri)1(Xi,j = b)πj(a) + ri1(X

c
i,j = b)πj(a

c)
]
,

and let

n̂a,• =
∑

b∈A∪{N}

n̂a,b.

An outline of Churchill and Waterman’s method is given below and the pseudo-code

for Churchill and Waterman’s method is given in Algorithm 2.

1. Initialise the consensus distribution: Find the most frequently occurring base

a ∈ A in each column j = 1, 2, . . . , n of the alignment matrix and set πj(a) = 1.

If a site j∗ has no coverage, then πj∗(a) = 0 for all a ∈ A. If a site in the

alignment matrix has two or more bases that occur the same number of times,

we randomly choose one of the bases in that site.
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2. Estimate na and na,b for all a ∈ A and b ∈ A ∪ {N}: First estimate na and

na,b using the conditional expected values.

n̂a =
n∑

j=1

πj(a), a ∈ A,

and,

n̂a,b =
m∑
i=1

n∑
j=1

[
(1− ri)1(Xi,j = b)πj(a) + ri1(X

c
i,j = b)πj(a

c)
]
, a ∈ A, b ∈ A∪{N}.

3. Maximise P (a) and P (b|a) for all a ∈ A and b ∈ A ∪ {N}: Now maximise

P (a) and P (b|a) using the maximum likelihood estimates and the conditional

expected values.

P̂ (a) =
n̂a

n
, a ∈ A, (5.2.8)

P̂ (b|a) = n̂a,b

n̂a,•
, a ∈ A, b ∈ A ∪ {N}, (5.2.9)

where

n̂a,• =
∑
b∈A

n̂a,b, a ∈ A ∪ {N}.

4. Re-estimate the consensus distribution: Using Equation (5.2.2), we re-estimate

πj(a), for all a ∈ A and j = 1, 2, . . . , n, by replacing P (a) and P (b|a)

by the maximum likelihood estimates given in Equations (5.2.8) and (5.2.9)

respectively.

5. Repeat steps 2 and 3 until the changes in P̂ (a) and P̂ (b|a) are less than some

specified value ϵ > 0 for all a ∈ A and b ∈ A ∪ {N} and then stop.



CHAPTER 5. ESTIMATION USING THE EM ALGORITHM 108

Inputs:

X

ϵ

d← 100

Initialize:

v ← 0

π
(0)
j (a)← 1 if x is the most frequently occurring base in each

column j = 1, 2, . . . , n of X.

na ← 0, for a ∈ A.

na,b ← 0, for a ∈ A, b ∈ A ∪ {N}.

P (a)← 1
5
, for a ∈ A.

P (b|a)← 1
6
, for a ∈ A, b ∈ A ∪ {N}.

while d ≥ ϵ do

E-step: at the vth step, calculate t(v)(X,S) = E(t(X,S)|X, θ̂(v)).

M-step: estimate θ̂(v+1) =
(
P̂ (v+1)(a), P̂ (v+1)(b|a)

)
.

Consensus distribution: estimate π
(v)
j (a) using θ̂(v).

if θ̂(v+1) − θ̂(v) < ϵ then

return θ̂(v+1), π(v+1).

else

d← θ̂(v+1) − θ̂(v)

v ← v + 1.

end if

end while

Algorithm 2: Pseudo-code for Churchill and Waterman’s method.
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Once the algorithm has terminated, we then estimate each base in the consensus

sequence as

Ŝj = argmax
a∈A

πj(a), j = 1, 2, . . . , n.

For example, suppose we had the consensus distribution shown in Equation (5.2.10).

For each column in π, we find the row which has the largest value. Looking at

column one, we see the second row has the largest value that corresponds to a C.

Therefore, the first base of the consensus sequence is a C. Continuing this process,

we obtain the consensus sequence shown in Equation (5.2.11).

π =



A 0.21 0.73 0.09 0.10 0.09 0.82 0.04 0.02

C 0.51 0.08 0.68 0.09 0.05 0.02 0.01 0.12

G 0.16 0.06 0.08 0.03 0.06 0.10 0.02 0.76

T 0.06 0.06 0.15 0.78 0.03 0.06 0.93 0.08

− 0.06 0.07 0.00 0.00 0.77 0.00 0.00 0.02


, (5.2.10)

Ŝ = CACT-ATG. (5.2.11)

Note that we remove any gaps, −, in the estimated consensus sequence before we

compare the estimated DNA sequence to the true DNA sequence. For example,

notice there is one gap in the estimated consensus sequence shown in

Equation (5.2.11). By removing this gap, we obtain the estimated DNA sequence

shown in Equation (5.2.12).

CACTATG. (5.2.12)
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A drawback of Churchill and Waterman’s method is that it does not use quality

data, such as base qualities and mapping qualities associated with the reads in the

alignment matrix. In Section 5.3, we describe how we further develop Churchill and

Waterman’s method by taking into account the quality of the reads.

5.3 Consensus sequence estimation using quality

data

Recall the assumptions of Churchill and Waterman’s method. In practice, some of

these assumptions are not very reasonable, so we need to adjust the assumptions

and re-define the parameters of the method. Below are the assumptions for our

consensus sequence estimation method, based on the EM algorithm.

• There is only one true DNA sequence, so we are only considering a single

individual and not a population.

• All reads are equally reliable.

• Sequencing errors are independent of their local context. In other words,

we assume that the sequencing error of a particular base is independent of

neighbouring bases and their associated base qualities and mapping quality.

• Sequencing error probabilities are constant across the entire DNA sequence.

• The base composition of the DNA sequence is independent of both adjacent

bases and their associated base qualities and mapping quality, and over large

regions.
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We do not assume that the read alignment in the alignment matrix is correct, as

we are considering mapping qualities in our consensus sequence estimation

method. In Next-Generation sequencing methods, sequencing efficiency decreases

along the length of a read. Hence, we do not assume all regions within a read are

equally reliable.

Ming Li improved Churchill and Waterman’s method by including base qualities in

his method [32]. In this section we further develop Churchill and Waterman’s

method as well as Ming Li’s method, by including mapping qualities and also

allowing for missing bases to appear in the alignment matrix.

As before, let Sj be the random variable representing the base at site

j = 1, 2, . . . , n along the consensus sequence. Therefore, we denote the true

consensus sequence by S = S1S2...Sn, where Sj ∈ A = {A,C,G, T,−} is the true

base at position j = 1, 2, . . . , n along the true consensus sequence. Hence, the

estimated consensus sequence is defined as Ŝ = Ŝ1Ŝ2...Ŝn, where Ŝj ∈ A is the

estimated base at position j = 1, 2, . . . , n along the estimated consensus sequence.

Every element in each read takes a value in the set B = {A,C,G, T,−, N}, where

− denotes a gap in the alignment matrix and N denotes a missing base or an

ambiguous base. Hence, each element of the alignment matrix, Xi,j, now takes a

value in the set B ∪ {ϕ}, where ϕ represents positions that were not aligned

beyond the length of the read. Note that we store the reads in this alignment

matrix as copies of the template DNA strand. That is, all reads are orientated in

the forward direction. Hence, there is no need to consider the orientation of each

read in our consensus sequence estimation method.
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Let the base qualities of each base in the alignment matrix be denoted by an m by

n matrix Q, where qi,j is the base quality for the base in read i and position j

along the consensus sequence. Also, let the mapping qualities of each read in the

alignment matrix be denoted by an m-dimensional vector W , where wi is the

mapping quality for read i. Throughout this chapter, we assume the base qualities

and mapping qualities take values in the set D = {0, 1, 2, . . . , qmax}, where qmax is

the maximum quality (qmax = 62 for Illumina versions 1.3 to 1.7 and qmax = 93 for

Illumina versions 1.8 onwards) [11]. For simplicity, we assume that the maximum

base quality is equal to the maximum mapping quality. Note that elements − and

N in the alignment matrix do not have base qualities however, − and N have

mapping qualities if contained within a read that was mapped against the reference

genome. Also, since ϕ represents positions that were not aligned beyond the length

of the read, the element ϕ does not have a base quality or a mapping quality.

Throughout this section, recall that we assume the following for the sequencing error

probabilities.

• The sequencing error probabilities are constant across the consensus sequence.

• The sequencing error probabilities are independent across the alignment

matrix.

• The sequencing error probabilities depend only on the bases and the associated

qualities in the alignment matrix, and the bases in the true consensus sequence.

Hence, we now define the sequencing error probabilities as

P (b|a, q, w) = P (Xi,j = b|Sj = a,Qi,j = q,Wi = w), a ∈ A, b ∈ B, q ∈ D, w ∈ D,

where P (b|a, q, w) is independent of i and j by assumption.
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The base composition probabilities of the true consensus sequence are still defined

as

P (a) = P (Sj = a), a ∈ A, j = 1, 2, . . . , n,

independent of j by assumption.

Recall the base qualities and mapping qualities associated with each read are

assumed to be independent of i and j. Hence, the base quality and mapping

quality distributions are defined as

γq = P (Qi,j = q), q ∈ D, and

µw = P (Wi = w), w ∈ D

respectively, for i = 1, 2, . . . ,m and j = 1, 2, . . . , n.

The consensus distribution of the true base at the jth position of the consensus

sequence is defined as

πj(a) = P (Sj = a|X•,j, Q•,j,W ), a ∈ A, j = 1, 2, . . . , n.

Using Bayes’ Rule, we re-write πj(a) as

πj(a) =
P (X•,j|Sj = a,Q•,j,W )

P (X•,j)
(5.3.1)

=

m∏
i=1

P (Xi,j|Sj = a,Qi,j = q,Wi = w)

∑
b∈A

P (b)
m∏
i=1

P (Xi,j|Sj = b,Qi,j = q,Wi = w)

, (5.3.2)

for a ∈ A, q ∈ D and w ∈ D.
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Recall that elements − and N in the alignment matrix do not have base qualities,

so we define the following quantities which will be used in defining the likelihood

and the parameter estimates.

δ(Xi,j = b,Qi,j = q,Wi = w) =

1(Xi,j = b)1(Qi,j = q)1(Wi = w) if b ∈ {A,C,G, T}

1(Xi,j = b)1(Wi = w) if b ∈ {−, N},
(5.3.3)

for b ∈ B, q ∈ D and w ∈ D.

δ(Xi,j ̸= ϕ,Qi,j = q,Wi = w) =
∑

b∈{A,C,G,T}

1(Xi,j = b)1(Qi,j = q)1(Wi = w)

+
∑

b∈{−,N}

1(Xi,j = b)1(Wi = w), (5.3.4)

for q ∈ D and w ∈ D.

Let θ = {P (a), γq, µw, P (b|a, q, w)}, for a ∈ A, b ∈ B, q ∈ D, w ∈ D, denote the set

of parameters in this method. Using Equations (5.3.3) and (5.3.4), the likelihood

of the data given θ is

P (X,S,Q,W, θ) = P (X|S,Q,W, θ)P (S, θ)P (Q, θ)P (W, θ)

=

(
n∏

j=1

P (X•,j|Sj, Q•,j,W, θ)

)
n∏

j=1

P (Sj, θ)
n∏

j=1

P (Q•,j, θ)P (W, θ)

=

(
m∏
i=1

n∏
j=1

P (Xi,j|Sj, Qi,j,Wi, θ)

)
n∏

j=1

P (Sj, θ)
m∏
i=1

n∏
j=1

P (Qi,j, θ)
m∏
i=1

P (Wi, θ)

=
∏

a,b,q,w

P (b|a, q, w)

m∑
i=1

n∑
j=1

δ(Xi,j = b,Qi,j = q,Wi = w)

∏
a∈A

P (a)

n∑
j=1

1(Sj = a)∏
q∈D

γ

m∑
i=1

n∑
j=1

1(Qi,j = q)

q

∏
w∈D

η

m∑
i=1

1(Wi = w)

m .
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The log-likelihood is then

ℓ(θ,X, S,Q,W ) = log(P (X,S,Q,W, θ))

=
∑

a,b,q,w

[
log(P (b|a, q, w)

m∑
i=1

n∑
j=1

δ(Xi,j = b,Qi,j = q,Wi = w)

]

+
∑
a∈A

log(P (a))
n∑

j=1

1(Sj = a) +
∑
q∈D

log(γq)
m∑
i=1

n∑
j=1

1(Qi,j = q)

+
∑
w∈D

log(ηw)
m∑
i=1

1(Wi = w).

Looking at the log-likelihood and using the Factorisation Theorem, we see that the

sufficient statistics are

t(X,S) =

(
m∑
i=1

n∑
j=1

δ(Xi,j = b,Qi,j = q,Wi = w),
n∑

j=1

1(Sj = a),

m∑
i=1

n∑
j=1

1(Qi,j = q),
m∑
i=1

1(Wi = w)

)
,

for a ∈ A, b ∈ B, q ∈ D and w ∈ D.

Using the log-likelihood and following similar arguments as presented in Section 5.2,

the maximum likelihood estimates of P (a), γq, ηw and P (b|a, q, w) are as follows.

P̂ (a) =

n∑
j=1

1(Sj = a)

n
, a ∈ A,

γ̂q =

m∑
i=1

n∑
j=1

1(Qi,j = q)

m∑
i=1

n∑
j=1

1(Qi,j ̸= ϕ)

, q ∈ D,
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η̂w =

m∑
i=1

1(Wi = w)

m∑
i=1

1(Wi ̸= ϕ)

w ∈ D, and

P̂ (b|a, q, w) =

m∑
i=1

n∑
j=1

δ(Xi,j = b,Qi,j = q,Wi = w)πj(a)

m∑
i=1

n∑
j=1

δ(Xi,j ̸= ϕ,Qi,j = q,Wi = w)πj(a)

,

for a ∈ A, q ∈ D and w ∈ D, where δ(Xi,j = b,Qi,j = q,Wi = w) and

δ(Xi,j ̸= ϕ,Qi,j = q,Wi = w) are defined in Equations (5.3.3) and (5.3.4)

respectively.

As before, we use a special case of the EM algorithm, as described below, to estimate

the sequencing error probabilities and the consensus sequence. Since we do not know

the true consensus sequence, we estimate

na =
n∑

j=1

1(Sj = a),

na,b,q,w =
m∑
i=1

n∑
j=1

δ(Xi,j = b,Qi,j = q,Wi = w)1(Sj = a), and

na,•,q,w =
m∑
i=1

n∑
j=1

δ(Xi,j ̸= ϕ,Qi,j = q,Wi = w)1(Sj = a),

using the conditional expected values. From Section 5.2, we know that the

conditional expected value of na is

n̂a =
n∑

j=1

πj(a), a ∈ A.

The conditional expected values of na,b,q,w and na,•,q,w, for a ∈ A, b ∈ B, q ∈ D and

w ∈ D, are as follows.
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n̂a,b,q,w = E
[
na,b,q,w|X,Q,W

]
= E

[ m∑
i=1

n∑
j=1

δ(Xi,j = b,Qi,j = q,Wi = w)1(Sj = a)|X,Q,W

]

=
m∑
i=1

n∑
j=1

δ(Xi,j = b,Qi,j = q,Wi = w)E
[
1(Sj = a)|X,Q,W

]
=

m∑
i=1

n∑
j=1

δ(Xi,j = b,Qi,j = q,Wi = w)πj(a).

n̂a,•,q,w = E
[
na,•,q,w|X,Q,W

]
= E

[ m∑
i=1

n∑
j=1

δ(Xi,j ̸= ϕ,Qi,j = q,Wi = w)1(Sj = a)|X,Q,W

]

=
m∑
i=1

n∑
j=1

δ(Xi,j ̸= ϕ,Qi,j = q,Wi = w)E
[
1(Sj = a)|X,Q,W

]
=

m∑
i=1

n∑
j=1

δ(Xi,j ̸= ϕ,Qi,j = q,Wi = w)πj(a).

An outline of our consensus sequence estimation method is given below and the

pseudo-code for our consensus sequence estimation method is given in Algorithm 3.

1. Initialise the consensus distribution: Find the most frequently occurring base

a ∈ A with reasonably high base quality in each column j = 1, 2, . . . , n of the

alignment matrix and set πj(a) = 1. If a site j∗ in the alignment matrix has

no coverage, then we set πj∗(a) = 0 for all a ∈ A. If a site in the alignment

matrix has two or more bases that occur the same amount of times and have

the same base qualities, then we randomly choose one of the bases in that

site.
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2. Estimate na, na,b,q,w and na,•,q,w for all a ∈ A, b ∈ B, q ∈ D and w ∈ D. First

estimate na, na,b,q,w and na,•,q,w using the conditional expected values,

n̂a =
n∑

j=1

πj(a), a ∈ A,

n̂a,b,q,w =
m∑
i=1

n∑
j=1

δ(Xi,j = b,Qi,j = q,Wi = w)πj(a), a ∈ A, b ∈ B, q ∈ D, w ∈ D, and

n̂a,•,q,w =
m∑
i=1

n∑
j=1

δ(Xi,j ̸= ϕ,Qi,j = q,Wi = w)πj(a), a ∈ A, b ∈ B, q ∈ D, w ∈ D.

3. Maximise P (a), γq, ηw and P (b|a, q, w) for all a ∈ A, b ∈ B, q ∈ D and

w ∈ D. Now estimate P (a), γq, ηw and P (b|a, q, w) using the maximum

likelihood estimates and the conditional expected values.

P̂ (a) =

n∑
j=1

πj(a)

n
, a ∈ A. (5.3.5)

γ̂q =

m∑
i=1

n∑
j=1

1(Qi,j = q)

m∑
i=1

n∑
j=1

1(Qi,j ̸= ϕ)

, q ∈ D. (5.3.6)

η̂w =

m∑
i=1

1(Mi = w)

m∑
i=1

1(Mi ̸= ϕ)

, w ∈ D. (5.3.7)
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P̂ (b|a, q, w) =

m∑
i=1

n∑
j=1

δ(Xi,j = b,Qi,j = q,Wi = w)πj(a)

m∑
i=1

n∑
j=1

δ(Xi,j ̸= ϕ,Qi,j = q,Wi = w)πj(a)

, (5.3.8)

for all a ∈ A, b ∈ B, q ∈ D and w ∈ D.

4. Re-estimate the consensus distribution: Using Equation (5.3.2), we

re-estimate πj(a) for all a ∈ A and j = 1, 2, . . . , n, by replacing P (a), γq, ηw,

and P (b|a, q, w) with the maximum likelihood estimates given in

Equations (5.3.5), (5.3.6), (5.3.7) and (5.3.8) respectively.

5. Repeat steps 2 and 3 until the changes in P̂ (a), γ̂q, η̂w, and P̂ (b|a, q, w) are

less than some specified value ϵ > 0 for all a ∈ A and b ∈ B and then stop.

Once the algorithm has terminated, we estimate each base in the consensus sequence

as

Ŝj = argmax
a∈A

πj(a), j = 1, 2, . . . , n.

We then obtain the estimated DNA sequence by removing any gaps, −, in the

estimated consensus sequence.
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Inputs:

X

ϵ

d← 100

Initialize:

v ← 0

π
(0)
j (a)← 1 if a ∈ A is the most frequently occurring base with

reasonably high base quality in each column j = 1, 2, . . . , n of X.

na ← 0, for a ∈ A.

na,b ← 0, for a ∈ A, b ∈ B.

P (a)← 1
5
, for a ∈ A.

P (b|a, q, w)← 1
6
, for a ∈ A, b ∈ B, q ∈ D, w ∈ D.

while (1) do

E-step: at the vth step, calculate t(v)(X,S) = E(t(X,S)|X, θ̂(v)).

M-step: estimate θ̂(v+1) =
(
P̂ (v+1)(a), γ̂

(v+1)
q , µ̂

(v+1)
w , P̂ (v+1)(b|a, q, w)

)
.

Consensus distribution: estimate π
(v+1)
j (a) using θ̂(v+1).

if θ̂(v+1) − θ̂(v) < ϵ then

return θ̂(v+1), π(v+1).

else

d← θ̂(v+1) − θ̂(v)

v ← v + 1.

end if

end while

Algorithm 3: Pseudo-code for our consensus sequence estimation method.
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5.4 Application

In this section, we assess the accuracy of each method using simulated Illumina

data. The reads are simulated using a next-generation sequence simulator, ART

v2.5.1 [22], and then aligned to a reference genome using the Burrows-Wheeler

Aligner (BWA) [29], a software package used to align reads to large reference

genomes. We then estimate the consensus sequence for each simulated alignment

using our consensus sequence estimation method as well as Churchill and

Waterman’s method. We then compare the estimated DNA sequences to the true

DNA sequence and assess the degree of uncertainty in each estimated consensus

sequence.

5.4.1 Simulated alignment data

To simulate the alignment data, we need a reference genome and a DNA sequence.

We simulated a reference genome of length 1000 base pairs, using the R programming

language, according to the distribution

(pA, pC , pG, pT ) ∼
(
1

4
,
1

4
,
1

4
,
1

4

)
,

where pa is the proportion of base a ∈ {A,C,G, T} in the reference genome [44].

We then mutated the reference genome according to the Jukes-Cantor substitution

model with time parameter t = 1 and a mutation rate of µ = 0.1. This mutated

genome is the true DNA sequence that we attempt to estimate.

Reads based on the true DNA sequence were then simulated using ART v2.5.1,

a next-generation sequence simulator with built-in error models and base quality

profiles [22]. A general framework for how ART v2.5.1 simulates reads is as follows.

1. Load the DNA sequence.

2. Select a sequencing error profile.
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3. Simulate reads of some specified length.

4. Simulate base qualities for each read.

5. Write the data to a FASTA/FASTQ file.

In this thesis, we consider several alignments that have average coverages of 5, 10,

15, and 20, and are of either good or poor quality. Throughout this chapter, we

denote an alignment with an average coverage of dX as the ‘‘dX alignment”, where

d = 5, 10, 15 and 20.

We first simulate an alignment with an average coverage of 20, and sample from

this alignment to obtain the alignments with average coverages of 15, 10, and 5.

That is, the reads in the 5X alignment are a subset of the reads in the 10X

alignment, the reads in the 10X alignment are a subset of the reads in the 15X

alignment, and the reads in the 15X alignment are a subset of the reads in the 20X

alignment.

The input data and settings used to simulate the good quality DNA sequence

alignments is as follows.

• Input sequence: DNA sequence of length 1000 base pairs.

• Sequencing error profile: HiSeq 2500 sequencing platform.

• Read length: 100 base pairs.

• Coverage: average coverage of 5, 10, 15 or 20.

• Insertion error rate: 0.00009 (default).

• Deletion error rate: 0.00011 (default).
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The input data and settings used to simulate the poor quality DNA sequence

alignments are the same, except we have a base quality shift of -10, meaning that

the error rate will be 10 times the default error profile.

We then aligned the simulated reads to the reference genome using the BWA

algorithm [29]. If the reads in the data set are of a short length (up to 100 bases),

we use the BWA-backtrack algorithm which alters the reads so that these reads

map perfectly to the reference genome [29]. This may also involve inserting gaps

into the reads or the reference genome. If the reads are long in length (70 bases

and above), we may use either the BWA-SW algorithm or the BWA-MEM

algorithm [30]. These algorithms sample subsequences from the reference genome

and perform a Smith-Waterman alignment between the subsequences and the

read [43].

Each BWA algorithm produces a SAM file containing all the information regarding

the alignment of each read against a reference genome. In particular, for each read

we have the following information.

1. The name of the read.

2. A bitwise flag, indicating whether the read is unmapped, if it is paired-end

and its orientation in the alignment.

3. The name of the reference genome.

4. The position on the reference genome in which the leftmost base of the read

is aligned to.

5. The mapping quality of the read against the reference genome.

6. A CIGAR string describing the alignment of the read. In particular, the

number of matches, mismatches, insertions and deletions.
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7. The name of the reference genome and position to which the paired-end read’s

partner is aligned to.

8. The length of the paired-end reads.

9. The read.

10. The base qualities associated with each base in the read.

For example, consider the alignment of four reads against a reference genome

shown in Figure 5.4.1. In reads 2, 3, and 4 there are deletions within the read,

indicated by ∗. The alignment information is contained in the example SAM file

shown in Figure 5.4.2. The first column contains the labels for each read. The

second column shows that the first three reads are orientated in the forward

direction (as indicated by the 0s), whereas the fourth read is orientated in the

reverse direction (as indicated by the 16). In this case, the reference genome is

labeled as ‘‘RefSeq”. The mapping positions are contained in the fourth column.

Each read has a mapping quality, as shown in the fifth column. As shown in the

alignment in Figure 5.4.1, there are deletions in reads 2, 3 and 4. This information

is contained in the CIGAR strings, where a deletion is denoted by a ‘‘D” and the

matches and mismatches between the read and the reference genome are denoted

by an ‘‘M”. In this case we do not have paired-end reads, so columns 7, 8, and 9

contain a ∗ and two zeros for these reads. The last two columns contain the read

and the base qualities associated with each base in the read.

Figure 5.4.1: Example of an alignment with four reads. The reference genome is

shown above the alignment.
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Read1 0 RefSeq 1 37 62M * 0 0

TTTAAATTTTCCACACTTTCAATACTCAAATTAGCACTCCATATAAAGTCAATATATAAACG

JJJJJJJJJJJJJJJJJJJJJJJJJJJJJJJJJJJJJJJJJJJJJJJJJJJJJJJJJJJJJJ

Read2 0 RefSeq 35 37 32M2D21M * 0 0

CACTCCATATAAAGTCAATATATAAACGCAGGCCCCCCCCCCGTTGATGTAGT

JJJJJJJJJJJJJJJJJJJJJJJJJJJJJJJJJJJJJJJJJJJJJJJJJJJJJ

Read3 0 RefSeq 51 37 16M1D20M * 0 0

AATATATAAACGCAGGCCCCCCCCCCCGTTGATGTA

HHEHHIIIIIIIIIIIIGIIIIIIIIGJJJJJJJJJ

Read4 16 RefSeq 56 37 11M2D35M * 0 0

ATAAACGCAGGCCCCCCCCCCGTTGATGTAGCTTAACCCAAAGCAA

CJJJJJJJJJJJJJJJJJJDJJJJJJJJJJJJJJJJJ6JJJJJJJJ

Figure 5.4.2: Example SAM file containing the alignment information for the reads

shown in Figure 5.4.1.

Notice that the base qualities are encoded with ASCII characters. To obtain the

numerical base qualities, we convert each ASCII character to the corresponding

numerical value and then subtract an offset. The offset is 33 if the quality range is

between 0 and 93 (Illumina version 1.8 and onwards) or 64 if the quality range is

between 0 and 62 (Illumina versions 1.3 to 1.7) [11].

Using the information contained within a SAM file, we can estimate the consensus

sequence. We now analyse larger simulated alignments and estimate the consensus

sequence in each case.
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The reference genome used in this analysis was simulated using the R programming

language. The base composition of the simulated reference genome, which has a

length of 1000 base pairs, is

(p̂A, p̂C , p̂G, p̂T ) = (0.259, 0.256, 0.224, 0.261)

We then mutated the reference genome to create the true DNA sequence that is

used in this analysis. The base composition of the true DNA sequence is

(p̂A, p̂C , p̂G, p̂T ) = (0.259, 0.257, 0.225, 0.259).

Once we simulated a reference genome and the true DNA sequence, we then

generated eight types of alignments using ART v2.5.1 and the BWA algorithm.

Four of the alignments will have reasonably high base qualities (around 36), which

we refer to as the good quality alignments. The remaining four alignments will

have lower base qualities (around 26), which we refer to as the poor quality

alignments. We began with generating good quality and poor quality alignments,

each with an average coverage of 20. We then sampled from these alignments to

create good and poor quality alignments with average coverages of 15, 10, and 5.

In this chapter, we only display the coverage and quality analysis plots for

examples of the 20X good quality and 20X poor quality alignments. The reader is

referred to Appendix A for a discussion on examples of the 5X, 10X, and 15X good

and poor quality alignments.
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20X good quality alignment

Plots describing the coverage, average base quality, and average mapping quality of

an example of a 20X good quality alignment are given in Figure 5.4.3. Looking at

Figure 5.4.3a, we notice that all sites except the ends of the reference genome have

coverages greater than zero. Figure 5.4.3b shows this data set has good average

base qualities that are around 36, with variations in average base quality due to

sequencing errors. All reads map well against the reference genome with mapping

qualities of 60, as shown in Figure 5.4.3c.



CHAPTER 5. ESTIMATION USING THE EM ALGORITHM 128

(a) (b)

(c)

Figure 5.4.3: Analysis of an example of a 20X good quality alignment. Figure 5.4.3a

shows the coverage plot, where the x-axis corresponds to the sites along the

reference genome and the y-axis represents the number of reads covering each site.

Figure 5.4.3b plots the average base quality at each site in the alignment matrix,

where the x-axis corresponds to the columns along the alignment matrix and the

y-axis represents the average base quality. Figure 5.4.3c plots the average mapping

quality at each site in the alignment matrix, where the x-axis corresponds to the

columns along the alignment matrix and the y-axis represents the average mapping

quality. Gaps in the curves are due to no coverage at those sites.
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20X poor quality alignment

Plots describing the coverage, average base quality, and average mapping quality of

an example of a 20X poor quality alignment are given in Figure 5.4.4. Looking at

Figure 5.4.4a, we notice that all sites except the ends of the reference genome have

coverages greater than zero. Figure 5.4.4b shows that the majority of the average

base qualities are around 26, with slightly more variation than the example of the

20X good quality alignment. Lastly, Figure 5.4.4c shows that all reads map well

against the reference genome, each with a mapping quality of 60.
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(a) (b)

(c)

Figure 5.4.4: Analysis of an example of a 20X poor quality alignment. Figure 5.4.4a

shows the coverage plot, where the x-axis corresponds to the sites along the

reference genome and the y-axis represents the number of reads covering each site.

Figure 5.4.4b plots the average base quality at each site in the alignment matrix,

where the x-axis corresponds to the columns along the alignment matrix and the

y-axis represents the average base quality. Figure 5.4.4c plots the average mapping

quality at each site in the alignment matrix, where the x-axis corresponds to the

columns along the alignment matrix and the y-axis represents the average mapping

quality. Gaps in the curves are due to no coverage at those sites.
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5.4.2 Measures of accuracy

To assess the accuracy of each method, we used two measures. The first measure

is the Hamming distance metric, which counts the number of differences between

the estimated DNA sequence and the true DNA sequence. That is, the Hamming

distance counts the number of sites at which the estimated DNA sequence is

different to the true DNA sequence.

The second measure is the entropy, which is a measurement of uncertainty. In this

case, the entropy at site j along the consensus sequence is defined as

E(πj) = −
∑
a∈A

πj(a) log2(πj(a)), for j = 1, 2, . . . , n.

So the greater the entropy at a site j, the larger the degree of uncertainty in the

estimated base at site j in the estimated consensus sequence. Note the largest

value that E(πj) can take is 2.3219 which occurs when πj = (1
5
, 1
5
, 1
5
, 1
5
, 1
5
).

5.4.3 Results and discussion

In this section, we present the results on estimating the consensus sequence for

each of the eight types of simulated alignments, using both methods described in

Sections 5.2 and 5.3. In particular, we estimate the consensus sequence for 100

simulated alignments of each type of alignment. The computational time of these

simulations was 47:28:50 (hours:minutes:seconds), which was obtained using a

Lenovo NeXtScale system, consisting of 1 node and 2 cores of an Intel R⃝ 2.3 GHz

Xeon E5-2698v3 node with 5GB of RAM.
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For sites with no coverage along the consensus sequence, both Churchill and

Waterman’s method and our consensus sequence estimation method randomly

choose a base according to the base composition probability distribution of the

consensus sequence. Hence, we are essentially guessing the bases at these sites, and

so all results presented in this section will be based only on sites with coverage.

The reader is referred to Appendix B for a discussion on the results based on all

sites along the consensus sequence.

Percentage statistics for the Hamming distances, based on sites with coverage,

between the estimated DNA sequences and the true DNA sequence are shown in

Table 5.4.1. For all types of alignments, the percentage of times we observed a

Hamming distance of 0 obtained using our consensus sequence estimation method

is greater than or equal to the percentage of times we observed a Hamming

distance of 0 obtained using Churchill and Waterman’s method. This indicates

that our consensus sequence estimation has higher accuracy in estimating sites

with coverage, compared with Churchill and Waterman’s method.

Focusing on our consensus sequence estimation method, through an analysis of

each estimated consensus sequence, we discovered that our consensus sequence

estimation method correctly estimated all mutated sites in the DNA sequence that

had coverage. Mutated sites with no coverage were generally incorrectly estimated

since there was no information at those sites.
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Alignment
Churchill and

Waterman’s Method Our Method

Good quality 5X 82.000% 88.000%

10X 90.000% 95.000%

15X 99.000% 99.000%

20X 96.000% 98.000%

Poor quality 5X 85.000% 90.000%

10X 90.000% 94.000%

15X 99.000% 99.000%

20X 97.000% 98.000%

Table 5.4.1: Percentage statistics for the Hamming distances for each type of

simulated alignment, based on sites with coverage. The first column describes the

quality of the alignment (good quality or poor quality). The second column identifies

the average coverage of the alignment (5X, 10X, 15X or 20X). The third column

contains the percentage of times we observed a Hamming distance of 0 for each

alignment, obtained using Churchill and Waterman’s method. The fourth column

contains the percentage of times we observed a Hamming distance of 0 for each

alignment, obtained using our consensus sequence estimation method.
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Histograms of the observed Hamming distances, based on sites with coverage, for

each type of good quality and poor quality alignment are shown in Figures 5.4.5

and 5.4.6. In the results from these simulations, there were only three observed

Hamming distances; 0, 1, and 2. For each alignment, our consensus sequence

estimation method produced a higher number of accurate consensus sequences as

seen by the counts of each observed Hamming distance. This indicates that our

consensus sequence estimation has higher accuracy in estimating sites with

coverage, compared with Churchill and Waterman’s method. Due to sequencing

errors and low coverage in the 5X good quality alignment, we observed a higher

count of a Hamming distance of 2 obtained using our consensus sequence

estimation method compared to Churchill and Waterman’s method.

Table 5.4.2 displays the summary statistics for the sum of the entropies for each

type of simulated alignment. Our consensus sequence estimation method uses the

alignment matrix and the quality data associated with each read to estimate the

consensus sequence. Therefore, the estimated means and standard deviations of

the sum of the entropies obtained using our consensus sequence estimation method

tend to be higher for alignments with sites that have low coverage and a large

amount of sequencing errors, compared to Churchill and Waterman’s method.

This reflects less certainty in our estimated consensus sequence, as we are aware

that some reads in the alignment matrix are of poor quality and we account for

that in our consensus sequence estimation method.
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Figure 5.4.5: Histograms of the observed Hamming distances, based on sites with

coverage, for each type of good quality alignment. The four plots correspond to the

average coverage of the alignment (5X, 10X, 15X or 20X). The x-axes represent

the observed Hamming distances. The y-axes represent the counts of each observed

Hamming distance. The green bars correspond to Churchill andWaterman’s method

(CW). The blue bars correspond to our consensus sequence estimation method.
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Figure 5.4.6: Histograms of the observed Hamming distances, based on sites with

coverage, for each type of poor quality alignment. The four plots correspond to the

average coverage of the alignment (5X, 10X, 15X or 20X). The x-axes represent

the observed Hamming distances. The y-axes represent the counts of each observed

Hamming distance. The green bars correspond to Churchill andWaterman’s method

(CW). The blue bars correspond to our consensus sequence estimation method.
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Side-by-side box-plots of the sum of the entropies for the good quality and poor

quality alignments are shown in Figures 5.4.7 and 5.4.8 respectively. When

considering sites with low coverage and poor quality bases, our estimated

consensus distribution shows higher entropies at these sites. Hence, the sum of the

entropies for alignments with low coverage will be larger than alignments with

higher coverage. This explains the large amount of outliers present in the box-plots

corresponding to the sum of the entropies for the 5X good quality and poor quality

alignments, shown in Figures 5.4.7 and 5.4.8. Looking at all types of alignments in

these box-plots, the medians corresponding to our consensus sequence estimation

method are lower than those corresponding to Churchill and Waterman’s method.

The interquartile ranges for our consensus sequence estimation method tend to be

higher than the interquartile ranges for Churchill and Waterman’s method. Also

notice that the inter-quartile ranges for the box-plots corresponding to the poor

quality alignments tend to be greater than those corresponding to the good quality

alignments. This reflects our improvement in consensus sequence estimation, since

we consider base qualities and mapping qualities in our estimation, thus delivering

an informative estimate of the consensus distribution.
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Alignment
Churchill and Waterman’s

Method Our Method

Good quality 5X 0.978 (0.668) 0.769 (0.574)

10X 0.343 (0.245) 0.307 (0.259)

15X 0.268 (0.258) 0.202 (0.138)

20X 0.187 (0.193) 0.212 (0.256)

Poor quality 5X 0.854 (0.545) 0.892 (0.656)

10X 0.302 (0.211) 0.388 (0.353)

15X 0.215 (0.223) 0.207 (0.166)

20X 0.180 (0.153) 0.163 (0.149)

Table 5.4.2: Summary statistics for the sum of the entropies for each type of

simulated alignment, based on sites with coverage. The first column describes

the quality of the alignment (good quality or poor quality). The second column

identifies the average coverage of the alignment (5X, 10X, 15X or 20X). The third

column contains the estimated mean and standard deviation (in brackets) of the

sum of the entropies for each alignment, obtained using Churchill and Waterman’s

method. The fourth column contains the estimated mean and standard deviation

(in brackets) of the sum of the entropies for each alignment, obtained using our

consensus sequence estimation method.
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Figure 5.4.7: Side-by-side box-plots of the sum of the entropies, comparing Churchill

and Waterman’s method and our consensus sequence estimation method, for each

type of good quality alignment. The x-axis corresponds to the average coverage

of each good quality alignment. The y-axis represents the sum of the entropies,

based on sites with coverage. The green box-plots correspond to the sum of

the entropies obtained using Churchill and Waterman’s method (CW). The blue

box-plots correspond to the sum of the entropies obtained using our consensus

sequence estimation method.
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Figure 5.4.8: Side-by-side box-plots of the sum of the entropies, comparing Churchill

and Waterman’s method and our consensus sequence estimation method, for each

type of poor quality alignment. The x-axis corresponds to the average coverage

of each poor quality alignment. The y-axis represents the sum of the entropies,

based on sites with coverage. The green box-plots correspond to the sum of

the entropies obtained using Churchill and Waterman’s method (CW). The blue

box-plots correspond to the sum of the entropies obtained using our consensus

sequence estimation method.
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5.5 Summary

The accuracy of Churchill and Waterman’s method is limited since it only

considers the bases in the alignment matrix. Further developing Churchill and

Waterman’s method by considering base qualities and mapping qualities, improves

consensus sequence estimation and gives more informative estimates of uncertainty

at each site along the DNA sequence. This result was confirmed by analysing the

Hamming distances between the estimated DNA sequences and the true DNA

sequence, as well as analysing the entropies in each estimated consensus sequence.

For sites with low coverage or poor quality data, a considerable amount of weight

is put on the base composition of the estimated DNA sequence in downstream

analyses. Ideally, we want to make our informative estimations of sites with low

coverage and poor quality data available to such downstream analyses.

When sites along the consensus sequence have no coverage, both methods

randomly choose an element from the set {A,C,G, T,−} with probabilities based

on the current estimate of the consensus sequence. These estimated bases are

therefore unreliable estimates and are disregarded from the analysis.

In Chapter 6, we discuss a Bayesian approach to consensus sequence estimation.

In particular, we define various prior distributions for sites along the consensus

sequence and in turn generate informative estimates of bases, particularly at sites

with no coverage, low coverage, or poor quality data.



Chapter 6

Consensus sequence estimation

using a Bayesian approach

In this chapter, we use a Bayesian approach to estimate the consensus sequence by

generalising our consensus sequence estimation method in Section 5.3.

Churchill [8] generalised Churchill and Waterman’s method [9] by using Hidden

Markov Models (HMM) and Gibbs sampling methods to estimate the DNA

sequence, using only the alignment data. We first review Gibbs sampling and

Hidden Markov Models, then review Churchill’s method. Using our consensus

sequence estimation method described in Section 5.3 and the ideas in Churchill’s

work, we develop a consensus sequence estimation method based on a Bayesian

framework using both the alignment and quality data.

142
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6.1 Gibbs sampling

Markov chain Monte Carlo (MCMC) methods are sampling methods based on

building a Markov chain that has the desired distribution as its equilibrium

distribution. The idea behind MCMC is to generate a sample from the posterior

distribution, and use this sample to make inferences about the posterior

distribution. In particular, MCMC methods generate samples from a posterior

distribution when direct sampling from the distribution is difficult, due to

computational issues.

Gibbs sampling is an example of an MCMC method that was first developed in

1984 [14]. Suppose we have p parameters θ = (θ1, θ2, . . . , θp) that we aim to

estimate and let the data be denoted by Y. First we initialise the parameters,

θ(0) = (θ
(0)
1 , θ

(0)
2 , . . . , θ

(0)
p ). At the tth iteration, we sample

θ
(t)
1 ∼ P

(
θ1|θ(t−1)

2 , . . . , θ(t−1)
p

)
,

θ
(t)
2 ∼ P

(
θ2|θ(t)1 , θ

(t−1)
3 , . . . , θ(t−1)

p

)
,

...

θ(t)p ∼ P
(
θp|θ(t)1 , θ

(t)
2 , . . . , θ

(t)
p−1

)
,

from the respective conditional distributions, which gives the sample

θ(t) = (θ
(t)
1 , θ

(t)
2 , . . . , θ

(t)
p ). We repeat this process until we have the required

number of samples. For example, repeating this sampling process S times will

generate the samples
(
θ(1),θ(2), . . . ,θ(S)

)
from the posterior distribution.

Algorithm 4 shows the pseudo-code for the Gibbs sampling algorithm.
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Initialize:

θ(0) = (θ
(0)
1 , θ

(0)
2 , . . . , θ

(0)
p )

for t = 1 to S do

Generate θ
(t)
1 ∼ P

(
θ1|θ(t−1)

2 , . . . , θ
(t−1)
p

)
.

Generate θ
(t)
2 ∼ P

(
θ2|θ(t)1 , θ

(t−1)
3 , . . . , θ

(t−1)
p

)
.

...

Generate θ
(t)
p ∼ P

(
θp|θ(t)1 , θ

(t)
2 , . . . , θ

(t)
p−1

)
.

θ(t) =
(
θ
(t)
1 , θ

(t)
2 , . . . , θ

(t)
p

)
.

end for

Algorithm 4: Pseudo-code for the Gibbs sampling method.

6.2 Hidden Markov Models

A stochastic process in discrete time is a sequence of random variables Xt for t ∈ Z+,

where Xt denotes the state of the process at time t. Let S denote the state space

which contains the possible values that Xt can take. The transition probabilities

between states are denoted by pi,j = P (Xt+1 = j|Xt = i), for i, j ∈ S and t ∈ Z+,

and are contained within a transition matrix, P . Suppose for all t ∈ Z+ and for all

i, j ∈ S,

P (Xt+1 = j|Xt = i,Xt−1 = it−1, . . . , X0 = i0) = P (Xt+1 = j|Xt = i).

Then the stochastic process is called a discrete-time Markov chain (DTMC). Suppose

we do not directly observe this process, i.e., suppose we only observe a signal

from this process, meaning that our Markov chain is ‘‘hidden”. We can estimate

the true sequence of random variables using a Hidden Markov Model (HMM). A

Hidden Markov Model is a stochastic process that generates an observable sequence

characterised by an underlying process. This underlying process or state sequence

is a Markov chain {Xt : t ∈ Z+}, whereas the observation sequence, {Yt : t ∈ Z+},

is generally not Markovian.
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The two main properties of HMMs are as follows.

• The observation at time t ∈ Z+ is generated by the underlying process,

corresponding to the hidden state Xt.

• The current state of the underlying process Xt is conditionally independent,

given Xt−1, of all states prior to time t− 1.

Suppose there are N possible unobserved states and M possible observable

symbols. Let X = (X0, X1, . . . , XT ) denote the state sequence and

O = (Y0, Y1, . . . , YT ) denote the observation sequence. Now let θp denote the state

transition probability matrix of dimension N × N and let ϕp denote the N ×M

matrix containing the emission probabilities, P (Yt|Xt), for t ∈ Z+. Lastly, let p0

denote the initial state distribution.

Figure 6.2.1: Visualisation of a Hidden Markov Model, where the hidden states are

denoted by Xt for t ∈ Z+ and the observed states are denoted by Yt for t ∈ Z+.

Figure 6.2.1 shows a visualisation of a Hidden Markov Model, where the hidden

states are denoted by Xt for t ∈ Z+ and the observed states are denoted by Yt for

t ∈ Z+. The vertical arrows represent the emission probabilities between the

hidden states and the observed states, and the horizontal arrows represent the

transition probabilities between the hidden states, Xt, for t ∈ Z+.
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Using the three parameters (θp,ϕp,p0), we define the three classic problems

associated with HMMs [38].

1. Given the parameters (θp,ϕp,p0) and the observation sequence O, find

P (O|θp,ϕp,p0). That is, find the probability of O under the given model

with parameters (θp,ϕp,p0).

2. Given (θp,ϕp,p0) and O, find an optimal state sequence for the underlying

Markov process. That is, uncover the hidden part of the HMM.

3. Given O and the dimensions of (θp,ϕp,p0), find a model (θ′
p,ϕ

′
p,p

′
0) that

maximises the likelihood of observing O. In other words, we estimate the

parameters of the model using maximum likelihood.

The first problem is a good example of an evaluation problem. That is, we can

calculate the probability that the observation sequence was produced using that

model, if we have a model and a sequence of observations. The second problem is

a common estimation problem, where we attempt to determine the true underlying

process of the model. The third problem is where we optimise the parameters of

the model that best describes how we obtain the sequence of observations.

Hidden Markov Models have a wide range of applications in applied mathematics,

with speech recognition and DNA sequence analyses being two of the main

applications. We now describe how Churchill [8] used Gibbs sampling methods

and Hidden Markov Models to develop a method that estimates the sequencing

error probabilities and the DNA sequence for a single individual.
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6.3 Churchill’s method

Churchill [8] developed a DNA sequence estimation method in 1995 that models

the generation of each read and estimates the DNA sequence. A distinct feature in

Churchill’s method is that it estimates a read assembly at each iteration of the

algorithm. That is, the alignment of the reads within the alignment matrix is not

fixed. An example of a read assembly is given in Figure 6.3.1, where the sequence

above the line is the estimated consensus sequence.

Figure 6.3.1: Example of a read assembly used in Churchill’s method. An estimate

of the consensus sequence is presented above the read assembly.

The set of reads in the read assembly are denoted by the set F = {f1, . . . , fm}.

Each element in a read belongs to the set B = {A,C,G, T,N}, where N denotes an

ambiguous element, otherwise known as a missing base. For example, the reads in

Figure 6.3.1 are contained in the set F , as shown in Figure 6.3.2. Note that the set

B in Churchill’s work contains the elements that appear in the reads, whereas the

set B presented in Section 5.2 contains the elements that appear in the alignment

matrix. Hence, the elements − and ϕ do not appear in the set B in this section.

Lastly, the assembly of the reads is denoted by A, which contains the details of

each read assembly.
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Figure 6.3.2: The set of reads, F , in the read assembly shown in Figure 6.3.1.

Churchill then combines the information contained within the sets F and A to define

the alignment matrix as X = {F,A}. The true DNA sequence is denoted by S =

S1S2...Sn, where Sj ∈ A = {A,C,G, T} is the true base at position j = 1, 2, . . . , n

along the sequence. Using this information, we generate an initial estimate of the

DNA sequence, which is used to begin modelling the read generation.

6.3.1 Modelling read generation

Churchill [8] developed a Hidden Markov Model that describes the process of

generating a single read, r = (r1, . . . , rnr ), where nr is the length of the read, by

copying a subsequence of bases contained in the true DNA sequence, S. The main

assumptions for the Hidden Markov Model are as follows.

• All reads are generated in the same direction as the true DNA sequence.

• The parameters of the read generation model are constant across all reads, all

bases within a read and all bases within the true DNA sequence.

The hidden states of the Hidden Markov Model are Bj, Rj, Ij and Ej, for j =

1, 2, . . . , n, where n is the length of the true DNA sequence. The definitions of these

four states are as follows.

• Bj: The B-states correspond to uncopied bases in the true DNA sequence,

starting from the leftmost position in the true DNA sequence to the first base

that is copied.
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• Rj: The R-states correspond to bases in the true DNA sequence that are

copied, replaced with another base or deleted in the read.

• Ij: The I-states correspond to bases that have been inserted into the read

during the copying process.

• Ej: The E-states correspond to any uncopied bases in the true DNA sequence

beyond the last base copied to the rightmost base in the true DNA sequence.

For example, consider the fourth read from the read assembly in Figure 6.3.1. If

we were to model the generation of this read, the states are as indicated beneath

the fourth read, shown in Figure 6.3.3. The green states correspond to the

B-states, which indicate the process is to the left of the read in the read assembly,

i.e., the copying process has not commenced. The blue states correspond to the

R-states, indicating the process is copying, replacing or deleting bases from the

true DNA sequence. The orange state corresponds to the I-state, which indicates

that a base not present in the true DNA sequence is being inserted into the read.

Lastly, the red states correspond to the E-states, which means the copying process

has finished, and the process is at the right of the read in the read assembly.

Figure 6.3.3: The states of the HMM associated with the fourth read from the read

assembly in Figure 6.3.1. The DNA sequence is above the line, the read is beneath

the line, and the associated states of the HMM are shown below the read. The green

states correspond to the B-states. The blue states correspond to the R-states. The

orange state corresponds to the I-state. The red states correspond to the E-states.
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The full state transition matrix for this HMM has a dimension of (4n+3)×(4n+3).

In particular, it has a block diagonal structure that can be summarised by the

three partial state transition matrices shown in Equations (6.3.1), (6.3.2) and (6.3.3)

respectively. In this HMM, λ is the probability of an insertion, τ is the probability

of copying the first base in the read, and µ is the probability of copying the last

base in the read. The initial block of the state transition matrix is therefore of the

form,

1− τ τ(1− λ) τλ 0

0 (1− λ)(1− µ) λ(1− µ) µ

 , (6.3.1)

where the rows correspond to states B0 and I0, and the columns correspond to

states B1, R1, I0 and E1. Insertions are sequencing errors, meaning that bases

have been incorrectly inserted into a read during sequencing. Hence, in this

Markov chain we do not move up a position in the true DNA sequence when the

process moves to an I-state, explaining the transitions from states B0 and I0 to

state I0 in the initial block.

The main block of the state transition matrix is



1− τ τ(1− λ) τλ 0

0 (1− λ)(1− µ) λ(1− µ) µ

0 (1− λ)(1− µ) λ(1− µ) µ

0 0 0 0


, (6.3.2)

where the rows correspond to states Bj, Rj, Ij and Ej and the columns correspond

to states Bj+1, Rj+1, Ij and Ej+1, for j = 1, 2, . . . , n. Following a similar discussion

to before, the process does not move up a position in the true DNA sequence when

the process moves to an I-state. Hence, the main block of the state transition

matrix contains transitions from the Bj, Rj, Ij and Ej states to the Ij state.
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The terminal block of the state transition matrix is



λ 1− λ

λ 1− λ

λ 1− λ

0 1


, (6.3.3)

where the rows correspond to states Bn, Rn, In and En, and the columns

correspond to states In and En+1. Again, the process does not move up a position

in the true DNA sequence when the process moves to an I-state. Hence, the

terminal block of the state transition matrix contains transitions from the Bn, Rn,

In and En states to the In state.

For example, consider a DNA sequence of length 2. The state transition diagram

between the four states is shown in Figure 6.3.4. In this case, the starting state is

B0 and the terminating state is E3. Between the starting and terminal states are

states Bj, Rj, Ij and Ej for j = 1, 2, where the probabilities for each transition are

displayed on the branches between the nodes. Recall, λ is the probability of an

insertion, τ is the probability of copying the first base in the read, and µ is the

probability of copying the last base in the read.

The observed states of the Hidden Markov Model are the set of elements B =

{A,C,G, T,N}. These observed states are the observed bases in the reads, where

N denotes a missing base or an ambiguous base. The emission probabilities of

this HMM are split up into two matrices, πR(s, b) and πI(b). πR(s, b) is a 4 × 6

stochastic matrix containing entries that define the conditional output distribution

of an R state given Sj. That is, the rows of πR correspond to the unobserved states

s ∈ {Bj, Rj, Ij, Ej}, and the columns of πR correspond to the observed symbols b ∈

{A,C,G, T,N,−} that appear in the read assembly. Also, πI(b) is a 5-dimensional

probability vector with entries defining the output distribution of an I state, where
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Figure 6.3.4: Visualisation of the Hidden Markov Model representing the read

generation process, with a DNA sequence length of 2 bases. The process starts

in state B0, transitions between states Bj, Rj, Ij and Ej for j = 1, 2, and then ends

in state E3. Along each branch is the associated transition probability.

the possible observed symbols, b, are contained in the set B. Using the third classic

HMM problem described in Section 6.2, we can estimate the parameters τ, λ, µ, πR,

and πI and then estimate the DNA sequence, according to Churchill’s estimation

method, which is reviewed in Section 6.3.2.

6.3.2 Churchill’s sampling algorithm

The main objective in Churchill’s method is to estimate the DNA sequence. In

particular, we want to compute the marginal conditional distribution P (S|F ). Let

Sj be the random variable representing the base at site j = 1, 2, . . . , n along the

DNA sequence. Therefore, the true DNA sequence is denoted by S = S1S2 . . . Sn.

Denote the estimated DNA sequence by Ŝ = Ŝ1Ŝ2 . . . Ŝn, where n is the length of

the true DNA sequence.
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Suppose we are determining the first element of a read during the copying process.

Let k = 1 and suppose there are nA columns in the alignment matrix. For each

column in the alignment matrix, Churchill defines the number of bases in the true

DNA sequence that correspond to the jth column in the alignment matrix as γj, for

j = 1, 2, . . . , nA, where

• γj = 0 if the column in the alignment matrix corresponds to an insertion in

the true DNA sequence,

• γj = 1 if there is at least one output of the R state that is not a −,

• γj = 2 or more if column j in the alignment matrix corresponds to the kth

position in the true DNA sequence however, no column in X corresponds to

positions k + 1, . . . , k + γj − 1 in the true DNA sequence.

Hence,

nA∑
j=1

γj = n. Also, the elements γj are contained in the parameter

Γ = (γ1, γ2, . . . , γn), where γj ∈ {0, 1, 2, . . .}.

For example, consider the read assembly shown in Figure 6.3.5. The gamma values

associated with each column in the read assembly are shown (in blue) beneath the

read assembly. The majority of the sites in the read assembly have gamma values

of one, with two exceptions. The insertion site does not contribute to the true

DNA sequence, therefore this site in the read assembly has a gamma value of zero.

The last site in the read assembly has no coverage, and so the site to the left has a

gamma value of two. Adding the gamma values, we obtain the length of the DNA

sequence, which is 25 bases.
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Figure 6.3.5: Gamma values (beneath the assembly, coloured blue) associated with

each site in the read assembly presented in Figure 6.3.1.

Assuming mutual independence of the (Sj, γj) given X, and independence of X•,j

and (Sk, γk) for j ̸= k, Churchill defined the posterior distribution as

P (S,Γ|X, θ) =

nA∏
j=1

P (Sj, γj|X•,j, θ),

where, using Bayes’ rule, we may write

P (Sj, γj|X•,j, θ) ∝ P (Sj|θ)
m∏
i=1

P (Xi,j|Sj, γj, θ).

Here, P (Xi,j|Sj, γj, θ) are the sequencing error probabilities which are defined as

P (Xi,j|γj = 0, θ) =

λπI(Xi,j), Xi,j ∈ B,

1− λ, Xi,j = −,

P (Xi,j|Sj = b, γj = k, k ≥ 1, θ) = πR(Xi,j|b1)
k∏

l=2

πR(−|bℓ)

for all b ∈ Ak, where Ak denotes the set of k-tuples on A, and A0 = {−}. When a

site is generated by one or more insertions, Sj ∈ A0. If a site is generated by exact

copies or substitutions from site j in the true DNA sequence, then Sj ∈ A1. When

there are k deletions, Sj ∈ Ak.
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Assuming independence across the sites in the alignment matrix, the prior

distribution of (S,Γ) is defined as

P (S,Γ) =

nA∏
j=1

P (Sj, γj)

=

nA∏
j=1

P (γj)P (Sj|γj).

If Sj ∈ Ak, then

P (Sj = b|γj = k) =
1

4k
,

for all b ∈ Ak, j = 1, 2, . . . , nA and k = 0, 1, 2, . . ..

The prior distribution of γj, for j = 1, 2, . . . , nA, is as follows. Let η0 = P (γj = 0)

and distribute the remaining probability mass over the remaining size classes k =

1, 2, 3, . . ., according to a geometric distribution with parameter η1. Then we can

define P (γj = k) for j = 1, 2, . . . , nA as

P (γj = k) = (1− η0)(1− η1)η
k−1
1 , k = 1, 2, 3, . . . .

We now focus on the conditional posterior distribution of the error parameters,

P (θ|F,A,Γ, S). Recall from Section 6.3.1 that the read generation process is defined

in terms of the state transition probabilities λ, γ and µ and the emission probabilities

contained in πR(b|s) and πI(b) for b ∈ B ∪ {−} and s ∈ {Bj, Rj, Ij, Ej}. For

simplicity, Churchill assigned a Beta prior distribution to each of λ, γ and µ. That

is,

λ ∼ Beta(βλ, β1−λ),

γ ∼ Beta(βγ, β1−γ),

µ ∼ Beta(βµ, β1−µ).
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Also recall from Section 6.3.1 that πR is a 4 × 6 stochastic matrix and πI is a

5-dimensional probability vector. Churchill applied a Dirichlet prior to each row of

πR, such that for the ath row of πR,

πRa,• ∼ Dir(βR
a,A, β

R
a,C , β

R
a,G, β

R
a,T , β

R
a,−, β

R
a,N), a ∈ A.

Similarly, πI was assigned a Dirichlet prior distribution with parameters βI
b for

b ∈ B. That is,

πI ∼ Dir(βI
A, β

I
C , β

I
G, β

I
T , β

I
N).

Assuming that we know the true DNA sequence, S, the posterior distribution of the

errors is defined as a product of the above Dirichlet distributions with parameters

β∗
i = βi + ti, where the ti are defined as follows.

• tRa,b counts the number of matches and mismatches between what we observe

in a particular site j in the alignment matrix and the base at site k(j) along

the true DNA sequence, where k(j) is the index of the true DNA sequence

base that corresponds to column j in the alignment matrix:

tRa,b =
m∑
i=1

nA∑
j=1

1(Xi,j = b, Sk(j) = a), a ∈ A, b ∈ B.

• tRa,− counts the number of times we observe an insertion, or a deletion in the

alignment matrix which corresponds to an element in the true DNA sequence.

Here, dj is the number of elements in column j, not including ϕ:

tRa,− =
m∑
i=1

nA∑
j=1

(
1(Xi,j = −, Sk(j) = a) + 1(γj > 1)(γj − 1)dj

)
, a ∈ A.
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• tIb counts the number of times we observe an element in the alignment which

corresponds to an INDEL in the true DNA sequence:

tIb =
m∑
i=1

nA∑
j=1

1(Xi,j = b, Sk(j) = −), b ∈ B.

• tλ counts the number of times a column in the alignment matrix corresponds

to an INDEL in the true DNA sequence, assuming that the elements in that

column belong to the set B:

tλ =
m∑
i=1

nA∑
j=1

1(Xi,j ∈ B, γj = 0).

• t1−λ counts the number of times we observe any non-null element in column j

in the alignment matrix, also taking into account the number of bases in the

true DNA sequence associated with column j in the alignment matrix:

t1−λ =
m∑
i=1

nA∑
j=1

1(Xi,j ∈ B ∪ {−})γj.

Lastly, we define the conditional posterior distribution of the alignments. Recall

that Churchill’s method does not assume a fixed alignment. At each iteration of

Churchill’s method, a new read assembly is generated based on the current estimates

of the DNA sequence and the sequencing error probabilities. Consider the alignment

of a single read i, αi in the assembly, A. The conditional posterior distribution of

this read alignment is denoted as P (αi|S, fi, θ), so the joint distribution of a multiple

read alignment is defined as

P (A,Γ|F, S, θ) = P (α1, . . . , αm|Γ, F, S, θ)

=
m∏
i=1

P (αi|fi, S, θ).
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Accurate and efficient alignment software have since been developed and are

widely used across all DNA sequence estimation studies. Therefore, we refer the

reader to Churchill’s work defining how to sample from the joint distributions [8].

6.3.3 Summary

As mentioned throughout this section, Churchill’s method estimates a new

alignment at each iteration of the algorithm. In current practice, read alignment

software, such as the BWA, are used to align reads to a reference genome [29].

The resulting alignments are then used to estimate the DNA sequence. A

drawback of Churchill’s approach is that base qualities and mapping qualities are

not used to estimate the DNA sequence.

In Section 6.4, we use our consensus sequence estimation method presented in

Section 5.3 to develop a consensus sequence estimation method based on Gibbs

sampling. In this method, we assume a fixed alignment and use the base qualities

and mapping qualities associated with each read in the alignment to estimate the

consensus sequence.
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6.4 Consensus sequence estimation using

alignment data and quality data

In this section, we develop a consensus sequence estimation method in a Bayesian

framework, that uses the reads in the alignment matrix as well as the associated

base qualities and mapping qualities. As before, let Sj be the random variable

representing the base at site j = 1, 2, . . . , n along the consensus sequence.

Therefore, denote the true consensus sequence by S = S1S2...Sn, where

Sj ∈ A = {A,C,G, T,−} is the true base at position j = 1, 2, . . . , n along the true

consensus sequence. Let Ŝ represent the estimated consensus sequence, where Ŝj is

the estimated base at site j along the estimated consensus sequence and Ŝj ∈ A.

We also define the length of the consensus sequence to be n.

The elements of the aligned reads take values in the set B = {A,C,G, T,−, N},

where − denotes an INDEL in the alignment and N denotes a missing base or an

ambiguous base. The alignment matrix is denoted by an m by n matrix X, where

m is the number of reads and n is the length of the consensus sequence. Hence, the

elements of the alignment matrix are contained in the set B ∪ {ϕ}, where ϕ

represents positions that were not aligned beyond the length of a read. Note that

this alignment matrix only contains reads that are orientated in the forward

direction. If there are reverse reads in the data, we take the complement of those

reads and include them in the alignment matrix in that form.

Let Q denote the base quality matrix, where Qi,j is the base quality of the base in

read i and column j. Also, let W denote the mapping quality vector, where Wi is

the mapping quality of read i. Throughout this chapter, we assume the base

qualities and mapping qualities take values in the set D = {0, 1, 2, . . . , qmax},

where qmax is the maximum quality (qmax = 62 for Illumina versions 1.3 to 1.7 and

qmax = 93 for Illumina versions 1.8 onwards) [11]. Note that elements − and N in
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the alignment matrix do not have base qualities however, the elements − and N

have associated mapping qualities if contained within a read. Also, the element ϕ

does not have a base quality or an associated mapping quality.

We make the following assumptions in our consensus sequence estimation method.

• There is only one true DNA sequence, so we are only considering a single

individual and not a population.

• All reads are equally reliable.

• Sequencing errors are independent of their local context. In other words, we

assume the sequencing error of a particular base is independent of neighbouring

bases.

• Sequencing error probabilities are constant across the entire DNA sequence.

• The base composition of the DNA sequence is independent of both adjacent

bases and over large regions.

Let P(Sj) = (P (Sj = aj), aj ∈ A). Assuming independence of sites, the prior

distribution of S is now defined as

P (S = a) =
n∏

j=1

P (Sj = aj), for all a ∈ An,

where P(Sj) follows the Dirichlet distribution with hyper-parameters ρA, ρC , ρG, ρT

and ρ−,

P(Sj) ∼ Dir(ρA, ρC , ρG, ρT , ρ−), a ∈ A,

for j = 1, 2, . . . , n.
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The posterior distribution is defined as

P (S|X, θ) ∝
n∏

j=1

P (Sj = aj)
m∏
i=1

P (Xi,j|Sj, θ),

where P (Xi,j|Sj, θ) is defined as follows. Let θ denote the sequencing error matrix

with entries defined as

[θ]a,b|q,w = P (Xi,j = b|Sj = a,Qi,j = q,Wi = w), a ∈ A, b ∈ B, q ∈ D, w ∈ D,

where Qi,j is the base quality of the base in read i and column j in the alignment

matrix and Wi is the mapping quality of read i.

Also note that by independence of sequencing errors, [θ]a,b|q,w is independent of i

and j. If

θa,•|q,w = [θa,A, θa,C , θa,G, θa,T , θa,−, θa,N ]

denotes the ath row of the sequencing error matrix, θ, then the prior distribution for

the sequencing error probabilities for base a ∈ A is

θa,•|q,w ∼ Dir(αa,A, αa,C , αa,G, αa,T , αa,−, αa,N),

where the choice of hyper-parameters for this prior distribution can be based on

previous studies or any assumptions about the data. We discuss this further in

Section 6.4.3.
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We also consider base qualities and mapping qualities in our estimation of the

sequencing error probabilities, so we define ta,b to be the number of times b ∈ B

was called in the alignment matrix when a ∈ A is the true base at that site in the

consensus sequence, taking into account the associated base quality and mapping

quality.

That is,

ta,b =
m∑
i=1

n∑
j=1

1(Xi,j = b, Sj = a)×P (correct base call)×P (read mapped correctly),

for all a ∈ A and b ∈ B.

Here, P (correct base call) is defined as

P (correct base call) = 1− P (EB),

where EB is the event that the base was called incorrectly and for a base quality of

Q,

P (EB) = 10−
Q
10 .

Following a similar argument, the probability that a read was mapped correctly is

defined as

P (read mapped correctly) = 1− P (ER),

where ER is the event that the read was mapped incorrectly and for a mapping

quality of W ,

P (ER) = 10−
W
10 .
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Using this information, the posterior distribution of the ath row in θ is

θa,•|q,w|X,S ∼ Dir(α∗
a,A, α

∗
a,C , α

∗
a,G, α

∗
a,T , α

∗
a,−, α

∗
a,N),

where α∗
a,b = αa,b + ta,b for all a ∈ A and b ∈ B.

Now that we have defined the conditional posterior distributions P (S|X, θ) and

P (θ|X,S), we can use the Gibbs sampling algorithm to generate a sequence of

observations θ(1), θ(2), . . . , θ(k), . . ., and S(1),S(2), . . . ,S(k), . . ., such that

θ(k) ∼ P (θ|X,S(k−1)),

S(k) ∼ P (S|X, θ(k)).

We perform each iteration l times, such that as l→∞ our approximations become

closer to the stationary distribution. We then obtain estimates θ(l) and S(l) which

we denote as θ
(l)
1 and S

(l)
1 . Repeating this process N times, we obtain

θ
(l)
1 , θ

(l)
2 , . . . , θ

(l)
N ,

S
(l)
1 ,S

(l)
2 , . . . ,S

(l)
N .

The consensus distribution for the estimated consensus sequence can be calculated

as follows. Denote the sampled sequences as S1,S2, . . . ,SN . We first align the

sampled sequences against each other. For site j along the estimated consensus

sequence, the probability of the true base at site j being a ∈ A is defined as

πj(a) =
N∑
k=1

1(Sk,j = a)

N
,

where Sk,j denotes the jth position along the kth sequence in the sample, for

j = 1, 2, . . . , n.
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Then for each column in the consensus distribution, call the base with the highest

probability. That is,

Ŝj = argmax
a∈A

πj(a), j = 1, 2, . . . , n.

If there are two or more bases with the same probability at a site, then we

randomly choose one of the observed bases.

6.4.1 Initial estimate of the consensus sequence

We generate an initial estimate of the consensus sequence by using the alignment

data, together with the base qualities and mapping quality associated with each

read. If a site has two or more bases that occur the same amount of times and

have the same base qualities and mapping qualities, we call an N. Otherwise, we

call the highest weighted base at each site in the alignment matrix, where the

weight is given by the product of the base quality and the mapping quality.

Therefore, if a read has a low mapping quality and contains sequencing errors, the

bases in this read will be weighted down when estimating the initial consensus

sequence, and so we are less likely to call an incorrect base.

If we had access to a reference genome, we can impute the bases from the

corresponding sites in the reference genome for sites in the initial estimate of the

consensus sequence with an N. Depending on the species of interest, there may be

more than one reference genome that can be used in the analysis. Also, we might

have access to a phylogenetic tree showing closely related individuals with known

DNA sequences, and so an individual’s genome can be thought of as a reference

genome in this case.
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Alternatively, instead of choosing one reference genome to impute from, we can

take a consensus of a set of reference genomes and impute from the consensus

reference genome. For example, Figure 6.4.1 shows an initial estimate of the

consensus sequence, an example set of reference genomes (below the initial

estimate of the consensus sequence) and below the set of reference genomes is the

consensus reference genome.

Figure 6.4.1: Example consensus reference genome for a set of reference genomes.

The initial estimate of the consensus sequence for an individual is given above the set

of reference genomes. Below the set of reference genomes is the consensus reference

genome.

The two ways in which we improve the estimate of a consensus reference genome

are as follows.

1. Using either an evolutionary distance metric or the Hamming distance metric

as defined in Section 2.3, we estimate the distance between each reference

genome and an initial estimate of the consensus sequence. Using these

distances, we order the reference genomes from smallest distance to largest

distance and then estimate the consensus reference genome using only the

closest matching reference genomes. For example, consider the set of

reference genomes in Figure 6.4.2. The Hamming distances between each

reference genome and an initial estimate of the consensus sequence are shown

on the right-hand side. The reference genome with the largest Hamming

distance (coloured grey) is removed from the estimation of the consensus

reference genome.
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Figure 6.4.2: Consensus reference genome for a set of reference genomes, using the

Hamming distances between each reference genome and an initial estimate of the

consensus sequence. The initial estimate of the consensus sequence for an individual

is given above the set of reference genomes. Below the set of reference genomes is

the consensus reference genome. In this case, we remove the genome with the largest

Hamming distance (coloured grey).

2. An improvement on this method is to consider specific regions of the

reference genomes. For example, suppose we were to consider a specific

region of the reference genomes, R1. Across all reference genomes, estimate

the distance between each reference genome and the initial estimate of the

consensus sequence based only on region R1. Order the distances from

smallest to largest and estimate that particular region of the consensus

reference genome, using only the region R1 of the reference genomes with the

smallest distances. For example, consider the set of reference genomes in

Figure 6.4.3. The Hamming distances between each reference genome and an

initial estimate of the consensus sequence in each region (coloured green and

orange) are shown on the right-hand side. The grey coloured regions of the

reference genomes with the largest Hamming distances are removed from the

estimation of the consensus reference genome.
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Figure 6.4.3: Consensus reference genome for a set of reference genomes, using the

Hamming distances between each reference genome and an initial estimate of the

consensus sequence. The initial estimate of the consensus sequence for an individual

is given above the set of reference genomes. Below the set of reference genomes is

the consensus reference genome. There are two regions in this example, coloured

green and orange. Each region in each reference genome has an associated Hamming

distance shown on the right-hand side. The grey coloured regions of the reference

genomes are removed from the estimation of the consensus reference genome.

Throughout this chapter, we use the reads in the alignment as well as the base

qualities and mapping quality associated with each read to estimate the initial

consensus sequence. We keep bases and reads of low quality in the alignment to

generate informative estimates of the sequencing error probabilities. We also

impute bases from a single reference genome if missing bases appear in the initial

estimate of the consensus sequence.
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6.4.2 Site prior distributions

Throughout this section, we refer to Figure 6.4.4 that describes the relationships

between each type of prior distribution defined in this section. The first level of

the prior distribution tree shown in Figure 6.4.4 corresponds to a non-informative

prior distribution. The second level represents prior distributions with a value ϵ,

estimated using an initial estimate of the consensus sequence, that determines how

much weight is put on the hyper-parameter corresponding to INDELs. The third

level represents prior distributions with the value p̂−, estimated using the data in

the alignment matrix, that determines how much weight is put on the

hyper-parameter corresponding to INDELs. The fourth level represents the prior

distribution that has hyper-parameters estimated using the information in the

alignment matrix.

In levels two, three and four of the prior distribution tree, there are three columns

that correspond to different forms of prior distributions. The first column

corresponds to the prior distributions that are based on the data in the alignment

matrix. The second column corresponds to the prior distributions that are based

on the GC content of the species of interest. Lastly, the third column corresponds

to the prior distributions that are based on a reference genome.
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Figure 6.4.4: Visual representation of the relationships between the prior

distributions for each site in the consensus sequence. The labels presented in this

figure correspond to the different types of prior distributions used in our consensus

sequence estimation method. Non-Informative corresponds to the non-informative

prior distribution. EqualBase corresponds to the EqualBase prior distribution.

EqualBaseINDEL corresponds to the EqualBaseINDEL prior distribution. EB

corresponds to the EB prior distribution that uses an empirical Bayes approach to

estimate the hyper-parameters. GC corresponds to the GC prior distribution that

uses the GC content of a species. GCINDEL corresponds to the GCINDEL prior

distribution that uses the GC content of a species. RefGenome corresponds to the

RefGenome prior distribution that uses the reference genome. RefGenomeINDEL

corresponds to the RefGenomeINDEL prior distribution that uses the reference

genome.
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Recall that the prior distribution for S is defined as

P (S = a) =
n∏

j=1

P (Sj = aj), for all a ∈ An,

where P(Sj) = (P (Sj = aj), aj ∈ A) follows the Dirichlet distribution with

hyper-parameters ρA, ρC , ρG, ρT and ρ−,

P(Sj) ∼ Dir(ρA, ρC , ρG, ρT , ρ−), a ∈ A,

for j = 1, 2, . . . , n. The simplest prior distribution for a site j along the consensus

sequence is a non-informative prior distribution, such that the hyper-parameters for

the Dirichlet distribution are

ρa =
n

5
, for all a ∈ A,

We call this prior distribution the “Non-Informative” prior, as shown in the first

level in Figure 6.4.4.

Consider an initial estimate of the consensus sequence. Let ϵ− be the proportion of

INDELs in the initial estimate of the consensus sequence. The hyper-parameters of

the prior distribution are then defined as

ρa =


n(1− ϵ−)

4
, a ∈ {A,C,G, T},

nϵ−, a ∈ {−}.

We label this prior distribution as the “EqualBase” prior , as shown in level two,

column one of Figure 6.4.4.
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An alternative way of dealing with INDELs is to determine the proportion of sites

in the alignment matrix that contain a −, and denote this value by p−. The

hyper-parameters of the prior distribution are then defined as

ρa =


n(1− p−)

4
, a ∈ {A,C,G, T},

np−, a ∈ {−}.

We label this prior distribution as the “EqualBaseINDEL” prior, as shown in level

three, column one of Figure 6.4.4. The key difference between the “EqualBase”

prior and the “EqualBaseINDEL” prior is that the hyper-parameters estimated

using ϵ− are less likely to be affected by INDELs that were incorrectly called,

whereas p− will consider all sites that contain an INDEL regardless of error or true

mutation.

We now aim to use all the data in the alignment matrix to define an empirical

Bayes prior distribution, that is based on the observed counts of each base in the

alignment matrix. Since coverages vary across the alignment matrix, some bases

may have higher counts than others. Hence, we define the hyper-parameters of the

empirical Bayes prior distribution as

ρa = n×

(
n∑

j=1

pa,j

)
, a ∈ A,

where pa,j is the proportion of base a in column j of the alignment matrix. We call

this prior distribution the “EB” (Empirical Bayes) prior, as shown in level four,

column one in Figure 6.4.4.
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Sources of data outside the analysis include the reference genome and the GC

content of the species of interest, if this information is known and available. If

there are several reference genomes closely related to the DNA sequence of

interest, we can instead use a consensus reference genome as described in Section

6.4.1. Throughout this thesis, we will only use one reference genome.

The GC content for a species is the percentage of cytosines or guanines in the

reference genome, as discussed in Section 2.1. If we define the proportion of

cytosines or guanines as pGC , then a prior distribution based on the GC content

has hyper-parameters

ρa =


n(1− ϵ−)

(pGC

2

)
, a ∈ {C,G},

n(1− ϵ−)

(
1− pGC

2

)
, a ∈ {A, T},

nϵ−, a ∈ {−},

where ϵ− is the proportion of INDELs in the initial estimate of the consensus

sequence. We label this prior distribution as the “GC” prior, as shown in column

two, level two in Figure 6.4.4.

Similar to before, we can estimate the proportion of sites in the alignment matrix

that contain an INDEL and denote this value by p−. The hyper-parameters of the

prior distribution are then defined as

ρa =


n(1− p−)

(pGC

2

)
, a ∈ {C,G}

n(1− p−)

(
1− pGC

2

)
, a ∈ {A, T},

np−, a ∈ {−}.

We label this prior distribution as the “GCINDEL” prior, as shown in column

two, level three in Figure 6.4.4.



CHAPTER 6. ESTIMATION USING A BAYESIAN APPROACH 173

We use the reference genome to define two new prior distributions. Denote the

reference genome by R, where Rj is the jth base along the reference genome for

j ∈ {1, 2, . . . , nR} and nR is the length of the reference genome.

We define the hyper-parameters of the prior distribution to represent the proportion

of each base observed in the reference genome. That is,

ρa =


n(1− ϵ−)

nR

nR∑
j=1

1(Rj = a), for a ∈ {A,C,G, T},

nϵ−, for a ∈ {−},

where ϵ− is the proportion of INDELs in the initial estimate of the consensus

sequence. We label this prior distribution as the “RefGenome” prior, as shown in

level two, column three in Figure 6.4.4.

Similar to the above, an alternative way of defining the hyper-parameter ρ− is to

estimate the proportion of sites in the alignment matrix that contained an INDEL

and denote this value by p−. Then the hyper-parameters of the prior distribution

are defined as

ρa =


n(1− p−)

nR

n∑
j=1

1(Rj = a), for a ∈ {A,C,G, T},

np−, a ∈ {−}.

We label this prior distribution as the “RefGenomeINDEL” prior, as shown in

level three, column three in Figure 6.4.4.

The above prior distributions for each site along the consensus sequence are called

the standard prior distributions.
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Using these prior distributions, we can further improve our estimates of sites with

low coverage or poor quality data by using the reference genome more directly.

Suppose we have an initial estimate of the consensus sequence denoted by I of length

n and a reference genome denoted by R of equal length. Let δ be the proportion of

sites between I and R that do not match. That is,

δ =
1

nI

n∑
j=1

1(Ij ̸= Rj),

where for j = 1, 2, . . . , n, Ij is the j
th base along the initial estimate of the consensus

sequence and Rj is the jth base along the reference genome. For site j = 1, 2, . . . , n

along the consensus sequence, we define the hyper-parameters ρ∗a, a ∈ A for the new

prior distribution as

ρ∗a =


1
2
(ρa + 1− 4δ) , if a = Rj,

1
2
(ρa + δ) , if a ̸= Rj,

where ρa are the estimated hyper-parameters from the standard prior distributions

listed above. We label the prior distributions defined using the ρ∗a for a ∈ A as the

two-tier prior distributions.



CHAPTER 6. ESTIMATION USING A BAYESIAN APPROACH 175

6.4.3 Error prior distributions

The prior distribution of the ath row of the sequencing error matrix θ is defined as,

[θ]a,•|q,w ∼ Dir(αa,A, αa,C , αa,G, αa,T , αa,−, αa,N), a ∈ A.

We may choose the hyper-parameters of this prior distribution based on either

previous DNA sequencing experiments or subjective considerations. If there are no

previous DNA sequencing experiments or subjective considerations, then we can

assume an non-informative prior distribution with parameters,

(αa,A, αa,C , αa,G, αa,T , αa,−, αa,N) = n

(
1

6
,
1

6
,
1

6
,
1

6
,
1

6
,
1

6

)
,

for all a ∈ A, where n is the length of the consensus sequence. Throughout this

chapter, we use the above non-informative prior distribution for the sequencing error

probabilities.
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6.5 Application

In this section, we assess the accuracy of our consensus sequence estimation

method presented in Section 6.4, using the simulated Illumina data as presented in

Section 5.4.1. We estimated the consensus sequence for each simulated alignment

using our consensus sequence estimation method. In particular, we estimated the

consensus sequence for 100 simulated alignments of each type of alignment. We

then compared the estimated DNA sequences to the true DNA sequence. Since

there are several prior distributions in our consensus sequence estimation method,

we estimated the consensus sequence for each alignment using each prior

distribution and then compared the associated estimated DNA sequences to the

true DNA sequence. To assess the accuracy of our consensus sequence estimation

method, we use the Hamming distance metric and the entropy at each site along

the estimated consensus sequence, as described in Section 5.4.2. We then compare

these results to the previous results obtained in Section 5.4.3.
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6.5.1 Results and discussion for the standard prior

distributions

In this section, we present the results on estimating the consensus sequence, using

each type of standard prior distribution, for each type of simulated alignment. For

sites with no coverage along the consensus sequence, this method can give estimates

at such sites however, there is no reliable information at these sites. Hence, in this

section we present the results based only on sites with a coverage greater than zero.

The reader is referred to Appendix C for a discussion on the results based on all

sites along the consensus sequence.

Sites with coverage

Table 6.5.1 shows the percentage statistics for the Hamming distances between the

estimated DNA sequences and the true DNA sequence, based only on sites with a

coverage greater than zero, for each type of alignment. Histograms of the observed

Hamming distances for each type of good quality and poor quality alignment,

based on sites with a coverage greater than zero, are shown in Figures 6.5.1

and 6.5.2 respectively. Table 6.5.2 contains the summary statistics for the sum of

the entropies for each estimated consensus sequence, based on sites with a

coverage greater than zero. Side-by-side box-plots of the sum of entropies, based

only on sites with a coverage greater than zero, for each type of good quality and

poor quality alignment are shown in Figures 6.5.3 and 6.5.4 respectively.
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Focusing on the percentage statistics for the Hamming distances in Table 6.5.1,

there are several standard prior distributions with the highest percentages of

observed Hamming distances of 0 for the 10X and 15X good quality alignments, as

well as the 5X and 20X poor quality alignments. For the 5X good quality and 15X

poor quality alignments, the EB standard prior distribution gives the highest

percentage of observed Hamming distances of 0. The EqualBase standard prior

distribution has the highest percentage for the 10X poor quality alignment. Lastly,

the GCINDEL standard prior distribution gives the highest percentage for the 20X

good quality alignment.

Through an analysis of each estimated consensus sequence, we discovered that our

consensus sequence estimation method correctly estimated all mutated sites in the

DNA sequence that had coverage. Mutated sites with no coverage were generally

incorrectly estimated since there was no information at those sites.

Comparing the percentages statistics of the Hamming distances for each type of

standard prior distribution to the percentages statistics obtained using our EM

algorithm approach, the percentages are smaller for the 5X and 10X good and poor

quality alignments, and generally smaller for the 20X good quality alignment.

Whereas, the percentages are generally the same for the 15X good and poor

quality alignments and the 20X poor quality alignment.
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We now focus on the histograms of the observed Hamming distances for each type

of good quality and poor quality alignment, shown in Figures 6.5.1 and 6.5.2

respectively. In the results from these simulations, there were only three observed

Hamming distances; 0, 1, 2, and 3. A clear observation is that the number of times

we observed a Hamming distance of 0 of Hamming distances generally increases as

the average coverage threshold increases. This is explained by the fact that sites

that contain sequencing errors and have low coverages are more likely to affect the

accuracy of consensus sequence estimation. The observed Hamming distances of 1,

2, and 3 are due to sequencing errors and low coverages across some sites. Similar

comments can be made about the poor quality alignments.



Alignment EM Method Non-Informative EqualBase EqualBaseINDEL EB RefGenome RefGenomeINDEL GC GCINDEL

Good
quality 5X 88.000% 84.000% 83.000% 81.000% 87.000% 83.000% 86.000% 85.000% 84.000%
Good
quality 10X 95.000% 92.000% 93.000% 92.000% 90.000% 91.000% 91.000% 93.000% 93.000%
Good
quality 15X 99.000% 99.000% 99.000% 99.000% 99.000% 99.000% 99.000% 99.000% 99.000%
Good
quality 20X 98.000% 95.000% 95.000% 97.000% 96.000% 97.000% 96.000% 96.000% 98.000%

Poor
quality 5X 90.000% 83.000% 85.000% 86.000% 85.000% 86.000% 84.000% 86.000% 83.000%
Poor
quality 10X 94.000% 91.000% 92.000% 90.000% 91.000% 90.000% 90.000% 89.000% 90.000%
Poor
quality 15X 99.000% 98.000% 99.000% 99.000% 100.000% 99.000% 99.000% 99.000% 99.000%
Poor
quality 20X 98.000% 98.000% 98.000% 98.000% 98.000% 98.000% 97.000% 98.000% 98.000%

Table 6.5.1: Percentage statistics for the Hamming distances for each type of simulated alignment, based on sites with

coverage. The first column describes the quality of the alignment (good quality or poor quality). The second column

identifies the average coverage of the alignment (5X, 10X, 15X or 20X). The third column contains the percentage of times

we observed a Hamming distance of 0 for each type of alignment obtained in Chapter 5 for comparison. The remaining

columns contains the percentage of times we observed a Hamming distance of 0 between the estimated DNA sequence and

the true DNA sequence for each type of alignment, based only on sites with a coverage greater than zero, for each type of

standard prior distribution. The bold values indicate the largest value within each row, not including the EM Method.
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Figure 6.5.1: Histograms of the Hamming distances, based only on sites with a

coverage greater than zero, for each type of good quality alignment and each type

of standard prior distribution. The eight plots correspond to each type of standard

prior distribution. The x-axes represent the observed Hamming distances. The

y-axes represent the counts of each observed Hamming distance. The red bars

correspond to the 5X good quality alignments. The green bars correspond to the

10X good quality alignments. The blue bars correspond to the 15X good quality

alignments. The purple bars correspond to the 20X good quality alignments.
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Figure 6.5.2: Histograms of the Hamming distances, based only on sites with a

coverage greater than zero, for each type of poor quality alignment and each type

of standard prior distribution. The eight plots correspond to each type of standard

prior distribution. The x-axes represent the observed Hamming distances. The

y-axes represent the counts of each observed Hamming distance. The red bars

correspond to the 5X poor quality alignments. The green bars correspond to the

10X poor quality alignments. The blue bars correspond to the 15X poor quality

alignments. The purple bars correspond to the 20X poor quality alignments.
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We now review the summary statistics for the sum of the entropies presented in

Table 6.5.2. For the 5X good quality and poor quality alignments, the EB

standard prior distribution has the lowest estimated mean and standard deviation.

For the 10X good quality and poor quality alignments, the Non-Informative

standard prior distribution has the lowest estimated mean and standard deviation.

There are several standard prior distributions with the same smallest estimated

mean and standard deviation for the 15X good quality alignment, whereas the

GCINDEL standard prior distribution gives the lowest estimated mean for the 15X

poor quality alignment. For the 20X good quality alignment, the standard prior

distribution with the lowest estimated mean is the Non-Informative standard prior

distribution however, the GCINDEL standard prior distribution has the lowest

estimated standard deviation. Lastly, the GC standard prior distribution gives the

lowest estimated mean and standard deviation for the 20X poor quality alignment.

Note that the sum of the entropies are regularly larger for the good quality

alignments than for the poor quality alignments. This is unexpected and warrants

further investigation, but is beyond the scope of this thesis.

Comparing these estimated values to those obtained using our EM algorithm

approach described in Section 5.2, the majority of the lowest estimated means

obtained in this section are smaller. Based on this comparison, there is more

certainty in our estimated consensus sequences when using a Gibbs sampling

approach, compared to an EM algorithm approach. The exceptions correspond to

the EB standard prior distribution used to estimate the consensus sequences for

the 15X good quality alignments and the 20X good and poor quality alignments.
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Looking at the side-by-side box-plots of the sum of the entropies for each standard

prior distribution in Figures 6.5.3 and 6.5.4, there are a number of outliers,

particularly in the box-plots corresponding to the 5X and 10X good and poor

quality alignments. This is explained by low coverage and sequencing errors that

increase the uncertainty in consensus sequence estimation. Ignoring these outliers,

the majority of the sum of the entropies are zero, indicating minimal uncertainty

in the estimated consensus sequences. Recall that the EB standard prior

distribution is based on the data in the alignment matrix. The inter-quartile

ranges corresponding to the EB standard prior distribution and the 20X good

quality and poor quality alignments are slightly larger due to higher coverage and

a higher number of sequencing errors. Hence, these sequencing errors will influence

the estimation of the EB standard prior distribution and consequently the

entropies associated with the consensus distribution.



Alignment EM Method Non-Informative EqualBase EqualBaseINDEL EB RefGenome RefGenomeINDEL GC GCINDEL

Good
quality

5X 0.769 0.237 0.292 0.299 0.223 0.262 0.291 0.282 0.286

(0.574) (0.556) (0.612) (0.619) (0.545) (0.566) (0.600) (0.594) (0.601)

10X 0.307 0.079 0.129 0.112 0.147 0.132 0.119 0.130 0.112Good
quality

(0.259) (0.253) (0.301) (0.284) (0.363) (0.322) (0.306) (0.314) (0.297)

Good
quality

15X 0.202 0.000 0.000 0.000 0.228 0.003 0.000 0.007 0.000

(0.138) (0.000) (0.000) (0.000) (0.536) (0.029) (0.000) (0.072) (0.000)

20X 0.212 0.053 0.058 0.057 0.344 0.056 0.059 0.054 0.057Good
quality

(0.256) (0.336) (0.302) (0.296) (0.676) (0.296) (0.309) (0.277) (0.291)

Poor
quality

5X 0.892 0.184 0.198 0.218 0.161 0.179 0.189 0.192 0.197

(0.656) (0.415) (0.424) (0.436) (0.370) (0.377) (0.387) (0.421) (0.412)

10X 0.388 0.066 0.102 0.092 0.112 0.083 0.077 0.103 0.082Poor
quality

(0.353) (0.243) (0.279) (0.265) (0.335) (0.266) (0.246) (0.291) (0.256)

Poor
quality

15X 0.207 0.021 0.013 0.016 0.196 0.015 0.017 0.015 0.012

(0.166) (0.151) (0.103) (0.114) (0.437) (0.109) (0.120) (0.107) (0.097)

20X 0.163 0.012 0.009 0.007 0.394 0.010 0.009 0.005 0.008Poor
quality

(0.149) (0.119) (0.088) (0.072) (0.631) (0.099) (0.088) (0.047) (0.081)

Table 6.5.2: Summary statistics for the sum of the entropies for each type of simulated alignment, based on sites with a

coverage greater than zero. The first column describes the quality of the alignment (good quality or poor quality). The

second column identifies the average coverage of the alignment (5X, 10X, 15X or 20X). The third column contains the

estimated mean and standard deviation for each type of alignment obtained in Chapter 5 for comparison. The remaining

columns contain the estimated mean and standard deviation of the sum of the entropies for each type of alignment, for

each type of standard prior distribution. Within each cell is the estimated mean of the sum of the entropies and the

estimated standard deviation in brackets. The bold values indicate the smallest value within each row, not including the

EM Method.
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Figure 6.5.3: Side-by-side box-plots of the sum of entropies, based only on sites

with a coverage greater than zero, for each type of good quality alignment and

each type of standard prior distribution. The x-axis corresponds to the standard

prior distributions and for each standard prior distribution, there are four box-plots

corresponding to each type of good quality alignment. The y-axis represents the sum

of the entropies, based on sites with a coverage greater than zero. The red box-plots

correspond to the 5X good quality alignments. The green box-plots correspond

to the 10X good quality alignments. The blue box-plots correspond to the 15X

good quality alignments. The purple box-plots correspond to the 20X good quality

alignments.
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Figure 6.5.4: Side-by-side box-plots of the sum of entropies, based only on sites

with a coverage greater than zero, for each type of poor quality alignment and

each type of standard prior distribution. The x-axis corresponds to the standard

prior distributions and for each standard prior distribution, there are four box-plots

corresponding to each type of poor quality alignment. The y-axis represents the sum

of the entropies, based on sites with a coverage greater than zero. The red box-plots

correspond to the 5X poor quality alignments. The green box-plots correspond to the

10X poor quality alignments. The blue box-plots correspond to the 15X poor quality

alignments. The purple box-plots correspond to the 20X poor quality alignments.



CHAPTER 6. ESTIMATION USING A BAYESIAN APPROACH 188

Table 6.5.3 contains the computational times (hours:minutes:seconds) for each

type of standard prior distribution, using 100 simulated alignments, which were

obtained using a Lenovo NeXtScale system, consisting of 1 node and 2 cores of an

Intel R⃝ 2.3 GHz Xeon E5-2698v3 node with 4GB of RAM. The computational

times for each type of standard prior distribution are similar, with the exception of

the RefGenome and RefGenomeINDEL standard prior distributions which took

slightly longer to run.

Standard prior distribution Computational time

Non-Informative (18:33:11)

EqualBase (17:51:43)

EqualBaseINDEL (24:42:48)

EB (18:37:18)

RefGenome (34:11:04)

RefGenomeINDEL (35:04:54)

GC (20:58:55)

GCINDEL (23:19:49)

Table 6.5.3: Computational times for each type of standard prior distribution

using our consensus sequence estimation method presented in Section 6.4. The

computational times are in the form (hours:minutes:seconds).

The motivation for the development of this method was to generate more informative

estimates of bases, which correspond to sites with low coverage and poor quality

data. Overall, based on the values presented in the above tables and figures, the EB,

GC or GCINDEL standard prior distributions are the most suitable when estimating

the consensus sequence.
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6.5.2 Results and discussion for the two-tier prior

distributions

In this section, we present the results on estimating the consensus sequence, using

each type of two-tier prior distribution, for each simulated alignment. The first

part of this section focuses on the results based only on sites with a coverage

greater than zero. The second part of this section focuses on the results based on

all sites across the consensus sequence.

Sites with coverage

Table 6.5.4 shows the percentage statistics for the Hamming distances between the

estimated DNA sequences and the true DNA sequence, based only on sites with a

coverage greater than zero, for each type of alignment. Histograms of the observed

Hamming distances for each type of good quality and poor quality alignment,

based on sites with a coverage greater than zero, are shown in Figures 6.5.5

and 6.5.6 respectively. Table 6.5.5 contains the summary statistics for the sum of

the entropies for each estimated consensus sequence, based on sites with a

coverage greater than zero. Side-by-side box-plots of the sum of entropies, based

on sites with a coverage greater than zero, for each type of good quality and poor

quality alignment are shown in Figures 6.5.7 and 6.5.8 respectively.
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Focusing on the percentage statistics for the Hamming distances in Table 6.5.4,

there are several two-tier prior distributions with the highest percentage of

observed Hamming distances of 0 for each type of good quality and poor quality

alignment. In particular, the EB two-tier prior distribution has the highest

percentage for the 10X poor quality alignment. Comparing these percentages to

those obtained in Section 5.4.3, this consensus sequence estimation method

generally produces slightly higher percentages, with the exception of the EB

two-tier prior distribution. For all alignments except for the 10X poor quality

alignment, the EB two-tier prior distribution produced smaller percentages than

those obtained using our EM algorithm approach.

Comparing these percentages to those obtained using the standard prior

distributions, all two-tier prior distributions except the EB two-tier prior

distribution have percentages greater than or equal to those obtained using the

standard prior distributions. This indicates higher accuracy when estimating the

consensus sequence for an alignment with low coverage using these particular

two-tier prior distributions. For the EB two-tier prior distribution, the percentages

are slightly lower for the 5X and 15X good and poor quality alignments.

A concern with placing more weight on the observed base in the reference genome

in the prior distribution, is that we ignore any mutations present in the true DNA

sequence. Through an analysis of the results, we discovered that all mutated sites

with coverage were all correctly estimated. Hence, using a two-tier prior

distribution does not ignore mutations in the DNA sequence when there is

coverage.
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Another concern with placing more weight on the observed base in the reference

genome in the prior distribution, is that we may introduce more errors in our

estimated consensus sequence, compared to the consensus sequence estimated

using the standard prior distributions. After analysing the results, there was no

evidence of the use of two-tier prior distributions introducing more errors in the

estimated consensus sequence. In some cases, there were less errors in the

consensus sequence estimated using the two-tier prior distributions, compared to

the consensus sequence estimated using the standard prior distributions.

We now analyse the histograms of the Hamming distances for each type of good

quality and poor quality alignment, shown in Figures 6.5.5 and 6.5.6 respectively.

For both the good quality and poor quality alignments, the range of observed

Hamming distances is between 0 and 2. As observed in the histograms

corresponding to both the good quality and poor quality alignments, the number of

times we observed a Hamming distance of 0 is smaller for the 5X good quality

alignments compared to the other good quality alignments. This is explained by

sites that contain sequencing errors and have low coverage are more likely to effect

the accuracy of consensus sequence estimation. The observed Hamming distances

greater than 0 are due to sequencing errors and low coverage.



Alignment EM Method Non-Informative EqualBase EqualBaseINDEL EB RefGenome RefGenomeINDEL GC GCINDEL

Good
quality 5X 88.000% 93.878% 93.878% 93.878% 78.889% 93.878% 93.878% 93.878% 93.878%
Good
quality 10X 95.000% 95.960% 95.960% 95.960% 91.837% 95.960% 95.960% 95.960% 95.960%
Good
quality 15X 99.000% 99.000% 99.000% 99.000% 96.000% 99.000% 99.000% 99.000% 99.000%
Good
quality 20X 98.000% 98.000% 98.000% 98.000% 97.000% 98.000% 98.000% 98.000% 98.000%

Poor
quality 5X 90.000% 90.816% 90.816% 90.816% 78.125% 91.837% 91.837% 90.816% 90.816%
Poor
quality 10X 94.000% 94.000% 94.000% 94.000% 95.000% 94.000% 94.000% 94.000% 94.000%
Poor
quality 15X 99.000% 99.000% 100.000% 100.000% 98.000% 100.000% 100.000% 100.000% 100.000%
Poor
quality 20X 98.000% 98.000% 98.000% 98.000% 97.000% 98.000% 98.000% 98.000% 98.000%

Table 6.5.4: Percentage statistics for the Hamming distances for each type of simulated alignment, based on sites with

coverage. The first column describes the quality of the alignment (good quality or poor quality). The second column

identifies the average coverage of the alignment (5X, 10X, 15X or 20X). The third column contains the percentage of times

we observed a Hamming distance of 0 for each type of alignment obtained in Chapter 5 for comparison. The remaining

columns contains the percentage of times we observed a Hamming distance of 0 between the estimated DNA sequence and

the true DNA sequence for each type of alignment, based only on sites with a coverage greater than zero, for each type of

two-tier prior distribution. The bold values indicate the largest value within each row, not including the EM Method.
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Figure 6.5.5: Histograms of the Hamming distances, based only on sites with a

coverage greater than zero, for each type of good quality alignment and each type

of two-tier prior distribution. The eight plots correspond to each type of two-tier

prior distribution. The x-axes represent the observed Hamming distances. The

y-axes represent the counts of each observed Hamming distance. The red bars

correspond to the 5X good quality alignments. The green bars correspond to the

10X good quality alignments. The blue bars correspond to the 15X good quality

alignments. The purple bars correspond to the 20X good quality alignments.
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Figure 6.5.6: Histograms of the Hamming distances, based only on sites with a

coverage greater than zero, for each type of poor quality alignment and each type of

two-tier prior distribution. The eight plots correspond to each type of two-tier prior

distribution. The x-axes represent the observed Hamming distances. The y-axes

represent the counts of each observed Hamming distance. The red bars correspond

to the 5X poor quality alignments. The green bars correspond to the 10X poor

quality alignments. The blue bars correspond to the 15X poor quality alignments.

The purple bars correspond to the 20X poor quality alignments.
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We now focus on the summary statistics for the sum of the entropies presented in

Table 6.5.5. As observed previously, the sum of the entropies are regularly larger

for the good quality alignments than for the poor quality alignments. The

Non-Informative two-tier prior distribution is the most suitable, in terms of the

estimated means and standard deviations, for all alignments except the 15X good

and poor quality alignments and the 20X poor quality alignment. Every two-tier

prior distribution except the EB two-tier prior distribution, produces the lowest

estimated mean for the 15X good quality alignment. For the 15X poor quality

alignment, the EqualBaseINDEL, RefGenome and GCINDEL two-tier prior

distributions have the lowest estimated means and standard deviations. For the

20X poor quality alignment, any two-tier prior distribution is suitable since all

estimated means and standard deviations are equal to zero. Comparing these

estimated means and standard deviations to those obtained using our EM

algorithm approach described in Section 5.3, all estimated means and standard

deviations are smaller than those obtained in Section 5.4.3. Hence, there is more

certainty in the consensus sequences estimated using our consensus sequence

estimation method described in Section 6.4, compared to the consensus sequences

estimated using an EM algorithm approach.

Looking at the side-by-side box-plots of the sum of the entropies for each two-tier

prior distribution in Figures 6.5.7 and 6.5.8, there are a number of outliers,

particularly in the box-plots corresponding to the 5X good and poor quality

alignments. This is a result of sequencing errors and low coverage causing an

increase in the uncertainty in consensus sequence estimation. This effect is

removed when we increase the coverage, as seen in the box-plots.
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For all two-tier prior distributions except the EB two-tier prior distribution, we

have smaller estimated means and standard deviations for the sum of entropies

than those obtained using the standard prior distributions, based on sites with a

coverage greater than zero. The estimated means and standard deviations for the

5X good and poor quality alignments using the EB two-tier prior distribution are

slightly higher than those obtained using the EB standard prior distribution. All

other alignments have smaller estimated means and standard deviations. Hence,

with the exception of the two-tier EB prior distribution, the consensus

distributions estimated using the two-tier prior distributions have less uncertainty

than those estimated using the standard prior distributions.



Alignment EM Method Non-Informative EqualBase EqualBaseINDEL EB RefGenome RefGenomeINDEL GC GCINDEL

Good
quality

5X 0.769 0.031 0.121 0.104 0.227 0.099 0.126 0.096 0.125

(0.574) (0.133) (0.324) (0.278) (0.432) (0.276) (0.339) (0.279) (0.322)

10X 0.307 0.005 0.015 0.010 0.027 0.009 0.013 0.009 0.014Good
quality

(0.259) (0.048) (0.111) (0.101) (0.143) (0.090) (0.094) (0.085) (0.106)

Good
quality

15X 0.202 0.000 0.000 0.000 0.021 0.000 0.000 0.000 0.000

(0.138) (0.000) (0.000) (0.000) (0.147) (0.000) (0.000) (0.000) (0.000)

20X 0.212 0.000 0.018 0.020 0.005 0.018 0.020 0.020 0.019Good
quality

(0.256) (0.000) (0.177) (0.196) (0.047) (0.179) (0.195) (0.197) (0.186)

Poor
quality

5X 0.892 0.020 0.022 0.036 0.292 0.032 0.036 0.032 0.035

(0.656) (0.123) (0.138) (0.170) (0.779) (0.148) (0.166) (0.166) (0.163)

10X 0.388 0.000 0.006 0.003 0.039 0.005 0.003 0.003 0.000Poor
quality

(0.353) (0.000) (0.040) (0.029) (0.167) (0.047) (0.029) (0.029) (0.000)

Poor
quality

15X 0.207 0.010 0.005 0.000 0.011 0.000 0.003 0.003 0.000

(0.166) (0.100) (0.047) (0.000) (0.086) (0.000) (0.029) (0.029) (0.000)

20X 0.163 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000Poor
quality

(0.149) (0.000) (0.000) (0.000) (0.000) (0.000) (0.000) (0.000) (0.000)

Table 6.5.5: Summary statistics for the sum of the entropies for each type of simulated alignment, based on sites with a

coverage greater than zero. The first column describes the quality of the alignment (good quality or poor quality). The

second column identifies the average coverage of the alignment (5X, 10X, 15X or 20X). The third column contains the

estimated mean and standard deviation for each type of alignment obtained in Chapter 5 for comparison. The remaining

columns contain the estimated mean and standard deviation of the sum of the entropies for each type of alignment, for each

type of two-tier prior distribution. Within each cell is the estimated mean of the sum of the entropies and the estimated

standard deviation in brackets. The bold values indicate the smallest value within each row, not including the EM Method.
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Figure 6.5.7: Side-by-side box-plots of the sum of entropies, based only on sites with

a coverage greater than zero, for each type of good quality alignment and each type of

two-tier prior distribution. The x-axis corresponds to the two-tier prior distributions

and for each two-tier prior distribution, there are four box-plots corresponding to

each type of good quality alignment. The y-axis represents the sum of the entropies,

based on sites with a coverage greater than zero. The red box-plots correspond to the

5X good quality alignments. The green box-plots correspond to the 10X good quality

alignments. The blue box-plots correspond to the 15X good quality alignments. The

purple box-plots correspond to the 20X good quality alignments.
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Figure 6.5.8: Side-by-side box-plots of the sum of entropies, based only on sites with

a coverage greater than zero, for each type of poor quality alignment and each type of

two-tier prior distribution. The x-axis corresponds to the two-tier prior distributions

and for each two-tier prior distribution, there are four box-plots corresponding to

each type of poor quality alignment. The y-axis represents the sum of the entropies,

based on sites with a coverage greater than zero. The red box-plots correspond

to the 5X poor quality alignments. The green box-plots correspond to the 10X

poor quality alignments. The blue box-plots correspond to the 15X poor quality

alignments. The purple box-plots correspond to the 20X poor quality alignments.
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All sites across the consensus sequence

Table 6.5.6 contains the percentage statistics for the Hamming distances between

the estimated DNA sequences and the true DNA sequence, based on all sites

across the estimated consensus sequence, for each type of simulated alignment.

Histograms of the observed Hamming distances, based on all sites across the

consensus sequence, for each type of good quality and poor quality alignment are

shown in Figures 6.5.9 and 6.5.10 respectively. Table 6.5.7 shows summary

statistics for the sum of the entropies, based on all sites across the consensus

sequence, for each estimated consensus sequence. Side-by-side box-plots of the sum

of entropies, based on all sites across the consensus sequence, for each type of good

quality and poor quality alignment are shown in Figures 6.5.11 and 6.5.12

respectively.

Based on the percentage statistics for the Hamming distances shown in

Table 6.5.6, the EqualBase two-tier prior distribution produces the highest

percentage of observed Hamming distances of 0 for the 5X good quality alignment.

For the 15X and 20X good quality alignments, the Non-Informative two-tier prior

distribution produces the highest percentage. The GC two-tier prior distribution

produces the highest percentage for the 5X poor quality alignment, whereas the

RefGenomeINDEL two-tier prior distribution produces the highest percentage for

the 10X poor quality alignment. Lastly, the EqualBaseINDEL two-tier prior

distribution produces the highest percentage for the 15X and 20X poor quality

alignments.
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Comparing these percentages to those obtained in Section 5.4.3, this consensus

sequence estimation method produces much larger percentages of observed

Hamming distances of 0. Also, the percentages of times we observed a Hamming

distance of 0 using the two-tier prior distributions for all alignments are much

larger than those obtained using the standard prior distributions. This confirms

that we have more accuracy in estimating the consensus sequence when we use a

reference genome more directly in the prior distribution for each site.

The true DNA sequence has mutations that are not present in the reference

genome, as discussed in Section 5.4.1. Hence, for sites with no coverage, it is likely

that we incorrectly estimate mutated sites using the two-tier prior distributions.

As mentioned previously, mutated sites with coverage were all correctly estimated.

However, mutated sites that did not have coverage were generally not correctly

estimated, as expected.

We now analyse the histograms of the Hamming distances for each type of good

quality and poor quality alignment, shown in Figures 6.5.9 and 6.5.10 respectively.

For all alignments, the range of observed Hamming distances is between 0 and 5.

For majority of the prior distributions, the number of times we observed a

Hamming distance of 0 is smaller for the 5X good quality and poor quality

alignments compared to the other good quality and poor quality alignments.

Outliers are common to all types of alignments, since we are considering all sites

along the estimated consensus sequence and sites with low coverage and

sequencing errors impair the accuracy of consensus sequence estimation.



Alignment EM Method Non-Informative EqualBase EqualBaseINDEL EB RefGenome RefGenomeINDEL GC GCINDEL

Good
quality 5X 0.000% 60.204% 63.265% 60.204% 4.444% 56.122% 60.204% 59.184% 51.020%
Good
quality 10X 1.000% 72.727% 77.778% 75.758% 22.449% 77.778% 77.778% 74.747% 77.778%
Good
quality 15X 1.000% 86.000% 83.000% 84.000% 25.000% 80.000% 84.000% 79.000% 82.000%
Good
quality 20X 2.000% 87.000% 84.000% 84.000% 33.000% 84.000% 79.000% 86.000% 85.000%

Poor
quality 5X 1.000% 57.143% 52.041% 54.082% 10.417% 57.143% 61.224% 61.224% 57.143%
Poor
quality 10X 0.000% 75.000% 76.000% 72.000% 30.000% 74.000% 77.000% 75.000% 75.000%
Poor
quality 15X 0.000% 85.000% 82.000% 87.000% 26.000% 85.000% 83.000% 85.000% 85.000%
Poor
quality 20X 2.000% 87.000% 89.000% 91.000% 46.000% 88.000% 90.000% 89.000% 89.000%

Table 6.5.6: Percentage statistics for the Hamming distances for each type of simulated alignment, based on all sites across

the consensus sequence. The first column describes the quality of the alignment (good quality or poor quality). The second

column identifies the average coverage of the alignment (5X, 10X, 15X or 20X). The third column contains the percentage

of times we observed a Hamming distance of 0 for each type of alignment obtained in Chapter 5 for comparison. The

remaining columns contains the percentage of times we observed a Hamming distance of 0 between the estimated DNA

sequence and the true DNA sequence for each type of alignment, based on all sites across the consensus sequence, for

each type of two-tier prior distribution. The bold values indicate the largest value within each row, not including the EM

Method.
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Figure 6.5.9: Histograms of the Hamming distances, based on all sites across the

consensus sequence, for each type of good quality alignment and each type of

two-tier prior distribution. The eight plots correspond to each type of two-tier prior

distribution. The x-axes represent the observed Hamming distances. The y-axes

represent the counts of each observed Hamming distance. The red bars correspond

to the 5X good quality alignments. The green bars correspond to the 10X good

quality alignments. The blue bars correspond to the 15X good quality alignments.

The purple bars correspond to the 20X good quality alignments.
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Figure 6.5.10: Histograms of the Hamming distances, based on all sites across

the consensus sequence, for each type of poor quality alignment and each type of

two-tier prior distribution. The eight plots correspond to each type of two-tier prior

distribution. The x-axes represent the observed Hamming distances. The y-axes

represent the counts of each observed Hamming distance. The red bars correspond

to the 5X poor quality alignments. The green bars correspond to the 10X poor

quality alignments. The blue bars correspond to the 15X poor quality alignments.

The purple bars correspond to the 20X poor quality alignments.
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Focusing on the sum of the entropies for all sites across the consensus sequence as

shown in Table 6.5.7, the EB two-tier prior distribution has the lowest estimated

mean and standard deviation for all alignments. Once again, the sum of the

entropies are regularly larger for the good quality alignments than for the poor

quality alignments. Compared to the values obtained using our EM algorithm

approach, these estimated means and standard deviations are much smaller. The

estimated means of the sum of the entropies using the two-tier prior distributions

are smaller than those obtained using the standard prior distributions. Once

again, this is due to using the reference genome more directly in the estimation of

the consensus sequence. These comparisons indicate there is more certainty in the

estimated consensus sequences when using a Gibbs sampling approach with the

two-tier prior distributions, compared to our other consensus sequence estimation

methods.

As discussed throughout this chapter, the less coverage we have, the more

uncertainty in our estimated consensus sequence. Hence, we see that the

inter-quartile ranges decrease as the average coverage increases, as shown in the

side-by-side box-plots of the sum of the entropies in Figures 6.5.11 and 6.5.12. For

each type of alignment, the EB two-tier prior distribution has the lowest

inter-quartile range. Overall, the consensus distributions estimated using the

two-tier prior distributions have less uncertainty than those estimated using the

standard prior distributions.



Alignment EM Method Non-Informative EqualBase EqualBaseINDEL EB RefGenome RefGenomeINDEL GC GCINDEL

Good
quality

5X 78.529 65.470 57.571 59.309 49.688 58.974 57.586 59.141 57.312

(49.204) (42.684) (37.076) (38.600) (33.309) (38.711) (37.450) (36.011) (37.535)

10X 36.611 30.179 27.129 27.021 23.120 27.213 27.052 27.272 26.525Good
quality

(30.038) (25.691) (23.399) (22.893) (20.605) (23.153) (23.353) (23.691) (22.704)

Good
quality

15X 26.248 21.210 18.821 19.066 15.893 19.106 18.830 18.884 18.886

(16.242) (13.631) (12.025) (11.953) (10.296) (12.206) (11.815) (12.024) (11.921)

20X 18.978 15.034 13.657 13.794 11.488 13.531 13.668 13.597 13.531Good
quality

(12.114) (9.732) (8.948) (8.914) (7.834) (8.939) (9.056) (8.957) (9.031)

Poor
quality

5X 70.515 58.058 52.495 52.467 45.023 52.486 52.471 52.472 52.521

(46.000) (39.752) (36.333) (35.903) (32.114) (36.395) (36.237) (36.060) (36.515)

10X 35.765 28.969 25.985 25.806 21.852 25.816 25.773 25.907 25.779Poor
quality

(25.189) (21.075) (19.032) (18.580) (16.151) (18.698) (18.717) (18.535) (18.878)

Poor
quality

15X 24.103 19.423 17.359 17.482 14.562 17.273 17.328 17.366 17.237

(16.726) (13.886) (12.406) (12.588) (10.369) (12.578) (12.498) (12.615) (12.418)

20X 18.976 15.182 13.602 13.495 11.503 13.669 13.420 13.600 13.563Poor
quality

(13.772) (11.242) (10.144) (9.939) (8.683) (10.099) (9.991) (10.163) (10.178)

Table 6.5.7: Summary statistics for the sum of the entropies for each type of simulated alignment, based on all sites across

the consensus sequence. The first column describes the quality of the alignment (good quality or poor quality). The second

column identifies the average coverage of the alignment (5X, 10X, 15X or 20X). The third column contains the estimated

mean and standard deviation for each type of alignment obtained in Chapter 5 for comparison. The remaining columns

contain the estimated mean and standard deviation of the sum of the entropies for each type of alignment, for each type of

two-tier prior distribution. Within each cell is the estimated mean of the sum of the entropies and the estimated standard

deviation in brackets. The bold values indicate the smallest value within each row, not including the EM Method.
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Figure 6.5.11: Side-by-side box-plots of the sum of entropies, based on all sites across

the consensus sequence, for each type of good quality alignment and each type of

two-tier prior distribution. The x-axis corresponds to the two-tier prior distributions

and for each two-tier prior distribution, there are four box-plots corresponding to

each type of good quality alignment. The y-axis represents the sum of the entropies,

based on all sites across the consensus sequence. The red box-plots correspond to the

5X good quality alignments. The green box-plots correspond to the 10X good quality

alignments. The blue box-plots correspond to the 15X good quality alignments. The

purple box-plots correspond to the 20X good quality alignments.
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Figure 6.5.12: Side-by-side box-plots of the sum of entropies, based on all sites across

the consensus sequence, for each type of poor quality alignment and each type of

two-tier prior distribution. The x-axis corresponds to the two-tier prior distributions

and for each two-tier prior distribution, there are four box-plots corresponding to

each type of poor quality alignment. The y-axis represents the sum of the entropies,

based on all sites across the consensus sequence. The red box-plots correspond to the

5X poor quality alignments. The green box-plots correspond to the 10X poor quality

alignments. The blue box-plots correspond to the 15X poor quality alignments. The

purple box-plots correspond to the 20X poor quality alignments.
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Table 6.5.8 contains the computational times (hours:minutes:seconds) for each

type of two-tier prior distribution, using 100 simulated alignments, which were

obtained using a Lenovo NeXtScale system, consisting of 1 node and 2 cores of an

Intel R⃝ 2.3 GHz Xeon E5-2698v3 node with 4GB of RAM. The computational

times for each two-tier prior distribution are roughly similar, with the exception of

the RefGenome and RefGenomeINDEL two-tier prior distributions which took

slightly longer to run.

Two-tier prior distribution Computational time

Non-Informative (17:56:35)

EqualBase (20:27:04)

EqualBaseINDEL (24:38:02)

EB (18:31:05)

RefGenome (33:19:15)

RefGenomeINDEL (41:12:33)

GC (21:06:08)

GCINDEL (24:49:52)

Table 6.5.8: Computational times for each type of two-tier prior distribution

using our consensus sequence estimation method presented in Section 6.4. The

computational times are in the form (hours:minutes:seconds).
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6.6 Summary

In this chapter, we used a Gibbs sampling approach to estimate the consensus

sequence using all alignment and quality data. Our consensus sequence estimation

method based on Gibbs sampling gives more informative estimates of sites with

low coverage or poor quality data, compared to the methods presented in Chapter

5. This is achieved by using the information in the alignment matrix and the

quality data, as well as information relating to the species of interest. Through

analysing the results, the sum of the entropies are regularly larger for the good

quality alignments than for the poor quality alignments. This is unexpected and

warrants further investigation, but is beyond the scope of this thesis.

It is clear that the two-tier prior distributions provide the most accurate estimates

of the consensus sequence for all sites along the consensus sequence, based on the

results presented in this chapter. In particular, the EB two-tier prior distribution

or the two-tier prior distributions that use the reference genome or the GC content

are most suitable. If the reference genome was inaccessible, estimates of sites

without coverage are less reliable. In this case, we suggest using the GC and

GCINDEL standard prior distributions to estimate sites across the consensus

sequence with coverage. If both the reference genome and GC content of the

species are inaccessible, we recommend using the EB standard prior distribution to

estimate sites along the consensus sequence with coverage.
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A particular feature of this consensus sequence estimation method is the option of

using a reference genome to estimate bases for sites with no coverage. This is an

advantage over existing consensus sequence estimation methods, that currently

return missing bases at sites with no coverage, low coverage or poor quality data.

Our consensus sequence estimation method also allows for missing bases in the

alignment matrix, therefore we do not need to remove the affected reads from the

alignment prior to consensus sequence estimation.

Our consensus sequence estimation method developed in this chapter works well

for undamaged DNA sequence alignment data, although it may not accurately

estimate the consensus sequence for DNA sequence alignments that contain ancient

DNA damage. Ancient DNA is often damaged by biological processes that degrade

the DNA, causing incorrect bases to appear in reads and shorter DNA fragments.

In Chapter 7, we improve this method by considering cytosine deamination rates

when estimating the sequencing error probabilities and the consensus sequence.



Chapter 7

Consensus sequence estimation

taking into account cytosine

deamination

The main type of deamination that occurs in ancient DNA is cytosine

deamination, resulting in sites across the alignment matrix containing mixtures of

Cs and Ts (or Gs and As) with similar base qualities [6]. In this chapter, we

improve our consensus sequence estimation method presented in Section 6.4 by

taking cytosine deamination into consideration, when estimating the sequencing

error probabilities and the consensus sequence. We then assess the accuracy of the

improved consensus sequence estimation method using simulated ancient DNA

alignment data generated using gargammel [39].

212
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7.1 Identifying sites that have undergone

cytosine deamination

We can identify sites along the DNA sequence that have undergone cytosine

deamination by examining the alignment matrix, X, and the base quality matrix,

Q. Sites that have undergone cytosine deamination will have mixtures of Cs and

Ts (or Gs and As) and reasonably high base qualities, as the base mutated within

the cell before extraction. Hence, substitutions due to cytosine deamination are

not actual sequencing errors. Based on an analysis of several ancient DNA

sequence data sets with evidence of cytosine deamination, sites damaged by

cytosine deamination generally had base qualities above 30. Sequencing errors

tend to have lower base qualities, which is how we can identify sites that have

been damaged by cytosine deamination. In summary, we are looking for sites that

have the following properties.

• Sites in the alignment matrix that have a mixture of Cs and Ts (or Gs and

As) due to cytosine deamination (refer to Section 2.5.1).

• Reasonably high base qualities (greater than 30) corresponding to sites with

a mixture of Cs and Ts (or Gs and As).

For example, consider the alignment matrix and base quality matrix shown in

Figure 7.1.1. Site 3 in the alignment matrix has a mixture of Cs and Ts, where

each of these bases have base qualities greater than 30. Site 17 in the alignment

matrix has a mixture of As and Gs with associated base qualities greater than 30.

So the set of sites damaged by cytosine deamination is C = {3, 17}.
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(a) Example of an alignment.

(b) Associated base quality matrix.

Figure 7.1.1: Example of a DNA sequence data set with cytosine deamination.

Figure 7.1.1a shows an alignment, where sites 3 and 17 (highlighted in red) along

the DNA sequence have been damaged by cytosine deamination. Figure 7.1.1b

shows the associated base quality matrix.
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7.2 Estimating the probability of substitution due

to cytosine deamination

We estimate the probability of substitution due to cytosine deamination using

mapDamage 2.0 [23]. In particular, we are interested in estimating

pCT (r) and pGA(r),

where pCT (r) is the probability of a C to T substitution at the rth position along

a read due to cytosine deamination, and pGA(r) is the probability of a G to A

substitution at the rth position along a read due to cytosine deamination. Refer to

Section 2.6.1 for a discussion of mapDamage 2.0.

7.3 Consensus sequence estimation

In this section, we improve our consensus sequence estimation method presented in

Section 6.4 by using the cytosine deamination rates estimated using mapDamage

2.0. As before, let Sj be the random variable representing the base at site

j = 1, 2, . . . , n along the consensus sequence. Therefore, denote the true consensus

sequence by S = S1S2...Sn, where Sj ∈ A = {A,C,G, T,−} is the true base at

position j = 1, 2, . . . , n along the true consensus sequence. Let Ŝ represent the

estimated consensus sequence, where Ŝj is the estimated base at site j along the

estimated consensus sequence and Ŝj ∈ A. We also define the length of the

consensus sequence to be n.

As before, the elements of the aligned reads take values in the set

B = {A,C,G, T,−, N}, where − denotes an INDEL in the alignment and N

denotes a missing base or an ambiguous base. The alignment matrix is denoted by

an m by n matrix X, where m is the number of reads and n is the length of the

consensus sequence. Hence, the elements of the alignment matrix are contained in
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the set B ∪ {ϕ}, where ϕ represents positions that were not aligned beyond the

length of a read. Note that this alignment matrix only contains reads that are

orientated in the forward direction. If there are reverse reads in the data, we take

the complement of those reads and include them in the alignment matrix in that

form.

Let Q denote the base quality matrix, where Qi,j is the base quality of the base in

read i and column j. Also, let W denote the mapping quality vector, where Wi is

the mapping quality of read i. As before, throughout this chapter we assume the

base qualities and mapping qualities take values in the set D = {0, 1, 2, . . . , qmax},

where qmax is the maximum quality (qmax = 62 for Illumina versions 1.3 to 1.7 and

qmax = 93 for Illumina versions 1.8 onwards) [11]. Note that elements − and N in

the alignment matrix do not have base qualities however, the elements − and N

have associated mapping qualities if contained within a read. Also, the element ϕ

does not have a base quality or an associated mapping quality.

The assumptions in this consensus sequence estimation method are similar to the

assumptions presented in Section 6.4 and are given below.

• There is only one true DNA sequence, so we are only considering a single

individual and not a population.

• All reads are equally reliable.

• Sequencing errors are independent of their local context, i.e., we assume the

sequencing error of a particular base is independent of neighbouring bases.

• Sequencing error probabilities are constant across the entire sequence.

• The base composition of the sequence is independent of both adjacent bases

and over large regions.
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Let P(Sj) = (P (Sj = aj), aj ∈ A). Assuming independence of sites, recall that the

prior distribution of S is defined as

P (S = a) =
n∏

j=1

P (Sj = aj), for all a ∈ An,

where P(Sj) follows the Dirichlet distribution with hyper-parameters ρA, ρC , ρG, ρT

and ρ−,

P(Sj) ∼ Dir(ρA, ρC , ρG, ρT , ρ−), a ∈ A,

for j = 1, 2, . . . , n. The choice of the hyper-parameters follows the discussion

presented in Section 6.4.2.

The posterior distribution is defined as

P (S|X, θ) ∝ P (Sj = aj)
m∏
i=1

P (Xi,j|Sj,Θ),

where P (Xi,j|Sj,Θ) is defined slightly differently to the sequencing error

probabilities defined in Section 6.4. Let ϵi,j be the probability that the base at the

(i, j)th position in the alignment matrix was called incorrectly. Then the

sequencing error matrix, Θ, has entries

[Θ]a,b|q,w = (1− ϵi,j)Pcyto dam(Xi,j = b|Sj = a)

+ ϵi,jPseq error(Xi,j = b|Sj = a,Qi,j = q,Wi = w),

for a ∈ A, b ∈ B, q ∈ D, w ∈ D, i = 1, 2, . . . ,m and j = 1, 2, . . . , n.
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Using the position in the alignment matrix, (i, j), we estimate the sequencing error

due to cytosine deamination at the rth position along a read as

Pcyto dam(Xi,j = b|Sj = a) =


pCT (r), if b = T, a = C,

pGA(r), if b = A, a = G,

0, otherwise.

As seen in Section 6.4, the standard sequencing error probabilities are defined as

Pseq error(Xi,j = b|Sj = a,Qi,j = q,Wi = w) = θa,b|q,w, a ∈ A, b ∈ B, q ∈ D, w ∈ D,

independent of i and j, where θa,b|q,w is the sequencing error probability estimated

from the posterior distribution

[θ]a,•|q,w |X,S ∼ Dir(α∗
a,A, α

∗
a,C , α

∗
a,G, α

∗
a,T , α

∗
a,−, α

∗
a,N), a ∈ A, b ∈ B, q ∈ D, w ∈ D,

and the α∗
a,b = αa,b + ta,b for a ∈ A and b ∈ B are defined as presented in Section

6.4.

We then use the Gibbs sampling algorithm to generate a sequence of observations

Θ(1),Θ(2), . . . ,Θ(k), . . ., and S(1),S(2), . . . ,S(k), . . ., such that

Θ(k) ∼ P (Θ|X,S(k−1)),

S(k) ∼ P (S|X,Θ(k)).
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Similar to before, we perform each iteration l times, such that as l → ∞ our

approximations become closer to the stationary distribution. We then obtain

estimates Θ(l) and S(l) which we denote as Θ
(l)
1 and S

(l)
1 . Repeating this process N

times, we obtain the following samples.

Θ
(l)
1 ,Θ

(l)
2 , . . . ,Θ

(l)
N ,

S
(l)
1 ,S

(l)
2 , . . . ,S

(l)
N .

Using these samples, we estimate the final estimate of the consensus sequence

following the same method presented in Section 6.4.

7.4 Simulated ancient DNA data sets

In this section, we discuss the simulation of the ancient DNA sequence data sets we

used to assess the accuracy of our improved consensus sequence estimation method.

The reads associated with each simulated ancient DNA sequence were simulated

using an ancient DNA sequence simulator, gargammel that simulates ancient DNA

damage as well as sequencing errors [39]. The reads were then aligned to a reference

genome using the BWA algorithm [29].
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7.4.1 gargammel

gargammel is an ancient DNA sequence simulator that uses three reference

genomes representing the microbial fraction, the endogenous fraction, and the

present-day human contamination, to generate the target DNA sequence. In

addition to simulating ancient DNA damage, gargammel also simulates base

misincorporations due to DNA damage, sequencing bias against GC-rich fragments

in the genome, and also sequencing errors introduced by the DNA sequencing

platform.

Figure 7.4.1 shows a flowchart of how gargammel simulates ancient DNA. First,

we simulated three reference sequences using the ms2chromosomes.py code in

gargammel. gargammel then generates a number of DNA fragments from each

reference genome, based on the desired number of DNA fragments or the required

endogenous coverage. gargammel then adds ancient DNA damage to the DNA

fragments using either the ancient DNA damage model presented in the work by

Briggs et al. [6], or a user-defined matrix of position-specific misincorporation rates

that can be estimated using mapDamage 2.0 [23]. gargammel then adds adapters

to the ends of the DNA fragments before adding sequencing errors and base

qualities to each DNA fragment. The sequencing error probabilities and base

qualities for each DNA fragment are generated using built-in error profiles and

base quality profiles for Next-Generation DNA sequences. gargammel then writes

the reads and associated base qualities to a FASTQ file.
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7.4.2 Simulated ancient DNA alignment data

To assess the accuracy of the improved consensus sequence estimation method,

we simulated ancient DNA sequences using gargammel as follows. First, we used

the ms2chromosomes.py code in gargammel to simulate two lineages that coalesce

after 0.2 units of coalescence. The first lineage represents the endogenous ancient

human and the second lineage represents the present-day human contaminant. The

ms2chromosomes.py code also simulates a reference genome of length 1000 base

pairs according to the distribution

(pA, pC , pG, pT ) ∼
(
1

4
,
1

4
,
1

4
,
1

4

)
,

where pa is the proportion of base a ∈ {A,C,G, T} in the reference genome.

Similar to Chapters 5 and 6, we simulated eight types of alignments, four of which

have reasonably high base qualities (around 36) and the other four alignments

have low base qualities (around 26). In both cases, the four alignments have

average coverages of 5, 10, 15 and 20 respectively. Throughout this chapter, we

denote an alignment with an average coverage of dX as the ‘‘dX alignment”, where

d = 5, 10, 15 and 20.

The input data and settings used for the good quality ancient DNA sequence

alignments are as follows.

• Composition of the final set : (0, 0, 1) (100% endogenous)

• Sequencing error profile: HiSeq 2500 sequencing platform.

• Single end or paired end reads : Single end sequencing.

• Read length: 100 bases.

• Coverage: average coverage of 5, 10, 15 or 20.
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• Damage parameters (Briggs model): (0.03,0.4,0.02,0.4) (nick frequency, length

of overhangs, probability of deamination in double-stranded DNA, probability

of deamination in single-stranded DNA).

• Insertion error rate: 0.00009 (default).

• Deletion error rate: 0.00011 (default).

The choice of the damage parameters, (0.03, 0.4, 0.02, 0.4) is based on the work

completed by Briggs et al. [6]. The input data and settings used for the poor

quality ancient DNA sequence alignments are the same as the settings used for the

good quality ancient DNA sequence alignments, except we have a base quality

shift of -10 meaning that the error rate will be 10 times the default error profile.

In this chapter, we only display the coverage, quality, and ancient DNA damage

profile plots for examples of the 20X good quality and 20X poor quality ancient

DNA alignments. The reader is referred to Appendix D for a discussion of

examples of the 5X, 10X, and 15X good and poor quality ancient DNA alignments

with ancient DNA damage.
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20X good quality ancient DNA alignment

Plots describing the coverage, average base quality, and average mapping quality of

an example of a 20X good quality ancient DNA alignment are given in

Figure 7.4.2. Looking at Figure 7.4.2a, we notice that all sites apart from the ends

of the reference genome have coverages greater than zero. Figure 7.4.2b shows this

data set has good average base qualities with variations in average base quality due

to sequencing errors. The reads in this data set map well to the reference genome,

as seen in Figure 7.4.2c.

Figure 7.4.3 shows the ancient DNA damage profile, produced using mapDamage

2.0. Refer to Section 2.6 for a discussion on fragmentation and base substitution

plots produced using mapDamage 2.0. We expect an excess of adenine residues

and guanine residues before strand breaks in ancient DNA samples, as discussed in

Sections 2.5 and 2.6. Looking at the guanine residue plot, there is a slight excess

of guanine residues before strand breaks however, adenine residues are slightly

depressed. Looking at the plots in the lower left and right corners of Figure 7.4.3,

there is evidence of cytosine deamination in this alignment. In particular, the rates

of C to T substitutions start at 0.1379 at the first position and then slowly

decrease thereafter. The rates of G to A substitutions are slightly lower, starting

at 0.1200 at the first position of a read and then slowly decrease thereafter.
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(a) (b)

(c)

Figure 7.4.2: Analysis of an example of a 20X good quality ancient DNA alignment.

Figure 7.4.2a shows the coverage plot, where the x-axis corresponds to the sites

along the reference genome and the y-axis represents the number of reads covering

each site. Figure 7.4.2b plots the average base quality at each site in the alignment

matrix, where the x-axis corresponds to the columns along the alignment matrix

and the y-axis represents the average base quality. Figure 7.4.2c plots the average

mapping quality at each site in the alignment matrix, where the x-axis corresponds

to the columns along the alignment matrix and the y-axis represents the average

mapping quality.
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Figure 7.4.3: Ancient DNA damage profile of the 20X good quality ancient DNA

alignment, produced using mapDamage 2.0. The four upper plots show the base

frequencies inside and outside of reads, where the open grey box corresponds to

a read. The two lower plots show the position specific substitutions from the 5′

end (left) and the 3′ end (right) of a read. The red line corresponds to C to T

substitutions, the blue line corresponds to G to A substitutions, and the faded lines

represent other types of substitutions.
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20X poor quality ancient DNA alignment

Plots describing the coverage, average base quality, and average mapping quality of

an example of a 20X poor quality ancient DNA alignment are given in

Figure 7.4.4. Looking at Figure 7.4.4a, we notice that all sites apart from the ends

of the reference genome have coverages greater than zero. Figure 7.4.4b shows that

the majority of the average base qualities are around 26, with variations in the

average base quality due to sequencing errors. The reads in this data set map well

to the reference genome as seen in Figure 7.4.4c.

Figure 7.4.5 shows the ancient DNA damage profile, produced using mapDamage

2.0. Typically with ancient DNA, we expect an excess of adenine residues and

guanine residues before strand breaks however, this is not evident in this alignment

since our fragmentation rates are low and there is a high amount of coverage in this

alignment. Looking at the plots in the lower left and right corners of Figure 7.4.5,

there is evidence of cytosine deamination in this alignment. In particular, the rates

of C to T substitutions start at 0.1346 and then slowly decrease thereafter. The

rates of G to A substitutions start at 0.1455 and then slowly decrease thereafter.
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(a) (b)

(c)

Figure 7.4.4: Analysis of an example of a 20X poor quality ancient DNA alignment.

Figure 7.4.4a shows the coverage plot, where the x-axis corresponds to the sites

along the reference genome and the y-axis represents the number of reads covering

each site. Figure 7.4.4b plots the average base quality at each site in the alignment

matrix, where the x-axis corresponds to the columns along the alignment matrix

and the y-axis represents the average base quality. Figure 7.4.4c plots the average

mapping quality at each site in the alignment matrix, where the x-axis corresponds

to the columns along the alignment matrix and the y-axis represents the average

mapping quality.
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Figure 7.4.5: Ancient DNA damage profile of the 20X poor quality ancient DNA

alignment, produced using mapDamage 2.0. The four upper plots show the base

frequencies inside and outside of reads, where the open grey box corresponds to

a read. The two lower plots show the position specific substitutions from the 5′

end (left) and the 3′ end (right) of a read. The red line corresponds to C to T

substitutions, the blue line corresponds to G to A substitutions, and the faded lines

represent other types of substitutions.
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7.5 Application

In this section, we assess the accuracy of our consensus sequence estimation

method presented in Section 7.3 using the simulated ancient DNA alignment data

presented in Section 7.4. We estimated the consensus sequence for each simulated

ancient DNA alignment using our consensus sequence estimation method, and then

compared the estimated DNA sequences to the true DNA sequence. In particular,

we estimated the consensus sequence for 100 simulated ancient DNA alignments of

each type of alignment. Since there are several prior distributions in our consensus

sequence estimation method, we estimated the consensus sequence using each prior

distribution based on each alignment. We then compared the associated estimated

DNA sequences to the true DNA sequence. To assess the accuracy of our consensus

sequence estimation method, we use the Hamming distance metric and the entropy

at each site along the estimated consensus sequence as described in Section 5.4.2.

7.5.1 Results and discussion for the standard prior

distributions

In this section, we present the results on estimating the consensus sequence, using

each type of standard prior distribution, for each simulated ancient DNA

alignment. For sites with no coverage along the consensus sequence, this consensus

sequence estimation method can give estimates at such sites however, there is no

reliable information at these sites. In this section we present the results based only

on sites with a coverage greater than zero. The reader is referred to Appendix E

for a discussion on the results based on all sites along the consensus sequence.
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Sites with coverage

Table 7.5.1 shows the percentage statistics for the Hamming distances between the

estimated DNA sequences and the true DNA sequence, based only on sites with a

coverage greater than zero, for each type of alignment. Histograms of the

Hamming distances for each type of good quality and poor quality ancient DNA

alignment, based on sites with a coverage greater than zero, are shown in

Figures 7.5.1 and 7.5.2 respectively. Table 7.5.2 contains the summary statistics for

the sum of the entropies for each estimated consensus sequence, based on sites with

a coverage greater than zero. Side-by-side box-plots of the sum of entropies, based

on sites with a coverage greater than zero, for each type of good quality and poor

quality ancient DNA alignment are shown in Figures 7.5.3 and 7.5.4 respectively.

Looking at the percentages of times we observed a Hamming distance of 0 in

Table 7.5.1, the standard prior distributions with the highest percentages tend to

be the Non-Informative, EqualBaseINDEL, RefGenomeINDEL, GC, and

GCINDEL standard prior distributions. In particular, the Non-Informative

standard prior distribution has the highest percentages for the 5X and 10X good

quality ancient DNA alignments. The EqualBaseINDEL standard prior

distribution gives the highest percentage for the 15X good quality and poor quality

ancient DNA alignments. The RefGenomeINDEL standard prior distribution gives

the highest percentage for the 10X poor quality ancient DNA alignment. For the

5X good quality and 20X poor quality ancient DNA alignments, the GC standard

prior distribution has the highest percentage. Lastly, the GCINDEL produces the

highest percentage for the 20X good quality ancient DNA alignment.
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We now consider the histograms of the Hamming distances for each type of good

quality and poor quality ancient DNA alignment, shown in Figures 7.5.1 and 7.5.2

respectively. In the results from these simulations, the observed Hamming

distances range from 0 to 5. The majority of the Hamming distances are zero for

the good quality ancient DNA alignments as well as the 10X, 15X, and 20X poor

quality ancient DNA alignments. Whereas, the Hamming distances are slightly

higher for the 5X poor quality ancient DNA alignments. This is a result of

sequencing errors and low coverages.

For each simulated ancient DNA alignment, we identified the sites that were

damaged by cytosine deamination using the properties described in Section 7.1.

Through an analysis of each estimated consensus sequence, we confirmed that our

consensus sequence estimation method correctly estimated each site along the

DNA sequence that was damaged by cytosine deamination, that had coverage. It

was also confirmed that all mutated sites in the DNA sequence with coverage were

correctly estimated.

This consensus sequence estimation method is designed for ancient DNA sequence

data sets, or DNA sequence data sets that have been damaged by cytosine

deamination. We also estimated the consensus sequence for each of the simulated

ancient DNA alignments described in Section 5.4.1 using our consensus sequence

estimation method developed in Section 7.3. Through an analysis of the results,

based only on sites with coverage, there were no differences between the bases

estimated using the method presented in Section 6.4 and the method described in

Section 7.3. Therefore, using this consensus sequence estimation method on DNA

sequence data sets without DNA damage does not impair the estimation of the

consensus sequence.



Alignment Non-Informative EqualBase EqualBaseINDEL EB RefGenome RefGenomeINDEL GC GCINDEL

Good
quality 5X 59.794% 57.000% 56.000% 49.495% 52.500% 51.429% 52.857% 52.857%
Good
quality 10X 70.408% 70.000% 70.000% 68.000% 67.500% 68.571% 70.000% 70.000%
Good
quality 15X 69.697% 67.000% 71.000% 68.000% 65.000% 65.714% 65.714% 64.286%
Good
quality 20X 68.000% 69.000% 69.000% 66.000% 72.500% 71.429% 71.429% 74.286%

Poor
quality 5X 7.778% 6.522% 8.791% 10.227% 12.329% 13.636% 19.048% 14.516%
Poor
quality 10X 40.404% 43.000% 43.000% 43.000% 42.500% 44.286% 40.000% 40.000%
Poor
quality 15X 50.505% 48.000% 51.000% 48.000% 47.500% 47.143% 48.571% 48.571%
Poor
quality 20X 59.184% 56.000% 56.000% 56.000% 55.000% 60.000% 61.429% 58.571%

Table 7.5.1: Percentage statistics for the Hamming distances for each type of simulated ancient DNA alignment, based

on sites with coverage. The first column describes the quality of the alignment (good quality or poor quality). The

second column identifies the average coverage of the alignment (5X, 10X, 15X or 20X). The remaining columns contains

the percentage of times we observed a Hamming distance of 0 between the estimated DNA sequence and the true DNA

sequence for each type of alignment, based only on sites with a coverage greater than zero, for each type of standard prior

distribution. The bold values indicate the largest value within each row.
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Figure 7.5.1: Histograms of the Hamming distances, based only on sites with a

coverage greater than zero, for each type of good quality ancient DNA alignment

and each type of standard prior distribution. The eight plots correspond to each

type of standard prior distribution. The x-axes represent the observed Hamming

distances. The y-axes represent the counts of each observed Hamming distance.

The red bars correspond to the 5X good quality ancient DNA alignments. The

green bars correspond to the 10X good quality ancient DNA alignments. The blue

bars correspond to the 15X good quality ancient DNA alignments. The purple bars

correspond to the 20X good quality ancient DNA alignments.
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Figure 7.5.2: Histograms of the Hamming distances, based only on sites with a

coverage greater than zero, for each type of poor quality ancient DNA alignment

and each type of standard prior distribution. The eight plots correspond to each

type of standard prior distribution. The x-axes represent the observed Hamming

distances. The y-axes represent the counts of each observed Hamming distance.

The red bars correspond to the 5X poor quality ancient DNA alignments. The

green bars correspond to the 10X poor quality ancient DNA alignments. The blue

bars correspond to the 15X poor quality ancient DNA alignments. The purple bars

correspond to the 20X poor quality ancient DNA alignments.
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We now review the summary statistics for the sum of the entropies presented in

Table 7.5.2. For the 5X and 15X good quality ancient DNA alignments, the EB

standard prior distribution has the lowest estimated mean. For the 10X and 20X

good quality ancient DNA alignments, the RefGenome standard prior distribution

has the lowest estimated mean. The RefGenomeINDEL standard prior distribution

has the lowest estimated mean for the 5X, 10X, and 15X poor quality ancient

DNA alignments. Whereas, the EB standard prior distribution has the lowest

estimated mean for the 20X poor quality ancient DNA alignment.

Note that the sum of the entropies are regularly smaller for the good quality

alignments than for the poor quality alignments, with the exception of the 15X

good quality alignment. This is unexpected and warrants further investigation, but

is beyond the scope of this thesis.
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Looking at the side-by-side box-plots of the sum of the entropies for each standard

prior distribution in Figures 7.5.3 and 7.5.4, the inter-quartile ranges in the

box-plots corresponding to the 5X good quality and poor quality ancient DNA

alignments are larger than the box-plots corresponding to the other alignments.

The are a number of outliers across all box-plots corresponding to the good quality

ancient DNA alignments, due to sequencing errors and low coverage. For the poor

quality ancient DNA alignments, the inter-quartile ranges tend to decrease as the

average coverage of the alignment increases. Also, outliers are common to all

box-plots corresponding to the poor quality ancient DNA alignments, which is due

to sequencing errors and low coverage.



Alignment Non-Informative EqualBase EqualBaseINDEL EB RefGenome RefGenomeINDEL GC GCINDEL

Good
quality

5X 1.344 1.244 1.208 1.105 1.112 1.137 1.197 1.257

(1.474) (1.283) (1.285) (1.138) (1.064) (1.048) (1.113) (1.163)

10X 0.600 0.521 0.492 0.432 0.385 0.398 0.418 0.426Good
quality

(0.963) (0.833) (0.834) (0.677) (0.622) (0.610) (0.680) (0.713)

Good
quality

15X 0.637 0.572 0.562 0.419 0.466 0.520 0.554 0.563

(1.046) (0.933) (0.929) (0.667) (0.712) (0.782) (0.880) (0.904)

20X 0.548 0.492 0.486 0.362 0.350 0.399 0.434 0.432Good
quality

(1.158) (1.014) (1.006) (0.811) (0.825) (0.883) (0.963) (0.958)

Poor
quality

5X 3.360 3.266 3.243 2.950 2.795 2.738 2.939 2.970

(2.541) (2.460) (2.450) (2.244) (2.205) (2.203) (2.287) (2.287)

10X 0.880 0.790 0.798 0.726 0.722 0.718 0.779 0.762Poor
quality

(1.017) (0.945) (0.928) (0.853) (0.835) (0.847) (0.852) (0.836)

Poor
quality

15X 0.553 0.506 0.500 0.434 0.441 0.432 0.433 0.461

(0.952) (0.826) (0.818) (0.725) (0.754) (0.765) (0.751) (0.799)

20X 0.679 0.524 0.541 0.443 0.495 0.485 0.516 0.526Poor
quality

(1.179) (0.869) (0.881) (0.712) (0.789) (0.759) (0.840) (0.856)

Table 7.5.2: Summary statistics for the sum of the entropies for each type of simulated ancient DNA alignment, based

on sites with a coverage greater than zero. The first column describes the quality of the alignment (good quality or poor

quality). The second column identifies the average coverage of the alignment (5X, 10X, 15X, or 20X). The remaining

columns contain the estimated mean and standard deviation of the sum of the entropies for each type of alignment, for each

type of standard prior distribution. Within each cell is the estimated mean of the sum of the entropies and the estimated

standard deviation in brackets. The bold values indicate the smallest value within each row.
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Figure 7.5.3: Side-by-side box-plots of the sum of entropies, based only on sites with

a coverage greater than zero, for each type of good quality ancient DNA alignment

and each type of standard prior distribution. The x-axis corresponds to the standard

prior distributions and for each standard prior distribution, there are four box-plots

corresponding to each type of good quality ancient DNA alignment. The y-axis

represents the sum of the entropies, based on sites with a coverage greater than zero.

The red box-plots correspond to the 5X good quality ancient DNA alignments. The

green box-plots correspond to the 10X good quality ancient DNA alignments. The

blue box-plots correspond to the 15X good quality ancient DNA alignments. The

purple box-plots correspond to the 20X good quality ancient DNA alignments.
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Figure 7.5.4: Side-by-side box-plots of the sum of entropies, based only on sites with

a coverage greater than zero, for each type of poor quality ancient DNA alignment

and each type of standard prior distribution. The x-axis corresponds to the standard

prior distributions and for each standard prior distribution, there are four box-plots

corresponding to each type of poor quality ancient DNA alignment. The y-axis

represents the sum of the entropies, based on sites with a coverage greater than zero.

The red box-plots correspond to the 5X poor quality ancient DNA alignments. The

green box-plots correspond to the 10X poor quality ancient DNA alignments. The

blue box-plots correspond to the 15X poor quality ancient DNA alignments. The

purple box-plots correspond to the 20X poor quality ancient DNA alignments.
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Table 7.5.3 contains the computational times (hours:minutes:seconds) for each

type of standard prior distribution, using 100 simulated ancient DNA alignments,

which were obtained using a Lenovo NeXtScale system, consisting of 1 node and 2

cores of an Intel R⃝ 2.3 GHz Xeon E5-2698v3 node with 4GB of RAM. The

computation times for the standard prior distributions that end in ‘‘INDEL” tend

to run a little longer than the other standard prior distributions.

Standard prior distribution Computational time

Non-Informative (34:13:02)

EqualBase (32:45:35)

EqualBaseINDEL (37:59:43)

EB (25:07:02)

RefGenome (35:06:54)

RefGenomeINDEL (37:50:06)

GC (32:22:59)

GCINDEL (35:10:17)

Table 7.5.3: Computational times for each type of standard prior distribution

using our consensus sequence estimation method presented in Section 7.3. The

computational times are in the form (hours:minutes:seconds).
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7.5.2 Results and discussion for the two-tier prior

distributions

In this section, we present the results on estimating the consensus sequence, using

each type of two-tier prior distribution, for each simulated ancient DNA

alignment. The first part of this section focuses on the results based only on sites

with a coverage greater than zero. The second part of this section focuses on the

results based on all sites across the consensus sequence.

Sites with coverage

Table 7.5.4 shows the percentage statistics for the Hamming distances between the

estimated DNA sequences and the true DNA sequence, based only on sites with a

coverage greater than zero, for each type of alignment. Histograms of the

Hamming distances for each type of good quality and poor quality ancient DNA

alignment, based on sites with a coverage greater than zero, are shown in

Figures 7.5.5 and 7.5.6 respectively. Table 7.5.5 contains the summary statistics for

the sum of the entropies for each estimated consensus sequence, based on sites with

a coverage greater than zero. Side-by-side box-plots of the sum of entropies, based

on sites with a coverage greater than zero, for each type of good quality and poor

quality ancient DNA alignment are shown in Figures 7.5.7 and 7.5.8 respectively.
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Looking at the percentage statistics for the Hamming distances, based on sites

with a coverage greater than zero, in Table 7.5.4, the EB two-tier prior

distribution gives the highest percentage of times we observe a Hamming distance

of 0 for all poor quality ancient DNA alignments. For the 5X, 10X and 20X good

quality ancient DNA alignments, the two-tier prior distributions that use the

reference genome give the highest percentage. Lastly, the EB two-tier prior

distribution gives the highest percentage for the 15X good quality ancient DNA

alignment. Comparing these percentages to those obtained using the standard

prior distributions, all two-tier prior distributions have percentages greater than

those obtained using the standard prior distributions. Hence, consensus sequences

estimated using the two-tier prior distribution are more accurate than those

estimated using the standard prior distributions.

For each simulated ancient DNA alignment, we identified the sites that were

damaged by cytosine deamination using the properties described in Section 7.1.

Through an analysis of each estimated consensus sequence, we confirmed that our

consensus sequence estimation method correctly estimated each site along the DNA

sequence that was damaged by cytosine deamination, that had coverage. That is,

using the two-tier prior distributions did not impair the accuracy of estimating

sites along the DNA sequence that were damaged by cytosine deamination.
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As mentioned in Section 6.5.2, a concern with placing more weight on the observed

base in the reference genome in the prior distribution, is that we ignore any

mutations present in the true DNA sequence. Through an analysis of the results,

we observed that all mutated sites with coverage were all correctly estimated.

Hence, using a two-tier prior distribution does not ignore mutations in the DNA

sequence when there is coverage. There was also no evidence of an increase in the

number of incorrect bases appearing in the consensus sequences estimated using

the two-tier prior distributions, compared to those estimated using the standard

prior distributions.

We now consider the histograms of the observed Hamming distances for each type

of good quality and poor quality ancient DNA alignment, shown in Figures 7.5.5

and 7.5.6 respectively. For the good quality ancient DNA alignments, the observed

Hamming distances range from 0 to 3, whereas the observed Hamming distances

for the poor quality ancient DNA alignments range from 0 to 5. The majority of

the Hamming distances are 0 or 1 for all good quality ancient DNA alignments.

For the poor quality ancient DNA alignments, the number of times we observed a

Hamming distance of 0 of Hamming distances generally increases as the average

coverage threshold increases. The observed Hamming distances greater than 0 are

due to sequencing errors and low coverages across some sites.



Alignment Non-Informative EqualBase EqualBaseINDEL EB RefGenome RefGenomeINDEL GC GCINDEL

Good
quality 5X 78.000% 78.000% 78.000% 77.000% 79.592% 79.167% 78.000% 78.000%
Good
quality 10X 78.000% 78.000% 78.000% 79.000% 78.571% 79.167% 78.000% 78.000%
Good
quality 15X 81.000% 81.000% 81.000% 85.000% 82.653% 83.333% 81.000% 81.000%
Good
quality 20X 75.000% 76.000% 76.000% 76.000% 77.551% 78.125% 76.000% 76.000%

Poor
quality 5X 28.000% 28.000% 28.000% 48.000% 28.571% 29.167% 28.000% 28.000%
Poor
quality 10X 60.000% 60.000% 60.000% 66.000% 61.224% 61.458% 60.000% 60.000%
Poor
quality 15X 61.000% 60.000% 60.000% 64.000% 61.224% 62.500% 60.000% 60.000%
Poor
quality 20X 73.000% 73.000% 73.000% 77.000% 73.469% 73.958% 73.000% 73.000%

Table 7.5.4: Percentage statistics for the Hamming distances for each type of simulated ancient DNA alignment, based

on sites with coverage. The first column describes the quality of the alignment (good quality or poor quality). The

second column identifies the average coverage of the alignment (5X, 10X, 15X or 20X). The remaining columns contains

the percentage of times we observed a Hamming distance of 0 between the estimated DNA sequence and the true DNA

sequence for each type of alignment, based only on sites with a coverage greater than zero, for each type of two-tier prior

distribution. The bold values indicate the largest value within each row.
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Figure 7.5.5: Histograms of the Hamming distances, based only on sites with a

coverage greater than zero, for each type of good quality ancient DNA alignment

and each type of two-tier prior distribution. The eight plots correspond to each

type of two-tier prior distribution. The x-axes represent the observed Hamming

distances. The y-axes represent the counts of each observed Hamming distance.

The red bars correspond to the 5X good quality ancient DNA alignments. The

green bars correspond to the 10X good quality ancient DNA alignments. The blue

bars correspond to the 15X good quality ancient DNA alignments. The purple bars

correspond to the 20X good quality ancient DNA alignments.
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Figure 7.5.6: Histograms of the Hamming distances, based only on sites with a

coverage greater than zero, for each type of poor quality ancient DNA alignment

and each type of two-tier prior distribution. The eight plots correspond to each

type of two-tier prior distribution. The x-axes represent the observed Hamming

distances. The y-axes represent the counts of each observed Hamming distance.

The red bars correspond to the 5X poor quality ancient DNA alignments. The

green bars correspond to the 10X poor quality ancient DNA alignments. The blue

bars correspond to the 15X poor quality ancient DNA alignments. The purple bars

correspond to the 20X poor quality ancient DNA alignments.
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We now review the summary statistics for the sum of the entropies presented in

Table 7.5.5. For all alignments, the two-tier prior distributions that use the

reference genome or the GC content produce the lowest estimated means. In

particular, the RefGenome two-tier prior distribution produces the lowest

estimated mean for the 10X and 15X good quality ancient DNA alignments. The

RefGenomeINDEL two-tier prior distribution produces the lowest estimated mean

for the 20X good and poor quality ancient DNA alignments. The GC two-tier

prior distribution produces the lowest estimated mean for the 5X and 10X poor

quality ancient DNA alignments. Lastly, the GCINDEL two-tier prior distribution

produces the lowest estimated mean for the 5X good and poor quality ancient

DNA alignments as well as the 15X poor quality ancient DNA alignment. Also

note that the sum of the entropies are regularly larger for the good quality

alignments than for the poor quality alignments.

The estimated mean for the 20X good quality ancient DNA alignment using the

EB two-tier prior distribution, is slightly higher than the estimated mean obtained

using the EB standard prior distribution. All other ancient DNA alignments have

a smaller estimated means when using the two-tier prior distributions, compared

to the values obtained using the standard prior distributions. Hence, there is more

certainty in our consensus sequences estimated using the two-tier prior

distributions, compared to those estimated using the standard prior distributions.
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Looking at the side-by-side box-plots of the sum of the entropies for each two-tier

prior distribution in Figures 7.5.7 and 7.5.8, there are a number of outliers,

particularly in the box-plots corresponding to the 20X good quality ancient DNA

alignments. As seen in the box-plots corresponding to the poor quality ancient

DNA alignments, outliers are common to all alignments. The outliers are a result

of sequencing errors and low coverage causing an increase in the uncertainty in

consensus sequence estimation. Ignoring these outliers, the majority of the sums of

the entropies are zero when focusing on sites with coverage.



Alignment Non-Informative EqualBase EqualBaseINDEL EB RefGenome RefGenomeINDEL GC GCINDEL

Good
quality

5X 0.030 0.024 0.022 0.133 0.020 0.019 0.021 0.017

(0.217) (0.201) (0.198) (0.313) (0.157) (0.155) (0.174) (0.168)

10X 0.089 0.078 0.077 0.307 0.056 0.060 0.072 0.061Good
quality

(0.424) (0.382) (0.381) (0.528) (0.277) (0.296) (0.352) (0.301)

Good
quality

15X 0.068 0.060 0.065 0.471 0.055 0.060 0.059 0.060

(0.375) (0.318) (0.332) (0.633) (0.284) (0.304) (0.311) (0.309)

20X 0.226 0.195 0.201 0.606 0.155 0.143 0.186 0.185Good
quality

(0.921) (0.774) (0.797) (0.783) (0.698) (0.642) (0.752) (0.741)

Poor
quality

5X 0.166 0.048 0.061 0.123 0.057 0.053 0.046 0.046

(0.321) (0.185) (0.209) (0.274) (0.189) (0.183) (0.190) (0.190)

10X 0.027 0.023 0.028 0.124 0.025 0.029 0.016 0.034Poor
quality

(0.223) (0.186) (0.214) (0.284) (0.174) (0.206) (0.160) (0.209)

Poor
quality

15X 0.030 0.014 0.011 0.200 0.015 0.014 0.009 0.005

(0.152) (0.080) (0.077) (0.418) (0.078) (0.069) (0.066) (0.047)

20X 0.091 0.092 0.095 0.182 0.083 0.068 0.088 0.082Poor
quality

(0.420) (0.389) (0.382) (0.368) (0.339) (0.305) (0.360) (0.353)

Table 7.5.5: Summary statistics for the sum of the entropies for each type of simulated ancient DNA alignment, based

on sites with a coverage greater than zero. The first column describes the quality of the alignment (good quality or poor

quality). The second column identifies the average coverage of the alignment (5X, 10X, 15X, or 20X). The remaining

columns contain the estimated mean and standard deviation of the sum of the entropies for each type of alignment, for each

type of two-tier prior distribution. Within each cell is the estimated mean of the sum of the entropies and the estimated

standard deviation in brackets. The bold values indicate the smallest value within each row.
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Figure 7.5.7: Side-by-side box-plots of the sum of entropies, based only on sites with

a coverage greater than zero, for each type of good quality ancient DNA alignment

and each type of two-tier prior distribution. The x-axis corresponds to the two-tier

prior distributions and for each two-tier prior distribution, there are four box-plots

corresponding to each type of good quality ancient DNA alignment. The y-axis

represents the sum of the entropies, based on sites with a coverage greater than zero.

The red box-plots correspond to the 5X good quality ancient DNA alignments. The

green box-plots correspond to the 10X good quality ancient DNA alignments. The

blue box-plots correspond to the 15X good quality ancient DNA alignments. The

purple box-plots correspond to the 20X good quality ancient DNA alignments.
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Figure 7.5.8: Side-by-side box-plots of the sum of entropies, based only on sites with

a coverage greater than zero, for each type of poor quality ancient DNA alignment

and each type of two-tier prior distribution. The x-axis corresponds to the two-tier

prior distributions and for each two-tier prior distribution, there are four box-plots

corresponding to each type of poor quality ancient DNA alignment. The y-axis

represents the sum of the entropies, based on sites with a coverage greater than zero.

The red box-plots correspond to the 5X poor quality ancient DNA alignments. The

green box-plots correspond to the 10X poor quality ancient DNA alignments. The

blue box-plots correspond to the 15X poor quality ancient DNA alignments. The

purple box-plots correspond to the 20X poor quality ancient DNA alignments.
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All sites across the consensus sequence

Table 7.5.6 contains the percentage statistics for the Hamming distances between

the estimated DNA sequences and the true DNA sequence based on all sites across

the estimated consensus sequence, for each type of simulated ancient DNA

alignment. Histograms of the observed Hamming distances for each type of good

quality and poor quality ancient DNA alignment are shown in Figures 7.5.9

and 7.5.10 respectively. Table 7.5.7 shows summary statistics for the sum of the

entropies, based on all sites across the consensus sequence, for each estimated

consensus sequence. Side-by-side box-plots of the sum of entropies for each type of

good quality and poor quality ancient DNA alignment are shown in Figures 7.5.11

and 7.5.12 respectively.

Focusing on the percentage statistics for the Hamming distances presented in

Table 7.5.6, the two-tier prior distributions that use the reference genome or the

GC content generally produce the highest percentages. In particular, the

RefGenome two-tier prior distribution has the highest percentage for the 5X and

20X good quality ancient DNA alignments. The RefGenomeINDEL two-tier prior

distribution gives the highest percentage for the 5X, 10X, and 15X poor quality

ancient DNA alignments. For the 10X good quality ancient DNA alignment, the

GC two-tier prior distribution gives the highest percentage. Lastly, the

Non-Informative two-tier prior distribution produces the highest percentage for

the 15X good quality and 20X poor quality ancient DNA alignments.
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The percentages obtained using the two-tier prior distributions for all ancient

DNA alignments are much higher than those obtained using the standard prior

distributions. This shows that we have more accuracy in estimating the consensus

sequence when we use the two-tier prior distributions, compared to the estimated

consensus sequences obtained using the standard prior distributions.

As mentioned in Section 7.4.2, the true DNA sequence has mutations that are not

present in the reference genome. Hence, for sites with no coverage, our consensus

sequence estimation method generally incorrectly estimated sites that did not have

coverage, since there was no other information to use except the prior distribution.

As shown in the histograms in Figures 7.5.9 and 7.5.10, the ranges of Hamming

distances corresponding to the EB two-tier prior distribution are generally larger

than those corresponding to the other two-tier prior distributions. This was a

result of weighting the prior distribution in the direction of the most frequently

observed bases in the alignment matrix, which mostly impacted sites with low

coverage. For all other types of two-tier prior distributions, majority of the

observed Hamming distances are 0 and 1.



Alignment Non-Informative EqualBase EqualBaseINDEL EB RefGenome RefGenomeINDEL GC GCINDEL

Good
quality 5X 66.000% 66.000% 66.000% 6.000% 66.327% 63.542% 64.000% 62.000%
Good
quality 10X 73.000% 69.000% 69.000% 18.000% 70.408% 70.833% 75.000% 73.000%
Good
quality 15X 78.000% 75.000% 77.000% 29.000% 73.469% 72.917% 77.000% 73.000%
Good
quality 20X 73.000% 73.000% 73.000% 38.000% 77.551% 76.042% 72.000% 73.000%

Poor
quality 5X 24.000% 25.000% 23.000% 4.000% 25.510% 27.083% 22.000% 24.000%
Poor
quality 10X 53.000% 52.000% 55.000% 14.000% 55.102% 56.250% 56.000% 56.000%
Poor
quality 15X 55.000% 58.000% 58.000% 13.000% 55.102% 58.333% 57.000% 53.000%
Poor
quality 20X 73.000% 72.000% 72.000% 40.000% 71.429% 71.875% 72.000% 71.000%

Table 7.5.6: Percentage statistics for the Hamming distances for each type of simulated ancient DNA alignment, based

on all sites across the consensus sequence. The first column describes the quality of the alignment (good quality or poor

quality). The second column identifies the average coverage of the alignment (5X, 10X, 15X or 20X). The remaining

columns contains the percentage of times we observed a Hamming distance of 0 between the estimated DNA sequence

and the true DNA sequence for each type of alignment, based on all sites across the consensus sequence, for each type of

two-tier prior distribution. The bold values indicate the largest value within each row.
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Figure 7.5.9: Histograms of the Hamming distances, based on all sites across the

consensus sequence, for each type of good quality ancient DNA alignment and each

type of two-tier prior distribution. The eight plots correspond to each type of

two-tier prior distribution. The x-axes represent the observed Hamming distances.

The y-axes represent the counts of each observed Hamming distance. The red

bars correspond to the 5X good quality ancient DNA alignments. The green

bars correspond to the 10X good quality ancient DNA alignments. The blue bars

correspond to the 15X good quality ancient DNA alignments. The purple bars

correspond to the 20X good quality ancient DNA alignments.
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Figure 7.5.10: Histograms of the Hamming distances, based on all sites across

the consensus sequence, for each type of poor quality ancient DNA alignment

and each type of two-tier prior distribution. The eight plots correspond to each

type of two-tier prior distribution. The x-axes represent the observed Hamming

distances. The y-axes represent the counts of each observed Hamming distance.

The red bars correspond to the 5X poor quality ancient DNA alignments. The

green bars correspond to the 10X poor quality ancient DNA alignments. The blue

bars correspond to the 15X poor quality ancient DNA alignments. The purple bars

correspond to the 20X poor quality ancient DNA alignments.
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Looking at the sum of the entropies for all sites across the consensus sequence as

shown in Table 7.5.7, the EB two-tier prior distribution has the lowest estimated

mean and estimated standard deviations for all alignments. The estimated means

of the sum of the entropies using the two-tier prior distributions are smaller than

those obtained using the standard prior distributions. Hence, there is more

certainty in the consensus sequences estimated using the two-tier prior

distributions, compared to the consensus sequences estimated using the standard

prior distributions. Also note that the sum of the entropies are regularly smaller

for the good quality alignments than for the poor quality alignments, with the

exception of the 5X good quality alignment.

In the side-by-side box-plots of the sum of the entropies shown in Figures 7.5.11

and 7.5.12, we notice that the inter-quartile ranges decrease as the average

coverage increases. This is a result of more uncertainty in estimating the consensus

sequence when there is a large number of sites without coverage. For each type of

ancient DNA alignment, the EB two-tier prior distribution has the lowest

inter-quartile range. Overall, the consensus distributions estimated using the

two-tier prior distributions have less uncertainty than those estimated using the

standard prior distributions.



Alignment Non-Informative EqualBase EqualBaseINDEL EB RefGenome RefGenomeINDEL GC GCINDEL

Good
quality

5X 55.730 49.220 49.388 39.802 49.493 49.507 49.459 49.290

(33.630) (29.605) (29.786) (23.915) (29.999) (29.943) (30.149) (29.648)

10X 25.546 22.888 22.880 18.253 23.192 23.040 22.733 22.751Good
quality

(19.283) (17.227) (17.237) (13.544) (17.560) (17.624) (17.277) (17.166)

Good
quality

15X 19.772 17.549 17.661 14.301 17.522 17.400 17.609 17.589

(17.621) (15.681) (15.710) (12.048) (15.596) (15.682) (15.524) (15.422)

20X 11.568 10.384 10.525 8.685 10.214 10.150 10.336 10.303Good
quality

(8.609) (7.765) (7.796) (6.165) (7.289) (7.199) (7.713) (7.570)

Poor
quality

5X 53.077 47.071 47.066 37.641 46.669 46.752 46.930 46.835

(34.901) (30.823) (31.007) (24.539) (30.796) (31.100) (30.968) (30.714)

10X 26.994 23.872 23.959 19.379 24.307 24.352 24.053 24.231Poor
quality

(16.288) (14.423) (14.482) (11.966) (14.534) (14.519) (14.541) (14.722)

Poor
quality

15X 20.091 18.008 17.966 14.515 18.057 18.150 17.964 17.900

(16.001) (14.505) (14.471) (11.987) (14.587) (14.584) (14.410) (14.497)

20X 12.237 10.913 10.926 8.727 10.784 10.932 10.699 10.679Poor
quality

(9.625) (8.453) (8.482) (6.731) (8.514) (8.559) (8.212) (8.126)

Table 7.5.7: Summary statistics for the sum of the entropies for each type of simulated ancient DNA alignment, based

on all sites across the consensus sequence. The first column describes the quality of the alignment (good quality or poor

quality). The second column identifies the average coverage of the alignment (5X, 10X, 15X, or 20X). The remaining

columns contain the estimated mean and standard deviation of the sum of the entropies for each type of alignment, for each

type of two-tier prior distribution. Within each cell is the estimated mean of the sum of the entropies and the estimated

standard deviation in brackets. The bold values indicate the smallest value within each row.
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Figure 7.5.11: Side-by-side box-plots of the sum of entropies, based on all sites across

the consensus sequence, for each type of good quality ancient DNA alignment and

each type of two-tier prior distribution. The x-axis corresponds to the two-tier

prior distributions and for each two-tier prior distribution, there are four box-plots

corresponding to each type of good quality ancient DNA alignment. The y-axis

represents the sum of the entropies, based on all sites across the consensus sequence.

The red box-plots correspond to the 5X good quality ancient DNA alignments. The

green box-plots correspond to the 10X good quality ancient DNA alignments. The

blue box-plots correspond to the 15X good quality ancient DNA alignments. The

purple box-plots correspond to the 20X good quality ancient DNA alignments.
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Figure 7.5.12: Side-by-side box-plots of the sum of entropies, based on all sites

across the consensus sequence, for each type of poor quality ancient DNA alignment

and each type of two-tier prior distribution. The x-axis corresponds to the two-tier

prior distributions and for each two-tier prior distribution, there are four box-plots

corresponding to each type of poor quality ancient DNA alignment. The y-axis

represents the sum of the entropies, based on all sites across the consensus sequence.

The red box-plots correspond to the 5X poor quality ancient DNA alignments. The

green box-plots correspond to the 10X poor quality ancient DNA alignments. The

blue box-plots correspond to the 15X poor quality ancient DNA alignments. The

purple box-plots correspond to the 20X poor quality ancient DNA alignments.
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Table 7.5.8 contains the computational times (hours:minutes:seconds) for each type

of two-tier prior distribution, using 100 simulated ancient DNA alignments, which

were obtained using a Lenovo NeXtScale system, consisting of 1 node and 2 cores

of an Intel R⃝ 2.3 GHz Xeon E5-2698v3 node with 4GB of RAM. The computation

times for the two-tier prior distributions that end in ‘‘INDEL” tend to run a little

longer than the other two-tier prior distributions. Despite this observation, any

choice of two-tier prior distribution will be suitable in terms of computation time.

Two-tier prior distribution Computational time

Non-Informative (26:13:53)

EqualBase (34:55:42)

EqualBaseINDEL (27:15:57)

EB (31:39:02)

RefGenome (38:26:00)

RefGenomeINDEL (40:11:41)

GC (30:25:38)

GCINDEL (38:30:47)

Table 7.5.8: Computational times for each type of two-tier prior distribution

using our consensus sequence estimation method presented in Section 7.3. The

computational times are in the form (hours:minutes:seconds).
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7.6 Summary

In this chapter, we further developed our consensus sequence estimation method

presented in Section 6.4, by using cytosine deamination rates to estimate the

sequencing error probabilities and the consensus sequence. Cytosine deamination

is the main type of ancient DNA damage, which causes misincorporations during

sequencing. Hence, we see mixtures of Cs and Ts (or Gs and As) at sites damaged

by cytosine deamination. DNA damage is not strictly limited to ancient DNA,

hence it is appropriate to develop a consensus sequence estimation method that

also uses cytosine deamination rates.

Ancient DNA alignment data were simulated using gargammel, and the cytosine

deamination rates for each alignment were estimated using mapDamage 2.0. Using

these alignments and cytosine deamination rates, we assessed the accuracy of our

improved consensus sequence estimation method by comparing the estimated DNA

sequences to the true DNA sequence.

Through analysing the results of each simulation, the sum of the entropies are

regularly larger for the good quality alignments than for the poor quality

alignments. This is unexpected and warrants further investigation, but is beyond

the scope of this thesis.
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As seen in the results sections in this chapter, our consensus sequence estimation

method that uses the two-tier prior distributions is the most accurate, in terms of

estimating all sites across the DNA sequence. In particular, our consensus

sequence estimation method correctly estimated mutated sites that had coverage

as well as sites that had been damaged by cytosine deamination. The EB,

RefGenome or RefGenomeINDEL two-tier prior distributions produce the most

reliable estimates of the consensus sequence, based on the Hamming distances and

the sum of the entropies across the consensus sequence. If the reference genome

was unavailable, then the EB standard prior distribution is the most suitable to

estimate sites along the consensus sequence with coverage.

Now that we have tested our consensus sequence estimation methods using simulated

ancient DNA alignment data, we focus on estimating the consensus sequence for the

A17349 bison sample discussed in Section 4.3.1.



Chapter 8

Application to a real aDNA

sequence data set

In this chapter, we estimate the DNA sequence for the A17349 ancient DNA

sample we analysed in Section 4.3.1, using each of our consensus sequence

estimation methods discussed in Chapters 5, 6 and 7. Since we do not know the

true DNA sequence for this sample, we instead compare our estimated DNA

sequences to the estimated DNA sequence obtained using SAMtools [31]. Based on

recommendations from bioinformaticians at the Australian Centre for Ancient

DNA, we estimate the DNA sequence for the A17349 bison sample using SAMtools

with a coverage threshold of 3, a base quality threshold of 30 and a mapping

quality threshold of 30. We will also consider the entropy at each site along our

estimated consensus sequences to assess the degree of uncertainty in each estimate.

The DNA sequence estimated using SAMtools contained 11946 missing bases. This

represented approximately 73% of the DNA sequence. All DNA sequences

estimated using our consensus sequence estimation methods do not contain any

missing bases. Note that gaps may appear in our estimated consensus sequence

and not in the consensus sequence estimated using SAMtools. For example,
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suppose there is a site with a coverage of two that contains INDELs in both reads.

SAMtools will call an ‘‘N” at this site since the coverage is less than three, whereas

our consensus sequence estimation method will estimate a “−” at this site. Hence,

we may see a difference in the lengths of the estimated DNA sequences. Therefore,

the length of our estimated DNA sequences may be different to the length of the

estimated DNA sequence using SAMtools.

8.1 EM algorithm approach

In this section, we use our consensus sequence estimation method based on the EM

algorithm, presented in Section 5.3, to estimate the consensus sequence for the

A17349 bison sample. Figure 8.1.1 shows the entropy for sites with coverage along

the consensus sequence. The majority of the entropies are small, with exceptions

at several sites across the consensus sequence. The high peaks in entropy are due

to low coverage and sequencing errors at those sites.

Based on sites that did not have missing bases, we only observed one difference

between our estimated DNA sequence and the DNA sequence estimated using

SAMtools. This particular site (Site 3345) was damaged by cytosine deamination,

hence there are a mixture of Cs and Ts with similar base qualities at this site.

Therefore, the true base at this site is likely to be a C. In the SAMtools estimate,

there is a Y at this site, meaning that the base is either a C or T. In our estimated

consensus sequence, our consensus sequence estimation method estimated the base

at this site to be a C.
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Figure 8.1.1: Entropy plot for the consensus sequence of the A17349 bison sample,

estimated using our EM algorithm approach presented in Section 5.3. The x-axis

corresponds to the sites along the consensus sequence with coverage. The y-axis

represents the entropy at each site along the consensus sequence.
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8.2 Gibbs sampling approach - standard EB

prior distribution

In this section, we use our Gibbs sampling method with the EB standard prior

distribution, presented in Section 6.4, to estimate the consensus sequence for the

A17349 bison sample. Figure 8.2.1 shows the entropy at sites with coverage along

the consensus sequence. All entropies are zero, except for 14 sites along the

consensus sequence. Our consensus sequence estimation method determined that

Gs were frequently associated with sequencing errors. Each of these sites have a

coverage of one and a G, and so the entropies are quite high at these sites. Also

note that the entropies are much smaller in this plot, compared to the plot

presented in Figure 8.1.1.

There are two differences between our estimated DNA sequence and the DNA

sequence estimated using SAMtools, based on sites that did not have missing

bases. These sites were damaged by cytosine deamination, hence there are a

mixture of Cs and Ts with similar base qualities at these sites. Therefore, the true

base at these sites is likely to be a C. In Site 998, SAMtools estimated a C,

whereas our consensus sequence estimation method estimated a T, which is likely

to be incorrect. In Site 3345, SAMtools estimated a Y, which means that the base

is either a C or T, whereas our consensus sequence estimation method estimated a

C at this site, which is likely to be correct.
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Figure 8.2.1: Entropy plot for the consensus sequence of the A17349 bison

sample, estimated using our Gibbs sampling approach with the standard EB prior

distribution. The x-axis corresponds to the sites along the consensus sequence

with coverage. The y-axis represents the entropy at each site along the consensus

sequence.
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8.3 Gibbs sampling approach - two-tier EB

prior distribution

In this section, we use our Gibbs sampling method with the EB two-tier prior

distribution, presented in Section 6.4, to estimate the consensus sequence for the

A17349 bison sample. Figure 8.3.1 shows the entropy for sites with coverage along

the consensus sequence. Compared to the previous entropy plots, there is more

uncertainty in our estimated consensus sequence. In this consensus sequence

estimation method, the hyper-parameters use the observed bases in the reference

genome as well as the reads in the alignment matrix. Since these sites each have a

coverage of one and the majority of these sites contain mutations that are not

present in the reference genome, we see more uncertainty in our estimated

consensus sequence.

Despite the high entropies, this consensus sequence estimation method still estimates

these sites correctly. Based on sites that did not have missing bases, we only

observed one difference between our estimated DNA sequence and the DNA sequence

estimated using SAMtools. At Site 3345, SAMtools estimated a Y which means that

the base is either a C or T. Whereas, our consensus sequence estimation method

estimated a C at this site. As this site was damaged by cytosine deamination, it is

likely that the true base is a C.
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Figure 8.3.1: Entropy plot for the consensus sequence of the A17349 bison

sample, estimated using our Gibbs sampling approach with the two-tier EB prior

distribution. The x-axis corresponds to the sites along the consensus sequence

with coverage. The y-axis represents the entropy at each site along the consensus

sequence.
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8.4 Gibbs sampling approach using cytosine

deamination rates - standard EB prior

distribution

In this section, we use our Gibbs sampling method using cytosine deamination

rates and the EB standard prior distribution, presented in Section 7.3, to estimate

the consensus sequence for the A17349 bison sample. Figure 8.4.1 shows the

entropy for sites with coverage along the consensus sequence. There are only three

sites with high entropies across the consensus sequence, which were caused by low

coverage and sequencing errors. The remaining sites have no uncertainty in the

estimated base.

Similar to above, we observed only one difference between our estimated DNA

sequence and the DNA sequence estimated using SAMtools. This difference was at

Site 3345, at which SAMtools estimated a Y, and our consensus sequence

estimation method estimated a C. Based on our knowledge of cytosine deamination

and the analysis of this data set, we assume that the correct base at this site is a C.
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Figure 8.4.1: Entropy plot for the consensus sequence of the A17349 bison

sample, estimated using our Gibbs sampling approach with the standard EB prior

distribution and cytosine deamination rates. The x-axis corresponds to the sites

along the consensus sequence with coverage. The y-axis represents the entropy at

each site along the consensus sequence.
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8.5 Gibbs sampling approach using cytosine

deamination rates - two-tier EB prior

distribution

Finally, in this section we use our Gibbs sampling method using cytosine

deamination rates and the EB two-tier prior distribution, presented in Section 7.3,

to estimate the consensus sequence for the A17349 bison sample. Figure 8.5.1

shows the entropy for sites with coverage along the consensus sequence. There is

more uncertainty in our estimated consensus sequence compared to the previous

estimated consensus sequences, which comes as a result of using a two-tier prior

distribution when estimating the consensus sequence. The high entropies are also

due to low coverage and sequencing errors.

Comparing our estimated DNA sequence with the DNA sequence estimated using

SAMtools, we only observed one difference. Similar to before, this difference is at

Site 3345, which was damaged by cytosine deamination. In particular, SAMtools

estimated this site to be a Y and our consensus sequence estimation method

estimated a C at this site.
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Figure 8.5.1: Entropy plot for the consensus sequence of the A17349 bison

sample, estimated using our Gibbs sampling approach with the two-tier EB prior

distribution and cytosine deamination rates. The x-axis corresponds to the sites

along the consensus sequence with coverage. The y-axis represents the entropy at

each site along the consensus sequence.



CHAPTER 8. APPLICATION 276

8.6 Summary

Table 8.6.1 contains a summary of the results presented in this chapter. In

particular, it contains the Hamming distances between the DNA sequence

estimated using SAMtools and the DNA sequences estimated using our consensus

sequence estimation methods. This table also includes the sum of the entropies

based on sites with coverage as well as all sites in the consensus sequence. Lastly,

this table also contains the associated computational times of the form

(hours:minutes:seconds), obtained using a Lenovo NeXtScale system, consisting of

1 node and 2 cores of an Intel R⃝ 2.3 GHz Xeon E5-2698v3 node with 5GB of RAM.

Recall that the differences between our estimated DNA sequences and the DNA

sequence estimated using SAMtools correspond to sites that were damaged by

cytosine deamination. With the exception of the DNA sequence estimated using

our consensus sequence estimation method described in Section 6.4 with the EB

standard prior distribution, the Hamming distances presented in Table 8.6.1

highlight the uncertainty in the estimated base in Site 3345 when estimating the

DNA sequence using SAMtools. The majority of our consensus sequence

estimation methods estimated a C at this site which is likely to be correct, based

on the analysis of the A17349 bison sample.

Given that this data set is an ancient DNA sequence data set, our consensus

sequence estimation methods based on Gibbs sampling that use cytosine

deamination rates are most appropriate. The entropies are larger for the consensus

sequence estimated using the EB two-tier prior distribution, than those estimated

using the EB standard prior distribution. However, the EB two-tier prior

distribution produces reasonable estimates for sites with no coverage, leading to an

estimated DNA sequence with informative estimates across all sites.



CHAPTER 8. APPLICATION 277

Method
Hamming
Distance

Sum of entropies
(sites with coverage)

Sum of entropies
(all sites)

Computational
Time

EM Method 1 167.903 8280.946 29:46:29

Gibbs
(standard method) 2 4.010 7631.133 19:19:37

Gibbs
(two-tier method) 1 38.755 8351.252 18:54:53

GibbsCyto
(standard method) 1 0.859 7640.163 24:27:40

GibbsCyto
(two-tier method) 1 36.577 8330.084 24:27:10

Table 8.6.1: Summary of the consensus sequence estimation results presented in

this chapter. The first column contains the method used to estimate the consensus

sequence. The EM method corresponds to our consensus sequence estimation

method presented in Section 5.3. The Gibbs methods correspond to our consensus

sequence estimation method described in Section 6.4. The GibbsCyto methods

correspond to our consensus sequence estimation method described in Section 7.3.

The second column contains the Hamming distances, based on comparable sites,

between our estimated DNA sequences and the DNA sequence estimated using

SAMtools. The third column contains the sum of the entropies for each of our

estimated consensus sequences, based on sites with coverage. The fourth column

contains the sum of the entropies for each of our estimated consensus sequences,

based on all sites in the consensus sequence. The fifth column contains the

computational times for each consensus sequence estimation method in the form

(hours:minutes:seconds).



Chapter 9

Conclusion

In this thesis, we have developed consensus sequence estimation methods that

return DNA sequences without missing bases, irrespective of the possibility of low

coverage or poor quality data. In particular, we considered several consensus

sequence estimation methods using various amounts of information from both

internal and external data. The following discussion provides a summary of the

research presented in this thesis, the main results from each consensus sequence

estimation method developed in this thesis, and some directions for further

research in this area.
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9.1 Summary

Missing bases in DNA sequences are problematic in statistical analyses, as

standard statistical techniques for DNA sequences may not be suitable for data

sets with missing bases. Through a review of ancient DNA in Chapter 2 and

analysing two ancient DNA sequence data sets in Chapter 4, the issue of missing

data in DNA sequences became more apparent. In particular, DNA sequence data

sets with poor coverage and low base qualities tended to have DNA sequences with

a large number of missing bases. To avoid dealing with DNA sequences with

missing bases, researchers often remove these sequences from the data set, which

can impair the accuracy of the analysis [47, 25, 42].

Churchill and Waterman [9] developed a consensus sequence estimation method

that only uses the reads in the alignment matrix. Building upon the work

completed by Churchill and Waterman, in Chapter 5 we developed a consensus

sequence estimation method based on the EM algorithm, that uses the reads in the

alignment matrix as well as the base qualities and mapping qualities associated

with each read. We assessed the accuracy of our consensus sequence estimation

method by using eight types of simulated alignments, varying in the average

coverages across the reference genome and the quality of the reads. We estimated

the consensus sequence for each alignment and compared the estimated DNA

sequence to the true DNA sequence using the Hamming distance metric. We also

considered the entropy at each site along the estimated consensus sequence, which

provided a measurement of the uncertainty of each estimated base. As a

comparison, we also estimated the consensus sequence for each alignment using

Churchill and Waterman’s method.
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Since Churchill and Waterman’s method only uses the data in the alignment

matrix to estimate the consensus sequence, the consensus distribution is therefore

less informative than the consensus distribution estimated using our consensus

sequence estimation method. This improvement is reflected in the sum of the

entropies across sites in the consensus sequence with coverage. In particular, the

sum of the entropies associated with our consensus sequence estimation method

were higher for alignments with more sequencing errors, than those obtained using

Churchill and Waterman’s method, indicating that our consensus sequence

estimation method produces a more informative estimate of the consensus

sequence. In terms of the Hamming distances based on sites with coverage, our

consensus sequence estimation method performed better than Churchill and

Waterman’s method.

The main limitation of an EM algorithm approach to consensus sequence

estimation, is that sites with low coverage will rely heavily on the base

composition probabilities for the estimated consensus sequence. In particular, sites

with no coverage will completely rely on the base composition probabilities. With

this motivation, in Chapter 6 we developed a consensus sequence estimation

method based on Gibbs sampling, with a variety of prior distributions. Each prior

distribution uses a different amount of information from the alignment data and

quality data as well as external data, such as a reference genome or the GC

content of the species. Using the same simulated alignment data as used in

Chapter 5, we assessed the accuracy of this method using each prior distribution.

Focusing on all sites across the consensus sequence, the two-tier prior distributions

produced the most accurate estimates of the consensus sequence. In particular, the

EB two-tier prior distribution or the two-tier prior distributions that use the

reference genome or the GC content are most suitable.
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Compared with our EM algorithm approach, our Gibbs sampling approach using a

two-tier prior distribution produced more accurate consensus sequences. This is

based on the Hamming distances and sum of the entropies being much lower than

those obtained using an EM algorithm approach. The drawback of using a two-tier

prior distribution to estimate sites without coverage is that we ignored any

mutations that may have been present in the DNA sequence. However, mutated

sites with coverage were not affected. If a reference genome is not available, our

consensus sequence estimation method cannot produce consistently accurate

estimates of sites without coverage as there is no reliable data. Hence, we

recommend using the EB standard prior distribution to estimate only sites along

the consensus sequence with coverage.

Our consensus sequence estimation methods developed in Chapters 5 and 6 are

suitable for most DNA sequences however, these methods are not suitable for DNA

sequences that have undergone DNA damage. Cytosine deamination is the most

frequent type of ancient DNA damage, and we estimate the probability of

substitution due to cytosine deamination using mapDamage 2.0 [23]. In Chapter 7,

we improved our consensus sequence estimation method based on Gibbs sampling,

by incorporating cytosine deamination rates. The ancient DNA alignment data

used to assess the accuracy of our improved method was simulated using

gargammel [39]. We compared the estimated DNA sequences to the true DNA

sequence, with a particular focus on sites along the DNA sequence that were

damaged by cytosine deamination.
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Similar to what we observed in Chapter 6, the two-tier prior distributions

produced the most accurate estimates of the consensus sequence when estimating

all sites across the consensus sequence. In particular, the EB, RefGenome or

RefGenome two-tier prior distributions are most reliable. If a reference genome is

not available, the EB standard prior distribution is the most suitable prior

distribution to use when estimating sites along the consensus sequence with

coverage. In all cases, our consensus sequence estimation method correctly

estimated sites that were damaged by cytosine deamination and had coverage.

In Chapter 8, we used an ancient DNA sequence data set, obtained from the

Australian Centre for Ancient DNA, to assess the performance and computational

times of our consensus sequence estimation methods. All of our consensus

sequence estimation methods performed well. In particular, our consensus

sequence estimation method based on Gibbs sampling that uses cytosine

deamination rates and the EB standard prior distribution performed the best, in

terms of the sum of the entropies. In terms of estimation, our consensus sequence

estimation method based on Gibbs sampling, that uses cytosine deamination rates

and the EB two-tier prior distribution produced reliable estimates for all sites

across the consensus sequence.

The current consensus sequence estimation methods used in practice do not return

bases for sites with low coverage or poor quality data, particularly at sites with

no coverage. Hence, under these conditions, the DNA sequences estimated using

these methods have missing bases and thus impair the accuracy of phylogenetic

analyses. Taking into consideration both the alignment data and quality data as

well as external data, such as a reference genome, the GC content, and cytosine

deamination rates, we have developed a consensus sequence estimation method that

returns accurate estimates of the consensus sequence without any missing bases.
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9.2 Future work

Since DNA sequencing technologies have improved, DNA sequence estimation

methods must be able to handle large DNA sequences (10,000 base pairs and

above). We used the R Statistical Software to write the codes for the consensus

sequence estimation methods presented in this thesis. In order for our consensus

sequence estimation methods to efficiently handle larger DNA sequences, we will

need to improve the computational complexity of our consensus sequence

estimation methods or consider writing codes in a more efficient programming

language.

In each of our consensus sequence estimation methods, we assumed that

sequencing errors were independent of sites in the alignment. Due to DNA

sequencing efficiency decreasing along the length of a read and ancient DNA

damage impairing the DNA sequencing process, an improvement for the consensus

sequence estimation methods presented in this thesis may be to define site

dependent sequencing errors.

In Chapters 6 and 7, the sum of the entropies are regularly larger for the good

quality alignments than for the poor quality alignments. This suggests that there

is more uncertainty in the estimated consensus sequences for the good quality

alignments than for the poor quality alignments. This was unexpected and

requires further investigation.
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In Chapter 7, we developed a consensus sequence estimation method that

considered cytosine deamination rates when estimating the sequencing errors and

the consensus sequence. Cytosine deamination is the main form of ancient DNA

damage, although it is not the only form of ancient DNA damage. We could

further improve our consensus sequence estimation method by considering all forms

of ancient DNA damage, which may be another starting point for future research.



Appendix A

Analysis of the 5X, 10X and 15X

alignments

This appendix contains the analysis of examples of the 5X, 10X, and 15X good and

poor quality alignments used in Chapters 5 and 6.

A.1 5X good quality alignment

Plots describing the coverage, average base quality, and average mapping quality of

an example of a 5X good quality alignment are given in Figure A.1.1. Looking at

Figure A.1.1a, there are sites at the ends of the reference genome with no coverage,

hence we see gaps in the average base quality and average mapping quality plots.

The average base qualities are mostly around 36, with variations due to sequencing

errors, as shown in Figure A.1.1b. Figure A.1.1c shows that the reads in this data

set map well against the reference genome.

285



APPENDIX A. ANALYSIS OF THE 5X, 10X AND 15X ALIGNMENTS 286

(a) (b)

(c)

Figure A.1.1: Analysis of an example of a 5X good quality alignment. Figure A.1.1a

shows the coverage plot, where the x-axis corresponds to the sites along the

reference genome and the y-axis represents the number of reads covering each site.

Figure A.1.1b plots the average base quality at each site in the alignment matrix,

where the x-axis corresponds to the columns along the alignment matrix and the

y-axis represents the average base quality. Figure A.1.1c plots the average mapping

quality at each site in the alignment matrix, where the x-axis corresponds to the

columns along the alignment matrix and the y-axis represents the average mapping

quality. Gaps in the curves are due to no coverage at those sites.
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A.2 10X good quality alignment

Plots describing the coverage, average base quality, and average mapping quality of

an example of a 10X good quality alignment are given in Figure A.2.1.

Figure A.2.1a shows that all sites except the ends of the reference genome have

coverages greater than zero. Figure A.2.1b shows this data set has reasonably good

average base qualities that are around 36, with variations in average base quality

due to sequencing errors. All reads in the alignment map well against the reference

genome, as shown in Figure A.2.1c.
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(a) (b)

(c)

Figure A.2.1: Analysis of an example of a 10X good quality alignment. Figure A.2.1a

shows the coverage plot, where the x-axis corresponds to the sites along the

reference genome and the y-axis represents the number of reads covering each site.

Figure A.2.1b plots the average base quality at each site in the alignment matrix,

where the x-axis corresponds to the columns along the alignment matrix and the

y-axis represents the average base quality. Figure A.2.1c plots the average mapping

quality at each site in the alignment matrix, where the x-axis corresponds to the

columns along the alignment matrix and the y-axis represents the average mapping

quality. Gaps in the curves are due to no coverage at those sites.
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A.3 15X good quality alignment

Plots describing the coverage, average base quality, and average mapping quality

of an example of a 15X good quality alignment are given in Figure A.3.1. Looking

at Figure A.3.1a, all sites except the ends of the reference genome have coverages

greater than zero. Figure A.3.1b shows this data set has good average base qualities

that are around 37, with large variations in average base quality due to sequencing

errors. As seen in the previous alignments, all reads map well against the reference

genome, as shown in Figure A.3.1c.
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(a) (b)

(c)

Figure A.3.1: Analysis of an example of a 15X good quality alignment. Figure A.3.1a

shows the coverage plot, where the x-axis corresponds to the sites along the

reference genome and the y-axis represents the number of reads covering each site.

Figure A.3.1b plots the average base quality at each site in the alignment matrix,

where the x-axis corresponds to the columns along the alignment matrix and the

y-axis represents the average base quality. Figure A.3.1c plots the average mapping

quality at each site in the alignment matrix, where the x-axis corresponds to the

columns along the alignment matrix and the y-axis represents the average mapping

quality. Gaps in the curves are due to no coverage at those sites.
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A.4 5X poor quality alignment

Plots describing the coverage, average base quality, and average mapping quality of

an example of a 5X poor quality alignment are given in Figure A.4.1. Looking at

Figure A.4.1a, there are several regions across the reference genome that have no

coverage. The average base quality plot shown in Figure A.4.1b shows the

majority of the average base qualities are around 26, where the variations in

average base quality are caused by sequencing errors. The reads map well against

the reference genome, as seen in Figure A.4.1c.
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(a) (b)

(c)

Figure A.4.1: Analysis of an example of a 5X poor quality alignment. Figure A.4.1a

shows the coverage plot, where the x-axis corresponds to the sites along the

reference genome and the y-axis represents the number of reads covering each site.

Figure A.4.1b plots the average base quality at each site in the alignment matrix,

where the x-axis corresponds to the columns along the alignment matrix and the

y-axis represents the average base quality. Figure A.4.1c plots the average mapping

quality at each site in the alignment matrix, where the x-axis corresponds to the

columns along the alignment matrix and the y-axis represents the average mapping

quality. Gaps in the curves are due to no coverage at those sites.
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A.5 10X poor quality alignment

Plots describing the coverage, average base quality, and average mapping quality of

an example of a 10X poor quality alignment are given in Figure A.5.1. Looking at

Figure A.5.1a, we notice that all sites except the ends of the reference genome

have coverages greater than zero. Figure A.5.1b shows the majority of the average

base qualities are around 26, with small variations in average base quality caused

by sequencing errors. The reads in this alignment map well against the reference

genome, as shown in Figure A.5.1c.
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(a) (b)

(c)

Figure A.5.1: Analysis of an example of a 10X poor quality alignment. Figure A.5.1a

shows the coverage plot, where the x-axis corresponds to the sites along the

reference genome and the y-axis represents the number of reads covering each site.

Figure A.5.1b plots the average base quality at each site in the alignment matrix,

where the x-axis corresponds to the columns along the alignment matrix and the

y-axis represents the average base quality. Figure A.5.1c plots the average mapping

quality at each site in the alignment matrix, where the x-axis corresponds to the

columns along the alignment matrix and the y-axis represents the average mapping

quality. Gaps in the curves are due to no coverage at those sites.
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A.6 15X poor quality alignment

Plots describing the coverage, average base quality, and average mapping quality of

an example of a 15X poor quality alignment are given in Figure A.6.1. Looking at

Figure A.6.1a, all sites except the ends of the reference genome have coverages

greater than zero. Figure A.6.1b shows the majority of the average base qualities

are around 26 and slightly large variations in the average base quality. The reads

map well against the reference genome, as shown in Figure A.6.1c.
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(a) (b)

(c)

Figure A.6.1: Analysis of an example of a 15X poor quality alignment. Figure A.6.1a

shows the coverage plot, where the x-axis corresponds to the sites along the

reference genome and the y-axis represents the number of reads covering each site.

Figure A.6.1b plots the average base quality at each site in the alignment matrix,

where the x-axis corresponds to the columns along the alignment matrix and the

y-axis represents the average base quality. Figure A.6.1c plots the average mapping

quality at each site in the alignment matrix, where the x-axis corresponds to the

columns along the alignment matrix and the y-axis represents the average mapping

quality. Gaps in the curves are due to no coverage at those sites.



Appendix B

Consensus sequence estimation

results based on all sites from

Chapter 5

This appendix contains percentage statistics, summary statistics, and plots of the

Hamming distances and sum of the entropies for all sites in the estimated

consensus sequences, estimated using the consensus sequence estimation methods

presented in Section 5.3. Percentage statistics for the Hamming distances between

the estimated DNA sequences and the true DNA sequence are shown in

Table B.0.1. Summary statistics for the Hamming distances between the estimated

DNA sequences and the true DNA sequence are shown in Table B.0.2. Side-by-side

box-plots of the Hamming distances for each type of good quality and poor quality

alignment are shown in Figures B.0.1 and B.0.2 respectively. Table B.0.3 displays

the summary statistics for the sum of the entropies for each type of simulated

alignment. Side-by-side box-plots of the sum of entropies for each type of good

quality and poor quality alignment are shown in Figures B.0.3 and B.0.4

respectively.
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Alignment
Churchill and

Waterman’s Method Our Method

Good quality 5X 0.000% 0.000%

10X 1.000% 1.000%

15X 1.000% 1.000%

20X 2.000% 2.000%

Poor quality 5X 1.000% 1.000%

10X 0.000% 0.000%

15X 0.000% 0.000%

20X 2.000% 2.000%

Table B.0.1: Percentage statistics for the Hamming distances for each type of

simulated alignment, based on all sites across the consensus sequence. The first

column describes the quality of the alignment (good quality or poor quality). The

second column identifies the average coverage of the alignment (5X, 10X, 15X or

20X). The third column contains the percentage of times we observed a Hamming

distance of 0 for each alignment, obtained using Churchill and Waterman’s method.

The fourth column contains the percentage of times we observed a Hamming distance

of 0 for each alignment, obtained using our consensus sequence estimation method.
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Alignment
Churchill and Waterman’s

Method Our Method

Good quality 5X 28.810 (18.629) 28.818 (18.674)

10X 13.740 (11.472) 13.690 (11.495)

15X 9.830 (6.349) 9.830 (6.349)

20X 7.050 (4.545) 7.020 (4.522)

Poor quality 5X 26.170 (17.195) 26.060 (17.239)

10X 13.270 (9.837) 13.220 (9.830)

15X 9.170 (6.534) 9.170 (6.537)

20X 7.040 (5.459) 7.030 (5.461)

Table B.0.2: Summary statistics for the Hamming distances for each type of

simulated alignment, based on all sites across the consensus sequence. The first

column describes the quality of the alignment (good quality or poor quality). The

second column identifies the average coverage of the alignment (5X, 10X, 15X, or

20X). The third column contains the estimated mean and standard deviation (in

brackets) of the Hamming distances for each alignment, obtained using Churchill and

Waterman’s method. The fourth column contains the estimated mean and standard

deviation (in brackets) of the Hamming distances for each alignment, obtained using

our consensus sequence estimation method.
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Figure B.0.1: Side-by-side box-plots of the Hamming distances, comparing Churchill

and Waterman’s method and our consensus sequence estimation method, for each

type of good quality alignment. The x-axis corresponds to the average coverage of

each good quality alignment. The y-axis represents the Hamming distances, based

on all sites across the consensus sequence. The green box-plots correspond to the

Hamming distances obtained using Churchill and Waterman’s method (CW). The

blue box-plots correspond to the Hamming distances obtained using our consensus

sequence estimation method.
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Figure B.0.2: Side-by-side box-plots of the Hamming distances, comparing Churchill

and Waterman’s method and our consensus sequence estimation method, for each

type of poor quality alignment. The x-axis corresponds to the average coverage of

each poor quality alignment. The y-axis represents the Hamming distances, based

on all sites across the consensus sequence. The green box-plots correspond to the

Hamming distances obtained using Churchill and Waterman’s method (CW). The

blue box-plots correspond to the Hamming distances obtained using our consensus

sequence estimation method.
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Alignment
Churchill and Waterman’s

Method Our Method

Good quality 5X 78.080 (49.024) 78.529 (49.204)

10X 36.527 (29.991) 36.611 (30.038)

15X 26.211 (16.268) 26.248 (16.242)

20X 18.929 (12.133) 18.978 (12.114)

Poor quality 5X 70.566 (46.175) 70.515 (46.000)

10X 35.621 (0.211) 35.765 (25.189)

15X 23.983 (0.223) 24.103 (16.726)

20X 18.890 (0.153) 18.976 (13.772)

Table B.0.3: Summary statistics for the sum of the entropies for each type of

simulated alignment, based on all sites across the consensus sequence. The first

column describes the quality of the alignment (good quality or poor quality). The

second column identifies the average coverage of the alignment (5X, 10X, 15X, or

20X). The third column contains the estimated mean and standard deviation (in

brackets) of the sum of the entropies for each alignment, obtained using Churchill

and Waterman’s method. The fourth column contains the estimated mean and

standard deviation (in brackets) of the sum of the entropies for each alignment,

obtained using our consensus sequence estimation method.
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Figure B.0.3: Side-by-side box-plots of the sum of the entropies, comparing Churchill

and Waterman’s method and our consensus sequence estimation method, for each

type of good quality alignment. The x-axis corresponds to the average coverage of

each good quality alignment. The y-axis represents the sum of the entropies, based

on all sites across the consensus sequence. The green box-plots correspond to the

sum of the entropies obtained using Churchill and Waterman’s method (CW). The

blue box-plots correspond to the sum of the entropies obtained using our consensus

sequence estimation method.
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Figure B.0.4: Side-by-side box-plots of the sum of the entropies, comparing Churchill

and Waterman’s method and our consensus sequence estimation method, for each

type of poor quality alignment. The x-axis corresponds to the average coverage of

each poor quality alignment. The y-axis represents the sum of the entropies, based

on all sites across the consensus sequence. The green box-plots correspond to the

sum of the entropies obtained using Churchill and Waterman’s method (CW). The

blue box-plots correspond to the sum of the entropies obtained using our consensus

sequence estimation method.



Appendix C

Consensus sequence estimation

results based on all sites from

Chapter 6

This appendix contains the results based on all sites in the estimated consensus

sequence, estimated using our consensus sequence estimation method presented in

Section 6.4 with the standard prior distributions. Table C.0.1 contains the

percentage statistics for the Hamming distances between the estimated DNA

sequences and the true DNA sequence based on all sites across the estimated

consensus sequence, for each type of simulated alignment. Side-by-side box-plots of

the Hamming distances for each type of good quality and poor quality alignment

are shown in Figures C.0.1 and C.0.2 respectively. Table C.0.2 shows the summary

statistics for the sum of the entropies based on all sites across the consensus

sequence, for each estimated consensus sequence. Side-by-side box-plots of the sum

of entropies for each type of good quality and poor quality alignment are shown in

Figures C.0.3 and C.0.4 respectively.
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Alignment EM Method Non-Informative EqualBase EqualBaseINDEL EB RefGenome RefGenomeINDEL GC GCINDEL

Good
quality 5X 0.000% 0.000% 0.000% 0.000% 0.000% 0.000% 0.000% 0.000% 0.000%
Good
quality 10X 1.000% 0.000% 1.000% 0.000% 0.000% 0.000% 1.000% 1.000% 0.000%
Good
quality 15X 1.000% 0.000% 0.000% 0.000% 0.000% 0.000% 1.000% 1.000% 0.000%
Good
quality 20X 2.000% 1.000% 2.000% 2.000% 1.000% 2.000% 2.000% 1.000% 2.000%

Poor
quality 5X 1.000% 1.000% 1.000% 1.000% 1.000% 1.000% 1.000% 1.000% 1.000%
Poor
quality 10X 0.000% 1.000% 0.000% 0.000% 1.000% 0.000% 1.000% 1.000% 1.000%
Poor
quality 15X 0.000% 0.000% 0.000% 1.000% 0.000% 0.000% 0.000% 0.000% 1.000%
Poor
quality 20X 2.000% 2.000% 0.000% 1.000% 3.000% 2.000% 2.000% 1.000% 3.000%

Table C.0.1: Percentage statistics for the Hamming distances for each type of simulated alignment, based on all sites across

the consensus sequence. The first column describes the quality of the alignment (good quality or poor quality). The second

column identifies the average coverage of the alignment (5X, 10X, 15X or 20X). The third column contains the percentage

of times we observed a Hamming distance of 0 for each type of alignment obtained in Chapter 5 for comparison. The

remaining columns contains the percentage of times we observed a Hamming distance of 0 between the estimated DNA

sequence and the true DNA sequence for each type of alignment, based only on sites with a coverage greater than zero,

for each type of standard prior distribution. The bold values indicate the largest value within each row, not including the

EM Method.
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Figure C.0.1: Side-by-side box-plots of the Hamming distances, based on all sites

across the consensus sequence, for each type of good quality alignment and each

type of standard prior distribution. The x-axis corresponds to the standard prior

distributions and for each standard prior distribution, there are four box-plots

corresponding to each type of good quality alignment. The y-axis represents the

Hamming distances, based on all sites across the consensus sequence. The red

box-plots correspond to the 5X good quality alignments. The green box-plots

correspond to the 10X good quality alignments. The blue box-plots correspond

to the 15X good quality alignments. The purple box-plots correspond to the 20X

good quality alignments.
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Figure C.0.2: Side-by-side box-plots of the Hamming distances, based on all sites

across the consensus sequence, for each type of poor quality alignment and each

type of standard prior distribution. The x-axis corresponds to the standard prior

distributions and for each standard prior distribution, there are four box-plots

corresponding to each type of poor quality alignment. The y-axis represents the

Hamming distances, based on all sites across the consensus sequence. The red

box-plots correspond to the 5X poor quality alignments. The green box-plots

correspond to the 10X poor quality alignments. The blue box-plots correspond

to the 15X poor quality alignments. The purple box-plots correspond to the 20X

poor quality alignments.



Alignment EM Method Non-Informative EqualBase EqualBaseINDEL EB RefGenome RefGenomeINDEL GC GCINDEL

Good
quality

5X 78.529 84.018 73.224 73.299 72.991 73.010 73.147 73.151 73.188

(49.204) (53.170) (46.317) (46.369) (46.091) (46.136) (46.303) (46.366) (46.351)

10X 36.611 39.380 34.295 34.358 34.258 34.227 34.365 34.297 34.316Good
quality

(30.038) (32.334) (28.277) (28.334) (28.194) (28.110) (28.208) (28.178) (28.192)

Good
quality

15X 26.248 28.129 24.560 24.570 24.705 24.457 24.563 24.534 24.544

(16.242) (17.599) (15.418) (15.370) (15.283) (15.205) (15.333) (15.351) (15.311)

20X 18.978 20.220 17.732 17.791 17.922 17.656 17.815 17.686 17.752Good
quality

(12.114) (13.137) (11.481) (11.507) (11.396) (11.443) (11.521) (11.450) (11.551)

Poor
quality

5X 70.515 75.745 65.866 66.025 65.849 65.791 65.977 65.837 65.940

(46.000) (49.941) (43.444) (43.589) (43.619) (43.506) (43.689) (43.473) (43.565)

10X 35.765 38.285 33.295 33.463 33.212 33.294 33.263 33.309 33.383Poor
quality

(25.189) (27.354) (23.806) (23.774) (23.637) (23.791) (23.733) (23.832) (23.786)

Poor
quality

15X 24.103 25.748 22.435 22.462 22.567 22.395 22.475 22.420 22.502

(16.726) (18.095) (15.775) (15.779) (15.731) (15.709) (15.819) (15.747) (15.802)

20X 18.976 20.275 17.636 17.684 17.904 17.651 17.693 17.621 17.683Poor
quality

(13.772) (14.779) (12.950) (13.042) (12.922) (12.925) (12.952) (12.864) (12.996)

Table C.0.2: Summary statistics for the sum of the entropies for each type of simulated alignment, based on all sites across

the consensus sequence. The first column describes the quality of the alignment (good quality or poor quality). The second

column identifies the average coverage of the alignment (5X, 10X, 15X, or 20X). The third column contains the estimated

mean and standard deviation for each type of alignment obtained in Chapter 5 for comparison. The remaining columns

contain the estimated mean and standard deviation of the sum of the entropies for each type of alignment, for each type of

standard prior distribution. Within each cell is the estimated mean of the sum of the entropies and the estimated standard

deviation in brackets. The bold values indicate the smallest value within each row, not including the EM Method.
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Figure C.0.3: Side-by-side box-plots of the sum of entropies, based on all sites

across the consensus sequence, for each type of good quality alignment and each

type of standard prior distribution. The x-axis corresponds to the standard prior

distributions and for each standard prior distribution, there are four box-plots

corresponding to each type of good quality alignment. The y-axis represents the sum

of the entropies, based on all sites across the consensus sequence. The red box-plots

correspond to the 5X good quality alignments. The green box-plots correspond

to the 10X good quality alignments. The blue box-plots correspond to the 15X

good quality alignments. The purple box-plots correspond to the 20X good quality

alignments.
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Figure C.0.4: Side-by-side box-plots of the sum of entropies, based on all sites

across the consensus sequence, for each type of poor quality alignment and each

type of standard prior distribution. The x-axis corresponds to the standard prior

distributions and for each standard prior distribution, there are four box-plots

corresponding to each type of poor quality alignment. The y-axis represents the sum

of the entropies, based on all sites across the consensus sequence. The red box-plots

correspond to the 5X poor quality alignments. The green box-plots correspond to the

10X poor quality alignments. The blue box-plots correspond to the 15X poor quality

alignments. The purple box-plots correspond to the 20X poor quality alignments.



Appendix D

Analysis of 5X, 10X and 15X

simulated ancient DNA

alignments

This appendix contains the analysis of examples of the 5X, 10X, and 15X good and

poor quality ancient DNA alignments used in Chapter 7.
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D.1 5X good quality ancient DNA alignment

Plots describing the coverage, average base quality, and average mapping quality of

an example of a 5X good quality ancient DNA alignment are given in Figure D.1.1.

Looking at Figure D.1.1a, the sites at the ends of the reference genome have no

coverage. Hence, we see gaps in the average base quality and average mapping

quality plots. Figure D.1.1b shows this alignment has reasonably high average base

qualities however, the variations in average base quality are due to sequencing

errors. Looking at Figure D.1.1c, we notice that the reads in this data set map

well to the reference genome.

Figure D.1.2 shows the ancient DNA damage profile, produced using mapDamage

2.0. Typically with ancient DNA, we expect an excess of adenine residues and

guanine residues before strand breaks. In this example, we have an excess of

adenine however, guanine residues are depressed. Looking at the plots in the lower

left and right corners of Figure D.1.2, there is evidence of cytosine deamination in

this alignment. In particular, the rates of C to T substitutions start at 0.1429 at

the first position, increase to 0.2 at the third position and then decreases

thereafter. The rates of G to A substitutions are slightly higher, starting at 0.375

at the first position of a read and then slowly decreases thereafter.
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(a) (b)

(c)

Figure D.1.1: Analysis of an example of a 5X good quality ancient DNA alignment.

Figure D.1.1a shows the coverage plot, where the x-axis corresponds to the sites

along the reference genome and the y-axis represents the number of reads covering

each site. Figure D.1.1b plots the average base quality at each site in the alignment

matrix, where the x-axis corresponds to the columns along the alignment matrix

and the y-axis represents the average base quality. Figure D.1.1c plots the average

mapping quality at each site in the alignment matrix, where the x-axis corresponds

to the columns along the alignment matrix and the y-axis represents the average

mapping quality. Gaps in the curves are due to no coverage at those sites.
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Figure D.1.2: Ancient DNA damage profile of the 5X good quality ancient DNA

alignment, produced using mapDamage 2.0. The four upper plots show the base

frequencies inside and outside of reads, where the open grey box corresponds to

a read. The two lower plots show the position specific substitutions from the 5′

end (left) and the 3′ end (right) of a read. The red line corresponds to C to T

substitutions, the blue line corresponds to G to A substitutions, and the faded lines

represent other types of substitutions.
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D.2 10X good quality ancient DNA alignment

Plots describing the coverage, average base quality, and average mapping quality of

an example of a 10X good quality ancient DNA alignment are given in

Figure D.2.1. Looking at Figure D.2.1a, all sites except the ends of the reference

genome have coverages greater than zero. Figure D.2.1b shows the average base

qualities are around 36, with small variations in average base quality due to

sequencing errors. Looking at Figure D.1.1c, we notice that the reads in this data

set map well to the reference genome.

Figure D.2.2 shows the ancient DNA damage profile, produced using mapDamage

2.0. Typically with ancient DNA, we expect an excess of adenine residues and

guanine residues before strand breaks. Looking at the adenine residue plot, there is

a slight excess of adenine residues before strand breaks however, guanine residues

are slightly depressed. Looking at the plots in the lower left and right corners of

Figure D.2.2, there is evidence of cytosine deamination in this alignment. In

particular, the rates of C to T substitutions start at 0.1724 at the first position

and then slowly decreases with the exception of the fourth position, where it

increases to 0.1053. The rates of G to A substitutions are slightly higher, starting

at 0.2105 at the first position of a read and then slowly decreases thereafter.
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(a) (b)

(c)

Figure D.2.1: Analysis of an example of a 10X good quality ancient DNA alignment.

Figure D.2.1a shows the coverage plot, where the x-axis corresponds to the sites

along the reference genome and the y-axis represents the number of reads covering

each site. Figure D.2.1b plots the average base quality at each site in the alignment

matrix, where the x-axis corresponds to the columns along the alignment matrix

and the y-axis represents the average base quality. Figure D.2.1c plots the average

mapping quality at each site in the alignment matrix, where the x-axis corresponds

to the columns along the alignment matrix and the y-axis represents the average

mapping quality. Gaps in the curves are due to no coverage at those sites.
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Figure D.2.2: Ancient DNA damage profile of the 10X good quality ancient DNA

alignment, produced using mapDamage 2.0. The four upper plots show the base

frequencies inside and outside of reads, where the open grey box corresponds to

a read. The two lower plots show the position specific substitutions from the 5′

end (left) and the 3′ end (right) of a read. The red line corresponds to C to T

substitutions, the blue line corresponds to G to A substitutions, and the faded lines

represent other types of substitutions.
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D.3 15X good quality ancient DNA alignment

Plots describing the coverage, average base quality, and average mapping quality of

an example of a 15X good quality ancient DNA alignment are given in

Figure D.3.1. Looking at Figure D.3.1a, we notice that all sites except the ends of

the reference genome have coverages greater than zero. Figure D.3.1b shows this

data set has reasonably high base qualities, with variations in average base quality

due to sequencing errors. Looking at Figure D.1.1c, we notice that the reads in

this data set map well to the reference genome.

Figure D.3.2 shows the ancient DNA damage profile, produced using mapDamage

2.0. Typically with ancient DNA, we expect an excess of adenine residues and

guanine residues before strand breaks however, this is not evident in this

alignment. Looking at the plots in the lower left and right corners of Figure D.3.2,

there is evidence of cytosine deamination in this alignment. In particular, the rates

of C to T substitutions start at 0.1667 at the first position and then slowly

decreases thereafter. The rates of G to A substitutions are slightly lower, starting

at 0.1395 at the first position of a read and then slowly decreases thereafter.
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(a) (b)

(c)

Figure D.3.1: Analysis of an example of a 15X good quality ancient DNA alignment.

Figure D.3.1a shows the coverage plot, where the x-axis corresponds to the sites

along the reference genome and the y-axis represents the number of reads covering

each site. Figure D.3.1b plots the average base quality at each site in the alignment

matrix, where the x-axis corresponds to the columns along the alignment matrix

and the y-axis represents the average base quality. Figure D.3.1c plots the average

mapping quality at each site in the alignment matrix, where the x-axis corresponds

to the columns along the alignment matrix and the y-axis represents the average

mapping quality. Gaps in the curves are due to no coverage at those sites.
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Figure D.3.2: Ancient DNA damage profile of the 15X good quality ancient DNA

alignment, produced using mapDamage 2.0. The four upper plots show the base

frequencies inside and outside of reads, where the open grey box corresponds to

a read. The two lower plots show the position specific substitutions from the 5′

end (left) and the 3′ end (right) of a read. The red line corresponds to C to T

substitutions, the blue line corresponds to G to A substitutions, and the faded lines

represent other types of substitutions.
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D.4 5X poor quality ancient DNA alignment

Plots describing the coverage, average base quality, and average mapping quality of

an example of a 5X poor quality ancient DNA alignment are given in Figure D.4.1.

Looking at Figure D.4.1a, we notice that all sites except the ends of the reference

genome have coverages greater than zero. The average base quality plot shown in

Figure D.4.1b shows that the majority of the average base qualities are around 26.

The large variations in average base quality are caused by sequencing errors. The

reads in this data set map well to the reference genome, as seen in Figure D.4.1c.

Figure D.4.2 shows the ancient DNA damage profile, produced using mapDamage

2.0. Typically with ancient DNA, we expect an excess of adenine residues and

guanine residues before strand breaks. Looking at the adenine and guanine residue

plots, there is an excess of adenine residues and guanine residues before strand

breaks. Looking at the plots in the lower left and right corners of Figure D.4.2,

there is evidence of cytosine deamination in this alignment. In particular, the rates

of C to T substitutions start at 0.1818 at the first position and then slowly

decreases thereafter. The rates of G to A substitutions also start at 0.1818 at the

first position of a read and then slowly decreases thereafter.
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(a) (b)

(c)

Figure D.4.1: Analysis of an example of a 5X poor quality ancient DNA alignment.

Figure D.4.1a shows the coverage plot, where the x-axis corresponds to the sites

along the reference genome and the y-axis represents the number of reads covering

each site. Figure D.4.1b plots the average base quality at each site in the alignment

matrix, where the x-axis corresponds to the columns along the alignment matrix

and the y-axis represents the average base quality. Figure D.4.1c plots the average

mapping quality at each site in the alignment matrix, where the x-axis corresponds

to the columns along the alignment matrix and the y-axis represents the average

mapping quality. Gaps in the curves are due to no coverage at those sites.
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Figure D.4.2: Ancient DNA damage profile of the 5X poor quality ancient DNA

alignment, produced using mapDamage 2.0. The four upper plots show the base

frequencies inside and outside of reads, where the open grey box corresponds to

a read. The two lower plots show the position specific substitutions from the 5′

end (left) and the 3′ end (right) of a read. The red line corresponds to C to T

substitutions, the blue line corresponds to G to A substitutions, and the faded lines

represent other types of substitutions.
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D.5 10X poor quality ancient DNA alignment

Plots describing the coverage, average base quality, and average mapping quality of

an example of a 10X poor quality ancient DNA alignment are given in

Figure D.5.1. Looking at Figure D.5.1a, we notice that all sites except the ends of

the reference genome have coverages greater than zero. Figure D.5.1b shows that

the majority of the average base qualities are around 26, with large variations in

average base quality caused by sequencing errors. The reads in this data set map

well to the reference genome, as seen in Figure D.5.1c.

Figure D.5.2 shows the ancient DNA damage profile, produced using mapDamage

2.0. Typically with ancient DNA, we expect an excess of adenine residues and

guanine residues before strand breaks. Looking at the adenine and guanine residue

plots, there is an excess of adenine residues and guanine residues before strand

breaks. Looking at the plots in the lower left and right corners of Figure D.5.2,

there is little evidence of cytosine deamination in this alignment as C to T

substitutions start at 0.0476 and G to A substitutions start at 0.1333.
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(a) (b)

(c)

Figure D.5.1: Analysis of an example of a 10X poor quality ancient DNA alignment.

Figure D.5.1a shows the coverage plot, where the x-axis corresponds to the sites

along the reference genome and the y-axis represents the number of reads covering

each site. Figure D.5.1b plots the average base quality at each site in the alignment

matrix, where the x-axis corresponds to the columns along the alignment matrix

and the y-axis represents the average base quality. Figure D.5.1c plots the average

mapping quality at each site in the alignment matrix, where the x-axis corresponds

to the columns along the alignment matrix and the y-axis represents the average

mapping quality. Gaps in the curves are due to no coverage at those sites.
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Figure D.5.2: Ancient DNA damage profile of the 10X poor quality ancient DNA

alignment, produced using mapDamage 2.0. The four upper plots show the base

frequencies inside and outside of reads, where the open grey box corresponds to

a read. The two lower plots show the position specific substitutions from the 5′

end (left) and the 3′ end (right) of a read. The red line corresponds to C to T

substitutions, the blue line corresponds to G to A substitutions, and the faded lines

represent other types of substitutions.
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D.6 15X poor quality ancient DNA alignment

Plots describing the coverage, average base quality, and average mapping quality of

an example of a 15X poor quality ancient DNA alignment are given in

Figure D.6.1. Looking at Figure D.6.1a, all sites have reasonably high coverage

except at the ends of the reference genome. Figure D.6.1b shows that the majority

of the average base qualities are around 27. The reads in this data set map well to

the reference genome, as seen in Figure D.6.1c.

Figure D.6.2 shows the ancient DNA damage profile, produced using mapDamage

2.0. Typically with ancient DNA, we expect an excess of adenine residues and

guanine residues before strand breaks however, this is not evident in this

alignment. Looking at the plots in the lower left and right corners of Figure D.6.2,

there is evidence of cytosine deamination in this alignment. In particular, the rates

of C to T substitutions start quite low at 0.075, then increase to 0.1538 at the first

position and then decreases thereafter. The rates of G to A substitutions start at

0.1613 and decrease thereafter, with some variability as we move across the length

of the read.



APPENDIX D. ANALYSIS OF 5X, 10X AND 15X aDNA ALIGNMENTS 329

(a) (b)

(c)

Figure D.6.1: Analysis of an example of a 15X poor quality ancient DNA alignment.

Figure D.6.1a shows the coverage plot, where the x-axis corresponds to the sites

along the reference genome and the y-axis represents the number of reads covering

each site. Figure D.6.1b plots the average base quality at each site in the alignment

matrix, where the x-axis corresponds to the columns along the alignment matrix

and the y-axis represents the average base quality. Figure D.6.1c plots the average

mapping quality at each site in the alignment matrix, where the x-axis corresponds

to the columns along the alignment matrix and the y-axis represents the average

mapping quality. Gaps in the curves are due to no coverage at those sites.
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Figure D.6.2: Ancient DNA damage profile of the 15X poor quality ancient DNA

alignment, produced using mapDamage 2.0. The four upper plots show the base

frequencies inside and outside of reads, where the open grey box corresponds to

a read. The two lower plots show the position specific substitutions from the 5′

end (left) and the 3′ end (right) of a read. The red line corresponds to C to T

substitutions, the blue line corresponds to G to A substitutions, and the faded lines

represent other types of substitutions.



Appendix E

Consensus sequence estimation

results based on all sites from

Chapter 7

This appendix presents the results based on all sites in the estimated consensus

sequence, estimated using our consensus sequence estimation method presented in

Section 7.3 with the standard prior distributions. Table E.0.1 contains the

percentage statistics for the Hamming distances between the estimated DNA

sequences and the true DNA sequence, based on all sites across the estimated

consensus sequence, for each type of simulated ancient DNA alignment.

Side-by-side box-plots of the Hamming distances for each type of good quality and

poor quality ancient DNA alignment are shown in Figures E.0.1 and E.0.2

respectively. Table E.0.2 shows the summary statistics for the sum of the entropies

based on all sites across the consensus sequence, for each estimated consensus

sequence. Side-by-side box-plots of the sum of entropies for each type of good

quality and poor quality ancient DNA alignment are shown in Figures E.0.3

and E.0.4 respectively.
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Alignment Non-Informative EqualBase EqualBaseINDEL EB RefGenome RefGenomeINDEL GC GCINDEL

Good
quality 5X 1.031% 0.000% 1.000% 0.000% 0.000% 0.000% 0.000% 0.000%
Good
quality 10X 2.041% 1.000% 0.000% 2.000% 1.250% 1.429% 0.000% 0.000%
Good
quality 15X 1.010% 1.000% 1.000% 0.000% 0.000% 0.000% 0.000% 0.000%
Good
quality 20X 3.000% 7.000% 7.000% 5.000% 6.250% 4.286% 4.286% 4.286%

Poor
quality 5X 0.000% 0.000% 0.000% 0.000% 0.000% 0.000% 0.000% 0.000%
Poor
quality 10X 0.000% 1.000% 1.000% 0.000% 0.000% 0.000% 0.000% 0.000%
Poor
quality 15X 0.000% 0.000% 1.000% 0.000% 0.000% 0.000% 0.000% 0.000%
Poor
quality 20X 4.082% 2.000% 2.000% 3.000% 7.500% 8.571% 10.000% 8.571%

Table E.0.1: Percentage statistics for the Hamming distances for each type of simulated ancient DNA alignment, based

on all sites across the consensus sequence. The first column describes the quality of the alignment (good quality or poor

quality). The second column identifies the average coverage of the alignment (5X, 10X, 15X or 20X). The remaining

columns contains the percentage of times we observed a Hamming distance of 0 between the estimated DNA sequence

and the true DNA sequence for each type of alignment, based on all sites across the consensus sequence, for each type of

standard prior distribution. The bold values indicate the largest value within each row.
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Figure E.0.1: Side-by-side box-plots of the Hamming distances, based on all sites

across the consensus sequence, for each type of good quality ancient DNA alignment

and each type of standard prior distribution. The x-axis corresponds to the standard

prior distributions and for each standard prior distribution, there are four box-plots

corresponding to each type of good quality ancient DNA alignment. The y-axis

represents the Hamming distance, based on all sites across the consensus sequence.

The red box-plots correspond to the 5X good quality ancient DNA alignments. The

green box-plots correspond to the 10X good quality ancient DNA alignments. The

blue box-plots correspond to the 15X good quality ancient DNA alignments. The

purple box-plots correspond to the 20X good quality ancient DNA alignments.
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Figure E.0.2: Side-by-side box-plots of the Hamming distances, based on all sites

across the consensus sequence, for each type of poor quality ancient DNA alignment

and each type of standard prior distribution. The x-axis corresponds to the standard

prior distributions and for each standard prior distribution, there are four box-plots

corresponding to each type of poor quality ancient DNA alignment. The y-axis

represents the Hamming distance, based on all sites across the consensus sequence.

The red box-plots correspond to the 5X poor quality ancient DNA alignments. The

green box-plots correspond to the 10X poor quality ancient DNA alignments. The

blue box-plots correspond to the 15X poor quality ancient DNA alignments. The

purple box-plots correspond to the 20X poor quality ancient DNA alignments.



Alignment Non-Informative EqualBase EqualBaseINDEL EB RefGenome RefGenomeINDEL GC GCINDEL

Good
quality

5X 76.527 66.074 65.693 64.953 64.370 66.086 62.904 65.537

(45.850) (39.781) (39.370) (37.603) (41.802) (41.444) (37.648) (41.908)

10X 35.040 30.167 31.217 30.695 28.861 30.560 31.812 31.001Good
quality

(25.999) (22.433) (22.703) (22.514) (20.331) (22.529) (22.738) (22.834)

Good
quality

15X 27.101 23.739 23.737 23.448 23.501 23.624 23.721 23.685

(23.455) (20.583) (20.602) (20.438) (20.889) (21.866) (22.016) (22.027)

20X 15.927 13.916 13.932 13.694 13.470 14.237 14.320 14.348Good
quality

(11.474) (10.061) (10.058) (9.890) (9.841) (10.028) (10.134) (10.163)

Poor
quality

5X 74.575 65.198 65.241 64.807 65.685 66.823 67.342 67.329

(46.751) (40.695) (40.724) (40.590) (42.600) (43.467) (43.888) (43.821)

10X 37.258 32.394 32.435 32.353 33.311 31.503 31.679 31.667Poor
quality

(21.875) (19.035) (18.947) (19.070) (18.949) (18.238) (18.202) (18.249)

Poor
quality

15X 27.702 24.128 24.153 24.034 21.970 22.477 22.511 22.637

(21.763) (18.902) (18.925) (18.997) (17.591) (18.015) (18.051) (18.144)

20X 17.020 14.754 14.764 14.630 14.055 13.889 13.928 13.929Poor
quality

(13.076) (11.271) (11.271) (11.178) (10.516) (10.538) (10.559) (10.607)

Table E.0.2: Summary statistics for the sum of the entropies for each type of simulated ancient DNA alignment, based

on all sites across the consensus sequence. The first column describes the quality of the alignment (good quality or poor

quality). The second column identifies the average coverage of the alignment (5X, 10X, 15X, or 20X). The remaining

columns contain the estimated mean and standard deviation of the sum of the entropies for each type of alignment, for each

type of standard prior distribution. Within each cell is the estimated mean of the sum of the entropies and the estimated

standard deviation in brackets. The bold values indicate the smallest value within each row.
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Figure E.0.3: Side-by-side box-plots of the sum of entropies, based on all sites across

the consensus sequence, for each type of good quality ancient DNA alignment and

each type of standard prior distribution. The x-axis corresponds to the standard

prior distributions and for each standard prior distribution, there are four box-plots

corresponding to each type of good quality ancient DNA alignment. The y-axis

represents the sum of the entropies, based on all sites across the consensus sequence.

The red box-plots correspond to the 5X good quality ancient DNA alignments. The

green box-plots correspond to the 10X good quality ancient DNA alignments. The

blue box-plots correspond to the 15X good quality ancient DNA alignments. The

purple box-plots correspond to the 20X good quality ancient DNA alignments.



APPENDIX E. RESULTS BASED ON ALL SITES FROM CHAPTER 7 337

Figure E.0.4: Side-by-side box-plots of the sum of entropies, based on all sites across

the consensus sequence, for each type of poor quality ancient DNA alignment and

each type of standard prior distribution. The x-axis corresponds to the standard

prior distributions and for each standard prior distribution, there are four box-plots

corresponding to each type of poor quality ancient DNA alignment. The y-axis

represents the sum of the entropies, based on all sites across the consensus sequence.

The red box-plots correspond to the 5X poor quality ancient DNA alignments. The

green box-plots correspond to the 10X poor quality ancient DNA alignments. The

blue box-plots correspond to the 15X poor quality ancient DNA alignments. The

purple box-plots correspond to the 20X poor quality ancient DNA alignments.



Glossary

Alignment: A structure where reads are aligned against a reference genome.

Alignment matrix: A matrix containing the alignment, where each row

corresponds to a read and each column corresponds to a site along the consensus

sequence.

Ancient DNA: DNA sampled from ancient remains.

Base: An individual unit of DNA. The four bases are Adenine (A), Cytosine (C),

Guanine (G), and Thymine (T).

Base quality: A measure of the probability that a base was called correctly.

Base quality threshold: The minimum base quality required for each base in

the alignment to be used when estimating the consensus sequence.

Consensus sequence: A particular ordering of bases estimated by using the data

in the alignment.

Coverage: The number of reads that cover a site in the reference genome.
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Coverage threshold: The minimum amount of coverage at each site in the

alignment required to estimate the consensus sequence. Sites with a coverage less

than the coverage threshold will be assigned a missing base in the consensus

sequence.

DNA: A sequence made up of the four nucleotides; Adenine, Cytosine, Guanine

and Thymine.

Entropy: A measurement of uncertainty in an estimated base along the consensus

sequence.

Fragment: A subsequence of the sampled DNA sequence, usually between 50 and

150 bases in length.

INDEL: Insertions and deletions are a type of mutation that alter the total

number of nucleotides in a DNA sequence.

Mapping quality: A measure of the confidence that a read actually came from

the position along the reference genome to which it is aligned.

Mapping quality threshold: The minimum mapping quality required for each

read in the alignment to be used when estimating the consensus sequence.

Nucleotide: A compound consisting of a base (Adenine, Cytosine, Guanine or

Thymine), a phosphate group and a sugar.

Polymerase chain reaction (PCR): A method used in DNA sequencing to

amplify fragments of DNA.
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Read: A sequencing product from Next-Generation Sequencing, i.e., a copy of a

DNA fragment.

Reference genome: A representative DNA sequence for a species.

Site: A column in the alignment matrix, or a position along a DNA sequence.

SNP: Single nucleotide polymorphisms that are a common type of genetic

variation, representing a difference in a nucleotide.
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