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Abstract

This thesis concerns the development, estimation and investigation of a general anisotropic

spatial correlation function, within model-based geostatistics, expressed as a Gaussian linear

mixed model, and estimated using residual maximum likelihood (REML).

The Matérn correlation function is attractive because of its parameter which controls

smoothness of the spatial process, and which can be estimated from the data. This function is

combined with geometric anisotropy, with an extension permitting different distance metrics,

forming a flexible spatial covariance model which incorporates as special cases many infinite-

range spatial covariance functions in common use.

Derivatives of the residual log-likelihood with respect to the four correlation-model pa-

rameters are derived, and the REML algorithm coded in Splus for testing and refinement

as a precursor to its implementation into the software ASReml, with additional generality

of linear mixed models. Suggestions are given regarding initial values for the estimation. A

residual likelihood ratio test for anisotropy is also developed and investigated.

Application to three soil-based examples reveals that anisotropy does occur in practice,

and that this technique is able to fit covariance models previously unavailable or inaccessible.

Simulations of isotropic and anisotropic data with and without a nugget effect reveal

the following principal points. Inclusion of some closely-spaced locations greatly improves

estimation, particularly of the Matérn smoothness parameter, and of the nugget variance

when present. The presence of geometric anisotropy does not adversely affect parameter

estimation. Presence of a nugget effect introduces greater uncertainty into the parameter

estimates, most dramatically for the smoothness parameter, and also increases the chance

of non-convergence and decreases the power of the test for anisotropy. Estimation is more

difficult with very “unsmooth” processes (Matérn smoothness parameter 0.1 or 0.25) — non-

convergence is more likely and estimates are less precise and/or more biased. However it is

still often possible to fit the full model including both anisotropy and nugget effect using

REML with as few as 100 observations.

Additional simulations involving model misspecification reveal that ignoring anisotropy

when it is present can substantially increase the mean squared error of prediction, but

overfitting by attempting to model anisotropy when it is absent is less damaging. Further,

plug-in estimates of prediction error variance are reasonable estimates of the actual mean

squared error of prediction, regardless of the model fitted, weakening the argument requiring

Bayesian approaches to properly allow for uncertainty in the parameter estimates when

estimating prediction error variance.

The most valuable outcome of this research is the implementation of an anisotropic

Matérn correlation function in ASReml, including the full generality of Gaussian linear
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mixed models which permits additional fixed and random effects, making publicly available

the facility to fit, via REML estimation, a much wider range of variance models than has

previously been readily accessible. This greatly increases the probability and ease with

which a well-fitting covariance model can be found for a spatial data set, thus contributing

to improved geostatistical spatial analysis.
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Chapter 1

Introduction

The topic of this thesis is the development, investigation, and implementation of an extended

anisotropic Matérn correlation function for geostatistical spatial analysis, in the Gaussian

linear mixed models framework, using REML estimation.

1.1 Background

To date in geostatistical analysis, most commonly-used correlation, covariance, or variogram

models have smoothness fixed a priori by the chosen form of model. In addition, many

models assume isotropy, with a notable exception being the separable exponential model of

Gilmour et al. (1997), routinely used for the analysis of variety trials for field crops laid

out in rectangular grids. The imposition of either or both predetermined smoothness and

isotropy enforces strong and possibly unrealistic restrictions on the covariance model, and

the resulting fitted models may be less than optimal, resulting in sub-optimal kriging and

kriging variances.

Classical geostatistical analysis typically relies on estimating a variogram by fitting a

model to an empirical variogram, which suffers from not allowing for strong dependencies

within the empirical variogram. In model-based geostatistics, the problem is formulated as

an explicit statistical model, permitting estimation of the covariance function by formal sta-

tistical methods, specifically likelihood methods, as described by Kitanidis (1997). While the

model-based approach properly deals with the dependencies in the data under the assumed

model, it is limited by the range of models available for consideration.

1.2 Advances

The Matérn class of correlation functions (see, for example, Stein, 1999) has received in-

creased attention in recent years due to the presence of a smoothness parameter ν which can

be estimated from the data thereby allowing the data themselves to determine the smooth-

ness of the assumed covariance model. It includes as special cases several correlation models

already in common use. However the mathematical form of the Matérn function has made it

1



2 CHAPTER 1. INTRODUCTION

non-trivial to apply, and it has not been available in standard or readily-accessible software.

Two publicly available software programs that do include the Matérn class are a package

for R (R Development Core Team (2006)) called geoR (Ribeiro Jr. & Diggle, 2001 — the

same authors also produced geoS, a version for S-PLUS, but this is no longer maintained),

and VESPER (Minasny et al., 2005). The documentation for VESPER incorrectly states

that the smoothness parameter must be no greater than 2, although the program does allow

larger values to be fitted in practice.

The Matérn function is isotropic. Geometric anisotropy is a convenient way to intro-

duce anisotropy into any correlation function, by applying a linear transformation to the

coordinate system of the spatial locations.

This thesis combines these two enhancements into a general class of anisotropic Matérn

correlation functions. A further generalisation, utilising the Minkowski metric, adds the

separable exponential model to the special cases included, so that the full model includes as

special cases most of the infinite-range spatial correlations in common use.

Introduction of the general anisotropic Matérn class greatly expands the range of models

available for model-based geostatistics, and this can be expected to contribute to improved

outcomes from geostatistical analysis.

When implementing the Gaussian linear mixed models framework to properly allow for

dependencies in the data, the method of residual maximum likelihood (REML) is preferred

over maximum likelihood methods by many authors, for example Stein (1999). With REML,

covariance-model parameters are estimated from contrasts which are independent of any fixed

effects in the model. In this thesis REML analysis is derived to simultaneously estimate

both the Matérn parameters and anisotropy parameters in the general model. Software is

written to implement and test the procedure, as a precursor to implementation by Dr. A. R.

Gilmour, of New South Wales Department of Primary Industries, Australia, into the more

general linear mixed models software, ASReml (Gilmour et al., 2006). The general model

and implementation are then investigated by application to real examples and by simulation.

Of the two previously existing software programs that provide the Matérn correlation

model, VESPER (Minasny et al., 2005) does not incorporate anisotropy with the Matérn

correlation function, and fits the variogram directly to the empirical variogram using non-

linear least squares, following the classical approach to geostatistics. The geoR software

(Ribeiro Jr. & Diggle, 2001) did not initially include geometric anisotropy, but appears to

have introduced geometric anisotropy more recently. GeoR allows model-based estimation

using both REML and maximum likelihood, as well as least squares (classical geostatistics)

methods. Neither VESPER nor geoR include the small extension using the Minkowski

metric.

In addition, various properties of the extended anisotropic Matérn model and its estima-

tion by REML are investigated in this thesis.
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1.3 Structure of the thesis

Following this introduction, Chapter 2 describes geostatistical analysis and the classical

approach to kriging, including concepts, terminology, notation, properties, kriging and pre-

diction error variance. Chapter 3 introduces model-based geostatistics, formulating the geo-

statistical problem as a Gaussian linear mixed model, in which kriging is equivalent to best

linear unbiased prediction. Residual maximum likelihood (REML), a natural estimation

method for fitting linear mixed models to data, is also summarised in this chapter.

The Matérn class of correlation functions is introduced in Chapter 4, and calculations are

done to enable REML estimation of the variance-model parameters. Software was developed

to perform REML analysis for the Matérn model, and the properties of REML estimation

investigated, noting potential numerical difficulties in the estimation of the smoothness pa-

rameter ν, most easily solved by using a numerical derivative for ν. Methods for obtaining

initial values of the parameters for the estimation process are also discussed. In Chapter 5,

the Matérn model is extended to include geometric anisotropy, with two additional parame-

ters, an anisotropy ratio and an anisotropy angle, and calculations are performed to permit

these parameters to also be estimated, along with the Matérn parameters, via REML.

Inclusion of the Minkowski metric as a further enhancement is described, initial values

for estimation are discussed, and a test for anisotropy is developed.

After incorporation of the computer code into ASReml (Gilmour et al., 2006), more

intensive investigation of the properties of this broad class of models in the linear mixed

models framework is done via three soil-based examples in Chapter 6, and simulations in

Chapters 7 and 8. In the first two examples, anisotropy is clearly important, and in the third

it appears to play a part, demonstrating the value of readily accessible methods of fitting a

range of anisotropic covariance models.

The simulations in Chapter 7 were carried out to investigate the behaviour of the anisotropic

Matérn correlation model and of the performance of its estimation via REML using the soft-

ware ASReml (Gilmour et al., 2006). Four series of simulations were performed, isotropic

and anisotropic, without and with a nugget effect, with several different sets of parameter

combinations within each series.

The final set of simulations in Chapter 8 addresses, within a limited set of scenarios, the

issue of suggested inadequacy of plug-in model-based estimates of prediction error variance

and examines the effect of misspecifying the correlation model, particularly in terms of

anisotropy. It revealed plug-in estimates commonly within 10% of the actual prediction error

variance, especially when an adequate model is fitted, with deviations in either direction.

Misspecification of the model can be serious if the model is too simple (anisotropy parameters

ignored), but is of little concern if anisotropy parameters are fitted when not needed. In these

cases the true model is a special case of the more general model, and appropriate values can

be estimated. These results add further strong support for the value of readily accessible

software to fit general and flexible anisotropic correlation models.

The thesis concludes with an overview and identifies topics for further research in Chap-
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ter 9.

1.4 Principal contributions

The principal outcome of this research has been the capability to estimate from a flexible

general class of stationary anisotropic spatial correlation functions, in which the smoothness

of the process can be estimated directly from data, unlike previous readily-available models

in which the smoothness is specified a priori according to a chosen model, and this is done

by REML in a model-based approach with the full capacity of Gaussian linear mixed mod-

els. Many of the commonly-used models occur as special cases of the extended anisotropic

Matérn model developed here. Anisotropy was not generally available in other applications

of the Matérn function, although available in limited ways for some specific shapes of cor-

relation functions, for example exponential and Gaussian, and it has now been added to

geoR (Ribeiro Jr. & Diggle, 2001), albeit in a purely geostatistical setting, without the full

capacity of general Gaussian linear mixed models available in ASReml. Also made possible

by this model is a residual likelihood test for anisotropy, which is able to demonstrate that

anisotropy is important in practice. The Minkowski metric is attractive in that it allows the

separable exponential model to be expressed in the same framework, and generalised to allow

rotation of the coordinate axes. Further, theory and software are developed to estimate all

the parameters of this model (except λ) using REML.

An important direct result of this research has been the implementation of the model

in the publicly available software for REML estimation of linear mixed models, ASReml

(Gilmour et al., 2006), more recently also available as an add-on module (Butler et al.,

2007a) to R (R Development Core Team, 2006), and to S (Butler et al., 2007b; S-PLUS r,

2007), permitting very general linear mixed models incorporating the extended anisotropic

Matérn model but also with an optional nugget effect or other random effects, and any

desired linear model for the deterministic fixed effects, including spatial trend or external

fixed effects such as an imposed treatment effect. This approach caters for most forms of

classical kriging, and generalises far beyond these.



Chapter 2

Classical geostatistics

2.1 What is geostatistics?

Geostatistical data sets consist of a random variable observed at a number of known spatial

locations, and the field of geostatistics is concerned with the analysis of such data, especially

the prediction of the random variable at unobserved locations. A defining characteristic of

geostatistical analysis is that the correlation between observations depends on the locations

at which those observations were made. Geostatistical analysis is one of four kinds of spatial

analysis identified by Cressie (1993), characterised by the locations being selected from a

spatial continuum and determined independently from the variable of interest. In this thesis,

spatial data will be taken to refer specifically to geostatistical data, and spatial analysis will

be taken to mean geostatistical data analysis.

The name geostatistics arose from the major advances made in this type of analysis

in the mining industry in the 1960s, with independent development by Daniel G. Krige, a

mining engineer in South Africa, from the more practical side and based on empirical work,

and Georges Matheron from French mining schools, with more theoretical work. The main

aim was to predict ore grade for blocks of ore based on small samples (cores), to determine

whether to process or discard each block. Geostatistics improved on previous approaches

by recognising and using the fact that samples from neighbouring blocks contained useful

information about any particular block, because of spatial dependence.

Geostatistical analysis uses the locations, usually in the definition of dependence between

the observations: typically, observations whose locations are closer together will be more

highly correlated than those further apart. Description of this dependence may be of intrinsic

interest, but more importantly this dependence allows predictions of the random variable to

be made at unobserved locations, thus characterising the random variable across the spatial

region of interest.

Geostatistics is now well-accepted as a main-stream method for analysing spatial data in

any discipline, including agricultural field trials, precision farming applications, soil proper-

ties such as pH, salinity, phosphate or water-holding capacity, environmental contamination,

and epidemiology. Much of the distinctive terminology, such as kriging, variogram, nugget,

5



6 CHAPTER 2. CLASSICAL GEOSTATISTICS

and block, arose from its beginnings and development in the mining industry but remains

in its wider applications.

The methods of geostatistics or spatial analysis can also be applied to spatio-temporal

problems, by treating time like an additional spatial dimension, although the time dimension

introduces additional aspects that may need special treatment.

2.2 Aims of spatial data analysis

The primary aim of the analysis of spatial data is typically to predict values of the variable

of interest at unobserved locations. At the beginning of his book, Stein (1999) makes the

helpful observation that prediction in the sense used here is not necessarily with regard to

things which have not yet happened, but regards things that are currently not known exactly.

This follows Searle et al. (1992, p. 55), who use the term “prediction” for random quantities,

reserving “estimation” for fixed quantities, departing from the use of the word “estimator” in

this context by Henderson (1950). Predictions may be required at specific point locations, or

for means or totals within specific sub-regions, often called blocks in mining applications. In

some applications the aim is to identify locations or regions at which the variable of interest

exceeds some critical or threshold value. As always, it is vital to provide an estimate of

precision on such predictions.

The process of obtaining such predictions, and estimates of their precision, generally

requires estimation of various parameters of the assumed statistical model. Such models and

parameters can help describe the underlying spatial process. A description of the spatial

process is an additional or alternative aim of spatial analysis in some circumstances.

2.3 Notation for geostatistical spatial data

Let Y (si) or Yi denote the ith observation of the variable Y of interest, observed at location

si, for i = 1, . . . , n. The locations may be in any number (d) of dimensions, with coordinates

denoted si = (si1, si2, . . . , sid)
T ∈ D ⊆ Rd, where D is the spatial region of interest. In most

practical applications, d = 2 or (less commonly) 3.

Extraneous variables, namely additional explanatory variables, such as altitude or other

physical or chemical attributes known at the observed locations and all locations at which

prediction is desired, may also be present, with notation chosen as convenient.

2.4 Approaches to spatial data analysis

The variable Y of interest is typically assumed to be a combination of fixed and random ef-

fects. Cressie (1993, pp. 25, 112–3, 162) proposed a statistical model that decomposes spatial

data into a deterministic mean structure or trend, which he calls large-scale (non-stochastic)

variation, and a zero-mean stochastic component. The deterministic mean structure is typi-

cally a function µ(s) of location and possibly of other explanatory variables. The stochastic
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component e(s) may include a spatially-correlated zero-mean random process Z(s), which

Cressie (1993) calls small-scale variation, and an independent zero-mean white-noise process

η(s) such as for measurement error.

Y (s) = µ(s) + e(s)

= µ(s) + Z(s) + η(s)

The phrase “small-scale variation” is presumably used because correlation is typically

greater for observations whose locations are closer together, and decreases to near-zero for

more widely spaced locations.

For simplicity of development in this thesis it is assumed initially that the deterministic

mean is a constant µ for all locations, or equivalently that the analysis is performed on the

observations with any deterministic trend removed. Extension to include estimation of other

fixed effects is described later.

There is no unique decomposition of any particular data set into fixed and random compo-

nents. Different practitioners may use different models, ranging from all the spatial variation

assumed to be incorporated in the deterministic mean process, with the only random com-

ponent being white noise (resulting in trend-surface analysis), to a constant (or even zero)

mean, with all spatial variation arising from a correlated random process. A practical illus-

tration of the non-identifiability of the deterministic and stochastic components contributing

to a data set is given by Cressie (1993, p. 220). He presents an example where anisotropy (see

section 2.6) in the error process of one model cannot be distinguished from non-stationarity

(see section 2.5) in the mean process of another model.

Utilisation of a correlated random process is advantageous and desirable. Cressie (1993,

p. 25) states that “Having allowed for explanatory variables, models with spatial dependence

typically have a more parsimonious description than classical trend-surface models. They also

have more stable extrapolation properties and yield more efficient estimators of explanatory-

variable effects.” Cressie (1993, p. 162–3) also states that, when prediction at unobserved

locations is the primary goal, “using a trend surface will lead to overfitting and spurious

predictions”, and suggests that the preferred model is a parsimoniously parameterised mean

structure together with a suitable spatially-correlated error structure, and notes that Watson

(1972) points out that most geological problems should be modelled as correlated random

processes.

Various forms of geostatistics focus primarily on a correlated random process, and pre-

diction in this setting is known as kriging.

In summary, geostatistical methods assume that Y represents a spatial random process

with dependence between observations depending on their locations. There may be addi-

tional independent random errors assumed. It is assumed that the reality is one realisation

over the infinity of locations, and Y is observed only at a finite number of locations. The

aim is to predict values of Y for the actual realisation at unobserved locations.

The mathematical description of the dependence between observations at different loca-

tions is central to geostatistical prediction (kriging). Two descriptors, the spatial covariance
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function and the variogram, are described in following sections. First, stationarity and

isotropy are defined. These are two properties that may be possessed by spatial random

processes from which geostatistical data arise.

2.5 Stationarity

Since observations are made from only a single realisation of an assumed spatial process, we

can make little progress without further assumptions. Stationarity is an important simpli-

fying concept. Essentially this means that certain properties of the random process are the

same regardless of the actual locations (but may depend on relative locations), just as with

a Markov process. There are several forms of stationarity.

A spatial random process is said to be second-order stationary or weakly stationary if

1. its mean does not depend on spatial location, and

2. the covariance between any two observations Y (si) and Y (sj) depends on their loca-

tions only through their spatial separation si − sj.

The second condition also ensures that all observations have the same variance, equal to

the covariance depending on the spatial separation vector 0.

The spatial separation vector si − sj is often called the lag, following time series termi-

nology.

The term “second-order” evidently refers to the fact that the first two moments of the

joint bivariate distribution of (Y (si), Y (sj))
T depend only on the spatial separation si − sj,

for any si, sj ∈ D.

Second order stationarity is particularly important in practice, especially in relation to

Gaussian processes (see section 3.1). Therefore, unless otherwise qualified, stationarity will

hereafter be taken to mean second-order stationarity. This is a common practice in the

literature.

Strong stationarity occurs when the complete joint distribution of any two observations

Y (si) and Y (sj), including all its moments, depends only on the separation vector si − sj.

Such a process can also be called strictly or fully stationary (Webster & Oliver, 2001, p. 53).

A weaker form of stationarity is intrinsic stationarity, for which differences Y (si)−Y (sj)

have zero mean, and variance depending only on the lag si− sj for any locations si, sj ∈ D.

This implies the mean of Y (s) is constant for all s ∈ D. Intrinsic stationarity is more

general than second-order stationarity because the variance of the individual Yi need not be

constant, in other words the variance may depend on location, or need not even exist. An

example is discrete Brownian motion: suppose Y (0) = 0 and, at each unit step in time or

one-dimensional space, Y either increases or decreases by 1 unit, with probability one half
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for each.

Y (0) = 0

Y (s + 1) =

{
Y (s)− 1 with probability 1

2

Y (s) + 1 with probability 1
2

Then

E [Y (s)] = 0 for all s = 0, 1, 2, . . .

var (Y (s)) = s for all s = 0, 1, 2, . . . .

The process is non-stationary since the variance depends on the location, but

var (Y (s + h)− Y (s)) = var (Y (s + h)− Y (s))

= var (Y (h)− Y (0))

= var (Y (h))

= h for any h = 0, 1, 2, . . . ,

so the process is intrinsically stationary.

Intrinsic stationarity together with constant variance is equivalent to second-order sta-

tionarity, since

var (Y (si)− Y (sj)) = var (Y (si)) + var (Y (sj))− 2cov (Y (si), Y (sj)) ,

so that, when var (Y (s)) is constant for all s and var (Y (si)− Y (sj)) is a function only of

si − sj, cov (Y (si), Y (sj)) is a function only of si − sj.

A further weakening of stationarity of random processes or random functions is with

intrinsic random functions. Analogous to integrated time series of order d, in which dth

differences of a time series are assumed stationary (Diggle, 1990, p. 165), the concept of

differences is generalised to “generalised increments” of a specified non-negative integer order

k (corresponding to d − 1 in the time series analogy). These are a specific set of linear

combinations of the Y -values, with coefficients depending on the location coordinates, for

example linear, quadratic or cubic functions of the coordinates for orders 0, 1 or 2 respectively.

If the generalised increments of order k are stationary, then the process is said to be an

intrinsic random function of order k, and need not be second order stationary; in particular

the variance need not be independent of the location. An intrinsic random function of order

0 is an intrinsically stationary process.

Matheron (1973) developed these concepts of generalised increments and intrinsic random

functions, and they are also described by Zimmerman (1989) and Cressie (1993).

2.6 Isotropy

Another important property that a spatial process may possess is that of isotropy. If a

stationary spatial random process has the property that the dependence between any two
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observations depends only on the distance between their locations, namely the length of the

separation vector, h = ||si − sj||, irrespective of the direction, then the process (and its

variogram — see Section 2.9 — and covariance function if defined) is said to be isotropic.

Otherwise it is said to be anisotropic.

Examples of anisotropy arise due to geological structure of soil, historical cultivation

practices in a consistent direction, and can occur in manufactured products rolled on conveyor

belts, such as paper and even hamburgers (see Richfield & Hunt, 2006).

2.7 The spatial covariance function

The spatial covariance between the random variable Y at locations si and sj is assumed to

depend on the locations, and is defined as

C(si, sj) = cov(Y (si), Y (sj))

= E [{Y (si)− µ(si)}{Y (sj)− µ(sj)}] ,

where µ(s) denotes the deterministic mean at location s. This is a form of auto-covariance,

as in time series analysis.

A crucial aspect of analysing spatially correlated data is the formulation of a model for the

spatial covariance, where possible, and the estimation of unknown variance and covariance

parameters in the model.

When second-order stationarity holds, the mean is the same at all locations s, so µ(si) =

µ(sj) = µ, say, and

C(si, sj) = E [{Y (si)− µ}{Y (sj)− µ}] .
Further, by the second condition for second-order stationarity, the covariance depends only

on the spatial separation h = si − sj, and not on the actual locations si and sj. Thus the

covariance C(si, sj) can be written as C(h) = C(si − sj).

For a stationary process, the variance (being the covariance at lag 0) is the same for all

locations. The spatial correlation at lag h is therefore the covariance at lag h divided by

the covariance at lag 0, namely the variance. Both spatial covariance and spatial correlation

are symmetric since C(si, sj) = C(sj, si) and C(h) = C(−h), and positive definite since the

variance of any non-null linear combination of variables must be positive.

The covariance function is typically continuous, and, for lags in any given direction,

spatial covariance usually decreases as distance (length of the lag vector) increases, and ap-

proaches zero for large distances. Spatial covariance in continuous space typically remains

non-negative, but can be negative for some separation distances, exhibiting one or more os-

cillations before approaching zero. This may occur for example if the data exhibit some kind

of periodicity. In the corresponding variogram (to be defined in Section 2.9), this is known as

a “hole effect”. The requirement that covariance functions be positive (semi-)definite limits

the size of the negative correlations, and this limiting size depends on the number of spatial
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dimensions, decreasing in magnitude as the number of dimensions increases. See Chilès &

Delfiner (1999, p. 92–93) for a good exposition.

Further, if the random process is isotropic, a univariate covariance or correlation function

can be used, as the spatial covariance is a function of a univariate value, the length of the lag.

However not all univariate covariance functions produce valid (positive definite) covariance

functions in higher-dimensional spaces, although any covariance function that is valid in Rn

will be valid in Rm for 1 6 m < n, for integers m and n. The following paragraph describes

some common univariate correlation functions (which have corresponding covariance models

obtained simply by multiplying by a variance σ2) used in geostatistical analysis. Of these,

the bounded linear model is valid as an isotropic covariance model only in spaces of one

dimension, circular covariance only in one or two dimensions, and spherical covariance only

in one, two or three dimensions. The parameter denoted φ has different meanings in different

functions, but is always assumed positive.

• Exponential correlation, ρ(h) = exp(−|h|/φ). The much-used auto-regressive process

of order 1 in time series analysis is a special case, in which the lags h are limited to

the integers, and ρ(h) = ρ|h| where ρ = e−1/φ.

• Gaussian correlation, ρ(h) = exp{−(|h|/φ)2}.

• Spherical correlation (valid in R3, R2, and R1),

ρ(h) =

{
1− 3

2
|h|/φ + 1

2
(|h|/φ)3 if 0 6 |h| < φ

0 if |h| > φ.

• Circular correlation (valid in R2 and R1),

ρ(h) =

{
2
π

cos−1(|h|/φ)− |h|
φ

√
1− ( |h|

φ
)2 if 0 6 |h| < φ

0 if |h| > φ.

• Powered exponential correlation, ρ(h) = exp{−(|h|/φ)p}, where p is restricted to 0 <

p 6 2 to ensure a valid correlation function. Setting p = 1 or p = 2 gives exponential

or Gaussian correlation respectively.

• Whittle’s elementary correlation (Webster & Oliver, 2001, p. 119), ρ(h) = |h|
φ

K1

(
|h|
φ

)
,

where K1(.) is the modified Bessel function of the third kind (Abramowitz & Stegun,

1965), sometimes called the second kind (Kreysig, 1988).

• Bounded linear model (valid only in R1),

ρ(h) =

{
1− |h|

φ
if 0 6 |h| < φ

0 if |h| > φ.
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Figure 2.1: Examples of spatial correlation functions.

Figure 2.1 displays examples of some spatial correlation functions. The bounded linear

and spherical correlation functions (a and b) have a finite range: they decrease to zero at

a finite distance. The exponential and Gaussian correlation functions (c and d) reach zero

only in the limit but for all practical purposes the correlation is effectively zero beyond some

finite distance.

The Matérn class of correlation functions, which will be discussed in much greater de-

tail later, includes as special cases exponential, Whittle and (as a limiting case) Gaussian

correlation.

2.8 Separability

Correlation (and covariance) in two or more spatial dimensions can sometimes be modelled

as a separable process. This means that the correlation between observations separated

spatially by a vector h which can be partitioned as h = (hT
1 ,hT

2 )T is written as the product

of two correlation functions depending only on h1 and h2 respectively, ρ(h) = ρ1(h1)ρ2(h2).
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In two dimensions, with lag h = (h1, h2) = (si1 − sj1, si2 − sj2), separability means ρ(h) =

ρ1(h1)ρ2(h2).

A model that has been found useful in practice in the analysis of agricultural field tri-

als (Gilmour et al., 1997) is the separable exponential (or auto-regressive order 1) model,

ρ(h1, h2) = ρ
|h1|
1 ρ

|h2|
2 , where 0 6 ρ1 < 1 and 0 6 ρ2 < 1, although no physical process has been

postulated to generate such correlations. This correlation is equal to a univariate exponential

correlation function based on a non-Euclidean distance measure in two dimensions,

ρ(h1, h2) = exp

{
−1

φ

(
δ|h1|+ 1

δ
|h2|

)}
,

where φ = 1/
√

log ρ1 log ρ2 and δ =
√

logρ1/logρ2. The distance measure is city-block

distance after rescaling one or both of the coordinate directions. If ρ1 = ρ2 = ρ the corre-

lation function is exponential correlation based on the city-block distance |h1|+ |h2| in two

dimensions, ρ(h1, h2) = ρ|h1|+|h2| or e(|h1|+|h2|) log ρ.

2.9 The variogram

Traditional or classical geostatistics bases its predictions on the variogram, whose existence

requires only intrinsic stationarity, namely that the mean is constant and that var(Y (si) −
Y (sj)) depends on the spatial locations only through the lag h = si − sj. For any given

lag vector h the variogram, denoted γ(h), is defined as half the variance of the difference

Y (s + h)− Y (s), which is the same for any location s due to intrinsic stationarity.

γ(h) = 1
2
var (Y (s + h)− Y (s)) (2.9.1)

= 1
2
E [{Y (s + h)− Y (s)}2] ,

since the mean is constant.

Technically, 2γ(h) is called the variogram, and γ(h) the semi-variogram, but loose ter-

minology has prevailed and it is now commonly accepted that the term variogram refers to

γ(h) as defined in (2.9.1). This custom is followed in this thesis.

Provided variances and covariances exist, there is a close relationship between the vari-

ogram and the spatial covariance. Denoting the variance of Y at location s by V (s) for any

s ∈ D, so that V (s) = C(s, s),

γ(h) = 1
2
var (Y (s + h)− Y (s))

= 1
2

{
var (Y (s + h)) + var (Y (s))− 2cov

(
Y (s + h), Y (s)

)}

= 1
2
V (s + h) + 1

2
V (s)− C(s + h, s). (2.9.2)

Rearranging and re-expressing, for any s1, s2 ∈ D,

C(s1, s2) = 1
2
V (s1) + 1

2
V (s2)− γ(s1 − s2). (2.9.3)
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For second-order stationary processes (for which the variance is constant, σ2, and covari-

ance C(s + h, s) = C(h) for all locations s ∈ D and lags h ∈ Rd such that s + h ∈ D),

γ(h) = 1
2
σ2 + 1

2
σ2 − C(h)

= σ2 (1− ρ(h)) . (2.9.4)

Thus a variogram model can be formed corresponding to any correlation or covariance model.

However, other variogram models exist which have no corresponding covariance model, for

example processes that are intrinsically but not second-order stationary can have an un-

bounded variogram for which the variance of the underlying process is not bounded. Web-

ster & Oliver Webster & Oliver (2001, p. 106–109) state desirable properties for functions

suitable to describe or model variograms.
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Figure 2.2: Features of variograms (a) with finite range, (b) and (c) with infinite range, all

with additional nugget effect.

Figure 2.2 shows the common features of (one-dimensional) variograms, such as for an

isotropic process, or a spatial process in one dimension. Typically, variograms for second-

order stationary processes initially increase, then level off. The sill is the value of the
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variogram at which it levels off, and the range is the lag at which the variogram reaches its

sill (Figure 2.2a). Some variograms approach their sills asymptotically, so that the range is

infinite (Figure 2.2b and c). In these cases an effective range is taken as the lag distance

at which the variogram reaches 95% of its sill value. Figure 2.2c has a smoother spatially

correlated random component (evidenced by the flattening as the separation distance ap-

proaches 0) but a larger nugget variance than b, and the potential can be seen for variograms

of different shapes to appear similar beyond the smallest distances.

An unbounded variogram increases without limit and therefore has no sill and infinite or

non-existent range.

If a random process is intrinsically stationary and the variance is the same (σ2) at all

locations (in other words the process is second-order stationary), then

1. If there exists a lag beyond which covariance is always zero, then the minimum such lag

is the range, and the sill is the variance of individual observations, since, for lags h with

|h| greater than the range, 1
2
var (Y (s)− Y (s + h)) = 1

2
(σ2+σ2) = σ2. This is evidently

one motivation for the use of the semi -variogram rather than the full variogram 2γ(h).

2. If the sill equals the common variance and the range is finite, then the covariance is

zero for all lags greater than the range. If the sill equals the common variance and the

range is infinite, then the covariance approaches zero as the lags approaches infinity.

If variances are bounded, then the variogram is bounded, since

γ(h) = 1
2
var (Y (s + h)) + 1

2
var (Y (s))− cov (Y (s + h), Y (s))

and |cov (Y (s + h), Y (s)) | is bounded by
√

var (Y (s + h)) var (Y (s)). Intrinsic stationarity

with (finite) constant variance implies that the variance and hence the variogram is bounded.

Therefore an intrinsically stationary process with an unbounded variogram cannot be second-

order stationary.

However a bounded variogram does not necessarily imply either constant or bounded

variances.

If both the variances and variogram are bounded, then if the variogram achieves the max-

imum variance, the variance is constant and the process is second-order stationary. However

if variances are not constant, the variogram is always strictly less than the maximum vari-

ance. For example, if s1 is a location with var (Y (s1)) equal to the minimum variance Vmin,

which is strictly less than the maximum variance Vmax, then, for an intrinsically stationary

process, for any lag h,

γ(h) = 1
2
{var (Y (s1)) + var (Y (s1 + h))− 2cov (Y (s1), Y (s1 + h))}

= 1
2
Vmin + 1

2
var (Y (s1 + h))− cov (Y (s1), Y (s1 + h))

6 1
2
Vmin + 1

2
Vmax

< Vmax.
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Thus if variances are bounded but not constant, the variogram cannot attain a value equal to

the maximum variance. It is also possible for the variogram to be bounded but the variance

to be unbounded, for example with the bounded linear variogram γ(h) = min(‖h‖, 1) and

var (Y (s)) = 2‖s‖, so that cov (Y (s), Y (s + h)) = ‖s‖ + ‖s + h‖ − min(‖h‖, 1) is also

unbounded to maintain the identity (2.9.2).

A bounded variogram implies bounded variances only if the variogram achieves or asymp-

totically approaches the maximum variance, and then the variances must be constant.

In summary, given intrinsic stationarity and hence existence of the variogram:

• Constant variance is equivalent to second-order stationarity.

• Constant variance implies bounded variance.

• Bounded variance implies a bounded variogram.

• The variogram can be bounded without the variances being bounded.

• If both the variogram and the variances are bounded and the variogram attains or

asymptotically approaches the maximum variance, then the variances are constant.

• If both the variogram and the variances are bounded but the variances are not constant,

the variogram is always strictly less than the maximum variance.

• If the variances are constant, then the variogram is equal to the constant variance at

exactly those lags for which the covariance is zero, and this value is the sill. (This may

or may not happen for finite lags, but provided the spatial covariance either reaches

or approaches zero for sufficiently large lags, the variogram will attain or approach

the maximum variance, and hence, with this proviso, constant variance implies the

variogram will attain or approach the maximum variance.)

In brief, given intrinsic stationarity and hence existence of the variogram, second-order

stationarity, constant variance, and (provided the spatial covariance diminishes to zero by

some spatial separation, possibly infinite) a bounded variogram, are all equivalent, and imply

that the variance is bounded which in turn implies the variogram is bounded. However, in

general, although examples may be rare, a variogram can be bounded without the variance

being bounded, and the variance can be bounded without being constant.

In the presence of anisotropy, variograms in two or more spatial dimensions have different

ranges in different directions. To examine this, separate variograms can be displayed for lags

in different directions. These are called directional variograms. The sill should be the same

in all directions, as it is equal to the variance of observations located far enough apart to

be uncorrelated. Webster & Oliver (2001, p. 59) state that larger variance in one direction

than another (called zonal anisotropy) is more difficult to imagine than different ranges in

different directions. It is hard to think of an example where different sills would occur in

practice.
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Figure 2.3: Two-dimensional variograms, a. isotropic, b. anisotropic but separable,

c. anisotropic and not separable, and d. directional variograms corresponding to c.

A nugget effect occurs when, as the spatial separation approaches zero, the variogram

approaches a positive value, rather than γ(0) which is by definition zero. There is a discon-

tinuity in the variogram at spatial separation 0. The name arose in geostatistics because

this effect was assumed to be due to the occurrence of small nuggets, such as gold nuggets,

producing spatial discontinuities in the ore body. The nugget effect is discussed more fully

in Section 2.13.

Figure 2.3 gives three examples of two-dimensional variograms. It is clear for b and c

that the variogram rises more quickly in the y-direction than in the x-direction, indicating

anisotropy. The variogram in Figure 2.3c in fact rises most quickly in the direction 60◦

from the x-axis, although this is not immediately evident from the plot. Directional vari-

ograms show this better, and Figure 2.3d shows some directional variograms corresponding

to Figure 2.3c. Typically, equally spaced directions are plotted, but in this example the two
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extreme directional variograms (60◦ and 150◦) are also included as dotted lines, and show

that the 60◦ variogram is close to the 45◦ and 90◦ variograms.

2.10 The empirical variogram

Given a geostatistical data set, for any pair of observations at locations si and sj the semi-

variance is 1
2

{
Y (si)−Y (sj)

}2
. The variogram at the lag si−sj is the expected value of the

semivariance at that lag. When the semivariances for all pairs of observations are plotted as

a scatter plot against the lag distances ‖si−sj‖, the result is called the variogram cloud. Fig-

ure 2.4 shows an example. The diamonds indicate averages. Note that there are fewer pairs

corresponding to the larger lags, and the largest lags (> 10) occur only in diagonal direc-

tions. The variogram cloud provides an indication of the variogram, especially the changing

spread and skewness of the semivariances at different lags, and the irregular distribution of

the observed lags. However a more useful indication of the shape of the variogram is given

by averaging semivariances at or near some chosen lags.
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Figure 2.4: Variogram cloud for the first block of pH data in Chapter 6. Diamonds indicate

averages at the corresponding separation distances.
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Noting that the variogram depends on the lag only, the empirical variogram γ̂(h) is

calculated at a number of chosen lags h from the variogram cloud by averaging the individual

semivariances in the neighbourhood of the chosen lag vectors or, for isotropic processes,

distances. Thus the empirical variogram is a set of discrete values γ̂(hi), each of which could

be regarded as an estimate of the variogram at a specific lag hi. It is generally desired to

estimate the true variogram, which is a continuous function of the lag.

It is common practice in classical geostatistics to plot the empirical variogram only up

to distances equal to about half the dimensions of the observation region, because at larger

distances the empirical variogram is very unreliable (Stein, 1999, p. 212). In Figure 2.4 the

variogram appears to decrease at the larger lags, an effect known as a hole. In this example

it is likely due to limitations and unreliability of the data at these large lags.

2.11 Estimating the variogram

Selecting from a range of shapes and parametric forms for variograms, classical geostatistics

commonly fits a model to the empirical variogram by eye, or in conjunction with (weighted)

least squares (Diggle et al., 2003, p. 16, Webster & Oliver, 2001, p. 128). The spherical

model with its finite range is popular in traditional geostatistics, but other models are also

used, especially exponential and Gaussian.

Various authors have noted that fitting by eye can be extremely misleading and unreli-

able. Diggle et al. (2003) illustrate the instability of empirical variograms in their Figure 1.10

— simulations from the same underlying spatial process can produce quite different-looking

empirical variograms. Webster & Oliver (2001, p. 86) show the same effect in their Fig-

ure 5.14. The problem is largely due to the inherent correlations in the empirical variogram,

since each observation contributes to n − 1 pairs from which the variogram is calculated.

These correlations impart misleading smoothness and suggest greater precision than is truly

the case. Stein (1999, p. 212) emphasises the strong correlations that exist in the empirical

variogram at different distances, and believes the consequences are “not generally sufficiently

appreciated”. He notes “the empirical semivariogram can appear quite regular and still be

substantially in error”, and argues (p. 221) that fitting by eye can lead to severe model mis-

specification. Some illustrations are provided from simulations in Chapter 7 or this thesis.

With reference to modelling variograms, Webster & Oliver (2001, p. 127) state that,

despite many years of geostatistical development and practice, “Choosing models and fitting

them to data remain among the most controversial topics in geostatistics.”

Chapter 3 presents an alternative, objective approach to estimating variograms, based

on a full statistical model and using residual maximum likelihood (REML).

2.12 Kriging, assuming a known variogram

The process of predicting at unobserved locations (or regions), based on an assumed known

variogram, is known as kriging, a word coined by Georges Matheron (1963) to honour Daniel



20 CHAPTER 2. CLASSICAL GEOSTATISTICS

Krige, a mining engineer who, in the 1960s, pioneered the field by using information from

adjacent observations to improve predictions.

For any location s0 in the study region, the value Y (s0) to be predicted is a random

variable, which may be denoted Y0 for brevity. Its predictor will be denoted Ỹ (s0) or Ỹ0.

The term prediction and the tilde symbol (˜ ) are reserved to distinguish prediction and

predictors of random quantities from estimation of fixed effects with estimators denoted by

the caret symbol (̂ ).

Kriging in classical geostatistics is best linear unbiased prediction (Stein, 1999, p. 8):

linear because the predictor is a linear function λT Y of the data vector Y , unbiased because

E
[
λT Y

]
= E [Y (s0)], and best in the sense of having minimum mean square error among

the class of unbiased linear predictors, described below. Thus the kriging predictor is a Best

Linear Unbiased Predictor or BLUP.

The kriging predictor when the random process is assumed to have a common but un-

known mean µ is now derived. This is known as ordinary kriging. In general, linear predictors

take the form

t(Y ) = λ0 +
n∑

i=1

λiYi. (2.12.1)

However the requirement for an unbiased predictor for Y0, in other words E
[
Ỹ (s0)

]
=

E [Y (s0)] = µ for any location s0 in the study region, imposes a constraint among the

λi, i = 0, 1, . . . , n.

E [t(Y )] = E [Y0]

⇔ λ0 +
∑n

i=1 λiµ = µ

⇔ λ0 = (1−
n∑

i=1

λi)µ (2.12.2)

Thus the unbiasedness constraint requires, in general, that λ0 be a function of the common

mean µ, so that if µ is unknown, expression (2.12.1) cannot be a predictor of Y0 unless

1−∑n
i=1 λi = 0 in equation (2.12.2), and then λ0 = 0. Hence only predictors of the form

Ỹ (s0) = Ỹ0 =
n∑

i=1

λiYi, (2.12.3)

with the condition
n∑

i=1

λi = 1 (2.12.4)

to ensure unbiasedness, are considered for ordinary kriging.

If µ is known, (2.12.1) can be used, and the constraint
∑n

i=1 λi = 1 (2.12.4) is not needed,

but is replaced by (2.12.2) to ensure unbiasedness. This is called simple kriging.

Some criterion is needed by which to assess and compare different predictors. For the

estimation of a fixed quantity Q, where data Y = (Y1, Y2, . . . , Yn)T are available with Yi



2.12. KRIGING, ASSUMING A KNOWN VARIOGRAM 21

assumed to be some known function of Q for i = 1, . . . , n, the method of least squares has

long been popular: an estimator Q̂ = q(Y ) is chosen which minimises the sum of squared

errors,
∑n

i=1 (Ŷi − Yi)
2, where Ŷi is the same function of Q̂ as Yi is of Q, for i = 1, . . . , n. This

is equivalent to minimising the average of the squared errors. Here, Q̂ is a random variable

but Q is fixed. For prediction of random quantities, an analogous approach is minimum mean

square error of prediction (MMSE), for which the function Ỹ0 is chosen so as to minimise the

mean square error of prediction, E[(Ỹ0 − Y0)
2]. Here both Ỹ0 and Y0 are random variables,

and the expectation is with respect to their joint distribution, or equivalently to the joint

distribution of Y and Y0, since Ỹ0 is a function of the random vector Y . Kriging uses the

MMSE criterion among all linear unbiased predictors.

The kriging predictor can be expressed in terms of the variogram as follows. First, using

(2.12.3), express the squared error of prediction as

(Ỹ0 − Y0)
2 = Y 2

0 − 2Y0

n∑
i=1

λiYi +

(
n∑

i=1

λiYi

)2

= Y 2
0 − 2Y0

n∑
i=1

λiYi +
n∑

i=1

λiY
2
i

− 1
2

n∑
i=1

λiY
2
i − 1

2

n∑
j=1

λjY
2
j +

n∑
i=1

λiYi

n∑
j=1

λjYij

= Y 2
0

n∑
i=1

λi − 2Y0

n∑
i=1

λiYi +
n∑

i=1

λiY
2
i

− 1
2

n∑
i=1

λiY
2
i

n∑
j=1

λj − 1
2

n∑
j=1

λjY
2
j

n∑
i=1

λi +
n∑

i=1

λiYi

n∑
j=1

λjYj

=
n∑

i=1

λi(Yi − Y0)
2 − 1

2

n∑
i=1

n∑
j=1

λiλj(Yi − Yj)
2,

in the second expression adding and subtracting
∑n

i=1 λiY
2
i , with the subtraction symmetric

in i and j, and in the third expression repeatedly inserting
∑n

i=1 λi = 1. Taking the expecta-

tion and noting that E [(Yi − Yj)
2] = 2γ(si − sj) for i, j = 0, 1, . . . , n, the mean square error

(MSE) is

MSE = E
[
(Ỹ0 − Y0)

2
]

(2.12.5)

= 2
n∑

i=1

λiγ(si − s0)−
n∑

i=1

n∑
j=1

λiλjγ(si − sj)

= 2λT γ − λTΓλ, (2.12.6)

where

λ = (λ1, λ2, . . . , λn)T ,
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γ = (γ(s1 − s0), γ(s2 − s0), . . . , γ(sn − s0))
T , and

Γ is the n× n matrix with (i, j)th element γ(si − sj), i, j = 1, . . . , n.

Given a variogram model γ(h), assumed known completely, expression (2.12.6) can be

minimised subject to the condition
∑n

i=1 λi = 1. Introducing a Lagrange multiplier ψ, the

expression to be minimised is

2
n∑

i=1

λiγ(si − s0)−
n∑

i=1

n∑
j=1

λiλiγ(si − sj)− 2ψ(
n∑

i=1

λi − 1)

= 2λT γ − λTΓλ− 2ψ(λT1− 1). (2.12.7)

Differentiating with respect to λ and equating to zero produces

2γ − 2Γλ− 2ψ1 = 0

⇒ Γλ + 1ψ = γ,

and differentiating (2.12.7) with respect to ψ and equating to zero produces

−2(λT1− 1) = 0

⇒ λT1 = 1,

which together can be written in matrix form as
[

Γ 1

1T 0

][
λ

ψ

]
=

[
γ

1

]
.

Now, from Appendix Result A.2,

[
Γ 1

1T 0

]−1

=




Γ−1(In − 1 1T Γ−1

1T Γ−11
) Γ−11

1T Γ−11

1T Γ−1

1T Γ−11
−1

1T Γ−11


 ,

so that the required solution has kriging weights

λ = Γ−1(In − 1
1TΓ−1

1TΓ−11
)γ +

Γ−11

1TΓ−11

= Γ−1(γ + 1
1− 1TΓ−1γ

1TΓ−11
), (2.12.8)

and Lagrange multiplier

ψ =
1TΓ−1γ − 1

1TΓ−11
. (2.12.9)

Thus the kriging weights λ are a function only of the variogram and the spatial locations of

the required prediction and the observed data. Substituting these into (2.12.3) provides the

kriging predictor or BLUP, Ỹ0 = λT Y .
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The achieved minimum mean square error (2.12.6) calculated using these weights λ, is

called the kriging variance. Substituting (2.12.8) into (2.12.6) and rearranging, noting that

the scalar 1TΓ−1γ is equal to its transpose γTΓ−11, reduces the kriging variance to

2

(
γT +

1− 1TΓ−1γ

1TΓ−11
1T

)
Γ−1γ −

(
γT +

1− 1TΓ−1γ

1TΓ−11
1T

)
Γ−1ΓΓ−1(γ + 1

1− 1TΓ−1γ

1TΓ−11
)

= 2γTΓ−1γ + 2
1− 1TΓ−1γ

1TΓ−11
1TΓ−1γ −

γTΓ−1γ − γTΓ−11
1− 1TΓ−1γ

1TΓ−11
− 1− 1TΓ−1γ

1TΓ−11
1TΓ−1γ −

1− 1TΓ−1γ

1TΓ−11
1TΓ−11

1− 1TΓ−1γ

1TΓ−11
= γTΓ−1γ − (1− 1TΓ−1γ)2/(1TΓ−11),

in terms of the variogram and the locations.

This derivation of the kriging weights and kriging variance shows how the variogram is

so central to geostatistics. In practice the variogram is not known and must be estimated.

The choice of variogram model affects both the predictions and their estimated precision.

Clearly a good estimate is vital.

The assumed behaviour of the variogram near the origin, including the presence or ab-

sence of a nugget effect, is extremely important when making predictions, both for the

predictions themselves and for the estimated precision, the kriging variance. In part this is

due to the fact that, as Webster & Oliver (2001, p. 154) note, in ordinary kriging the kriging

weights are generally large only for the few nearest observations, those with the smallest spa-

tial separation from the target location s0, so that values of the variogram at small lags are

the most important. Variograms with a larger nugget give predictions with greater kriging

variance, and thus less precision. The following section has more discussion of the nugget

effect.

There are different names for various forms of kriging.

• Simple kriging is best linear unbiased prediction when the mean of the random pro-

cess is assumed to be zero, or (equivalently) known everywhere (and therefore can be

subtracted).

• Ordinary kriging assumes the mean of the random process is an unknown constant,

and is the most common form.

• Universal kriging allows the mean of the process to be more general, linear in unknown

parameters, usually a function of the locations, commonly low-degree polynomials,

especially linear and quadratic. The mean may be a function also of explanatory

variables at the locations (Cressie, 1993, p. 151).
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• In lognormal kriging, the data are transformed by taking logarithms. This is appropri-

ate if logarithms transform the data to have a near-Gaussian distribution.

• Webster & Oliver (2001, p. 188) define other forms of kriging: indicator, disjunctive,

probability and Bayesian kriging, as well as cokriging, which involves two or more

(correlated) spatial variables simultaneously.

2.13 The nugget effect

A nugget effect appears as a discontinuity in the variogram at the origin. As mentioned in

the previous section, the shape of the variogram near the origin has a large effect on the

predictions and especially on their estimated precision.

For example, for second-order stationary processes, for which correlation is defined, it is

clear that values at locations very close to an observed location will be more highly correlated

with the observed value at the nearby location if there is little or no nugget than if there is

a large nugget effect. Further, the larger the assumed nugget effect, the larger the kriging

variance.

However the variogram is estimated from data with limitations in the smallest spatial

separation between observations, so that for lags smaller than the smallest lag there is

no information from which to estimate the variogram. Usually the empirical variogram is

extrapolated to the vertical axis, and this may suggest a nugget effect is present, or the

variogram model may be forced through the origin, imposing the assumption of no nugget

effect.

An empirical variogram which approaches a positive value as the lag approaches zero may

arise from the existence of a spatial process with a range smaller than the smallest distance

between observed locations (in addition to a longer-range process). Cressie (1993) called

this micro-scale variation. Another obvious contribution to a nugget effect, and one which is

very realistic in many settings, is measurement error (which could be regarded in the limit

as a microscale process with zero range). Generally in spatial data the n observations are

at n distinct locations. Multiple observations at individual locations provide a way to reveal

and estimate measurement error, but opportunities for genuine replication are often rather

limited in practice.

Cressie (1993, p. 112) formulated in his equation (3.1.2) a useful decomposition for a

realised value at any location s within the study region,

Y (s) = µ(s) + Z(s) + M(s) + η(s), (2.13.1)

where µ(s) is a deterministic mean structure, Z(s) is smooth small-scale variation, smooth

meaning the variogram is continuous at zero (no nugget), M(s) is microscale variation (whose

range is smaller than the smallest observed lag and which may or may not have its own nugget

effect), and η(s) is independent measurement error or white noise. The three processes Z(s),

M(s) and η(s) are assumed independent. Because of this independence, the variogram for
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the process Y (s) in equation (2.13.1) consists of the sum of the individual variograms for

the three processes,

γ(h) = γZ(h) + γM(h) + γη(h).

This is illustrated in Figure 2.5. Note that the pure nugget variogram γη(h) is

γη(h) =

{
0 for h = 0

σ2
η for h 6= 0

where σ2
η denotes the measurement error variance.

0
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Figure 2.5: Decomposition of a variogram, (a) pure nugget (measurement error) variogram

γη(h), (b) micro-scale variation γM(h), with nugget effect cM (which may be zero), (c)

smooth small-scale variation γZ(h), and (d) complete variogram, γ(h) = γη(h) + γM(h) +

γZ(h).

Beyond the range of the microscale variation, and therefore throughout the part of the

variogram where data are available, the microscale variation is indistinguishable from mea-
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surement error. Extrapolation from this portion of the variogram back to the vertical axis

yields the measurement error variance plus the variance of the microscale process, σ2
η + σ2

M .

This apparent nugget effect is larger than the true nugget which is equal to the measure-

ment error variance plus any nugget effect (if present) of the microscale variation, σ2
η + cM ,

indicated in Figure 2.5d.

Because the data can give no information about the variogram at lags shorter than the

smallest observed lag, kriging is very sensitive to the assumptions made regarding the shape

of the variogram in this region. This demonstrates the importance of obtaining at least some

very short lags from which to estimate the variogram near zero. Regular grid spacings of

locations are unlikely to provide this unless the grid is extremely fine, which in general would

be prohibitively expensive in sampling effort. A practical alternative is to randomly select

locations, or to use a wider-spaced regular grid but with some supplementary observations

more finely spaced. This has been done by Diggle et al. (1998), and Stein (1999, §6.9)

presents a simulated example of only 20 locations in one-dimensional space, showing the

great benefit of including three additional observations at more finely spaced locations. An

extension to two-dimensional space is given in Chapter 7 of this thesis.

For the realisation at location s0, any observation Yi with large lag si − s0, beyond the

(effective) range, is (essentially) independent from Y0 and cannot directly contribute to the

prediction. However such observations may indirectly affect the prediction via relationships

with other observations at smaller lags.

It is also important to consider exactly what is to be predicted. Decomposition (2.13.1)

can be considered as a deterministic mean µ(s) plus a zero-mean (correlated) random process

e(s) = Z(s) + M(s) + η(s),

Y (s) = µ(s) + Z(s) + M(s) + η(s)

= µ(s) + e(s),

or as a “signal” S(s) = µ(s)+Z(s)+M(s) plus independent measurement error or “noise”

η(s),

Y (s) = µ(s) + Z(s) + M(s) + η(s)

= S(s) + η(s).

It may be desired to predict the entire process Y (s), or the noiseless version of it, the signal

S(s).

Ordinary kriging assumes there is no measurement error (η(s) = 0 for all locations s)

but allows the overall variogram, and hence the microscale process M(s) in (2.13.1), to have

a nugget effect, and predicts values of Y (s0) = µ(s0) + Z(s0) + M(s0) at locations s0. The

prediction coincides exactly with the observed value Y (si) if s0 coincides with si, one of the

observed locations, i = 1, . . . , n. In other words ordinary kriging is an exact interpolator.

If measurement error is present, it often makes sense to predict a noiseless version of the

process, namely the signal S(s0) = µ(s0) + Z(s0) + M(s0) for any location s0. This can be
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done by kriging based on the variogram γS(h) = γZ(h)+ γM(h), which is the full variogram

γ(h) minus the measurement error variogram γη(h). In this case, predictions smooth the

data: a kriged prediction at an observed location si will not equal the observed value, but

will predict a noiseless version of it, the signal S(si), namely the observed value Yi minus

the measurement error. The size of the nugget dictates the degree of smoothing and the

estimated precision of predictions.

If the microscale variation is ignored, so that all the apparent nugget effect is attributed

to measurement error, the data will be over-smoothed, and predictions will be poorer, at

least for locations at or very close to observed locations. Also, all predictions, whether for

locations close to observed locations or further away, will have inflated kriging variance,

again because measurement error has been over-estimated.

Thus the origin of any nugget effect is crucial to kriging, as is the choice to predict the

complete process or a noiseless version of it.

In the extreme, if a pure nugget variogram model is assumed, realisations of the random

variable Y at any locations, whether observed or unobserved, are all independent. If the

nugget is included in the prediction, ordinary kriging (assuming a constant mean µ(s) = µ for

all locations s in the region) predictions will equal the observed values Y (si) at all observed

locations si, i = 1, . . . , n, and will equal the sample mean Ȳ elsewhere. If a noiseless version

of the realisation is predicted, all predictions will equal the sample mean Ȳ .

2.14 Kriging using covariance

Classical kriging is formulated as above using the variogram. It can also be formulated using

instead the covariance structure, which need not be stationary, but it is necessary that the

variances be known for all locations. Using (2.9.2), the MSE (2.12.5) to be minimised can

be re-expressed as

MSE = 2
n∑

i=1

λi

{
1
2
V (si) + 1

2
V (s0)− C(si, s0)

}−
n∑

i=1

n∑
j=1

λiλj

{
1
2
V (si) + 1

2
V (sj)− C(si, sj)

}

= V (s0) +
n∑

i=1

λiV (si)− 2
n∑

i=1

λiC(si, s0)− 1
2

∑n
i=1 λiV (si)

∑n
j=1 λj

−1
2

∑n
j=1 λjV (sj)

∑n
i=1 λi +

∑n
i=1

∑n
j=1 λiλjC(si, sj)

= V (s0)− 2
n∑

i=1

λiC(si, s0) +
n∑

i=1

n∑
j=1

λiλjC(si, sj)

= V (s0)− 2λT c + λTΣλ, (2.14.1)

where

c = (C(s1, s0), C(s2, s0), . . . , C(sn, s0))
T , and
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Σ is the n× n covariance matrix with (i, j)th element C(si, sj), i, j = 1, . . . , n.

The MSE, as before, is to be minimised subject to the constraint λT1 = 1 (2.12.4) for

unbiasedness. Note that V (s0) does not depend on λ, and the remainder of expression

(2.14.1) has the same form as expression (2.12.6), but has negative covariances in place of

the variogram. Proceeding in an analogous way results in an alternative expression of the

same result as (2.12.8) and (2.12.9),

λ = Σ−1(c + 1
1− 1TΣ−1c

1TΣ−11
), (2.14.2)

and

ψ =
1− 1TΣ−1c

1TΣ−11
.

Similarly, the kriging variance can be expressed in terms of the covariance function by

substituting (2.14.2) into (2.14.1), giving

V (s0)− 2

(
cT +

1− 1TΣ−1c

1TΣ−11
1T

)
Σ−1c−

(
cT +

1− 1TΣ−1c

1TΣ−11
1T

)
Σ−1ΣΣ−1(c + 1

1− 1TΣ−1c

1TΣ−11
)

= V (s0)− cTΣ−1c + (1− 1TΣ−1c)2/(1TΣ−11). (2.14.3)

These alternative but equivalent forms will be used in Chapter 3, to assist in linking

classical ordinary kriging with linear mixed models.

2.15 Classical geostatistics and Gaussian model-based geostatistics

Classical geostatistics assumes no particular statistical model but requires only that the var-

iogram be specified. Model-based geostatistics involves predictions based on a full statistical

model. When the geostatistical data are assumed to arise from a Gaussian spatial process,

defined in the next chapter, the two approaches give identical predictions. This is analogous

to the method of least squares being an estimation method that requires no distributional

assumptions whereas the method of maximum likelihood provides optimal estimates under

an assumed statistical model. When a Gaussian distribution is assumed, the two approaches

give identical estimates. However assumption of a statistical model has the advantage of

allowing easy generalisation to more complex models, all within a common framework, as

well as allowing more objective estimation of the variogram, within the assumed statistical

model.

Note that the phrase “model-based geostatistics” as used in this thesis has a different

meaning from its use in classical geostatistics to distinguish methods based on a model for

an underlying random function from design-based methods which rely on a random sampling

design to justify assumptions of randomness and independence in the analysis.

The remainder of this thesis concerns model-based geostatistics, in particular in relation

to a very general spatial correlation model, and estimation of parameters of that model.



Chapter 3

Model-based geostatistics

3.1 Gaussian spatial processes

This chapter describes the Gaussian spatial model and the general theory of linear mixed

models, and shows how these together give identical solutions to kriging in classical geo-

statistics. To the extent that geostatistical data arise from (approximately) Gaussian spatial

processes, this may partly explain the success and popularity of classical geostatistics.

A stochastic process Y (s) is said to be Gaussian if, for any positive integer n and any

set of locations s1, s2, . . . , sn ∈ Rd, the joint distribution of Y (s1), Y (s2), . . . , Y (sn) is multi-

variate Gaussian. One attractive feature of Gaussian processes is that the first two moments

determine the complete distribution, so that second-order stationarity is equivalent to strong

stationarity for Gaussian processes. This is one rationale for the term stationarity being taken

to mean second-order stationarity, unless otherwise qualified.

3.2 Linear models for spatial data

In many cases, a spatial random process can be considered as a linear model with correlated

random errors, with the correlations between the errors (as well as any trend in the mean)

depending on the locations,

Y = Xτ + e (3.2.1)

where

Y is an n× 1 random vector corresponding to the n observations, with the ith observation

at location si, i = 1, . . . , n,

X is a known n × p matrix with the ith row, denoted xT
i and containing explanatory

variables for the ith observation, being a function of the location si, i = 1, . . . , n,

τ is a p× 1 vector of unknown fixed effects, and

29
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e is an n× 1 zero-mean random vector of correlated errors, with the covariance between ei

and ej determined by some covariance function C(si, sj), for i, j = 1, . . . , n.

If e is assumed to represent a Gaussian spatial process with zero mean and covariance

matrix Σ, then Y ∼ N(Xτ ,Σ) is also a Gaussian process.

Various forms of kriging can be incorporated into this general framework. The models

for simple and ordinary kriging are special cases with p = 0 and 1 respectively. With spatial

locations in two dimensions, si = (x1i, x2i)
T , i = 1, . . . , n, universal kriging with a linear

trend has p = 3 fixed effects parameters, and p = 6 for a quadratic trend surface. These can

be written as:

• Simple kriging with a zero mean, Y = e.

• Simple kriging with the mean known at all locations, simply subtract the known mean

from all observations and proceed as for a zero mean, Y − µ = e.

• Ordinary kriging, Y = 1µ + e, where 1 is the n× 1 vector of 1s.

• Universal kriging with a linear trend surface,

Y =




1 x11 x21

1 x12 x22

...
...

...

1 x1n x2n







α

β1

β2


 + e.

• Universal kriging with a quadratic trend surface,

Y =




1 x11 x21 x2
11 x11x21 x2

21

1 x12 x22 x2
12 x12x22 x2

22
...

...
...

...
...

...

1 x1n x2n x2
1n x1nx2n x2

2n







α

β1

β2

γ1

γ2

γ3




+ e.

• Any trend surface that is linear in the unknown parameters τ can be modelled with

a general X, including additional relevant variables that are known at all locations of

interest.

In all cases the variogram used for kriging together with variances for observations at

each location define the covariance model for the random errors e, via equation (2.9.3). If

the variance is the same at all locations s ∈ Rd (diagonal elements of Σ are all equal), the

process is stationary and the common variance is equal to the sill of the variogram, so the

variogram completely determines the covariance function.
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These models are all special cases of linear mixed models (LMMs), for which there is

well-developed theory and readily available computing software. This provides an alterna-

tive approach to the analysis of geostatistical data, and in particular provides a more objec-

tive method of estimating the variogram than the methods typically employed in classical

geostatistics, and, most importantly, avoids the reliance on the highly correlated ordinates

of the empirical variogram. Given the variogram so obtained, predictions using the linear

mixed models approach are identical to kriging. Further, linear mixed models allows kriging

models to be easily generalised to include other fixed and random effects.

The next two sections describe (Gaussian) linear mixed models and REsidual Maximum

Likelihood (REML) estimation.

3.3 Gaussian linear mixed models

A general formulation for the linear mixed model is

Y = Xτ + Zu + e, (3.3.1)

where

Y is an n× 1 random vector corresponding to the observations,

τ is a p× 1 vector of unknown fixed effects,

X is a known n× p design matrix for the fixed effects,

u is a b× 1 vector of random effects,

Z is a known n× b design matrix for the random effects, and

e is an n× 1 vector of residual random “errors”,

The random vectors u and e are assumed to have a joint Gaussian distribution with zero

mean vector and variance matrix

σ2

[
G 0

0 R

]
,

where the b× b variance matrix G is a function G(γ) of a vector γ of variance parameters

for the random effect u, and the n × n variance matrix (often a correlation matrix) R is a

function R(φ) of a vector φ of variance parameters for the residuals e.

Consequently Y has a Gaussian distribution,

Y ∼ N(Xτ , σ2H), (3.3.2)

where H = ZGZT + R.

An important special case is the variance components model, in which u can be parti-

tioned into q sub-vectors, u = (uT
1 , . . . , uT

q )T , where the ui, i = 1, . . . , n, are independent
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bi × 1 vectors of random effects, ui corresponds to the ith random term and has variance

σ2γiIbi
, so that

G =




G1

G2

. . .

Gq




,

where Gi = γiIbi
. Then γ is q × 1 and equal to (γ1, . . . , γq)

T . Here the γi are variance

component ratios, namely ratios of the variance of the effects ui to the residual variance σ2.

An alternative formulation, not used here, defines var(u) as G(γ) rather than as σ2G(γ),

so that the diagonal elements of G are the actual variance components rather than ratios.

This can be incorporated into the model (3.3.1) by fixing σ2 at unity, and defining R(φ) to

be var(e).

To fit such a linear mixed model, the variance parameters σ2, γ and φ, and the fixed

effects τ , must be estimated. Further, it is often of interest to predict the realised values of

the random effects u.

Residual (sometimes called restricted) maximum likelihood (REML) is an attractive

method for estimating the variance parameters, as it allows for the fact that fixed effects are

estimated from the same data, thereby reducing bias.

3.4 Residual maximum likelihood (REML)

REML was introduced by Patterson & Thompson (1971), and Verbyla (1990) presents an

appealing alternative derivation. Essentially, the data vector y is linearly transformed so

that the data space can be partitioned into a subspace containing information only about

the fixed effects, and a residual or restricted subspace containing information purely about

the random effects, including residuals, and their variance parameters.

Correspondingly, the full log-likelihood for the linear mixed model (3.3.1) is partitioned

into two independent parts, one relating only to the fixed effects τ , and the other to all

remaining (random) effects, Zu + e. The latter is called the residual log-likelihood, `R, and

is maximised to obtain the REML estimates of the variance parameters, σ2, γ and φ. See

Verbyla (1990) for more detail.

Several different approaches lead to the same estimates and predictions of τ and u,

τ̂ = (XT H−1X)−1XT H−1y

ũ = GZT Py,

where

P = H−1 −H−1X(XT H−1X)−1XT H−1, (3.4.1)



3.4. RESIDUAL MAXIMUM LIKELIHOOD (REML) 33

which can also be expressed as (see later, equations (3.4.2) and (3.4.3), for definition of W

and C)

P = R−1 −R−1WC−1W T R−1.

The estimator τ̂ can be obtained by generalised least squares (GLS) based on (3.3.2) but

is also the result of maximum likelihood estimation of τ based on the conditional distribution

of Y 1 given Y 2, where Y 1 = LT
1 Y , Y 2 = LT

2 Y , L1 is n× p and L2 is n× (n− p), such that

the n × n matrix L = [L1 L2] is nonsingular and LT
1 X = Ip and LT

2 X is the (n − p) × p

zero matrix, as in Verbyla’s (1990) derivation of REML. (The component Y 1 is the part

of the transformed data vector relating only to the fixed effects τ , and Y 2 contains all the

information about the random effects.)

Using the minimum mean square error criterion among unbiased linear estimators and

predictors leads to τ̂ as the best linear unbiased estimator (BLUE) for τ , and to ũ as the

best linear unbiased predictor (BLUP) for u. The same solutions are obtained by solving

the mixed model equations (MME, Henderson 1950, 1973),
[

XT R−1X XT R−1Z

ZT R−1X ZT R−1Z + G−1

] [
τ̂

ũ

]
=

[
XT R−1y

ZT R−1y

]
, (3.4.2)

for τ̂ and ũ.

The MME are derived analogously to the normal equations for estimating fixed effects in

ordinary linear models, by differentiating and equating to zero the derivatives with respect to

τ and u of the log-density of the joint distribution of Y and u, whose density is considered

as the product of densities for the conditional distribution of Y given u and the marginal

distribution of u. This log-density is not technically a log-likelihood as realised values of u

are never available.

Regarding β = (τ T ,uT )T as the vector of effects to be estimated, and writing W =

[X Z], the MME can be written

Cβ̃ = W T R−1y, (3.4.3)

where

β̃ =

[
τ̂

ũ

]
,

and C is partitioned in a natural way as

C =

[
CXX CXZ

CZX CZZ

]

=

[
XT R−1X XT R−1Z

ZT R−1X ZT R−1Z + G−1

]

= W T R−1W +

[
0 0

0 G−1

]

= W T R−1W + G+, say,
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where G+ denotes G−1 (b × b) augmented with an initial p rows and p columns of zeros.

The solution to the MME can be written

β̃ =

[
τ̂

ũ

]
= C−1W T R−1y.

As G−1 approaches a zero matrix, the MME solutions approach the solutions for a

fixed-effects-only model, Y = Wβ + e with β fixed and var(e) = σ2R, namely β̂ =

(W T R−1W )−1W T R−1y, demonstrating that fixed effects can be regarded as random effects

with infinite variance.

For convenience later, write C−1 as

C−1 =

[
CXX CXZ

CZX CZZ

]
,

partitioning conformably with C.

Using the matrix identity in Appendix A Result A.5 together with Result A.1 for the

inverse of partitioned matrices, C−1 can be written as

C−1 =

[
(XT H−1X)−1 −(XT H−1X)−1XT H−1ZG

−GZT H−1XT (XT H−1X)−1 G−GZT PZG

]
. (3.4.4)

It can also be shown (Cullis et al., 2007) that

var

(
τ̂ − τ

ũ− u

)
= σ2C−1. (3.4.5)

3.5 Prediction in the linear mixed models context

Prediction is the prediction of random quantities. In linear mixed models generally it may

be wished to predict values of the random effects u or the random errors e, or functions

involving them. In spatial applications, it is typically desired to predict the random variable

at an unobserved location s0. In both cases the minimum mean square error criterion is used

as the optimality criterion. The following theorem, corollary and their proofs are adapted

from Result 2.1 of Smith (1999).

Theorem. Suppose T is any scalar random quantity whose mean is a known linear function

of τ , E [T ] = bT τ . Then the best linear unbiased predictor of T based on a realisation y of

the random vector Y under the linear mixed model (3.3.1) is given by the linear combination

λT y, where λ is an n× 1 vector with

λT y = bT (XT H−1X)−1XT H−1y +
1

σ2
cov (T, Y ) Py (3.5.1)
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Proof. Consider a linear predictor T̃ = λT Y which is unbiased, so that E
[
T̃

]
= E [T ], in

other words, under the linear mixed model (3.3.1), λT Xτ = bT τ . This must be true for any

τ , so the set of p constraints

λT X = bT . (3.5.2)

is required for unbiasedness.

The best linear unbiased predictor is the predictor with the minimum mean square error

among all linear unbiased predictors. The mean square error (MSE) is

MSE = E
[
(λT Y − T )2

]

where the expectation is with respect to the joint distribution of Y and T . This can be

expressed as

MSE = E
[
(λT (Y −Xτ ) + λT Xτ − T )2

]

= E
[
(λT (Y −Xτ ) + E [T ]− T )2

]
by (3.5.2)

= λT var (Y ) λ + var (T )− 2λT cov (Y , T ) (3.5.3)

= σ2λT Hλ + var (T )− 2λT cov (Y , T )

This MSE must be minimised subject to (3.5.2) to ensure unbiasedness. Introducing a p× 1

vector ψ of Lagrange multipliers, minimise the function

M = σ2λT Hλ + var (T )− 2λT cov (Y , T )− 2ψT (XT λ− b).

Differentiating,

∂M

∂λ
= 2σ2Hλ− 2cov(Y , T )− 2Xψ,

and
∂M

∂ψ
= −2(XT λ− b).

Equating to zero yields
[

σ2H −X

−XT 0

][
λ

ψ

]
=

[
cov (Y , T )

−b

]
,

and using the matrix identity Result A.3 in Appendix A, the solution is
[

λ

ψ

]
=

[
P /σ2 −H−1X(XT H−1X)−1

−(XT H−1X)−1XT H−1 −(XT H−1X)−1

][
cov (Y , T )

−b

]
,

where P is as in (3.4.1). Therefore, the BLUP of T is λT y with

λ = H−1X(XT H−1X)−1b +
1

σ2
P cov (Y , T ) , (3.5.4)

which gives the result.
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An important application of result (3.5.1) is the following corollary.

Corollary. Consider the prediction of the random quantity

T = aT
1 τ + aT

2 u + aT
3 e (3.5.5)

for any constant vectors aj, j = 1, 2, 3. The best (as defined by minimum mean square error)

linear unbiased predictor for (3.5.5) is given by

aT
1 τ̂ + aT

2 ũ + aT
3 ẽ,

where

τ̂ = (XT H−1X)−1XT H−1y,

ũ = GZT Py,

ẽ = RPy. (3.5.6)

Proof. E [T ] = aT
1 τ so result (3.5.1) can be applied, with b = a1. Now

cov (T, Y ) = cov
(
aT

2 u + aT
3 e, Zu + e

)

= aT
2 var (u) ZT + aT

3 var (e)

= aT
2 σ2GZT + aT

3 σ2R,

so the BLUP for T is

λT y =

{
aT

1 (XT H−1X)−1XH−1 +
1

σ2

(
aT

2 σ2GZT + aT
3 σ2R

)
P

}
y

= aT
1 (XT H−1X)−1XH−1y + aT

2 GZT Py + aT
3 RPy

= aT
1 τ̂ + aT

2 ũ + aT
3 ẽ

with τ̂ , ũ and ẽ as specified.

Judicious choices of the coefficients a1, a2 and a3 show that the BLUPs of τ , u and e

are in fact τ̂ (called an estimator in this case), ũ and ẽ respectively, justifying the notation.

For any given BLUP, prediction error variance (PEV) is the minimised mean square error,

obtained by substituting the solution (3.5.4) into an expression for MSE, such as equation

(3.5.3).

3.6 Kriging using linear mixed models

Kriging is best linear unbiased prediction of the realisation of the spatial process Y (s) at

a new location s0. This is possible in the linear mixed model formulation because values

of the random variable at different locations for a given realisation are correlated in a way

that depends on their locations, according to the assumed statistical model, via the spatial
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covariance function C(s, t) for the covariance between Y (.) at locations s and t ∈ R2.

Under the spatial linear model (3.2.1), the random quantity to be predicted is T = Y (s0) =

xT
0 τ + e(s0) where x0 is a vector containing explanatory variables for the realisation at

location s0, being a function of the coordinates s0, and E [T ] = xT
0 τ so result (3.5.1) can

be applied with b = x0. Now, cov (Y , T ) = cov (e, e(s0)) is determined by the spatial

covariance function C(si, s0) for i = 1, . . . , n for the model (3.2.1). Denote this n× 1 vector

c. Then, from equation (3.5.4) the BLUP for T is

λT y = xT
0 (XT H−1X)−1XT H−1y + cT 1

σ2
Py (3.6.1)

Writing Σ = var (Y ) = σ2H , and noting that ẽ = RPy from (3.5.6) and H = R in this

simple spatial model,

cT 1

σ2
Py = cT (

1

σ2
H−1)(HPy)

= cTΣ−1ẽ,

so that the BLUP λT y for Y (s0) can be conveniently written in terms of τ̂ and ẽ as

Ỹ (s0) = xT
0 τ̂ + cTΣ−1ẽ

=
[
xT

0 cTΣ−1
]
[

τ̂

ẽ

]
.

To show the equivalence of best linear unbiased prediction in Gaussian linear mixed models

and classical kriging, note that

1

σ2
P = Σ−1 −Σ−1X

(
XTΣ−1X

)−1
XTΣ−1

and an alternative expression for the kriging weights in (3.6.1) is

λ = Σ−1
{
X(XTΣ−1X)−1x0 + c−X(XTΣ−1X)−1XTΣ−1c

}

= Σ−1
{
c + X(XTΣ−1X)−1

(
x0 −XTΣ−1c

)}
. (3.6.2)

For ordinary kriging, the mean is an unknown constant µ and the spatial linear model is

Y = 1µ + e, so X = 1, the p× 1 vector of 1s, x0 is the scalar 1, and the kriging weights are

λ = Σ−1
{
c + 1(1TΣ−11)−1

(
1− 1TΣ−1c

)}
,

which is identical to the classical ordinary kriging predictor derived in Chapter 2, expression

(2.14.2). This demonstrates the equivalence of the ordinary kriging predictor with the best

linear unbiased predictor in the linear mixed model formulation.

However expressions (3.6.1) and (3.6.2) apply for more general X, thus including univer-

sal kriging in the linear mixed models framework. Further, additional fixed effects can be

included in the mean structure Xτ , and other random effects can be included in the Zu
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term of (3.3.1). Thus prediction via linear mixed models not only incorporates various forms

of classical kriging but also allows much greater generality, all in the one common framework.

The prediction error variance of a BLUP T̃ for T is defined as var
(
T̃ − T

)
. Using λ as

defined in (3.6.2), the prediction error variance for the BLUP of Y (s0) is

var
(
Ỹ (s0)− Y (s0)

)
= var

(
λT Y

)
+ var (Y (s0))− 2cov

(
λT Y , Y (s0)

)

= λTΣλ + var (Y (s0))− 2λT c,

with Σ = σ2H and c = cov (Y , Y (s0)). This is exactly the form (2.14.1) given for the MSE

of a linear predictor in classical kriging, and when the optimal λ is used the kriging variance

is obtained. Thus the kriging variance is identical to the prediction error variance from the

Gaussian linear mixed models approach.

All the above results assume the covariance function of the model is known, in other

words that C(s, t) is known for any locations s and t ∈ R2, and hence σ2H is known.

However the covariance function typically depends on unknown parameters (σ2 and φ) which

must therefore be estimated, for example by REML. Estimating the covariance structure

is the linear mixed models counterpart of choosing the variogram to be used in classical

geostatistics, but the linear mixed models approach has the huge advantage of providing

an optimal model-based estimate of the covariance function (and hence of the variogram,

using the relationship (2.9.4)) based on an objective criterion such as REML. This objective

estimation of the covariance structure is a major advantage of model-based geostatistics.

3.7 Plug-in predictions

The predictors derived in this chapter and from the classical geostatistical perspective in

Chapter 2 depend on variance (or variogram) parameters φ, which are generally unknown.

When these are estimated and used in the predictors (“plugged in”) as if they were the true

parameter values, the resulting predictors are called plug-in predictors, or empirical BLUPs,

abbreviated E-BLUPs. Plug-in estimates of the kriging variance (equivalent to prediction

error variance) are also used, and even if predictions themselves are relatively robust to

error in the variogram, the kriging variances will be less so in general. Intuitively, because

allowance is not made for the uncertainty in the values used for φ, the kriging variance may

be underestimated. This issue is investigated in a limited set of scenarios via simulations in

Chapter 8.

Some authors, notably Diggle et al (2002), promote the use of Bayesian methods to esti-

mate the variance parameters φ in conjunction with the required predictions, automatically

incorporating uncertainty in the variance parameters into the predictions. However this is

at the expense of less-accessible and more computationally-intensive computer software, al-

though these drawbacks can be expected to become less important with time. In addition,

there are the usual philosophical and practical considerations associated with Bayesian anal-

ysis generally, notably the choice of prior distributions, which in some circumstances can



3.8. MODELLING A NUGGET EFFECT 39

have a substantial effect on the results.

However another advantage of the Bayesian approach is that it offers an approach when

models other than Gaussian are considered, when analytical methods may be mathematically

intractable. In particular Diggle et al (2002) apply it to discrete data such as counts.

It may be suggested that the improvements made to the kriging predictors and the

estimated prediction error variance may be relatively minor in comparison to improvements

made by a wider choice of models, and that choice of a good statistical model has a far

greater effect (see Chapter 8). Thus it may be that relatively little is lost in ignoring the

imprecision due to plugging in estimated variance parameters as if they were the true values,

in comparison to the gain due to accessibility to better-fitting models, since it is much more

feasible to examine a wider range of possible models, and more complex models can be

considered with less difficulty. Further, the whole model does not need to be refit to obtain

predictions for additional locations. The greater advantages of Bayesian analysis are likely

to be in situations where other methods are not available, such as for non-Gaussian kriging.

The Bayesian approach is not considered further in this thesis.

3.8 Modelling a nugget effect

A nugget effect η (n× 1) with variance σ2
ηIn = γσ2In can be modelled in the framework of

model (3.3.1) either as part of the residual vector,

e = η + ε,

with R in the spatial covariance matrix var (e) = σ2R replaced by R∗ = γIn + R, so that

var(e) = σ2
ηIn + σ2R = σ2(γIn + R) = σ2R∗, or, equivalently, as a random effect u = η

with design matrix Z = In and variance matrix σ2G = σ2
ηIn, so that G = γIn, leaving

e = ε with var(ε) = σ2R.

Alternatively the spatially-correlated effects ε can be modelled as random effects u with

design matrix Z = In and spatial covariance matrix σ2R now denoted σ2
ηG, and the nugget

effect as e ∼ N(0, σ2
ηIn), replacing σ2 in model (3.3.1) with σ2

η. This latter formulation is

necessary if the n locations are not all distinct, so that one or more locations have multiple

observations, each with their own nugget effect (ηi for the ith observation) but the same

spatially-correlated effect (uj for the jth location). Then, if there are m distinct locations, u

will be m× 1 with a spatial effect for each distinct location, G will be m×m, and Z will be

n ×m, with the ith row containing a single 1 in the position corresponding to the location

for the ith observation, and zeros elsewhere, for i = 1, . . . , n.

Summarising in matrix notation two linear mixed models formulations for fitting a spa-

tially correlated covariance model plus a nugget effect, we begin with the last form above,

Y (s) = Xsτ s + Zsus(s) + e (3.8.1)

and

Y (s) ∼ N(Xsτ s, σ
2(γsZsGsZ

T
s + In)) (3.8.2)
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which is a Gaussian linear mixed model with spatially correlated random effects us and

identically and independently distributed residual errors e. Subscripts s indicate elements

specifically related to spatial effects, and γs is the ratio of variance of the spatially correlated

effects to the nugget variance.

Alternatively, provided the n locations are distinct (b = n) and Zs = In, the roles of

e and us can be switched, formulating the model with spatially correlated residual errors

us ∼ N(0, σ2
sGs), with the nugget effect modelled as an independent random n × 1 effect

e ∼ N(0, σ2
sγIn), with design matrix Z = In, giving an alternative form

Y (s) = Xsτ s + e + us (3.8.3)

and

Y (s) ∼ N(Xsτ s, σ
2
s(γIn + Gs)). (3.8.4)

Here σ2
s = σ2γs, and γ = 1/γs is the ratio of nugget variance to variance of the spatially-

correlated process; the nugget effect can be excluded by setting γ = 0, equivalent to dropping

e from equation (3.8.3). Alternative notation for equation (3.8.3), more consistent with

the general linear mixed models notation in equation (3.3.1), is Y (s) = Xsτ s + u + es,

emphasising that the spatially correlated effects are fitted in the residual term, and the

nugget effect is an added random effect, but the notation of equation (3.8.3) is used here to

emphasise the correspondences between the two formulations.

The first form (3.8.1) and (3.8.2) is necessary when there are locations with multiple

observations, and the second form (3.8.3) and (3.8.4), available only when all observations

are at distinct locations, is required if it is desired to fit a model with no nugget effect. This

is because a residual error term must always be present in the variance ratio formulation we

are using (involving a residual error variance which must be positive, and a variance ratio γs

or γ), in contrast to the variance components formulation (using only σ2 and σ2
s , of which

either may be zero).

3.9 A general prediction result

To conclude this chapter I describe a general result for prediction of a scalar random quantity

and in the next section relate it to model-based spatial prediction and demonstrate algebraic

equivalence with ordinary kriging in classical geostatistics.

Following Diggle & Ribeiro Jr. (2000) and Diggle & Ribeiro Jr. (2002), consider generally

the prediction of any scalar random variable T , using as predictor some function t(Y ) of a

random data vector Y . The usefulness of this predictor will depend on the degree and type

of correlation between T and Y . The predictor of T will be denoted T̃ . As in Chapter 2, the

criterion for optimality will be minimum mean square error of prediction (MMSE), namely

T̃ is chosen so as to minimise the mean square error

MSE = E
[
(T̃ − T )2

]
,
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where the expectation is with respect to the joint distribution of T and Y , since T̃ is a

function of the random vector Y .

Theorem. (Searle et al., 1992, p. 261) Given a vector Y of random variables and a scalar

random variable T to be predicted by a function of Y , T̃ = t(Y ), the mean square error

E
[
(T̃ − T )2

]
is minimised when T̃ = E [T |Y ].

Proof. The mean square error is an expectation with respect to the joint distribution of

Y and T . Use E [g(Y , T )] = EY

[
ET [g(Y , T )|Y ]

]
for any function g(.). Note that the

conditional expectation

ET [(T̃ − T )2|Y ] = VarT (T̃ − T |Y ) + {ET [(T̃ − T )|Y ]}2

= VarT (T |Y ) + {ET [T |Y ]− T̃}2,

since T̃ is a constant, given Y . Now, taking expectations with respect to Y , the mean square

error of prediction is

E
[
(T̃ − T )2

]
= EY

[
VarT (T |Y )

]
+ EY

[{ET [T |Y ]− T̃}2
]
.

The first term does not depend on T̃ and the second term is non-negative and takes its

minimum value of zero if and only if ET [T |Y ] = T̃ . Thus T̃ is the minimum mean square

error predictor of T if and only if T̃ is equal to the conditional expectation of the distribution

of T given the observed sample Y .

This is an intuitively sensible result, and it arises specifically because the minimum mean

square error of prediction was chosen as the criterion.

The resulting T̃ = E[T |Y = y] is a point prediction of T , but a more complete answer is

given by the full conditional distribution of the random variable T given Y . In particular,

the conditional variance of T given Y = y can be called the prediction variance, and its value

at Y = y is an estimate of the achieved mean square error of T̃ , since its expected value over

all possible random vectors Y is the mean square error, E[(T − T̃ )2] = EY [Var(T |Y )]. Note

that Cressie (1993) uses the term prediction variance differently, to mean the latter quantity,

namely the minimised mean square area, equal to the variance of the prediction error and

called prediction error variance in this thesis, and also equal to the kriging variance.

3.10 Application to model-based spatial prediction

Suppose Y (.) is a spatial random process on locations s ∈ Rd, with mean µ(s) and variance

V (s) for any s ∈ Rd, and spatial covariance function cov (Y (si), Y (sj)) = C(si − sj) for

any si and sj ∈ Rd, and suppose that n observations are made, yielding the realisation y

of a random vector Y = (Y (s1), Y (s2), . . . , Y (sn))T . As in Chapter 2 write Yi for Y (si) for

i = 1, . . . , n, and similarly for yi. Also write µ(s0) = µo and µ = (µ(s1), µ(s2), . . . , µ(sn))T =

(µ1, µ2, . . . , µn)T .
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The random variable T to be predicted is Y0 = Y (s0) for locations s0 ∈ Rd. Thus the

MMSE predictor is the mean of the conditional distribution of Y0 given the data vector Y .

If a Gaussian spatial process (Section 3.1) is assumed, the joint distribution of Y0 and Y

is multivariate Gaussian,
(

Y0

Y

)
∼ N

((
µ0

µ

)
,

[
V (s0) cT

c Σ

])

where

c = (C(s0 − s1), C(s0 − s2), . . . , C(s0 − sn))T ,

and Σ is n× n with (i, j)th element

Σij = C(si − sj) for i, j = 1, . . . , n.

Then, using a standard result for conditional Gaussian distributions, from Appendix C,

the conditional distribution of Y0 given Y is also Gaussian,

Y0|Y = y ∼ N
(
µ0 + cTΣ−1(y − µ), V (s0)− cTΣ−1c

)
.

Thus the MMSE predictor of Y0 is the mean of this conditional distribution, µ0 +cTΣ−1(y−
µ). However, in general µ0 and µ are unknown and a modification to this result is required.

Under a spatial model such as (3.2.1), µ = Xτ and µ0 = xT
0 τ for some vector x0,

say, where τ is unknown. This includes the special case of ordinary kriging, when τ is an

unknown scalar parameter, the common mean µ, and X = 1. Since Y ∼ N(Xτ ,Σ), and

we are using minimum mean squared error, an intuitive approach is to use an estimator of τ

that minimises the mean squared error, namely the generalised least squares (GLS) estimate

τ̂ = (XTΣ−1X)−1XTΣ−1y. Substituting τ̂ for τ yields the predictor

Ỹ0 = xT
0 τ̂ + cTΣ−1(y −Xτ̂ )

= cTΣ−1y + (xT
0 − cTΣ−1X)τ̂

=
{
cT + (xT

0 − cTΣ−1X)(XTΣ−1X)−1XT
}
Σ−1y

= λT y,

where

λ = Σ−1
(
c + X(XTΣ−1X)−1(x0 −XTΣ−1c)

)

which, putting X = 1, τ = µ, x0 = 1, and µ0 = µ for ordinary kriging with a constant

mean µ, is identical to λ from kriging in classical geostatistics, equation (2.14.2). Thus,

the MMSE predictor in the Gaussian linear mixed model in conjunction with the unknown

µ replaced with its GLS estimate µ̂ is a linear unbiased predictor identical to the ordinary

kriging predictor from classical geostatistics.

When τ is unknown and replaced by its GLS estimate τ̂ , the conditional variance of

Y (s0) given Y = y is not appropriate for calculating the prediction error variance, which
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can be derived directly from MSE = E
[
(λT Y − Y0)

2
]
, using E

[
λT Y − Y0

]
= 0 because

λT Y is an unbiased predictor for Y0, so that

MSE = var
(
λT Y − Y0

)

= λTΣλ− 2λT c + V (s0)

= V (s0) + λT
{−2c + c + X(XTΣ−1X)−1(x0 −XTΣ−1c)

}

= V (s0) +
{
cT + (xT

0 − cTΣ−1X)(XTΣ−1X)−1XT
}
Σ−1

{−c + X(XTΣ−1X)−1(x0 −XTΣ−1c)
}

= V (s0)− cTΣ−1c + (xT
0 − cTΣ−1X)(XTΣ−1X)−1(x0 −XTΣ−1c)

which, with Xτ = 1µ and xT
0 τ = 1µ for ordinary kriging, yields a result identical to

expression (2.14.3) derived for ordinary kriging in classical geostatistics.

This establishes the algebraic equivalence of ordinary kriging in classical geostatistics and

general prediction under a Gaussian spatial model together with the GLS estimate for the

unknown mean parameter µ, and more general forms of kriging with more general τ can be

derived analogously.

3.11 Kriging using linear mixed models — Summary

We have seen that the Gaussian spatial model can be expressed as a linear mixed model,

yielding identical results to kriging in classical geostatistics, making available to geostatistical

spatial analysis all the results and properties of linear mixed model analysis. In particular

it makes the method of residual maximum likelihood (REML) a natural approach to the

estimation of parameters describing spatial dependence in model-based geostatistics, thus

giving a model-based and objective estimate of the covariance structure and hence of the

variogram, removing the subjectivity present in the specification of the variogram in classical

geostatistics. The remainder of this thesis uses the methods of linear mixed models, with

REML to estimate the unknown variance model parameters.

Formulating kriging in the linear mixed models framework allows easy extensions to

models with less simple mean structures, including various forms of kriging. Additional

fixed effects, whether determined by the spatial locations or by some external characteristic

such as applied treatment or soil type, can be included in the Xτ component, and random

effects in the Zu term, of the general linear mixed models framework (3.3.1), allowing the

model to incorporate a broad range of standard classical spatial models and extensions.

More generally, R in the general expression σ2R for the variance of e in formulation

(3.3.1) need not be a correlation matrix, and the underlying process need not even be second-

order stationary; R may be a covariance matrix with (i, j)th element C(si, sj). However this

model does assume variances are finite and true unbounded variograms have no corresponding

covariance model, although good approximations (with a large variance) may be adequate.
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Chapter 4

The Matérn class of spatial covariance

models

4.1 The Matérn class of correlation functions

The Matérn class of correlation functions is named by various authors (for example Stein,

1999, and Diggle et al., 2003) for Bertil Matérn who introduced them in his PhD dissertation

(1960, republished 1986) as the natural correlation function for spatial processes. For a

separation distance d > 0 between locations of two observations, the Matérn correlation of

the two observations is given by

ρ(d; ζ, ν) =
1

2ν−1Γ(ν)

(
d

ζ

)ν

Kν

(
d

ζ

)
, (4.1.1)

where Kν(.) is the modified Bessel function of the third kind of order ν (Abramowitz &

Stegun, 1965, §9.6), sometimes called the second kind (Kreysig, 1988, p. 218). This class is

indexed by two parameters, a range or distance parameter ζ > 0 and a smoothness parameter

ν > 0, ν controlling the smoothness of the underlying process in that the integer part of ν

determines the number of times the underlying spatial process is mean-square differentiable,

which is equivalent to ρ(u) being (at least) 2 int(ν) times differentiable at zero, where int(ν)

is the integer part of ν (Diggle et al., 2003, Proposition 2). The larger ν is, the smoother is

the correlation function at zero, and the smoother is the spatial process. Figure 4.1 shows

Matern correlation functions for several different values of ν, all with the same ζ. Changing

ζ simply rescales the distance axis, but does not change the smoothness (differentiability at

zero).

When ν is of the form m + 1
2

with m a non-negative integer, Kν(z) takes an explicit

form (see Abramowitz & Stegun, 1965, §10.2.17, reproduced in Appendix B of this thesis,

Result B.9) and the Matérn correlation function is the product of e−d/ζ and a polynomial of

degree m in d.

For example, with ν = 1
2
,

K 1
2
(z) =

√
1

2

π

z
e−z,

45
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Figure 4.1: Matérn correlation functions, all with ζ = 1.

so that

ρ(d; ζ, ν = 1
2
) =

1

2−1/2Γ(1
2
)

(
d

ζ

)1
2
√

π

2

(
d

ζ

)−1
2

e−d/ζ

= e−d/ζ , since Γ(1
2
) =

√
π,

which is the familiar exponential correlation function. It can also be written as ρd where

ρ = e−1/ζ , with 0 < ρ < 1 since ζ > 0, a form more familiar as an auto-regressive process of

order 1, denoted AR(1), in a setting with equally spaced observations in one dimension.

With ν = 3
2
,

K 3
2
(z) =

√
1

2

π

z
e−z(1 + z−1),

so that

ρ(d; ζ, ν =
3

2
) =

1

21/2 1
2
Γ(1

2
)

(
d

ζ

) 3
2
√

π

2

(
d

ζ

)−1
2

e−d/ζ

{
1 +

(
d

ζ

)−1
}

= e−d/ζ

(
d

ζ
+ 1

)
.
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With ν = 5
2
, Γ(5

2
) = 3

2
1
2

√
π, and

K 5
2
(z) =

√
1

2

π

z
e−z(1 + 3z−1 + 3z−2),

so that

ρ(d; ζ, ν =
5

2
) =

1

23/2 3
2

1
2

√
π

(
d

ζ

) 5
2
√

π

2

(
d

ζ

)−1
2

e−d/ζ

{
1 + 3

(
d

ζ

)−1

+ 3

(
d

ζ

)−2
}

= e−d/ζ

{
1

3

(
d

ζ

)2

+
d

ζ
+ 1

}
.

Other values of ν, not of the form integer m + 1
2
, give a more intractable form for the

correlation function which requires software to compute the Bessel K function.

When ν = 1 the Matérn correlation reduces to Whittle’s elementary correlation function

(see Chapter 2, also Webster & Oliver, 2001, p. 119).

In the limit as ν approaches infinity, with ζ approaching 0 in such a way that β = 2ν1/2ζ

remains constant, the Matérn correlation approaches the Gaussian correlation function,

ρ(d; β) = exp{−(d/β)2}.
Thus the Matérn class gives a broad range of shapes of correlation functions allowing

any degree of smoothness at the origin (from continuous but non-differentiable, ν < 1, to in-

finitely differentiable as ν →∞) which includes the familiar exponential correlation (ν = 1
2
),

Whittle’s elementary correlation (ν = 1) and, in the limit as ν →∞, Gaussian correlation,

and it does this with only two parameters. Another family of correlation functions, also with

two parameters, is discussed by Diggle et al. (2003, p. 49). This is the powered exponential

family,

ρ(d; φ, κ) = exp{−(d/φ)κ}, (4.1.2)

with a range or distance parameter φ > 0 and the power κ, 0 < κ 6 2, and, like the Matérn

class, incorporates the exponential and Gaussian correlation functions as special cases (κ = 1

and 2 respectively), but does not give such flexibility in the smoothness of the correlation

function: this correlation function is either non-differentiable at d = 0 (when κ < 2) or

infinitely differentiable at d = 0 (when κ = 2). Diggle & Ribeiro Jr. (2000, p. 43) also note

that the covariance matrix of data values from such models is very ill-conditioned. Also Stein

(1999, p. 30) points outs that the infinitely differentiable Gaussian correlation, corresponding

to an infinitely smooth spatial process, is likely to be unrealistic in practice.

Many other researchers have recommended and used the Matérn correlation model; a

few examples are Handcock & Stein (1993), Handcock & Wallis (1994), Kammann & Wand

(2003) and Minasny & McBratney (2005). Guttorp & Gneiting (2006) document others in

their history of the Matérn correlation family.

Clearly, not all correlation functions can be represented in the Matérn form. The powered

exponential family (4.1.2) is not of the Matérn form, except when κ = 1, which corresponds
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to exponential correlation, or when κ = 2, Gaussian correlation. (However, for 0 < κ < 2,

exponential correlation with distances d transformed to the power κ of d yields the powered

exponential correlation, demonstrating that it is a simple modification of a Matérn correlation

function.)

Further, the spherical correlation function, and any other with a finite range, cannot be

represented by a Matérn correlation function. With particular reference to the spherical

correlation function, Stein (1999, p. 53) notes several difficulties with spherical correlation,

including difficulties estimating with likelihood methods and some pathological behaviours.

It has also been observed that fitting the Matérn model to data tends to fit the local smooth-

ness well at the expense of flexibility in describing the covariance near the sill. However,

since kriging relies heavily on the nearest locations and very little on more distant locations,

the accuracy of the variogram at small distances is vastly more important than accuracy

near the sill.

4.2 Alternative parameterisations of the Matérn correlation or

covariance functions

The Matérn correlation can easily be converted to a Matérn covariance function by multi-

plying by a variance parameter σ2. Stein (1999) uses a different parameterisation, specifying

the Matérn covariance function as

C(d; φ, α, ν) =
π1/2φ

2ν−1Γ(ν + 1
2
)α2ν

(αd)νKν(αd). (4.2.1)

Stein’s (1999) ν corresponds to the ν in equation (4.1.1) in this thesis, α corresponds to 1/ζ

in (4.1.1), and φ corresponds to

σ2 Γ(ν + 1
2
)

Γ(ν)
√

πζ2ν
.

in (4.1.1). Equivalently, σ2 in equation (4.1.1) corresponds to φζ2νΓ(ν)Γ(1
2
)/Γ(ν + 1

2
) in

(4.2.1), noting that Γ(1
2
) =

√
π.

Handcock & Wallis (1994) recommend an appealing alternative parameterisation, using,

instead of ζ, a parameter β = 2ν1/2ζ (they denote this parameter θ1, Stein (1999) uses ρ):

ρb(d; β, ν) =
1

2ν−1Γ(ν)

(
2ν1/2d

β

)ν

Kν

(
2ν1/2d

β

)
. (4.2.2)

The parameter β, like ζ, functions as a range parameter (the correlation depends on d

only through d/β), but, unlike ζ, is approximately independent of ν. For most ν of practical

interest, in particular for ν > 0.5, at separation distance d = β
√

2 the Matérn correlation

is approximately 0.14, ranging between 0.135 and 0.140. For smaller ν correlation at this

distance is smaller, down to 0.12 with ν = 0.2, down to 0.10 with ν = 0.1, and approaches

zero as ν approaches zero. In other words, ν primarily determines the behaviour of the

correlation function at the origin, and hence the smoothness, and β broadly determines how
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quickly the correlations decrease with distance, roughly independently of ν, which is an

attractive feature. Thus one would expect estimates of β to be more stable than estimates

of ζ over a range of values of ν fitted to any particular data set. Figure 4.2 shows Matérn

correlation functions with the same values of ν as in Figure 4.1, but with a common value

of β for all, and therefore different ζ.
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Figure 4.2: Matérn correlation functions with the same values of ν as in Figure 4.1, but all

with β = 2ζ
√

ν = 2.

Figure 4.3 shows Matérn correlation functions with larger values of ν and indicates that

for ν beyond about 5, the correlation functions are all very similar to the Gaussian correlation

(the limit as ν →∞ with β held constant). This suggests that values of ν greater than about

5 may rarely be needed.

Table 4.1 summarises several parameterisations and notations that appear in the litera-

ture, and relates them to the notation used here.

4.3 Derivatives of the Matérn correlation function

For REML or ML estimation of the parameters of the Matérn model in the Gaussian linear

mixed model setting, the derivatives of the correlation function with respect to each of the
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Figure 4.3: Matérn correlation functions with ν > 0.5, including the limiting Gaussian

correlation, all with β = 2ζ
√

ν = 2.

parameters are required. These are derived in this section. Some results regarding the

Bessel functions used from Abramowitz & Stegun (1965) are reproduced in Appendix B for

convenience.

For the derivative with respect to ζ, first use Abramowitz & Stegun (1965, § 9.6.28(a))

(also in Appendix Result B.1) with k=1 and Lν(z) = e−νπiKν(z) to derive

1

z

∂

∂z

{
zνeνπiKν(z)

}
= zν−1e(ν−1)πiKν−1(z)

⇒ ∂

∂z
{zνKν(z)} = −zνKν−1(z), since e−πi = cos(−π) + i sin(−π) = −1

⇒ ∂

∂ζ

{(
d

ζ

)ν

Kν

(
d

ζ

)}
=

(
d

ζ

)ν

Kν−1

(
d

ζ

) (
d

ζ2

)
.

Hence

∂ρ

∂ζ
= {2ν−1Γ(ν)}−1

{
1

ζ

(
d

ζ

)ν+1

Kν−1

(
d

ζ

)}
, (4.3.1)



4.3. DERIVATIVES 51

Table 4.1: Parameterisations and notations for the Matérn covariance function. Kν(.) de-

notes the modified Bessel function of the third kind of order ν; H&W represents Handcock

& Wallis (1994).

Source Matérn covariance function C(d), d > 0

(a) This chapter σ2{2ν−1Γ(ν)}−1
(

d
ζ

)ν

Kν

(
d
ζ

)

(ζ is denoted φ in later chapters.)

(b) Diggle et al. (2003) σ2{2κ−1Γ(κ)}−1
(

d
φ

)κ

Kκ

(
d
φ

)

(c) Stein (1999), p. 31
√

π φ

2ν−1Γ(ν+
1
2
)α2ν (α d)νKν(α d)

(d) H&W using notation σ{2ν−1Γ(ν)}−1
(

2
√

ν
ρ

d
)ν

Kν

(
2
√

ν
ρ

d
)

of Stein (1999), p. 50 (H&W write (α, θ1, θ2) in place of (σ, ρ, ν).)

(a) (b) (c) (d) H&W

Parameters σ2, ζ, ν σ2, φ, κ φ, α, ν σ, ρ, ν α, θ1, θ2

Smoothness ν κ ν ν θ2

Range ζ φ 1/α ρ
2
√

ν
θ1
′ = θ1

2
√

θ2

Alt. Range β = 2ζ
√

ν ρ θ1

Variance = C(0) σ2 σ2 Γ(ν)
√

π φ

Γ(ν+
1
2
)α2ν σ α

which, for ν > 1, can also be written recursively as

∂ρ

∂ζ
=

1

2ν−1

1

ζ

(
d

ζ

)2

ρ(d; ζ, ν − 1).

For the derivative with respect to ν, note that

ρ(d; ζ, ν) = ρ(d/ζ; 1, ν)

= ρ(z; 1, ν),

where z = d
ζ
, and therefore, to simplify notation while deriving ∂

∂ν
ρ(d; ζ, ν), consider only

∂
∂ν

ρ(z; 1, ν) where d
ζ

is later substituted for z.

To evaluate the derivative with respect to ν at ν 6= 0,±1,±2, . . ., use

∂

∂ν
Kν(z) = 1

2
π csc(νπ)

{
∂
∂ν

I−ν(z)− ∂
∂ν

Iν(z)
}− π cot(νπ)Kν(z) (ν 6= 0,±1,±2, . . .)

from Abramowitz & Stegun (1965, § 9.6.43), or Appendix Result B.2. To evaluate at ν equal

to an integer n, use Abramowitz & Stegun (1965, § 9.6.45), or Appendix Result B.3, see

later.
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Now, from Abramowitz & Stegun (1965, § 9.6.42), or Appendix Result B.4,

∂

∂ν
Iν(z) = Iν(z) ln(1

2
z)− (1

2
z)ν

∞∑

k=0

ψ(ν + k + 1)

Γ(ν + k + 1)

(1
4
z2)k

k!
,

where ψ(z) is the digamma function, ψ(z) = d
dz
{ln Γ(z)} = Γ′(z)Γ(z) (Abramowitz & Stegun,

1965, § 6.3.1), and hence

∂

∂ν
I−ν(z) = −I−ν(z) ln(1

2
z) + (1

2
z)−ν

∞∑

k=0

ψ(−ν + k + 1)

Γ(−ν + k + 1)

(1
4
z2)k

k!
.

Therefore

∂

∂ν
I−ν(z)− ∂

∂ν
Iν(z) =− ln(1

2
z) {I−ν(z) + Iν(z)}+

(1
2
z)−ν

∞∑

k=0

ψ(−ν + k + 1)

Γ(−ν + k + 1)

(1
4
z2)k

k!
+

(1
2
z)ν

∞∑

k=0

ψ(ν + k + 1)

Γ(ν + k + 1)

(1
4
z2)k

k!
.

Now, since computer code was unavailable for Iν(z) with ν < 0, use

I−ν(z) =
2

π
sin(νπ)Kν(z) + Iν(z),

from Abramowitz & Stegun (1965, § 9.6.2) or Appendix Result B.5, so that

∂

∂ν
Kν(z) =1

2
π csc(νπ)

[
− ln(1

2
z)

{
2
π

sin(νπ)Kν(z) + 2Iν(z)
}

+

(1
2
z)−ν

∞∑

k=0

ψ(−ν + k + 1)

Γ(−ν + k + 1)

(1
4
z2)k

k!
+

(1
2
z)ν

∞∑

k=0

ψ(ν + k + 1)

Γ(ν + k + 1)

(1
4
z2)k

k!

]
− π cot(νπ)Kν(z)

=
π

sin(νπ)

[
− {

ln(1
2
z) sin(νπ) 1

π
+ cos(νπ)

}
Kν(z)− ln(1

2
z)Iν(z) +

1
2
(1

2
z)−ν

∞∑

k=0

ψ(−ν + k + 1)

Γ(−ν + k + 1)

(1
4
z2)k

k!
+

1
2
(1

2
z)ν

∞∑

k=0

ψ(ν + k + 1)

Γ(ν + k + 1)

(1
4
z2)k

k!

]
,

for ν 6= 0,±1,±2, . . . .

For evaluation at integer values of ν,

∂

∂ν
Kν(z)

∣∣∣∣
ν=n

=
n!(1

2
z)−n

2

n−1∑

k=0

(1
2
z)kKk(z)

(n− k)k!
,
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for n = 1, 2, 3, . . . , from Abramowitz & Stegun (1965, § 9.6.45) or Appendix Result B.3.

(Although not needed for the present application, the same formula can be used for n = 0,

taking the null sum as 0, yielding ∂
∂ν

Kν(z)|ν=0 = 0.)

Continuing towards ∂ρ/∂ν, substituting for ∂Kν(z)/∂ν,

∂

∂ν
{zνKν(z)} =zν(ln z) Kν(z) + zν ∂

∂ν
Kν(z)

=zν

[ {
ln 2− π cos(νπ)

sin(νπ)

}
Kν(z) +

π

sin(νπ)

{
− ln(1

2
z)Iν(z) + 1

2
(1

2
z)−ν

∑∞
k=0

ψ(−ν+k+1)
Γ(−ν+k+1)

( 1
4
z2)k

k!
+

1
2
(1

2
z)ν

∑∞
k=0

ψ(ν+k+1)
Γ(ν+k+1)

( 1
4
z2)k

k!

}]
,

for ν 6= 0,±1,±2, . . . , and, evaluating at integer values of ν,

∂

∂ν
{zνKν(z)}

∣∣∣∣
ν=n

=zn

{
ln z Kn(z) +

n!(1
2
z)−n

2

n−1∑

k=0

(1
2
z)kKk(z)

(n− k)k!

}
.

for n = 1, 2, 3, . . . .

For any ν > 0,

∂

∂ν

[{
2ν−1Γ(ν)

}−1
]

=− {
2ν−1Γ(ν)

}−2 {
2ν−1 ln 2 Γ(ν) + 2ν−1Γ′(ν)

}

=− {
2ν−1Γ(ν)

}−1 {ln 2 + ψ(ν)} , using Γ′(ν) = ψ(ν)Γ(ν).

Putting the two parts together and using the product rule, for ν > 0, ν 6= 0, 1, 2, . . . ,
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∂

∂ν
ρ(z; 1, ν) =

∂

∂ν

[{
2ν−1Γ(ν)

}−1 {zνKν(z)}
]

=− {
2ν−1Γ(ν)

}−1 {ln 2 + ψ(ν)} zνKν(z) +

{
2ν−1Γ(ν)

}−1
zν

[{
ln 2− π cos(νπ)

sin(νπ)

}
Kν(z) +

π

sin(νπ)
{
− ln(1

2
z)Iν(z) + 1

2
(1

2
z)−ν

∞∑

k=0

ψ(−ν + k + 1)

Γ(−ν + k + 1)

(1
4
z2)k

k!
+

1
2
(1

2
z)ν

∞∑

k=0

ψ(ν + k + 1)

Γ(ν + k + 1)

(1
4
z2)k

k!

}]

=
{
2ν−1Γ(ν)

}−1
zν π

sin(νπ)

[{
−ψ(ν)

sin(νπ)

π
− cos(νπ)

}
Kν(z)

− ln(1
2
z)Iν(z) + 1

2
(1

2
z)−ν

∞∑

k=0

ψ(−ν + k + 1)

Γ(−ν + k + 1)

(1
4
z2)k

k!
+

1
2
(1

2
z)ν

∞∑

k=0

ψ(ν + k + 1)

Γ(ν + k + 1)

(1
4
z2)k

k!

]
. (4.3.2)

Evaluation of ∂ρ
∂ν

at exact integer values of ν is impossible using (4.3.2) because sin(νπ) =

0. At first sight, integer values of ν also appear to cause problems in the first infinite sum in

(4.3.2), but this is not the case. When ν = 1, the first term (k = 0) in the first summation

appears problematic because φ(0) is undefined and Γ(0) = 0, but in fact the ratio φ(x)/Γ(x)

is well defined and equals zero when x is zero or a negative integer (Abramowitz & Stegun,

1965, see later). Similarly, if ν is any larger integer n > 2, terms in that summation with

k = 0, 1, . . . , n− 1 require evaluation of φ(x)/Γ(x) at x = 1− n, 2− n, . . . , 0, which equals 0

in all cases, although neither φ(x) nor Γ(x) are individually defined.

In fact, for the purpose of estimating ν, we rarely if ever need to evaluate ∂ρ
∂ν

at an exact

integer value of ν. However, for completeness, when ν equals a positive integer n,

∂

∂ν
ρ(z; 1, ν)

∣∣∣∣
ν=n

=
{
2n−1Γ(n)

}−1
zn

[
{
ln(1

2
z)− ψ(n)

}
Kn(z)

+
n!(1

2
z)−n

2

n−1∑

k=0

(1
2
z)kKk(z)

(n− k)k!

]
. (4.3.3)

Thus we have derived derivatives of the Matérn correlation function (4.1.1) with respect

to ζ in (4.3.1), and with respect to ν in (4.3.2) and (4.3.3), substituting d/ζ for z.

However for certain values of z there can be numerical difficulties in evaluating (4.3.2).

The following section investigates these and concludes by recommending numerical approx-

imation of the derivative with respect to ν.
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4.4 Numerical difficulties

Numerical problems can arise when evaluating ∂
∂ν

ρ(z; 1, ν) using (4.3.2) for some combina-

tions of values, in particular if z = d
ζ

is very large, such as greater than 9 or 10 (corresponding

to correlation ρ(z) very close to 0), or if z = d
ζ

is extremely small (corresponding to correla-

tion ρ(z) very close to 1). This is due to rounding errors.

For convenience, write

A =
{
2ν−1Γ(ν)

}−1
zν

B =
π

sin(νπ)

C =

{
−ψ(ν)

sin(νπ)

π
− cos(νπ)

}
Kν(z)

D =− ln(1
2
z)Iν(z)

E =1
2
(1

2
z)−ν

∞∑

k=0

ψ(−ν + k + 1)

Γ(−ν + k + 1)

(1
4
z2)k

k!

F =1
2
(1

2
z)ν

∞∑

k=0

ψ(ν + k + 1)

Γ(ν + k + 1)

(1
4
z2)k

k!

S =D + E + F.

Then

∂

∂ν
ρ(z; 1, ν) =AB[C + (D + E + F )] (4.4.1)

=AB[C + S].

Investigation of the properties of each of the component terms shows that, in particular,

E + F can be very close in magnitude to D but of opposite sign (this happens when z is

large, greater than about 5, and in these cases correlation is close to 0); or C and S can be

of opposite signs but very close in magnitude (when z is very small, less than about 0.01,

and in these cases correlation is close to 1). The latter effect is exacerbated with larger ν,

for example with ν = 4.5, the problem occurs even with z as large as 0.1. In both cases, the

numerical accuracy is compromised because several leading digits of D and E + F or of C

and S cancel, and the result depends on the accuracy of the remaining digits.

Figure 4.4 shows E, F , E + F , −D, and S = D + E + F for z = 20 and ν = 0.1 to 4.9.

E + F and −D are almost exactly coincident, showing that D is very similar in magnitude

but opposite in sign to E+F , so that S = D+E+F is heavily dependent on the accuracy of

trailing digits of D and of E+F . Although S is very small relative to D, E and F , Figure 4.5

shows that S and C + S are almost coincident and the lower plot confirms that C is orders

of magnitude smaller, so that S dominates C in the sum C + S, and therefore accuracy

of S is important in the formula for ∂ρ
∂ν

. Figures 4.5, 4.6 and 4.7 show more points than

Figure 4.4, including integers 1 to 5 and all the odd decimal points. Figure 4.6 shows the
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Figure 4.4: Components D, E, and F of ∂ρ
∂ν

in (4.4.1) when z = 20, for ν = 0.1 to 4.9.
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Figure 4.5: Components S = D +E +F and C of ∂ρ/∂ν in (4.4.1) when z = 20, for ν = 0.1

to 5.
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Figure 4.6: Components A and B of ∂ρ/∂ν in (4.4.1) when z = 20, for ν = 0.1 to 5.

remaining components A and B of ∂ρ/∂ν in (4.4.1), and Figure 4.7 shows ∂ρ/∂ν evaluated

using the algebraic expression (4.3.2), or (4.4.1), (with necessary truncation, after k = 100,

of the infinite sums involved), and the same derivatives evaluated numerically, using

∂ρ

∂ν
≈ ρ(ν + ε

2
)− ρ(ν − ε

2
)

ε
(4.4.2)

with ε = 1e− 6. The numeric derivatives are much more reliable.

Illustration of the numerical problems when z is very small is not amenable to analogous

plots, due to very different orders of magnitude for different ν, but Table 4.2 shows, for

z= 0.001, how S and C are very similar in magnitude (except for small ν) but of opposite

sign, so, again, accuracy in the trailing digits of both S and C is important. The algebraic

and numeric derivatives are shown in Table 4.2 for comparison. The discrepancies are much

smaller than when z is large.

Table 4.3 shows that, apart from with the smallest values of ν, E totally dominates the

sum S = D + E + F so that the issue for E + F with large z does not arise, and, for ν > 1,

E, S, and −C are equal to at least six figures.



4.4. NUMERICAL DIFFICULTIES 59

0 1 2 3 4 5

−0.002

0.000

0.002

0.004

0.006

ν

A
lg

eb
ra

ic
 d

er
iv

at
iv

e

Algebraic
Numeric

0 1 2 3 4 5

−1  e−05

0   e+00

1   e−05

2   e−05

3   e−05

4   e−05

ν

N
um

er
ic

 d
er

iv
at

iv
e

Algebraic
Numeric

Figure 4.7: Derivative ∂ρ/∂ν evaluated using the algebraic form (4.3.2) and the numeric

form (4.4.2), for ν = 0.1 to 5, when z = 20, with different scales for informative resolution.
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Table 4.2: Components C, S = D + E + F and ∂ρ/∂ν in (4.4.1), and the numeric derivative

(4.4.2), with z = 0.001.

ν C S = D + E + F ∂ρ
∂ν

algebraic ∂ρ
∂ν

numeric

0.1 5.698178e-01 2.876626e+00 3.444491e+00 3.444491e+00

0.5 2.474622e+01 -2.457874e+01 1.327579e-02 1.327579e-02

0.9 5.123617e+02 -5.123577e+02 8.306215e-05 8.306211e-05

1.1 1.850059e+03 -1.850062e+03 1.108163e-05 1.108169e-05

1.5 4.603450e+02 -4.603575e+02 9.946862e-07 9.953149e-07

1.9 -8.239516e+05 8.239516e+05 3.086277e-07 3.090861e-07

2.1 -4.470364e+06 4.470364e+06 2.066101e-07 2.063905e-07

2.5 -2.661236e+07 2.661236e+07 1.111110e-07 1.113554e-07

2.9 2.954063e+09 -2.954063e+09 6.925204e-08 6.938894e-08

3.1 1.965603e+10 -1.965603e+10 5.668934e-08 5.639933e-08

3.5 2.087558e+11 -2.087558e+11 3.999999e-08 3.985701e-08

3.9 -1.646114e+13 1.646114e+13 2.972651e-08 2.975398e-08

4.1 -1.255655e+14 1.255655e+14 2.601460e-08 2.597922e-08

4.5 -1.839760e+15 1.839760e+15 2.040816e-08 2.065015e-08

4.9 1.244969e+17 -1.244969e+17 1.643655e-08 1.632028e-08

Table 4.3: Components D, E, F , and C + S = C + D + E + F of ∂ρ/∂ν in (4.4.1), with

z = 0.001.

ν D E F C + S = C + D + E + F

0.1 3.736127e+00 -7.553549e-01 -1.041456e-01 3.446444e+00

0.5 1.917809e-01 -2.477098e+01 4.603467e-04 1.674829e-01

0.9 8.450237e-03 -5.123663e+02 1.979923e-04 4.082813e-03

1.1 1.698239e-03 -1.850063e+03 5.421834e-05 -2.217583e-03

1.5 6.392695e-05 -4.603576e+02 2.956929e-06 -1.254863e-02

1.9 2.223746e-06 8.239516e+05 1.290936e-07 -2.730636e-02

2.1 4.043426e-07 4.470364e+06 2.557500e-08 9.095997e-02

2.5 1.278539e-08 2.661236e+07 9.278035e-10 4.205217e+00

2.9 3.834045e-10 -2.954063e+09 3.095441e-11 2.328333e+01

3.1 6.521655e-11 -1.965603e+10 5.508888e-12 -1.048213e+02

3.5 1.826484e-12 -2.087558e+11 1.668717e-13 -7.569396e+03

3.9 4.915443e-14 1.646114e+13 4.797607e-15 -5.796748e+04

4.1 7.953238e-15 1.255655e+14 7.994198e-16 2.982339e+05

4.5 2.029427e-16 1.839760e+15 2.150795e-17 2.703356e+07

4.9 5.015758e-18 -1.244969e+17 5.568874e-19 2.500033e+08
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Another potential cause of numerical inaccuracies is in the truncation of the infinite sums

in E and F . The psi-gamma ratio ψ(x)/Γ(x), appearing in E with x = −ν + k + 1 and

in F with x = ν + k + 1, here for convenience denoted Ψ(x), is equal to Γ′(x)/Γ2(x) and

is the derivative with respect to x of −1/Γ(x), which is known to exist for all real x since

1/Γ(x) is “an entire function possessing simple zeros at the points x = −n (n = 0, 1, 2, ...)”

(Abramowitz & Stegun, 1965, § 6.1.3). For non-negative arguments x, the psi-gamma ratio

is well-behaved. For very large x, when Γ(x) is likely to exceed the floating point limitations

of the computer, the psi-gamma ratio can be calculated as exp (log ψ(x)− log Γ(x)), using a

function to calculate log Γ(x) directly.
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Figure 4.8: The ratio ψ(x)/Γ(x) for (a) x = −4.8 to 1, and (b) x = −1.9 to 10, with

different scales for informative resolution. There are no turning points beyond x = 2.496

and the function approaches zero. To the left, the oscillations rapidly become larger.

Figure 4.8 shows the ψ(x)/Γ(x) ratio for two (overlapping) sets of x-values, for adequate

resolution. For positive x, as x increases beyond 2.496, the psi-gamma ratio Ψ(x) monoton-
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ically decreases towards an asymptote at zero. For negative x, as x increases in magnitude,

the oscillations increase rapidly in magnitude, the function crossing the X-axis once between

each pair of adjacent negative integers, with exactly one turning point between each pair

of adjacent crossings. The next six turning points are at x = approximately −5.33, −6.35,

−7.37, −8.39, −9.40, −10.42, with psi-gamma ratio values 211, −1400, 10721, −93106,

903460, and −9687074 respectively. These oscillations have the potential to cause a problem

only when x is less than about −3, which can happen only in E, and then only when ν is

greater than k + 4, so it affects only the first few terms of the sum (k = 0 to ν − 4). In

practice, it is suggested that ν greater than about 5 is unlikely to be needed (as there is so

little difference between Matérn correlation functions for larger values of ν), and for ν 6 5,

x will be no smaller than -4, and the psi/gamma ratio Ψ(x) will be no larger than 24 in

magnitude. Even with ν up to 7, x will be no less than −6 and Ψ(x) no larger than 720 in

magnitude.

Clearly, as k increases beyond 3.5 + ν, the ratio Ψ(x) decreases in the infinite sums in

both E and F . Further, for any set of values of x bounded on the left, |Ψ(x)| is bounded,

say |Ψ(x)| 6 H for x > −ν + 1. Hence, for a given z, the infinite sums in E and F both

converge since
∞∑

k=0

Ψ(−ν + k + 1)
(1

4
z2)k

k!
6

∞∑

k=0

H
(1

4
z2)k

k!
= H exp(

1

4
z2)

∞∑

k=0

Ψ(ν + k + 1)
(1

4
z2)k

k!
6

∞∑

k=0

H
(1

4
z2)k

k!
= H exp(

1

4
z2).

Once k is large enough that k > 1
4
z2, then the subsequent term contains the factor

(1
4
z2)k+1

(k + 1)!
=

(1
4
z2)k

k!

1
4
z2

k + 1

<
(1

4
z2)k

k!

and therefore, provided k > max(3.5+ν, 1
4
z2), every subsequent term in the infinite sum is less

than its predecessor. In other words, the terms must eventually decrease as k increases. This

does not guarantee convergence (that is guaranteed by the fact that each series is bounded

by a multiple of exp{1
4
z2}), but it does suggest that the infinite sum can be approximated

by truncating the series. However, numerical problems can arise with smaller k in one or

both series.

If z is large, some of the early terms in the series for E and F are very large, and D is

also very large in magnitude, close to E + F , but negative.

A potential alternative way of calculating ∂ρ
∂ν

is afforded by noting that Iν(z), and hence

D, can be written as an infinite series (Abramowitz & Stegun, 1965, § 9.6.10 or Appendix

Result B.7),

Iν(z) =(
1

2
z)ν

∞∑

k=0

1

Γ(ν + k + 1)

(1
4
z2)k

k!
. (4.4.3)
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Figure 4.9: Individual terms for k = 0 to 30 in the summations for D, E and F in (4.4.1).

The quantity S = D + E + F can be calculated differently by first summing individual

terms across the three series. It is desirable to lag the series in such a way as to optimise

the cancellation of values of similar magnitude but opposite signs, then sum the (truncated)

resultant single series. This may give improved numerical accuracy because the range of

orders of magnitude in terms in the single resultant series is smaller than the range in the

individual series. See Figure 4.9 for individual terms for k = 0 to 30 for ν = 2.5 and z = 20;

the terms include any multiplicative constants, and subsequent terms are negligible in the

calculation. However the single resultant series may still have both positive and negative

values of large magnitudes (though not as large as in the individual series) as shown with

greater resolution in Figure 4.10, which has the same problem. A further slight improvement

may be gained by summing the resultant single series in an order chosen to sum the terms

in pairs: the largest magnitude positive and negative terms, then the next largest and so

on, once again achieving cancellations before the magnitudes get so large. However the

improvement is slight, and not necessarily sufficient to provide accurate values of D +E +F

in extreme cases.

If z is very small, each series can be dominated by its first term, and E dominates F

(see Table 4.4 for an example with ν = 2.5 and z = 0.001). Also in this situation, D is
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Figure 4.10: Individual terms for k = 0 to 30 in the summation for S, using Sk = Dk +

Ek+3 + Fk in (4.4.1).

positive and of smaller magnitude than E (very much smaller for moderate or large ν), and

it matters little whether we use the series form for D, using (4.4.3), or calculate it directly

as in (4.4.1).

In summary, severe numerical problems can arise when calculating derivatives with re-

spect to ν of the correlation function, in cases where the distance between locations is very

large relative to the parameter ζ (corresponding to pairs of locations with correlation very

close to 0), and where the distance is very small relative to ζ (corresponding to pairs of loca-

tions with correlation very close to 1). In these cases, rounding errors can cause inaccuracies

in the derivative, leading to poor or difficult estimation of ν.

In the absence of a general solution to these problems, numerical calculation of ∂ρ
∂ν

works

well provided a sufficiently accurate computer routine for the Bessel function Kν(.) is avail-

able. The derivative can be well approximated by (4.4.2) for a suitably small value of ε, say

10−5. This has the added advantage of avoiding the need for any special treatment with

evaluation of ∂ρ
∂ν

when ν is exactly an integer.

The implementation in ASReml described in the next section utilises the algebraic deriva-

tive except when ν is outside the range 0.2 to 5; then it uses a numeric derivative.
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Table 4.4: Terms in the infinite series for D (using (4.4.3)), E and F in expression (4.4.1),

with ν = 2.5 and z=0.001.

k Dk Ek Fk

0 1.278539e-08 2.661236e+07 9.278035e-10

1 9.132421e-16 -2.301726e-01 8.343584e-17

2 2.536784e-23 -3.096373e-06 2.688493e-24

3 3.843612e-31 9.590525e-15 4.533182e-32

4 3.695780e-39 7.700336e-21 4.732851e-40

5 2.463854e-47 2.416155e-28 3.371336e-48

sum to

k = 500 1.278539e-08 2.661236e+07 9.278035e-10

∞ 1.278539e-08

4.5 Implementation of REML estimation of Matérn parameters

REML estimation of the Matérn parameters, together with estimation of a model for the

mean and optional other random effects, has been implemented in ASReml (Gilmour et al.,

2006), using the average information algorithm of Gilmour et al. (1995). The ASReml

implementation also includes the extensions described in the next chapter. In the ASReml

documentation for the Matérn correlation function, the range parameter ζ is denoted by φ.

Provided no location has more than one observation, sample ASReml code for fitting a

model with response variable of interest pH, a quadratic surface in the spatial coordinates

x and y for the mean model, a Matérn spatial covariance function with initial values ζ = 3

and ν = 0.9, and a nugget effect with initial value 0.2 for the ratio of nugget variance to

Matérn variance, is:

Sample ASReml code, Matern in R, nugget in G

x # x-coordinates

y # y-coordinates

pH # response variable of interest

datafile.asd !skip 1 !maxit 20 !extra 3

pH ~ mu x y x.x y.y x.y !r units # model definition

1 1 1 # 1 R-structure, with 1 R definition line, 1 G-structure defined

0 0102 MAT2 3 0.9 !GPP # Rstruc definition, coords in 1st and 2nd position

units 1 # Gstruc, has 1 definition line

units 0 IDV 0.2 !GP # Gstruc definition, for nugget

If the default initial nugget variance ratio of 0.1 is acceptable, the last four lines can be

simplified to just two lines by using the default G-structure definition:
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1 1 0 # 1 R-structure, 1 R definition line, no G definition (use default IDV)

0 0102 MAT2 3 0.9 !GPP

Inclusion of the random effect “units” in the model definition includes, by default, an

independently and identically distributed random effect for each individual unit, with an

initial variance ratio of 0.1, in place of 0.2 explicitly specified in the first version. The nugget

effect can be excluded by omitting “!r units” from the model definition.

This form assumes correlated residual effects, following the Matérn model (the R-structure),

with an (optional) nugget effect specified as an additional random term for independently

and identically distributed Gaussian random effects (the G-structure, G = In), and can be

used only when all observed locations are distinct.

Alternatively, the correlated (Matérn) effects can be modelled via the G-structure, with

an effect for each distinct location or combination of x and y values, with the nugget effect

(which now must be present) appearing as uncorrelated residuals, using the following ASReml

code. The initial values for ζ and ν are the same, and the variance ratio is inverted.

Sample ASReml code, Matern in G, nugget in R

x # x-coordinates

y # y-coordinates

pH # response variable of interest

datafile.asd !skip 1 !maxit 20 !extra 3

pH ~ mu x y x.x y.y x.y !r fac(x,y) # model definition

0 0 1 # no R-structure definition (use default ID), 1 G-structure definition

fac(x,y) 1 # Gstruc, has 1 definition line

fac(x,y) fac(x,y) MAT2V 3 0.9 5 !GPPP # Matern with variance ratio

If there is no nugget effect, the first form must be used. If there are duplicate observations

at any site, the second form is necessary, with a single Matérn effect for each distinct location

(G is m ×m, and m is less than n in the dimensions m × n of Z), and a separate nugget

effect for every observation (R = In).

If all observations are at distinct locations and the second form is used, if the variance

ratio of the Matérn effects tends very large, consider reformulating the model into the first

form. The variance of the nugget effect may tend towards zero, relative to the Matérn

variance.

Note that the Matérn range parameter ζ is denoted φ in the Gilmour et al. (2006)

documentation, and this change of notation is used when the Matérn model is applied using

ASReml in Chapters 6 and 7 of this thesis.

4.6 Initial values for estimation of Matérn parameters

Good starting values greatly facilitate successful convergence. To confirm whether conver-

gence is to a global rather than local maximum of the residual log-likelihood, it is suggested



4.6. INITIAL VALUES 67

that additional runs with alternative sets of initial values be used, especially if confidence in

starting values is low.

A rough guide to an initial value for ζ can be obtained from an empirical variogram of

residuals from an ordinary least squares fit of the model for the mean, based on the fact that

Matérn correlation functions all have correlation approximately 0.14 at a separation distance

of 2ζ
√

2ν, corresponding to a separation distance of approximately
√

2β in the Handcock &

Wallis (1994) parameterisation (see Section 4.2), at least for ν larger than about 0.5. Thus,

a starting value for ζ is close to the spatial separation distance at which the semivariogram

(or a rough “average” of directional semivariograms) reaches 86% of its maximum, divided

by 2
√

2ν, or very crudely 3 in cases where an accurate value is less crucial. This method

works best when ν is close to its optimal value.

A starting value for ν can be specified based on experience with similar data, or, if none,

try a range of starting values, beginning for example with modest values such as 1 and 1.5,

and extending to 0.5, 2, and 2.5 as necessary.

Since estimation of ν is sometimes excessively time-consuming, and fitting with a fixed

ν is much simpler, it may be sufficient to determine a value for ν based solely on a profile

likelihood approach: separately fit several different models, successively fixing ν at a sequence

of values such as 0.5, 1, 1.5, 2, then choose the value that produces the largest maximised

residual log-likelihood, or refine the search. The maximised residual log-likelihood can be

plotted as a profile against ν to suggest an optimum value. This is essentially the profile

likelihood method described by Minasny & McBratney (2005).

Fitting a Matérn function to an empirical variogram by least squares may be a convenient

way to obtain initial values for the Matérn parameters.

A rough guide to the starting value for the ratio of nugget variance to Matérn variance

can also be obtained from the empirical variogram, by extrapolating to the vertical axis.

This can be very crude (as can be the optimal estimate) if there are few small separation

distances. The default initial value of 0.1 may be sufficient in many cases.

In this chapter, the Matérn model for spatial correlation has been described, derivatives

derived for REML estimation of the variance function parameters, and the application of the

ASReml implementation to fit the Matérn model has been described, including approaches

to obtaining initial values for the variance model parameters. The next chapter describes

extensions to the Matérn model.
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Chapter 5

Geometric anisotropy and the Matérn

Class

5.1 Geometric anisotropy

Isotropic correlation has contours of constant correlation that are circular in two-dimensional

applications, and spherical or hyper-spherical in higher dimensions. Geometric anisotropy

occurs when correlation contours are concentric ellipses (or ellipsoids or hyper-ellipsoids). It

can be transformed to isotropy by a linear transformation of the spatial coordinate axes.

The following development is for geometric anisotropy in two spatial dimensions. Second-

order stationarity is assumed, so that spatial correlation depends only on the spatial separa-

tion vector, sometimes called a lag vector, following time series terminology. In addition to

any parameters required for the underlying covariance function, two extra parameters are re-

quired: an anisotropy angle α, determining the orientation of the ellipses, and an anisotropy

ratio δ, equal to the ratio of the lengths of the two ellipse axes. The ratio δ, always positive,

can be taken to be larger or smaller than 1, with isotropy corresponding to δ = 1.

Denote spatial separation vectors by h = (x, y)T , and consider any one-dimensional or

isotropic correlation function, ρ(d), where d is typically Euclidean distance
√

x2 + y2. A

corresponding anisotropic correlation function can be formed by applying ρ(.) to a non-

Euclidean distance measure formed as Euclidean distance in a linearly transformed spatial

coordinate axis system. First rotate the axes through the angle α, forming new coordinates

[
x′

y′

]
=

[
cos α sin α

− sin α cos α

][
x

y

]
, (5.1.1)

denoted h′. Then stretch or shrink the new axes relative to each other by a factor δ, forming

new coordinates [
x′′

y′′

]
=

[ √
δ 0

0 1/
√

δ

][
x′

y′

]
,

which can be denoted h′′.

69
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Writing

R =

[
cos α sin α

− sin α cos α

]

for the rotation matrix, and

S =

[ √
δ 0

0 1/
√

δ

]

for rescaling, we have h′ = Rh and h′′ = Sh′ = SRh. Calculate Euclidean distance in the

new coordinate system, giving

d =
√

h′′T h′′

=
√

h′T S2h′

=

√
δ(x cos α + y sin α)2 +

1

δ
(−x sin α + y cos α)2. (5.1.2)

In other words, the anisotropic correlation function is based on a non-Euclidean distance

measure, a Mahalanobis-type distance measure,

d =
√

hT Ah,

where A = RT S2R, so that the anisotropic correlation function is given by

ρ

(√
δ(x cos α + y sin α)2 +

1

δ
(−x sin α + y cos α)2

)
.

Alternative expressions for A which provide different insights in some circumstances are

A =

[
δ cos2 α + 1

δ
sin2 α (δ − 1

δ
) sin α cos α

(δ − 1
δ
) sin α cos α δ sin2 α + 1

δ
cos2 α

]

=
1

2
(δ +

1

δ
)

[
1 0

0 1

]
+

1

2
(δ − 1

δ
)

[
cos(2α) sin(2α)

sin(2α) − cos(2α)

]
(5.1.3)

A geometric interpretation is that α is the angle required to rotate the spatial coordinate

axes until they align with axes of the contour ellipses, and δ is the ratio of the ellipse axis

aligned with the rotated Y -axis to that aligned with the rotated X-axis.

There is some non-uniqueness in this formulation, since adding π to the anisotropy angle

α gives an identical correlation, and correlation with anisotropy angle α + π
2

and ratio 1
δ

is

identical to correlation with anisotropy angle α and ratio δ. This non-uniqueness can be

removed with constraints on the ranges of the parameters, for example 0 6 α < π/2 and

δ > 0. Alternative constraints are 0 6 α < π (or any range of length π with equality at

one end) and either δ > 1 or 0 < δ 6 1. For example, requiring 0 6 α < π and δ > 1

corresponds to rotating the spatial coordinate axes anti-clockwise through angle α so that

the Y -axis aligns with the major axis of the elliptical contours.

When δ = 1 (isotropy, circular contours), the angle α is irrelevant, and disappears from

the formula since cos2 α + sin2 α = 1; this is also very evident from (5.1.3).
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5.2 Derivatives with respect to geometric anisotropy parameters

For REML or ML estimation of the geometric anisotropy parameters in the Gaussian linear

mixed model setting, the derivatives of the correlation function with respect to each of the

parameters are required.

For a correlation function with geometric anisotropy, ρGA(x, y; δ, α) = ρ(d) where d =

d(x, y; δ, α) is as in equation (5.1.2) and ρ(.) is any isotropic or one-dimensional correlation

function, the derivatives are
∂ρGA

∂δ
=

∂ρ

∂d

∂d

∂δ

and
∂ρGA

∂α
=

∂ρ

∂d

∂d

∂α
.

The common derivative ∂ρ
∂d

depends on the functional form of ρ(.) but the other compo-

nents can be derived for the general geometric anisotropy case.

∂d

∂δ
= 1

2

{
δ(x cos α + y sin α)2 + 1

δ
(−x sin α + y cos α)2

}−1/2

{
(x cos α + y sin α)2 − 1

δ2
(−x sin α + y cos α)2

}

=
1

d

1

2δ

{
δ(x cos α + y sin α)2 − 1

δ
(−x sin α + y cos α)2

}
,

∂d

∂α
= 1

2

{
δ(x cos α + y sin α)2 + 1

δ
(−x sin α + y cos α)2

}−1/2

{
2δ(x cos α + y sin α)(−x sin α + y cos α) +

2

δ
(−x sin α + y cos α)(−x cos α− y sin α)

}

=
1

d
(δ − 1

δ
)(x cos α + y sin α)(−x sin α + y cos α)

Note that if δ = 1, ∂d
∂α

= 0 consistent with the fact that, when isotropy holds, α is

irrelevant and therefore no information is available about α.

5.3 Matérn correlation with geometric anisotropy

A very general and flexible correlation function can be derived by combining the Matérn

class of correlation functions with geometric anisotropy. This general form requires four

parameters, two for the Matérn correlation, range parameter ζ and smoothness parameter

ν, and two for geometric anisotropy, ratio δ and angle α.

The general form of this flexible correlation function is

ρ(x, y; ζ, ν, δ, α) = ρM(d(x, y; δ, α); ζ, ν) (5.3.1)
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where ρM(.) is the Matérn correlation as defined in (4.1.1), and d(x, y; δ, α) is as in (5.1.2)

for geometric anisotropy.

An anisotropic Matérn correlation function in two spatial dimensions has the property

that in any specified direction θ radians anti-clockwise from the x-axis, the correlation is

Matérn with the same smoothness parameter ν, and range parameter ζ∗ depending on θ,

namely

ζ∗ =
ζ√

δ cos2(θ − α) + 1
δ
sin2(θ − α)

. (5.3.2)

The term under the radical can also be written as
(
δ − 1

δ

)
cos2(θ−α)+ 1

δ
or δ+

(
1
δ
− δ

)
sin2(θ−

α), which highlights different aspects. In particular, if δ > 1, the range parameter takes its

smallest value ζ∗ = ζ/
√

δ (the variogram rises fastest) when θ = α, and its largest value

ζ∗ = ζ
√

δ (the variogram rises slowest) when θ = α ± π
2
. For all other angles θ, the Matérn

correlation curve lies between the two curves defined by these values. When θ = α ± π
4
,

ζ∗ = ζ/
√

1
2
(δ + 1

δ
) which is less than ζ, and ζ∗ = ζ when θ = α + cos−1

√
1/(1 + δ) or

equivalently α + sin−1
√

δ/(1 + δ). Figure 5.1 shows the multiplying factor of the range

parameter in different directions, and indicates that in general directional variograms are

more likely to have smaller than larger range parameters. If directional empirical variograms

with equally spaced angles starting with an arbitrary angle are examined, the largest range

parameter is more likely to be missed, and, because of the asymmetry, ζ is closer to the

largest than the smallest directional range parameter. The effect is more pronounced with

stronger anisotropy (larger δ).

These results arise from the following. A spatial separation vector (x, y) of length r in a

direction at angle θ to the x-axis, has r sin θ = x and r cos θ = y. Therefore, from equation

(5.1.1) and using Appendix Results D.1,

x′ = r cos θ cos α + r sin θ sin α

= r cos(θ − α),

and

y′ = −r cos θ sin α + r sin θ cos α

= r sin(θ − α),

so that d =
√

h′T S2h′ in equation 5.1.2 is

d = r

√
δ cos2(θ − α) +

1

δ
sin2(θ − α).

Therefore along direction θ, d/ζ is the same as r/{ζ/
√

δ cos2(θ − α) + 1
δ
sin2(θ − α)}, which

equals r/ζ∗ with ζ∗ as in (5.3.2). Substituting this into equation (4.1.1) shows that the

correlation is Matérn with smoothness parameter ν and range parameter ζ∗.
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Figure 5.1: Factor {δ cos2(θ−α)+ 1
δ
sin2(θ−α)}−1

2 for range parameter ζ in equation (5.3.2)

for Matérn correlation in directions θ radians to the x axis, for θ = α to α + 2π. Points are

marked for equally spaced directions π
4

radians apart.

Again, all four parameters for this very general correlation model can be estimated using

REML, and the derivatives are required.

For brevity, write d is as in (5.1.2) throughout. First, the derivative with respect to ζ is

the same as ∂ρ
∂ζ

= ∂ρM

∂ζ
from (4.3.1). Similarly, from (4.3.2) for non-integer ν,

∂ρ

∂ν
=

∂ρM

∂ν

=
{
2ν−1Γ(ν)

}−1
(

d

ζ

)ν
π

sin(νπ)

[ {
−ψ(ν)

sin(νπ)

π
− cos(νπ)

}
Kν

(
d

ζ

)

− ln
(

1
2

d
ζ

)
Iν

(
d

ζ

)
+ 1

2

(
1
2

d
ζ

)−ν
∞∑

k=0

ψ(−ν + k + 1)

Γ(−ν + k + 1)

(1
2

d
ζ
)2k

k!
+

1
2

(
1
2

d
ζ

)ν
∞∑

k=0

ψ(ν + k + 1)

Γ(ν + k + 1)

(
1
2

d
ζ

)2k

k!

]
. (5.3.3)

Use equation (4.3.3) for integer ν. Note that in both ∂ρ
∂ζ

and ∂ρ
∂ν

, d and ζ appear only as d
ζ
,

which may be replaced by z, reflecting the fact that ρM(d; ζ, ν) = ρM(d
ζ
; 1, ν).
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Derivatives with respect to δ and α both involve ∂
∂d

ρM(d; δ, α), for which ∂
∂d

Kν

(
d
ζ

)
is

required. From Abramowitz & Stegun (1965, § 9.6.26 (b)) or Appendix Result B.8, with

Lν(z) = eνπiKν(z),

eνπi ∂

∂z
Kν(z) = e(ν−1)πiKν−1(z)− ν

z
eνπiKν(z)

⇒ ∂

∂z
Kν(z) = e−πiKν−1(z)− ν

z
Kν(z)

= −Kν−1(z)− ν

z
Kν(z),

so that

∂

∂d
Kν

(
d

ζ

)
=

[
−Kν−1

(
d

ζ

)
− νζ

d
Kν

(
d

ζ

)]
1

ζ
,

and

∂

∂d
ρM(d; δ, α) =

{
2ν−1Γ(ν)

}−1

{
ν

(
d

ζ

)ν−1
1

ζ
Kν

(
d

ζ

)
+

(
d

ζ

)ν
∂

∂d
Kν

(
d

ζ

)}

=
{
2ν−1Γ(ν)

}−1
(

d

ζ

)ν

{
ν

1

d
Kν

(
d

ζ

)
− 1

ζ
Kν−1

(
d

ζ

)
− ν

d
Kν

(
d

ζ

)}

= −{
2ν−1Γ(ν)

}−1
(

d

ζ

)ν
1

ζ
Kν−1

(
d

ζ

)
. (5.3.4)

Hence

∂ρ

∂δ
=

∂ρM

∂d

∂d

∂δ

= −{
2ν−1Γ(ν)

}−1
(

d

ζ

)ν
1

ζ
Kν−1

(
d

ζ

)

1

d

1

2δ

{
δ(x cos α + y sin α)2 − 1

δ
(−x sin α + y cos α)2

}
,

and

∂ρ

∂α
=

∂ρM

∂d

∂d

∂α

= −{
2ν−1Γ(ν)

}−1
(

d

ζ

)ν
1

ζ
Kν−1

(
d

ζ

)

1

d
(δ − 1

δ
)(x cos α + y sin α)(−x sin α + y cos α), (5.3.5)

noting that d = d(x, y; δ, α) throughout.
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5.4 Incorporating the Minkowski metric

The flexible anisotropic correlation function described above can be generalised even further

by incorporating the Minkowski metric in place of Euclidean distance. The Minkowski metric

is

d(x, y; λ) =
(|x|λ + |y|λ)1/λ

,

with λ > 0 usually taken to be a positive integer. When λ = 2, the Minkowski metric

corresponds to Euclidean distance as used above, and when λ = 1 it corresponds to the city-

block metric. Applying the Minkowski metric to the transformed lag vector h′′ = (x′′, y′′)T =

(δ1/λx′, δ−1/λy′) produces the more general distance measure

d(x, y; δ, α, λ) =

(
δ|x′|λ +

1

δ
|y′|λ

) 1
λ

, (5.4.1)

which can be used to replace d = d(x, y; δ, α) in (5.1.2), (5.3.1), and following, producing a

correlation function

ρ(x, y; ζ, ν, δ, α, λ) = ρM(d(x, y; δ, α, λ); ζ, ν).

In the general case, δ is the anisotropy ratio raised to the power λ/2.

The derivatives ∂ρ
∂ζ

and ∂ρ
∂ν

with respect to the two Matérn parameters have the same form

as (4.3.1) and (4.3.2), with d replaced by (5.4.1). The derivatives with respect to δ and α

can be written using

∂d

∂δ
=

1

dλ−1

1

λδ

{
δ(x cos α + y sin α)λ − 1

δ
(−x sin α + y cos α)λ

}
(5.4.2)

∂d

∂α
=

1

dλ−1

{
δ(x′)λ−1y′(sign x′)λ − 1

δ
x′(y′)λ−1(sign y′)λ

}

=
1

dλ−1

{
δ|x′|λ−1y′sign x′ − 1

δ
x′|y′|λ−1sign y′

}
, (5.4.3)

where

sign z =





1 if z > 0,

0 if z = 0,

−1 if z < 0.

These derivatives exist and these formulae hold in all cases for which d 6= 0 and λ > 0,

with one exception: when λ = 1, ∂ρ
∂α

is undefined if x′ = 0 or y′ = 0, and the expression given

is also undefined because it involves 00. This scenario corresponds to the lag (x, y) being

along the X ′ or Y ′ axis. In the rare occasions where this might occur, the most sensible

value to use for the derivative is zero, and to deal with this scenario it is suggested that

when λ = 1 the following expression be used for ∂d
∂α

, for all lags (x, y):

∂d

∂α
= δy′sign x′ − 1

δ
x′sign y′. (5.4.4)
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In practice, λ will rarely be assigned values other than 1 or 2, with λ = 1 used primarily

for fitting the separable AR(1)×AR(1) model, mentioned in Section 2.8 and described in

Section 5.6. When λ = 2 the expression simplifies to (5.3.5).

In summary, the derivatives with respect to the four parameters ζ, ν, δ and α in the full

anisotropic Matérn model with Minkowski metric parameter λ can be obtained as follows.

• For ∂ρ
∂ζ

, use expression (4.3.1).

• For ∂ρ
∂ν

, use expression (4.3.2), or (5.3.3) in terms of d/ζ in place of z, or, in the rare

event that ν is an exact integer, expression (4.3.3).

• For ∂ρ
∂δ

, use expression (5.3.4) multiplied by expression (5.4.2).

• For ∂ρ
∂α

, use expression (5.3.4), multiplied by expression (5.4.4) if λ = 1, or, for any

other λ, multiply by expression (5.4.3).

In all of these, replace d with d(x, y; δ, α, λ) as in equation (5.4.1), and use x′ and y′ from

equation (5.1.1).

5.5 Initial values for estimation of anisotropy parameters

The observations in Section 5.3 regarding the correlation functions in different directions

θ lead to suggestions for crude starting values for estimation of the geometric anisotropy

parameters, subject to the deficiencies of empirical variograms generally and directional

variograms in particular. From several directional variograms, select the fastest and slowest

rising variograms. Then a starting value for δ (> 1) is the ratio of the separation distances for

the slowest-rising and fastest-rising directional semivariograms to reach any chosen height,

such as half the maximum, when λ = 2, and the square root of this ratio when λ = 1, with a

crude starting value for α being the angle corresponding to the fastest-rising semivariogram,

or the angle corresponding to the slowest-rising semivariogram ±π
2
. From comments made

regarding Figure 5.1, the slowest rising variogram (largest ζ∗) is more likely to stand out from

the others, but is also more easily missed if using a few equally spaced angles for directional

variograms.

For initial values for the Matérn parameters in this extended model, comments made in

Chapter 4 apply. Even though the anisotropic model may be more appropriate, fitting the

isotropic model can provide a good starting value for the smoothness parameter ν in the

more general anisotropic model. Given the greater computational time required to estimate

ν, especially with large datasets, it is desirable to obtain as good a starting value for ν as

possible.

These starting values will be crude estimates but will enable a start to the fitting process.

If fitting proves difficult, start with a simpler model (fewer parameters to be estimated), for

example first fit an isotropic model to suggest a better starting value for ζ in the anisotropic

model. Note that the optimal value for ν under isotropy and anisotropy can be somewhat
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different, for example 1.12 and 0.77 respectively in the soil salinity example in Chapter 6.

Fixing ν can also help, since ν can be difficult to estimate. Profile likelihood for ν may also

be helpful. However if ν is fixed too far from a realistic value, fitting may fail. For example

convergence could not be achieved in the Chapter 6 soil salinity data with ν fixed at 0.5,

whether assuming isotropy or anisotropy: the range parameter ζ (there denoted φ) and the

nugget variance ratio γ tended to increase without limit, with little change in the residual

log-likelihood.

5.6 The separable AR(1)×AR(1) correlation model

The extension to incorporate the Minkowski metric is attractive because it allows the separa-

ble AR(1)×AR(1) correlation model, discussed in Section 2.8 and much used for the analysis

of field crop variety trials, to be incorporated into the same framework as Matérn correlation

with geometric anisotropy, namely with ν = 1
2

for exponential correlation, anisotropy angle

α = 0, and λ = 1 rather than λ = 2 as for the usual geometric anisotropy situation. Then

the correlation function becomes

ρ(x, y; ζ, ν = 1
2
, δ, α = 0, λ = 1) = e−

1
ζ
(δ|x|+ 1

δ
|y|)

= e−
1
ζ
δ|x|e−

1
ζ

1
δ
|y|

= ρ|x|x ρ|y|y ,

where

ρx = e−
1
ζ
δ and ρy = e−

1
ζ

1
δ ,

which is a common form for the separable AR(1)×AR(1) correlation model.

Given ρx and ρy from a separable AR(1)×AR(1) model, the equivalent extended Matérn

model parameters are

δ =
√

log(ρx)/ log(ρy)v

φ = 1/
√

log(ρx) log(ρy).

The anisotropy ratio is δ2.

Any model with the Minkowski metric λ equal to 1, namely using city-block distance,

has diamond shaped correlation contours rather than elliptical contours These diamonds are

possibly rotated, but the separable AR(1)×AR(1) model is a special case in which the dia-

monds are always aligned with the spatial coordinate axes used. The shape of the diamonds

is determined by δ, with δ = 1 corresponding to a square (rotated 45◦), with correlation co-

efficients ρx and ρy identical. In other words the correlation is the same for a given distance

in either the x-direction or the y-direction. However in any other direction the correlation

is smaller for the same (Euclidean) distance, so even with δ = 1, this correlation function is
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anisotropic, as it depends on the orientation of the spatial coordinate axes chosen. This is

true for any distance measure other than Euclidean distance (λ = 2).

The full Matérn model with geometric anisotropy with λ = 2 differs from the separable

AR(1)×AR(1) model in the following ways:

1. Correlation contours are ellipses not diamonds (Euclidean distance, λ = 2, not the

city-block metric, λ = 1).

2. Orientation of the ellipses is arbitrary (angle α is free), not constrained to align with

the spatial coordinate axes (α = 0 or π
2
).

3. The shape of the correlation function for lags in any given direction is from a broad

family (via smoothness parameter ν), not restricted to exponential correlation (ν = 1
2
).

The ability to write the correlation function in this separable form is specific to exponen-

tial correlation (ν = 1
2
) with city-block distance (λ = 1). Within the Matérn plus geometric

anisotropy family with Euclidean distance (λ = 2), a separable form occurs only in the

limit as ν approaches ∞ with β = 2ζν
1
2 held constant, namely with Gaussian correlation

exp {−(d/β)2}. Then the correlation function is

ρ(x, y; β, δ, α) = exp


−





(
δ|x′|2 + 1

δ
|y′|2)

1
2

β





2


= exp

(
−

{
δ|x′|2
β2

})
exp

(
−

{
1

δ

|y′|2
β2

})

= exp


−

{√
δ

β
x′

}2

 exp

(
−

{
1

β
√

δ
y′

}2
)

where x′ = x cos α + y sin α and y′ = −x sin α + y cos α, which, for a known α, is a separable

Gaussian × Gaussian correlation model. The simplest case is with α = 0, when x′ = x and

y′ = y.

In Chapter 7, a comparison is made of a separable AR(1)×AR(1) model relating to the

Cashmore example in Chapter 6 and exponential models, isotropic and anisotropic, with

Euclidean distance (λ = 2).

5.7 A test for anisotropy

Isotropy occurs when δ = 1, with anisotropy otherwise. This suggests an hypothesis test of

the null hypothesis

H0: isotropy, δ = 1

against the alternative
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HA: geometric anisotropy, δ 6= 1.

Although δ is the only parameter of interest, two additional parameters are required under

HA compared to H0, namely δ and a nuisance parameter α; however, under H0 α is not

required because it is irrelevant when δ = 1. This problem also has other, “regular”, nuisance

parameters, θ say, namely those for the covariance function, such as ζ and ν for the Matérn

model, and the variance σ2, which are present in both the null and alternative hypothesis

models.

If α could be specified in advance, a regular asymptotic χ2
1 test could be performed, for

example a likelihood ratio test, score test, or Wald test. On the other hand, if the null

hypothesis could specify a point value for α as well as for δ, then the alternative model

involves estimating values for both δ and α, and a regular asymptotic χ2
2 test would be

available. However, no such point value for α is available when δ = 1. Thus neither a

χ2
1 nor a χ2

2 distribution appears an appropriate reference distribution for the asymptotic

distribution of the test statistic, based on usual theory for likelihood ratio tests. Intuitively,

one might expect the truth to be between a χ2
1 and a χ2

2 test. After a circuitous but instructive

deviation, a carefully chosen reparameterisation reveals the χ2
2 asymptotic distribution to be

correct.

Davies (1977, 1987) developed an approach for exactly this type of non-regular situation,

providing an upper bound for the p-value for the hypothesis test. It is considered here in

the context of a (residual) likelihood ratio test. For α known and specified in advance, the

(residual) likelihood ratio test statistic is

S(α) = −2
{

log L0(θ̂0; y)− log L(θ̂α, δ̂α, α; y)
}

where θ̂0 denotes parameter estimates under H0, and θ̂α and δ̂α are parameter estimates

under HA with α as specified. Either maximum likelihood or residual maximum likelihood

(REML) can be used, with L denoting the maximised likelihood or residual likelihood respec-

tively, and writing L0 under the null hypothesis. Given α, S(α) is distributed asymptotically

as a χ2
1 variable under H0. Here, the function S(α) is non-negative and periodic with a period

of π
2

since adding π
2

to α produces an equivalent (residual) maximum likelihood solution with

δ̂α replaced by its reciprocal. For illustration, suppose there is clear anisotropy with true

anisotropy angle α∗. When α is near α∗, it is expected that δ̂α would be close to the true δ

and that S(α) would be high. As α increases beyond α∗, S(α) would initially decrease, but

later increase so that when α approaches α∗ + π
2

an equivalent optimal model arises, with

δ = 1/δ∗. Thus we need consider only 0 6 α < π/2.

A natural test statistic is the maximum over all possible α,

M = sup{S(α) : 0 6 α <
π

2
}.

The maximum of S(α) occurs when the (residual) log-likelihood is maximised over all pa-

rameters, yielding α equal to the (residual) maximum likelihood estimate α̂, so that the test

statistic M = S(α̂) = −2
{

log L0(θ̂0; y)− log L(θ̂, δ̂, α̂; y)
}

.
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The statistic S(α) is correlated for different α, and Davies’ (1977, 1987) upper bound

on the p-value for M is based on the autocorrelation function. However determining this

autocorrelation is non-trivial, and Davies (1987) describes a simple approximation.

Since, for a given α, S(α) is asymptotically χ2
1 under H0, consider S(α) = Z(α)2, where

Z(α) is a corresponding standard normal variate, asymptotically. In the present context,

Z(α) can be taken to be the signed square root of S(α) with the sign determined by the sign

of (δ̂α − 1). This Z(α) is also an appropriate test statistic for the normal case in Davies’

(1987) section 2.

Either Section 2 (with an asymptotic normal distribution for Z(α), a signed square root

of S(α), with the sign determined by the sign of (δ̂α − 1)) or Section 3 (using a chi-square

distribution with with s = 1) of Davies (1987) can be applied. Since parameter pairs (δ, α)

and (1
δ
, α + π

2
) give an identical correlation model, the function S(α) (allowing α to range

freely for now) will be non-negative and cyclic with cycle length π
2
, with δ above and below

1 in alternating cycles, so that Z(α) will be cyclic with a cycle length of π. Davies (1987)

method requires evaluating the integral

∫ π/2

α=0

E
[|T (α; Y )|]∂α (5.7.1)

where T (α; Y ) = ∂
∂α

{
sign(δ̂α(Y ))

√
S(α; Y )

}
. Davies (1987) approximated (5.7.1) by

V =

∫ π/2

α=0

|T (α; y)|∂α, (5.7.2)

in other words replacing the expectation by the observed value. Investigation of this approach

applied to the present problem is instructive in demonstrating that this approximation is

not always helpful.

To evaluate V as in Davies’ (1987) Section 3 note that, provided we can assume continuity

of the distance measure d with respect to α, δ̂α is a continuous function of α, and since

δ̂π/2 = 1/δ̂0, there exists some α1 ∈ [0, π
2
) such that δ̂α1 = 1 by the intermediate value

theorem. This corresponds to isotropy, so S(α1) = 0 which is therefore the minimum of S(α)

because S(α) is non-negative. Thus α̂ and α1 are two turning points of S(α) within a single

cycle of S(α). As α is moved away from α̂, intuitively the best fitting elliptical contours will

be a poorer fit until they become circles at α1, and will then improve, roughly symmetrically,

with the major and minor axes switched. In most cases (with a sensibly monotonic correlation

function ρ(.) and reasonable data), we would expect S(α) to be monotonic between these

turning points, and then S(α), and hence S
1
2 (α), has exactly two turning points within

[0, π
2
), namely α1 and α̂. Therefore, in these well-behaved cases, whether 0 6 α1 < α̂ < π

2

or 0 6 α̂ < α1 < π
2
, to evaluate V used in expression (3.4) in Davies (1987) only four points

need be considered: the two extremes of the range, α = 0 and α = π/2, at which S(α)1/2

will be equal, α = α̂ at which S(α)
1
2 = M

1
2 , and the angle, α0 say, at which δ̂α = 1 and
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S(α)1/2 = 0, yielding

V = |S 1
2 (α1)− S

1
2 (0)|+ |S 1

2 (α̂)− S
1
2 (α1)|+ |S 1

2 (0)− S
1
2 (α̂)|

= 2M
1
2

since S(0) = S(π
2
). (If there are more turning points V will be larger.) Then (3.4) of Davies

(1987) equates to

pr(χ2
1 > M) + (2M/π)

1
2 e−

1
2
M (5.7.3)

Now consider

pr(χ2
3 > M) =

∫ ∞

M

(2π)−
1
2 x

1
2 e−

1
2
xdx

Integrating by parts with f(x) = (2π)−
1
2 x

1
2 and g′(x) = e−

1
2
x yields

pr(χ2
3 > M) =

[
−(2/π)

1
2 x

1
2 e−

1
2
x
]∞

M
+

∫ ∞

M

(2π)−
1
2 x−

1
2 e−

1
2
xdx

= 0 + (2M/π)
1
2 e−

1
2
M + pr(χ2

1 > M)

which equals (5.7.3). Thus in these well-behaved cases Davies’ (1987) approximation (3.4)

to his upper bound for the p-value when the nuisance parameter α is present only under

the alternative hypothesis is exactly that for a χ2
3 variable, which provides an intuitively

unrealistically large bound for a test involving not more than two parameters. Davies (1987)

states in his Section 2 that the approximation is expected to be good if α scans across a

range of widely differing hypotheses with values of S(α) tending to be independent for widely

separated values of α. However, in this application α is restricted within a range of length
π
2
, with S(α) = S(α+ π

2
), in other words S(α) and S(α+ π

2
) have correlation 1, also S(α) for

α values close together will be highly correlated, and for some α∗ between α̂ and α̂± π
2
, S(α̂)

and S(α∗) have correlation −1, so that the independence condition does not apply. Thus

the reason for the wide bound is presumably the fact that correlations among the S(α) do

not die away as values of α become more widely separated, due to the periodicity, and the

approximation (5.7.2) is poor in this case.

The approximation (5.7.2), and indeed the need for Davies’ (1987) method, was cir-

cumvented in the present application by estimating the p-value directly using a parametric

bootstrap approach. Given a data vector y:

1. Fit the null model, save θ̂0 and log L0 = log L(θ̂0, δ=1; y).

2. Fit the full model, calculate and save log LA = log L(θ̂, δ̂, α̂; y).

3. Calculate and save the (residual) likelihood ratio test statistic

M = −2(log L0 − log LA).

4. Simulate m (e.g. 1000) pseudo data vectors y(j) from the isotropic correlation model

with parameters θ̂0 and δ=1 (α is irrelevant).
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5. For each y(j), fit both the null and full models, calculate and save the residual likelihood

ratio test statistic

M (j) = −2
{

log L0(θ̂
(j)

0 ; y(j))− log L(θ̂
(j)

, δ̂(j), α̂(j); y(j))
}

.

6. Bootstrap p-value = (number of M (j) > observed M) /m.

For a given single sample, a bootstrap p-value can be obtained. From many simulated

samples from a random process with the same correlation model, an empirical distribution

of the residual likelihood ratio test statistic can be obtained. Simulations were performed

using a range of correlation functions, and in all cases both the bootstrap p-values and the

empirical distribution for the simulations were very close to those corresponding to a χ2
2

distribution; see for example Figure 5.2 for an exponential correlation model. This strongly

suggested that the test statistic M follows a χ2
2 distribution, and led to a renewed search

for a reparameterisation that would put the test for anisotropy into the form of a regular χ2
2

test. It was desired to find some parameterisation with two parameters ξ1 and ξ2 for which

a single point coincided with isotropy, and any other pair of values produced anisotropy.
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Figure 5.2: Cumulative density functions for residual likelihood ratio test statistic (LRTS)

from 954 simulations with exponential correlation, and three reference distributions.

An invaluable suggestion from Robert Davies (pers. comm., 2004) led to the following

invertible reparameterisation for any δ > 0 and α ∈ [0, π
2
), constraints which allow the
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anisotropy parameters to be uniquely defined.The transformation is defined by

ξ1 =

(
δ − 1

δ

)
sin (2α)

ξ2 =

(
δ − 1

δ

)
cos (2α).

The elements ξ1 and ξ2 appear in the last term of expression (5.1.3) for the Mahalanobis-

distance matrix A, and it is easily seen that when δ = 1, the matrix A is the identity matrix,

so that the distance measure is ordinary Euclidean distance.

Isotropy (δ = 1) occurs if and only if both ξ1 and ξ2 are zero, and therefore isotropy corre-

sponds to the single point (ξ1, ξ2) = (0, 0) inside the new parameter space, and anisotropy to

any (ξ1, ξ2) 6= (0, 0), and then standard (residual) likelihood ratio test theory justifies the sim-

ple χ2
2 test for geometric anisotropy, requiring one to fit only the isotropic and anisotropic

models (using any convenient parameterisation), obtaining the maximised (residual) log-

likelihood in both cases.

The inverse transformation and various results and relationships follow. Some of these

are useful when obtaining derivatives for the estimation process, and some provide insight

in relation to isotropy and parameterisations. For any given (ξ1, ξ2) ∈ R2, the inverse trans-

formation is given by

δ = 1
2

{
sign(ξ1, ξ2)

√
ξ2
1 + ξ2

2 +
√

ξ2
1 + ξ2

2 + 4

}
, (5.7.4)

where square roots are taken as positive throughout, here ensuring δ > 0, and

sign(ξ1, ξ2) =

{
sign (ξ1) if ξ1 6= 0

sign (ξ2) if ξ1 = 0,

and, provided δ 6= 1, i.e. (ξ1, ξ2) 6= (0, 0), and requiring 0 6 arctan(.) < π,

α = 1
2
arctan

ξ1

ξ2

, 0 6 α <
π

2
. (5.7.5)

Since α is constrained to be within [0, π
2
),

ξ1 > 0 ⇔ δ > 1

ξ1 < 0 ⇔ δ < 1

ξ1 = 0 ⇔ α = 0, and then sign (ξ2) = sign (δ − 1)

Hence sign(ξ1, ξ2) = sign(δ − 1
δ
) = sign(δ − 1), and is positive, zero, or negative according to

whether δ is > 1, = 1, or < 1, respectively. The asymmetry in ξ1 and ξ2 is a consequence of
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the constraint chosen for α. Also note the relationship between δ and 1
δ
,

1

δ
=

2{
sign(ξ1, ξ2)

√
ξ2
1 + ξ2

2 +
√

ξ2
1 + ξ2

2 + 4
}

{
sign(ξ1, ξ2)

√
ξ2
1 + ξ2

2 −
√

ξ2
1 + ξ2

2 + 4
}

{
sign(ξ1, ξ2)

√
ξ2
1 + ξ2

2 −
√

ξ2
1 + ξ2

2 + 4
}

=
2
{

sign(ξ1, ξ2)
√

ξ2
1 + ξ2

2 −
√

ξ2
1 + ξ2

2 + 4
}

(ξ2
1 + ξ2

2)− (ξ2
1 + ξ2

2 + 4)

= 1
2

{
−sign(ξ1, ξ2)

√
ξ2
1 + ξ2

2 +
√

ξ2
1 + ξ2

2 + 4

}
,

in other words reversing the sign of sign(ξ1, ξ2) yields 1
δ

instead of δ. Further note that adding
π
2

to α reverses the signs of both ξ1 and ξ2, and hence of sign(ξ1, ξ2). Hence, simultaneously

replacing δ in (5.7.4) with 1
δ

and replacing α in (5.7.5) with α + π
2

yields an equivalent

solution, thus accommodating different constraints on δ and α if required.

The expression (5.1.2) for the non-Euclidean (Mahalanobis-type) distance measure for

geometric anisotropy involving δ and α can be directly re-expressed in a form using ξ1 and

ξ2, as follows.

d2 = δ(x2 cos2 α + 2xy sin α cos α + y2 sin2 α) +
1

δ
(x2 sin2 α− 2xy sin α cos α + y2 cos2 α)

= x2
{
δ 1

2
[1 + cos (2α)] + 1

δ
1
2
[1− cos (2α)]

}
+ xy(δ − 1

δ
) sin (2α) +

y2
{
δ 1

2
[1− cos (2α)] + 1

δ
1
2
[1 + cos (2α)]

}

= (x2 − y2)1
2

(
δ − 1

δ

)
cos (2α) + xy

(
δ − 1

δ

)
sin (2α) + (x2 + y2)1

2

(
δ +

1

δ

)
.

Now
(

δ +
1

δ

)2

=

(
δ − 1

δ

)2

+ 4

= ξ2
1 + ξ2

2 + 4,

so that

d =
{

1
2
(x2 − y2)ξ2 + xyξ1 + 1

2
(x2 + y2)

√
ξ2
1 + ξ2

2 + 4
}1

2
,

always taking the positive square root.

In summary, although the naive χ2
2 (residual) likelihood ratio test cannot be justified from

the initial parameterisation of the problem, it turns out to be correct, providing a (residual)

likelihood ratio test of isotropy that is simple to apply, given the ability to fit isotropic and

anisotropic covariance models. As an aside, the approximation in Davies (1987) cannot be

naively relied upon to give a good answer in all seemingly relevant non-regular test situations,
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and care must be taken. (However the method in Davies (1977) is expected to give a tight

bound.)

The parameters δ and α are very appealing because of their physical interpretation as

the anisotropy ratio and anisotropy angle, and there is no reason to avoid using them.

The reparameterisation to ξ1 and ξ2 simply demonstrates that the test for anisotropy is a

regular test and thus a simple asymptotic χ2
2 residual likelihood ratio test for anisotropy is

applicable, requiring only the ability to maximise the likelihood under H0 and under HA.

The maximised likelihood is the same under either parameterisation, so the more appealing

(δ, α) parameterisation can be used.

5.8 ASReml implementation

The derivatives summarised at the end of Section 5.4 were used in an implementation of the

full anisotropic Matérn correlation model, including a facility to specify (but not estimate)

the Minkowski metric parameter λ.

Modifying the Matérn specification in the sample code given in Section 4.5, the R-

structure definition line for the full anisotropic Matérn model with initial values 3, 0.9,

1.6 and 0.7 for parameters ζ (denoted φ in ASReml documentation), ν, δ and α (in radians),

respectively, is:

0 0102 MAT4 3 0.9 1.6 0.7 !GPPPU # aniso Matern Rstruc, default lambda=2

This R-structure definition line uses the default λ = 2. The following R-structure defini-

tion line fixes ν = 0.5, α = 0 and λ = 1 to produce a model equivalent to a separable

AR(1)×AR(1) model. (For the same data, fitting with a smaller ν typically requires a larger

ζ so the initial value for ζ has been increased to 4 in this example.)

0 0102 MAT5 4 0.5 1.6 0 1 !GPFPFF # aniso Matern Rstruc, city-block

The equivalent model specified as a separable AR(1)×AR(1) model has the R-structure

definition:

0 0102 AEXP 0.670 0.855 !GPP # aniso exponential, city-block

If the data are from a regular grid with x and y representing row and column numbers

respectively, with the data sorted by rows, then by columns within rows, the same model

can be fit more efficiently by utilising the separability of row and column correlation, by

specifying the following variance header line with two R-structure definition lines:

1 2 0 # 1 R structure, separable with two components, rows and columns

x x AR1 0.670 !GPP # first component, rows x

y y AR1 0.855 !GPP # second component, columns y
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However, as is demonstrated in Chapter 7, grid data is not generally recommended because

it does not facilitate good estimates of smoothness or the nugget effect, and given the facility

to alter and estimate the smoothness parameter ν, there seems little need to be restricted

to the exponential model.

If the Matérn model appears in the G-structure, the relevant G-structure definition line

could be modified to:

fac(x,y) fac(x,y) MAT4V 3 0.9 1.6 0.7 5 !GPPPUP # G aniso Matern, Euclid

or

fac(x,y) fac(x,y) MAT5V 4 0.5 1.6 0 1 5 !GPFPFFP # G lambda=1, city-block

for the two Matérn examples respectively.

This chapter has generalised the Matérn correlation function discussed in Chapter 4 by

incorporating geometric anisotropy and the Minkowski metric, producing a four-parameter

correlation function with the Minkowski metric parameter fixed in any given analysis, derived

the derivatives with respect to the four parameters which enabled implementation of a REML

routine to estimate the parameters in ASReml (Gilmour et al., 2006), and described a residual

likelihood ratio test for anisotropy. Chapter 6 applies this general model to some example

data sets, and Chapter 7 investigates properties of the model via simulation.

5.9 Summary — the extended anisotropic Matérn class

To summarise this broad and flexible class, the extended anisotropic Matérn correlation

function is given by

ρ(x, y; ζ, ν, δ, α, λ) =
1

2ν−1Γ(ν)

(
d(x, y; δ, α, λ)

ζ

)ν

Kν

(
d(x, y; δ, α, λ)

ζ

)
, (5.9.1)

where x and y are the coordinates of the separation vector of locations in R2, with the

generalised distance measure

d(x, y; δ, α, λ) =

(
δ|x cos α + y sin α|λ +

1

δ
| − x sin α + y cos α|λ

) 1
λ

, (5.9.2)

where Γ(.) is the gamma function and Kν(.) is the modified Bessel function of the third kind

of order ν (Abramowitz & Stegun, 1965, §9.6), and the parameters are

ζ > 0, a range or distance parameter (denoted φ in the ASReml software and in subsequent

chapters of this thesis);

ν > 0, a smoothness parameter;

δ > 0, the ratio of anisotropy raised to the power λ/2;
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α, the angle of anisotropy; and

λ > 0, the Minkowski metric parameter, with important special cases λ = 1 for the city-

block metric and λ = 2 for Euclidean distance, in a linearly transformed coordinate

system.

The combination δ = δ0 and α = α0 produces an identical model to δ = 1/δ0 and

α = α0 + π
2
. Uniqueness can be ensured by requiring, for example, δ > 1 and 0 6 α < π.

When λ = 2, δ = 1 corresponds to isotropy, and then α is irrelevant, because the

correlation contours are circles. In all other cases α is meaningful.

Some other special cases are the Gaussian correlation function in the limit as ν → ∞,

including separable Gaussian correlation if λ = 2, and exponential correlation when ν = 0.5,

including separable exponential correlation when λ = 1.

This general model, with optional nugget effect and additional deterministic trend as well

as other random effects, can be fitted as a linear mixed model using the technique of residual

maximum likelihood (REML), and has been implemented in the software ASReml (Gilmour

et al., 2006).

The following chapters illustrate and further investigate this broad class of spatial models,

by application to three examples in Chapter 6, and by simulations in Chapters 7 and 8.
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Chapter 6

Application of the anisotropic Matérn

model to three soil data sets

The anisotropic Matérn model fitted as a linear mixed model using REML via its implemen-

tation in Gilmour et al. (2006) is illustrated by application to three soil science examples.

The first is for soil salinity data in a rice-growing field in Australia, where kriging across

the field was the primary aim. The second example is of fine-scale soil pH data, where the

primary aim was to describe the correlation structure. It is found that anisotropy is an

important aspect of both data sets, emphasising the value of a straightforward and accessi-

ble approach to modelling anisotropy. The third example is of gravimetric water content in

topsoil with the aim of producing predictions across the field.

For consistency with the ASReml documentation (Gilmour et al., 2006), the Matérn

range parameter ζ in equation (4.1.1) is henceforth denoted φ. Throughout this chapter,

maximum (log-)residual likelihood is used as the criterion for estimation of variance-model

parameters.

6.1 Soil salinity ECa data for rice growing

Rapid and cost-effective measurement of soil salinity via apparent electrical conductivity

(ECa) of soil profiles is becoming an important management tool for determining the suit-

ability of soils for growing rice in parts of New South Wales, Australia. The current protocol

involves measurements of ECa from a ground-based electromagnetic induction instrument,

EM31, which is linked to a differential global positioning system (GPS) and towed behind a

four-wheeled motorbike, providing a large number of geographically-referenced observations.

From one rice field, 2000 observations were gathered in a serpentine fashion throughout an

irregularly-shaped field, as displayed in Figure 6.1. There were 1995 distinct locations, with

five locations having two observations. (It is conceivable these are due to glitches with the

GPS, such as failure to update; none-the-less the analysis proceeded as if the duplicates are

genuine.) The aim was to produce a fine-scale map to determine where ECa is at least 150

89
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Figure 6.1: Rice bay ECa sampling pattern. Distances are in metres.

mS/m (milli-Siemens per metre), fulfilling one requirement for suitability for growing rice

(Beecher et al., 2002). This is a classical kriging problem.

Scatter plots of ECa against northing and easting (Figure 6.2) suggested possible non-

stationarity which may be accounted for by inclusion of second degree polynomial effects in

northing and easting. A quadratic OLS model was fitted, and Figure 6.3 shows the OLS

residuals from this fit plotted against fitted values, and a normal quantile-quantile plot of

the same residuals for a crude check of approximate normality (ignoring dependencies in the

data). Patterns in the first plot of Figure 6.3 arise from dependencies in the data.

Figure 6.4 presents empirical semivariograms in four directions for the raw data and

for residuals after an ordinary least squares (OLS) fit of a quadratic surface in northing

and easting. The reduction in semivariance adds support for the inclusion of a quadratic

global trend in the model. However, there remain differences between directional variograms,

suggesting anisotropy. This is investigated more formally via modelling.

It is difficult to conceive of a realistic random process in which the variance (supremum

of the semivariogram as distance increases indefinitely) is different in different directions.

Therefore I suggest that the apparently different asymptotes in different directions in the
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Figure 6.2: Scatterplots of ECa (milli-Siemens per metre) against Easting and Northing

(metres).

variograms for the ECa data are due to inadequacies of the empirical variograms. The zero-

degree (east-west) directional variogram is expected to be the least reliable for large lags as

this direction has the fewest large lags. Further, as can be seen later, it crosses a north-south

ridge of high ECa values, so that longer lags are more likely to have low ECa values at both

ends than are pairs of locations in the east-west direction for the generating random process

generally, suggesting artificially low semivariances. This produces a drop in semivariance

for higher lags in this direction, an effect known as a “hole” in the geostatistics literature.

Thus the empirical variogram can be very misleading at lags that are large (a substantial

proportion) relative to the dimension of the spatial region. A quadratic surface will attempt

to fit the ridge, but is unlikely to fit well at the edges of the field.

To accommodate the five duplicated locations, the anisotropic Matérn model with nugget

effect must be fitted using the first formulation (3.8.1) and (3.8.2) of the linear mixed model,

with the spatially-correlated random effects in the “G-structure” and nugget effect in the

“R-structure”. Quadratic terms in the mean Xsτ s were included in all the models, to enable

direct comparisons of residual log-likelihoods. Convergence could be achieved in most cases

but the models were slow to fit due to the time taken for each iteration with this large dataset,

ranging between 30 minutes for isotropy with ν fixed and 100 minutes when estimating all
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Figure 6.3: Residuals against fitted values and normal quantile-quantile plot of residuals

of ECa data (in milli-Siemens per metre) from a quadratic surface fitted by ordinary least

squares.
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parameters, including ν and anisotropy parameters, on a 750 MHz Pentium III with 256 Mb

of random access memory. Good starting values for the variance parameters were crucial to

reduce the number of iterations required to achieve convergence.
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Figure 6.4: ECa data (in milli-Siemens per metre) empirical directional semivariograms for

raw data and OLS residuals from a quadratic surface. Distances are in metres. The zero-

degree line is for the east-west direction, and angles are measured anticlockwise from the

X-axis.

6.1.1 Obtaining initial values

Not surprisingly, in general iterations were much quicker when fewer parameters were re-

quired to be estimated. Estimation of ν was particularly time-consuming. Thus, approaches

to obtain good starting values included: fitting the simpler isotropic model to provide an
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initial estimate of the Matérn range parameter φ for the anisotropic model; profile likelihood

for ν, successively fixing ν at a sequence of values; inspecting the empirical directional vari-

ograms (Figure 6.4b) to note that the 0◦ and 135◦ (or −45◦) variograms rise fastest initially

and the 0◦ and 45◦ rise slowest, suggesting α between to zero and −45◦ with δ greater than 1.

This is more evident in the raw data variograms, and is confirmed by the fitted model. Sub-

sequent analysis shows that (a) the anisotropic spatially-correlated random process fits the

data much better than a quadratic surface plus independent errors, and (b) the quadratic

surface is not significant in the superior model. It is likely that when spatial correlation

is precluded, the quadratic surface attempts to explain the trend that would otherwise be

explained by the correlated errors, and the residuals after fitting a quadratic surface are

less clearly anisotropic. Variograms in different directions (for example −22.5◦, 22.5◦, 67.5◦,
and 112.5◦, or six directions, every 30◦) can help refine the initial value for α. (Although

expressed here in degrees for convenience, note that the anisotropy angle in the formulation

fitted by ASReml is in radians, not degrees.) The initial value for δ was difficult to guess

from the directional variograms, but good initial values for the anisotropy parameters were

less crucial than for the Matérn parameters.

Following the suggestions in Chapter 4 for initial values for the Matérn parameters,

86% of the rough maximum of the variograms of OLS residuals is approximately 430, and

corresponds to a separation of about 120, which, with ν = 1, yields a starting value for

φ of approximately 40. This turns out to be a little high (the fitted value was about 22)

but at least starts us in the right ball-park. This method works best when ν is close to its

optimal value. Here, for ν = 0.75, separation of 120 suggests starting with φ approximately

120/(2
√

1.5) = 49, closer to the optimal estimate 45.

6.1.2 Results

Full REML analysis gave a maximized residual log-likelihood (ignoring constants) of -4851.13,

with parameter estimates φ̂ = 40.92, ν̂ = 0.770, δ̂ = 2.627, α̂ = −0.4100, γ̂s = 93.50, and

σ̂2=6.546. Full REML analysis assuming isotropy gave a maximized residual log-likelihood

(ignoring constants) of -5042.69, with parameter estimates φ̂ = 18.63, ν̂ = 1.120, γ̂s = 67.47,

and σ̂2 = 6.560. Twice the difference in residual log-likelihood is 383.12, which is highly sig-

nificant (p ¿ 0.001) when compared with a χ2
2 distribution to test for geometric anisotropy,

indicating that anisotropy is important in the covariance structure for this dataset.

A profile likelihood approach, setting ν at 0.5, 0.75, 1, 1.25, 1.5, 1.75 and 2, with supple-

mentary models with ν set at 0.625 and 0.875 to fill out the picture between ν = 0.5 and 1.0,

produced the results shown in Table 6.1, with parameter estimates as in Tables 6.2 and 6.3.

When ν was fixed at 0.5 (exponential correlation) or 0.625, the algorithm did not converge

for either the anisotropic or isotropic models: although the residual log-likelihood appeared

to stabilise, successive updates sent φ and γ estimates higher and higher until a singularity

occurred in the information matrix.

Large γ suggests the variance of the Matérn process is very large relative to the nugget



6.1. SOIL SALINITY ECA DATA FOR RICE GROWING 95

Table 6.1: Maximised residual log-likelihood for soil ECa data, ignoring constants

ν Anisotropic Isotropic

0.50∗ -4879.16 -5104.88

0.625∗ -4855.46 -5070.05

0.75 -4851.19 -5054.13

0.875 -4852.42 -5046.47

1.00 -4856.04 -5043.38

1.25 -4865.79 -5043.31

1.50 -4876.09 -5046.38

1.75 -4885.81 -5050.39

2.00 -4894.61 -5054.58

Optimal ν̂aniso = 0.770 -4851.13

Optimal ν̂iso = 1.120 -5042.69
∗ not converged, singularity in information matrix

variance. Nevertheless, a nugget effect must be included here to allow for the five duplicated

locations with unequal observed ECa. Large φ suggests an unbounded variogram, in the

case with ν = 0.5 a linear variogram. A smaller ν allows the roughness of the process to be

modelled more by the Matérn process and there is less need for a nugget effect, as is illustrated

in Tables 6.2 and 6.3 by the estimated ratio γ̂s of the Matérn variance to nugget variance

being larger for smaller ν. The maximised residual log-likelihoods for the fitted models are

graphically displayed in Figure 6.5. Once again it is clear that anisotropy is very important,

and that changing ν, while significant, has much less effect on the residual log-likelihood than

does ignoring anisotropy. All of the anisotropic models have substantially higher maximised

residual log-likelihoods than any of the isotropic models. Also note that the choice of ν

is much more important (makes a much larger difference to the residual log-likelihood) in

the anisotropic model than in the isotropic. Further, ν is much more precisely estimated

when the model (correctly) allows for anisotropy. In other words, when the better-fitting

anisotropic model is fitted, the value of ν is much more confidently estimated.

Denoting easting by x and northing by y, the fitted quadratic surfaces for the two final

models (with standard errors in parentheses) are

anisotropic: − 0.000660 x2 + 0.000282 y2 − 0.000242 xy + 0.900 x + 0.113 y − 170

(0.000354) (0.000195) (0.000376) (0.440) (0.213) (136)

isotropic: − 0.000763 x2 + 0.000223 y2 − 0.000163 xy + 1.044 x + 0.029 y − 211

(0.000193) (0.000129) (0.000221) (0.241) (0.128) (76)

It is noteworthy that none of the quadratic terms were statistically significant in the
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Figure 6.5: Maximised residual log-likelihoods, ignoring constants, for anisotropic and

isotropic models with different ν fitted to soil ECa data.



6.1. SOIL SALINITY ECA DATA FOR RICE GROWING 97

Table 6.2: Anisotropic Matérn models fitted to soil ECa data; γ̂s is the ratio of Matérn

(spatial process) to nugget variance, σ̂2 is the nugget variance, and σ̂2
s is the Matérn (spatial)

variance.

ν φ̂ δ̂ α̂ γ̂s σ̂2 σ̂2
s = γ̂sσ̂

2

0.50∗ 98684 2.875 -0.4102 152773 3.907 596882

0.625∗ 777.2 2.723 -0.4052 2731 5.059 13815

0.75 44.77 2.638 -0.4091 102.8 6.333 650.9

0.875 29.37 2.576 -0.4154 66.38 7.627 506.3

1.00 22.68 2.531 -0.4225 51.46 8.710 448.2

1.25 16.21 2.465 -0.4347 38.35 10.27 394.0

1.50 12.97 2.417 -0.4437 32.52 11.30 367.6

1.75 10.99 2.378 -0.4495 29.26 12.02 351.7

2.00 9.635 2.344 -0.4530 27.19 12.55 341.1

Optimal ν̂aniso = 0.770 40.92 2.627 -0.4100 93.50 6.546 612.0
∗ not converged, singularity in information matrix

optimal model, anisotropic with ν̂ = 0.770 (Wald test statistics: 3.51, p > 0.06, for x2; 2.12,

p > 0.14, for y2; and 0.42, p > 0.50, for xy, all allowing for the other effects), but effects

for x2 and then y2 became more strongly significant as ν was increased, or when isotropy

was imposed (Table 6.4). This suggests that when a less appropriate variance model was

imposed, quadratic terms in the mean were able to compensate to some extent, but clearly,

on the basis of residual log-likelihood, the anisotropic model with an optimal ν is superior.

Alternatively, smoother processes (larger ν) lead to more emphasis on the quadratic surface

in the mean.

Other noteworthy points from Tables 6.2 and 6.3 are that

• the estimated nugget variance σ̂2 is always very small relative to the Matérn variance

σ̂2
s ;

• both φ̂ and the estimated total variance σ̂2
s + σ̂2 are very similar for anisotropic and

isotropic models with the same ν, although the variance ratio γ̂ differs, with smaller

nugget variance σ̂2 when isotropy is imposed;

• the estimated absolute nugget variance σ̂2 is very similar for the optimal anisotropic

model (6.546) and the optimal isotropic model (6.560);

• the estimated Matérn variance σ̂2
s , and hence the total variance, is considerably larger

under the optimal anisotropic model than under the optimal isotropic model;

• even when the model did not converge for ν = 0.5, the consistent trend in the estimates

of the anisotropy parameters δ and α, and of σ2, follows through;
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Table 6.3: Isotropic Matérn models fitted to soil ECa data; parameters as in Table 6.2.

ν φ̂ γ̂s σ̂2 σ̂2
s = γ̂sσ̂

2

0.50∗ 21085 33884 3.676 124556

0.625∗ 738.2 3237 3.977 12875

0.75 45.33 146.9 4.441 652.4

0.875 29.34 98.71 5.124 505.8

1.00 22.44 76.13 5.870 446.9

1.25 15.94 54.69 7.214 394.5

1.50 12.72 44.91 8.230 369.6

1.75 10.77 39.51 8.985 355.0

2.00 9.439 36.13 9.558 345.3

Optimal ν̂iso = 1.120 18.63 63.47 6.560 416.4
∗ not converged, singularity in information matrix

• the optimal estimate of ν is somewhat different under anisotropy and isotropy assump-

tions; and

• as ν is made successively larger, the apparent degree of anisotropy δ̂ decreases, the

correlated effects variance σ̂2
s decreases, and the residual (nugget) error variance σ̂2

increases.

The last point suggests that with less appropriate models, the spatially-correlated effects are

less clear and more variation is attributed to the uncorrelated residual errors. Alternatively,

it suggests that when smoother spatial processes are imposed, a larger component must be

attributed to the nugget effect to account for the degree of “roughness” in the data. It is

difficult to explain why the anisotropy angle estimate α̂ should gradually but consistently

drift in any one direction as ν is moved further from its optimal value. It may be related to

the alignment of the observed locations in relation to the true angle of anisotropy. A very

plausible alternative suggestion has been made by one examiner: there may be anisotropy

in ν, and perhaps as ν is forced to take a different (non-globally-optimal) value, the optimal

estimate of α is more appropriate for that value of ν.

However, what is most important is the difference made by the different models to the

predictions and to the estimates of the prediction error variance.

6.1.3 Implications for predictions

Figure 6.6 shows predicted values (quadratic surface plus spatially correlated random effects)

for a selection of 961 locations on a 31 x 31 grid with spacing 10 units, x = 550 to 850 and

y = 100 to 400, all but 13 at non-observed locations, and all within the study region except

for 12 points in the north-west and south-east corners, with a further seven on the boundary.
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Table 6.4: Soil ECa data: signed square root Wald test statistics for quadratic effects (nom-

inally distributed approximately t1994 under H0: no effect)

Anisotropic (ν̂ = 0.770) Isotropic (ν̂ = 1.120)

ν x2 y2 xy x2 y2 xy

0.50∗ -0.60 0.76 -0.23 -1.49 -0.25 0.53

0.75 -1.73 1.34 -0.59 -2.40 0.25 0.16

1.00 -2.94 2.33 -1.16 -3.58 1.35 -0.51

1.25 -3.68 2.97 -1.54 -4.30 2.07 -0.95

1.50 -4.20 3.42 -1.81 -4.81 2.59 -1.26

1.75 -4.60 3.77 -2.02 -5.19 2.98 -1.50

2.00 -4.91 4.04 -2.19 -5.49 3.29 -1.68

Optimal -1.87 1.46 -0.65 -3.95 1.73 -0.74
∗ not converged, singularity in information matrix

Predictions for these points using the superior optimal anisotropic model are plotted against

predictions using the optimal isotropic model. The points generally cluster around the

Y = X reference line, suggesting little difference on average. This is not surprising due

to the small size of the nugget effect and the fact that if the nugget effect is included in

the prediction, kriging is an exact interpolator. In other words, at all observed locations,

kriged predictions including the nugget effect would be identical from any model, equal to

the observed values, and omitting the small nugget effect prediction does not make much

difference in the predictions of the noise-free process at those locations.

Figure 6.7 shows the prediction standard errors for the same 961 locations, excluding

the 12 locations exterior to the study region, where both standard errors were generally

large (2.2 to 4.4), and always larger (by 0.01 to 1.5) for the superior anisotropic model than

for the isotropic model. For many of the displayed locations the prediction standard error

was slightly smaller under the anisotropic model than the isotropic model, but there were

a substantial number where the anisotropic model gave higher prediction standard errors.

Since we know the anisotropic model is superior, by the highly significant test for anisotropy,

estimates of prediction error variance could be misleading if the less appropriate isotropic

model was used, even though the predictions themselves are little different.

6.1.4 Predictions for the study region

Figure 6.8 is a map of predicted values in the region observed. Two regions above 150 mS/m

can be identified, aligned north-south. Overlaid on the map are the estimated rotated axes.

Correlation remains highest (the range parameter is largest) along the nearer-to-vertical

axis, and drops most quickly along the more horizontal axis (-23.5◦ to the horizontal). It is

noteworthy that irrigation water enters this rice bay from across the top of the plot, and flows
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Figure 6.6: Predictions of ECa (in milli-Siemens per metre) for a grid of 31 × 31 locations,

mostly non-observed locations within the study region, from anisotropic and isotropic models,

with a Y = X reference line.
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Figure 6.7: Standard errors of prediction for ECa (milli-Siemens per metre) example, same

grid of locations as in Figure 6.6 excluding 12 locations outside the study region with gen-

erally large standard errors of prediction, together with a Y = X reference line.
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roughly in the direction of the nearer-to-vertical axis, suggesting the anisotropy revealed by

the statistical analysis relates to a physical phenomenon, which is encouraging confirmation

that the model is appropriate.
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Figure 6.8: Predictions for ECa (in milli-Siemens per metre), with axes aligned with the

estimated angle of anisotropy. Eastings and Northings are in metres.

6.2 Fine-scale soil pH

A second set of spatial data arose as part of a larger study conducted at Wagga Wagga by

Dr. Mark Conyers of the New South Wales Department of Primary Industries. Soil pH was

determined for each of 100 one-cm3 cubes in a 10 cm × 10 cm square at the soil surface

in a field that had been cropped and grazed for several years. There were five replicates

of this sampling scheme across the field, each of which is called a block in the rest of this

section. The five blocks were individually orientated for sampling convenience (related to
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the direction of light from the sun at sampling time), with orientation not recorded. The

aim of this study was to identify the covariance structure of pH on a fine spatial scale.

Empirical directional semivariograms were inspected for both the raw fine-scale soil pH

data and the ordinary least squares (OLS) residuals after fitting a linear global trend surface

separately to each block, to allow for broad trends. The latter are displayed in Figure 6.9.

These residuals are also plotted against fitted values in Figure 6.10 to check for inappropriate

patterns in the variability, and against the corresponding normal quantiles in Figure 6.11 as

a crude check of normality. These rough checks ignore dependencies in the data.
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Figure 6.9: Empirical directional variograms for residuals after a linear OLS fit of soil pH

data for each of the five blocks. Distances are in centimetres. Angles are measured in an

anticlockwise direction from the X-axis.

The differences between directional semivariograms within blocks (Figure 6.9) suggest

anisotropy may be present for at least some of the blocks. Fitting the anisotropic Matérn
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model using the second formulation (3.8.3) and (3.8.4) of the linear mixed model, which

allows the estimated nugget variance ratio to reduce to zero if necessary, the nugget effect

variance was found to be very small (< 1% of the spatial variance) and in some models went

to the zero bound, which is not unrealistic since pH was determined for complete adjoining

1 cm3 cubes, effecting a complete survey of the five small blocks.
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Figure 6.10: Residuals versus fitted values after an OLS linear model for the fine-scale pH

data.

It is reasonable to expect the five blocks to have similar spatial covariance structure, as

it can be presumed that the same random process generated the pH for these five blocks

from the same field. Since the orientations of the five blocks were different and unknown,

the anisotropy angle was estimated separately for each block. Table 6.5 displays several

of the fitted models. It was found that common ν and δ were acceptable but it was not

possible to force both σ2
s and φ to be common across all five blocks. Model 6 with common
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σ2
s but separate φ was chosen over Model 4 with separate σ2

s and common φ (with the nugget

variance estimated at the zero boundary), based on the Akaike Information Criterion (AIC,

Akaike, 1973, equal to minus twice the maximised residual log-likelihood plus twice the

number of parameters estimated, with small values desirable). Although Model 6m without

a nugget effect was not significantly different from Model 6 by a residual likelihood ratio test

(p = 0.282), and has smaller AIC, the nugget effect was retained by default, on the principle

that a nugget effect would in general be expected. A block effect and, separately within

each block, linear terms in location coordinates x and y were fitted in all models. Table 6.6

displays variance parameter estimates for the final model and the corresponding isotropic

model, with standard errors although these must be interpreted with caution for variance

parameters, whose estimates are likely to be far from normally distributed.
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Figure 6.11: Normal quantile-quantile plots of residuals from an OLS linear model for the

fine-scale pH data
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Table 6.5: Models fitted to soil pH data, with parameters either separate for the five soil

blocks or common to all, Akaike Information Criterion (AIC, minus a common constant),

maximized residual log-likelihoods `R, and some residual likelihood ratio tests comparing

nested models. Models 1, 2 and 2m are isotropic; all others are anisotropic. Models 2m

and 6m are Matérn only, without nugget. The parameters are: spatial variance σ2
s , Matérn

parameters φ and ν, anisotropy ratio δ, anisotropy angle α, and nugget variance σ2. Model

6 is the preferred model.

Model Separate Common AIC `R c.f. Model LR test p

1 σ2
s φ, ν, σ2, δ=1 21.9 497.058 4 0.006

2 φ σ2
s , ν, σ

2, δ=1 17.5 499.237 6 0.005

2m φ σ2
s , ν; δ=1, σ2=0 16.6 498.725 2 0.156**

3 α σ2
s , φ, ν, δ, σ2 >120 < 450* 6 <0.001

4 α, σ2
s φ, ν, δ, σ2 15.8 506.103 5 0.129

5 α, σ2
s , φ ν, δ, σ2 16.7 509.670 6 0.664

6 α, φ σ2
s , ν, δ, σ

2 11.1 508.473 preferred

6m α, φ σ2
s , ν, δ; σ

2=0 9.4 508.306 6 0.282**

7 α, φ, ν σ2
s , δ, σ

2 14.4 510.814 6 0.332

8 α, φ, δ σ2
s , ν, σ

2 16.2 509.920 6 0.576

* convergence not achieved

** modified test for null hypothesis at boundary of parameter space,

mixture of χ2
0 and χ2

1

The isotropic model (Model 2) corresponding to the optimal anisotropic model (Model 6)

has a maximized residual log-likelihood of 499.237. An extension of the χ2
2 test of isotropy to

the situation with five separate anisotropy angles yields an asymptotic χ2
6 residual likelihood-

ratio test statistic of 18.472, p = 0.005. The isotropic model with separate σ2
s and common

φ had a maximized residual log-likelihood of 497.058 (with the nugget variance estimated at

the zero boundary), also yielding a statistically significant test of isotropy (χ2
6 = 18.090, p

= 0.006).

Like the ECa data, this example illustrates that anisotropy is present in this soil variable,

and to ignore it, as is most often done using commonly-available models, is to use an inferior

and less appropriate model.

6.3 Cashmore soil water data

This example arose from a comprehensive study by Lark et al. (1998) who were interested

in the spatial variability of crop yield within a 6ha field known as Cashmore field, at Silsoe

Research Institute, Bedfordshire, UK. Soil surveys were taken at strategic times during the

winter barley growing season. The data considered are the gravimetric water content of the
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Table 6.6: Parameter estimates and their estimated standard errors in the preferred model

(anisotropic) and the corresponding isotropic model for the soil pH data, models 6 and 2,

respectively, in Table 6.5.

Parameter Anisotropic (SEs) Isotropic (SEs)

estimates estimates

σ2
s 0.1805 (0.0399) 0.1739 (0.0350)

φ 0.982, 1.040, (0.314, 0.334, 0.883, 0.917, (0.262,0.275,
1.975, 1.461, 0.728, 0.495, 1.659, 1.300, 0.571,0.411,
3.705 1.414) 3.314 1.213)

ν 1.078 (0.270) 1.183 (0.298)

δ 1.360 (0.102)

α 1.574, 0.854, (0.397,0.259,
1.399, 1.277, 0.276,0.257,
2.218 0.252)

σ2 (nugget) 0.001370 (0.001902) 0.001957 (0.001633)

topsoil (0-200mm) taken in March 1995. At the time of sampling the soil was deemed to

be at field capacity. These data have been analysed more recently by Lark et al. (2006).

They were collected on a 50m square grid supplemented with additional sample sites to give

a total of 100 observations. The aim of the study is to produce a map of the field in terms of

soil moisture which could then be used to produce predictions of soil moisture for individual

map units within the field (see Figure 2 of Lark et al., 1998, and Clayton & Hollis, 1984, for

further details).

The sampling scheme, consisting of 100 locations, is displayed in Figure 6.12. It is based

on a 4x6 regular grid with 50 m spacings (24 locations), supplemented by 62 locations with

10 m spacing, within two rows and three columns of the grid, with two extensions beyond

the grid region, and a further 14 locations with 5 m spacing, close to four of the original grid

points and the 10-metre spaced locations.

Figure 6.13 presents a plot of the soil water content against the x and y coordinates of

the data. These coordinates are aligned with the natural topography of the field and also

run from west to east and south to north respectively. There are obvious decreasing trends

in soil water content from south to north and from west to east. Lark et al. (1998) describe

outcomes from a previous soil survey that indicated that the north of the field overlies the

Lower Greensand (Cretaceous sands). The Gault Clay is downfaulted against the Lower

Greensand with the boundary running across the southern part of the sampled area from

west-north-west to east-south-east. These solid formations are overlaid by loose material.

In the north-eastern part of the field the soil is dominated by coarse alluvium, with heavy

textured soils in the north-west. The south-west of the field has a sandy loam while in the

south-east the soil is in the Evesham series formed in swelling clay to the surface and loamy
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Figure 6.12: Sampling locations for Cashmore water survey.

textured alluvium. This means that the driest soils are in the north-east of the sampled area

and the wettest in the south-west.

Figure 6.14 displays directional and omnidirectional empirical variograms for residuals

from three ordinary least squares models, fitting, respectively, an overall mean only, a linear

trend surface, and a quadratic trend surface, all assuming independent random errors. Di-

rectional variograms for the direction 90◦ (north-south) are unreliable at the larger spatial

separations shown because a 150-metre separation spans the sampled region in five of the

six columns of the grid, with the sixth reaching only 180 metres. The other directions are

more reliable. There is no evidence of plateauing of the semivariogram for the raw data,

which strongly supports the inclusion of terms to account for the spatial trend, which may

be linked to the changing soil type across the field. Possible anisotropy may also be linked

to the changing soil types across the field. Inclusion of first degree polynomials substantially

improved the situation, however inclusion of second order terms in both x and y appears

preferable. The empirical semivariograms for the residuals from this model are more reason-

able, although there remains a suggestion of anisotropy: the picture is somewhat confused,

but it appears spatial dependence drops away most quickly in the 45◦ and 90◦ directions.

This is examined in more detail through modelling.

As a crude check of patterns of variation and of normality (ignoring dependencies in the

data), a plot of residuals from the quadratic OLS model against fitted values, and the normal

quantile-quantile plot of these residuals, are displayed in Figure 6.15.

Since the sampling locations are all distinct, the second formulation (3.8.3) and (3.8.4) of

the linear mixed model for the anisotropic Matérn model was fitted. This allows the nugget
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Figure 6.13: Scatter plots of soil water content against sampling coordinates
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effect to be removed if desired. To avoid numerical difficulties the x and y coordinates were

usually rescaled in the fitting of the correlation models, by dividing both by 100. For Matérn

models this affects only the estimate of φ, dividing it by 100. The parameter estimate was

transformed back to the original scale for reporting. Table 6.7 presents a summary of a

sequence of correlation models with a second degree polynomial trend. As a preliminary

step, I fitted a series of models, initially without a nugget effect, with ν fixed at 0.5, 1, 1.5,

and 2. Fixing ν facilitates convergence and assists in the choice of sensible starting values

for the full model. The results for ν = 0.5 and ν = 1 are presented (M1 and M2) for

comparison. This process suggests that 0.5 is a reasonable starting value for ν. Fitting

M3 (estimating ν) results in REML estimates of ν̂ = 0.259 and φ̂ = 0.242 (rescaled value

of 24.2). Before including a nugget effect the assumption of isotropy was examined (M4).

The REML estimates of the anisotropy parameters for M4 were ratio δ̂ = 3.93 and angle

α̂ = 0.693 (39.7◦) respectively, although there was only a modest increase in the residual

log-likelihood, insufficient to reject the hypothesis of isotropy (χ2
2 = 1.80, p > 0.05).

Table 6.7: Summary of sequence of Matérn models (anisotropic when δ 6= 1) fitted to the

Cashmore data; terms in bold type are fixed in the model. Models M1 to M4 have no nugget

effect; σ2 is the nugget variance and σ2
s is the variance of the Matérn (spatial) process. All

models are isotropic except for M4, M4n, M6 and M7.

Model λ ν̂ φ̂ δ̂ α̂ σ2 σ2
s `R num. par. AIC

M1 2 0.5 .0964 1 - 0 1.78 -71.1 2 16.2

M2 2 1.0 .0468 1 - 0 1.70 -72.2 2 18.4

M3 2 .259 .2426 1 - 0 1.91 -70.5 3 17.0

M4 2 .338 .2049 3.93 .693 0 1.83 -69.6 5 19.2

M4n 2 10 .0379 3.35 .733 .731 1.07 -68.6 5 17.2

M5 2 0.5 .1878 1 - .474 1.43 -70.4 3 16.8

M5a 2 10 .0325 1 - .805 0.988 -69.9 3 15.8

M5b 2 120 .0090 1 - .811 0.968 -69.9 3 15.8

M5g 2 ∞ β̂ = 0.1967 1 - .812 0.966 -69.9 3 15.8

M6 2 0.5 .1867 4.04 .699 .307 1.53 -69.4 5 18.8

M7 1 0.5 2.526 .382 0 .824 5.12 -66.1 4 10.2

When a nugget effect was added, the optimal estimate of ν became arbitrarily large and

could not be fitted. Model M4n shows the general anisotropic case with ν fixed at the large

value of 10. Models M5 to M5g show a sequence of fixed ν values for the isotropic case, with

the Matérn process approaching the limiting Gaussian correlation (namely exp(−d2/β2), as ν

approaches infinity and φ approaches zero with β = 2φ
√

ν remaining constant). Figure 6.16

illustrates for both the isotropic and anisotropic models the continually increasing maximised
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Figure 6.15: Residuals versus fitted values, and normal quantile-quantile plot for residuals,

from a quadratic OLS fit of the Cashmore percentage water content data.
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residual log-likelihood for increasing ν when a nugget effect is included, contrasted with clear

maxima for models without nugget. However the differences in residual log-likelihoods are

small.
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Figure 6.16: Maximised residual log-likelihoods for a range of fixed ν values, for four models

for the Cashmore example.

For the isotropic model, the limiting case is equivalent to the IGAU model in ASReml

(Gilmour et al., 2006), giving parameter estimates corresponding to β̂ = 0.197 (model M5g

in Table 6.7). There is no corresponding limiting case in ASReml for the general anisotropic

model: AGAU in ASReml is anisotropic Gaussian correlation, but without rotation. However

the general anisotropic Gaussian model can be approximated by Matérn with a large ν. I

was able to achieve convergence with ν as large as 10 (model M4n in Table 6.7), and then

φ̂ = 0.0379, δ̂ = 3.35 and α̂ = 0.733 or 42.0◦. Convergence was achieved only by inverting δ

and subtracting π/2 from α. This model has β̂ = 0.239. Two isotropic models with large ν

(M5a and M5b) are shown for comparison with the Gaussian model (M5g). Some persuasion,

in the form of excellent starting values and sometimes rescaling x and y, was required to fit

these models.

Finally, one anisotropic model with nugget effect was fitted using the city-block metric

(λ = 1, diamond-shaped correlation contours) without rotation, denoted Model M7. Al-
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though this model is clearly superior to all of the others on the basis of AIC, it is instructive

to examine the others further before returning to Model M7. Among the λ = 2 models,

those with nugget effect were preferable (larger residual log-likelihood), although again the

difference was not statistically significant. However, intuitively it is sound practice to in-

clude a nugget effect whenever possible. Considering only the isotropic models, Figure 6.17

shows the fitted variograms from the optimal Matérn model without nugget and the optimal

model with nugget, namely the limiting Matérn (Gaussian) process, together with the em-

pirical omni-directional variogram. It clearly illustrates how difficult it can be to distinguish

between the two models (especially the nugget effect) in the absence of very small separa-

tion distances or (ideally) duplicate locations. Simulations to investigate the convergence

and properties of REML estimation within the anisotropic Matérn class, with and without a

nugget effect, are carried out in Chapter 7. Those results suggest that it is possible to achieve

low bias and good convergence properties for moderate sample sizes (e.g. 100 observations)

with REML, but this requires good sampling designs.
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Figure 6.17: Fitted (isotropic models) and empirical variograms for the Cashmore example,

distances in metres.

Models M5 and M6 fix ν = 0.5 and include a nugget effect for isotropic and anisotropic

correlation models respectively. M5g or any isotropic Matérn model with large ν and with
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Figure 6.18: Correlation contours of the spatially-correlated process in fitted models for the

Cashmore example, a. M6 and b. M7. Separation distances are in metres.

a nugget effect is the preferred model among those with λ = 2, although anisotropy is

still a lingering issue. Arguably the isotropic exponential model, M1 (ν = 0.5), is not

substantially inferior to models M5a, M5b, and M5g. The correlation contours relating

to the fitted anisotropy ratio and angle from the anisotropic exponential model, M6, are

presented in Figure 6.18a. The contours are roughly consistent with the pattern in the

directional empirical semivariograms with the stronger dependence running north-west to

south-east (135◦). If we assume the bulk of the large-scale spatial trend has been accounted

for by the second degree polynomial, then this anisotropy may be due to small scale spatial

variation in soil water content arising from either natural or non-natural sources. However

the contours from the superior model M7 tell a different story (Figure 6.18b, as discussed

later).

Another anomaly occurs with the anisotropic models without nugget, again highlighting

the potential instability of these models, albeit in a suboptimal region of the parameter

space. An interesting phenomenon occurs between ν = 1 and 1.5: models with almost

opposite anisotropy (angles differing by approximately 90◦) compete for maximum residual

log-likelihood. At ν = 1 and below, the optimal model has anisotropy angle around 40◦

with δ̂ around 4, but for ν = 1.5 and above, the optimal anisotropy angle is around -

50◦ with δ̂ around 2, or, equivalently, the angle stays around 40◦ but the ratio switches

from around 4 to around 0.5; in other words the orientation of the correlation contour

ellipses totally switches. Although these models are suboptimal, this suggests the presence

of local maxima in the residual log-likelihood, confirmed by closer investigation, stressing the

importance of careful modelling, including different modelling attempts starting at different

initial values, to increase confidence of finding the global maximum. Also, it may reflect some
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inadequacy of the geometric anisotropy model for these data, such as that the imposition of

elliptical correlation contours may not be the most appropriate form of anisotropy for these

data. Nonetheless, geometric anisotropy provides a convenient way to model some form of

anisotropy in many situations, a great improvement over assuming isotropy. Furthermore,

this phenomenon occurs in a suboptimal region of the parameter space for this dataset; the

optimal orientation is clearer at more optimal values of ν (less than 0.5, if the nugget is

excluded).

Further points that are evident from Figure 6.16 include:

• Without nugget, the optimal ν is small, less than 0.5, and the fit deteriorates rapidly

as ν is increased.

• At the optimal value for ν under the no-nugget model, adding a nugget makes little

difference to the residual log-likelihood: the nugget effect appears unnecessary; the

small ν is sufficient to account for the “unsmoothness” in the data. In fact for smaller

ν the nugget effect tends to go to the zero boundary if an attempt is made to fit it.

• With nugget, residual log-likelihood improves with larger ν, more so in the anisotropic

model. Nugget plus (smooth) Matérn has higher residual log-likelihood than Matérn

with no nugget.

• The difference in maximised log-likelihood between isotropic and anisotropic models

is greater when the models are more optimal (with nugget, large ν), although never

approaching statistical significance.

• Anisotropic models have consistently higher log-likelihood than isotropic models (though

insufficient to compensate for the expense of two extra parameters).

Returning now to the far superior city-block model, M7, first note that it can be fitted

either as an anisotropic Matérn model (producing the parameter estimates shown in Ta-

ble 6.7), or equivalently as a separable exponential model, AEXP in ASReml. The AEXP

model is more stable. The correlation parameters for the AEXP model corresponding to M7

are exp(−δ̂/φ̂) = 0.860 in the x-direction and exp(−1/{δ̂φ̂}) = 0.355 in the y-direction. This

also corresponds to a 90◦ rotation with an anisotropy ratio of 1/δ̂ = 2.616. We have seen

that model M7 outperforms all the Euclidean distance models. This is a little surprising,

especially given that the direction of the modelled anisotropy is quite different here to that

in the optimal Euclidean distance (λ = 2) model, highlighted by comparing Figures 6.18a

and b, although it must be remembered that the two models have different fitted quadratic

surfaces. Also, the anisotropy in model M6 is not statistically significant, when this model

is compared with model M5. Interestingly, attempts to fit models with elliptical correlation

contours (λ = 2) aligned with the coordinate axes (α = 0) failed to achieve convergence,

as did attempts to fit models with rotated diamond-shaped contours (λ = 1), even when
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the anisotropy angle was fixed at the optimal angle found for λ = 2. This invites further

investigation.

The other important feature of Cashmore field is the topography. There is a gradual slope

(downwards) from north to south (see Figure 1 of Lark et al., 1998) which necessitates all

cultural operations be conducted in an east-west direction. The diamond-shaped correlation

contours in model M7 are long in the x-direction, corresponding to correlation exaggerated

in the east-west direction — so perhaps the success of model M7 can be explained by the

correlation being “stretched out” along the direction of cultural operations, and the city-

block metric is able to capture this effect in a way that elliptical contours cannot, whereas

there is also some underlying anisotropy which the λ = 2 models are more suited to revealing.

This lends empirical support to the hypothesis that the small scale spatial variation may be

partially a result of cultural and agronomic practices which have been used in this field for

many years. The grid-based sampling scheme with its emphasis on north-south and east-west

correlations is in hindsight perhaps not optimal in differentiating between these models for

these data. Further investigation would be of interest. The issue of model mis-specification

is examined in Chapter 8, via simulations with some relevance to the Cashmore example.

Figure 6.19 presents contour plots based on E-BLUPs computed on a 34×23 grid ('
8m × 8m) generated by the intersection of the unique x and y sampling locations, for two

models base on exponential correlation: the isotropic model M5 (Euclidean distance, with

nugget) and the anisotropic model M7 (city-block metric, with nugget). Both show the

smooth trend from the driest soils in the north-east corner to the wettest in the south-west.

The contours from the anisotropic city-block correlation model are far more jagged. The

MSEPs are smallest near the sampling locations, indicating the influence of the stationary

component of the model, namely the spatially correlated random effects.

Scatter-plots of the E-BLUPs and MSEPs for each correlation model are presented in

Figure 6.20 to illustrate the degree of disagreement in more detail. The E-BLUPs are in

reasonable agreement away from the edges of the field, where there is good coverage in the

sampling design (i.e. 500 < x < 750, 450 < y < 600). Some points are labelled by their y

coordinate (/100) to support this comment. There is much more discrepancy between the

MSEPs of the E-BLUPs for the two models. The MSEPs for the anisotropic city-block model

are always less than the MSEPs for the isotropic Euclidean model. This issue is examined

further in Chapter 8 but note that even with the most rigorous analysis, model selection

is often limited by either insufficient data, shortcomings of design, or lack of contextual

information.

Despite the clear superiority, according to a likelihood-based criterion, of the model based

on the city-block metric, the lack of physical interpretability of the city-block metric in a

soil setting makes it very difficult to accept for some. The jagged contours in Figure 6.20

exacerbate this view. Another view is that it is still only a model that can at best approx-

imate reality, and our best knowledge on the statistical evidence is that the model using

the city-block metric approximates reality better than the Euclidean-distance-based models.
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Figure 6.19: Contour plots of E-BLUPs and MSEPs for anisotropic city-block (without

rotation) and isotropic Euclidean correlation models for the Cashmore example. Spatial

coordinates are in metres.

Nonetheless, the discrepancies and difficulty in reconciling the two models and of fitting

“compromise” models leaves an unsatisfactory result that may be impossible to resolve from

these data.

6.4 Concluding remarks

Analyses of the example datasets illustrate that simultaneous estimation via REML of all

four Matérn and geometric anisotropy parameters, together with a nugget variance ratio if

appropriate, is feasible, although it can be time-consuming with the large dataset. The major

source of computational load is the lack of sparsity in G−1
s . The burden in computing the

likelihood, score and AI matrix for large irregularly spaced datasets is a potential obstacle
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Figure 6.20: Scatter plots of E-BLUPs and MSEPs for the anisotropic city-block and isotropic

Euclidean distance correlation models for the Cashmore example. Selected points are labelled

by their x coordinate (metres).

to routine use of REML. However approximate methods are available, involving conditional

or simultaneous models.

For example, building on the work of Vecchia (1998), Stein et al. (2004) describe a con-

ditional approach to efficiently obtain REML estimates in large spatial datasets. Essentially

their approach considers the residual likelihood as a product of a marginal density for a small

subset of the data and conditional densities conditioned only on “previous” observations in

some ordering, then judiciously pruning the conditioning sets. This is equivalent to zeroing

many elements of G−1
s , thus increasing sparsity. This approach has much promise.

Anisotropy was found to be important in at least the first two examples. Previously the

capability had not been available to easily model anisotropy in general cases (although geoR,

Ribeiro Jr. & Diggle, 2001, now has this available in a purely geostatistical setting, without

the full flexibility of Gaussian linear mixed models generally), and common practice has

been to ignore anisotropy, which can lead to poor predictions and inappropriate estimates of
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prediction error variance if anisotropy is present. For example, the prediction standard errors

derived by assuming the inferior isotropic model for the ECa data are grossly underestimated,

between 55% and 67% of those derived by the better-fitting anisotropic model.

In general, the more closely a statistical model resembles reality, the more useful it is

expected to be. Therefore there is great advantage in the ability of the modelling process to

select from a much broader range of models than previously possible, namely the full range

of Matérn correlation models together with the extension to include geometric anisotropy,

within the full Gaussian linear mixed models framework, and especially since the general

model encompasses a range of correlation models currently in common use for geostatistics,

with an optional nugget effect.

Further, given that isotropy is available as a special case, it makes good sense to model

anisotropy routinely. Lark and Cullis (2004, p. 804) ignored anisotropy in their two examples

of 126 and 100 observations, claiming “there were two few data to do otherwise”. However,

analysis of these examples as well as simulations in Chapter 7 demonstrate that simultaneous

estimation of Matérn and geometric anisotropy parameters can be feasible with as few as

100 observations, and simulations in Chapter 8 emphasise the importance of not ignoring

anisotropy when it is present.



Chapter 7

Simulations for estimation and

sampling issues for an anisotropic

Matérn correlation model

A simulation study was performed to investigate residual maximum likelihood (REML) esti-

mation of Matérn and geometric anisotropy parameters and an optional nugget effect, with

the Matérn smoothness parameter between 0.1 and 2, using a beta version, now fully re-

leased, of ASReml (Gilmour et al., 2006). The aims of the study were: to demonstrate the

feasibility of simultaneously estimating all these parameters with as few as 100 observations;

to test the software and investigate properties of the estimated parameter values; and to

demonstrate that modifying a regular grid sampling scheme to include some more-finely-

spaced locations greatly enhances accuracy of the estimation, particularly of the Matérn

smoothness parameter. Other variations on the sampling scheme are shown to be beneficial

in some circumstances.

7.1 Motivation

Minasny & McBratney (2005) describe and investigate the Matérn function as a general

model for soil variograms, and present simulations to investigate the feasibility of estimating

the (isotropic) Matérn correlation parameters and variance parameters, with and without

a nugget effect. They conclude that there is difficulty estimating the Matérn parameters

using REML. However their particular choice of the two sets of Matérn parameters for

their simulations was unfortunate, and it is anticipated that with the sampling scheme

used, neither of their Matérn models would be able to be estimated well, although for

different reasons. The simulation study presented here shows that with more appropriate

sampling schemes the Matérn parameters can be much better estimated. Several different

parameter combinations and various sampling schemes are used. Minasny & McBratney

(2005) examined only the isotropic case. The present study additionally includes simulations

to investigate the estimation of the full anisotropic Matérn model, with and without a nugget

121
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effect. These enable refutation of the statement of Lark & Cullis (2004) that in datasets of

126 or 100 observations, there were too few data to model directional dependence of the

covariance.

Stein (1999) in §6.9 illustrated dramatically in a single small one-dimensional example

(20 locations) that evenly spaced data can be inadequate for estimating ν but by adding just

three extra locations with one quarter the spacing, ν could be easily estimated. The profile

likelihood changed from very flat for ν beyond about 3.5 to clearly peaked with an estimate

much closer to the true ν of 1.5 (Stein, 1999, p. 220 and 221, Figures 13 and 14). Simulations

presented here more comprehensively demonstrate the same point in two dimensions.

The aim of this chapter is not to determine optimal sampling designs, which has been

addressed by Zhu & Stein (2006). Rather it is to illustrate that a regular grid sampling

scheme is poor, especially for estimating the smoothness parameter ν of the Matérn corre-

lation function, and addition of some more-finely-spaced locations is highly advantageous.

Sections 7.2 and 7.3 describe the Matérn models simulated and the sampling schemes used.

Results are described in Section 7.5, first for isotropic simulations, without and with a nugget

effect, and then for anisotropic Matérn models, without and with a nugget effect.

Since for the simulations all n = 100 locations are distinct, we assume Z = In, and for

consistency with the software (ASReml, Gilmour et al., 2006) used for the simulations, we

use a variance ratio form of the model. To enable models both with and without a nugget

effect to be considered, the second formulation (3.8.3) and (3.8.4) of the linear mixed model

is used. The nugget effect can be excluded by setting γ = 0.

Minasny & McBratney (2005) based their simulations on a 10 × 10 regular grid of lo-

cations, and found it can be difficult to estimate the smoothness parameter ν. We here

follow the idea of Stein (1999) but apply it to two dimensions by adding a small number

of more-finely-spaced locations to the 10 × 10 grid, and investigate the performance of the

estimation procedure for both isotropic and anisotropic Matérn correlation models, using

several different correlation functions and sampling schemes. One hundred simulations were

analysed for each scenario, the same 100 realisations (on a pooled set of locations) for all

sampling schemes. The true parameter values were given as initial values, to reduce com-

putation time. The data were simulated in R (R Development Core Team, 2006) and the

Matérn estimation performed using a beta version of ASReml (Gilmour et al., 2006).

The data were simulated as follows. Given the x- and y- coordinates for the n = 100

locations (or the larger pooled set of locations for the isotropic simulations), first the n× n

correlation matrix R was calculated, using the anisotropic Matérn correlation function (5.3.1)

and specified parameters. Then R was decomposed to obtain an n × n matrix A with the

property that AAT = R, and a simulated sample from a N(0,R) distribution is given by

Ay where y (n× 1) is simulated from a N(0, In) distribution.

Any suitable matrix decomposition can be used. The Cholesky decomposition is well-

established in the literature for spatial simulation (see, for example, Cressie, 1993, Section

3.6). For real symmetric positive definite R, it directly yields R = AAT with A lower
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triangular. In the present study, the decomposition R = AAT was obtained via a singular

value decomposition (function svd(R) in the R software), yielding R = UDV T , where U

and V are orthogonal n× n matrices and D is an n× n diagonal matrix of singular values,

corresponding to eigenvalues in the case of a symmetric square matrix R, as here. Since

R is symmetric, U = V in this decomposition, and since R is positive (semi-)definite, the

diagonal matrix D has positive (non-negative) diagonal elements. In the case of occasional

numerical problems encountered with the function svd(R), trapped using the function try()

in the R software, a spectral or eigen-analysis decomposition was used (function eigen(R) in

the R software). This yields R = UDUT where U is an n × n matrix whose columns are

eigenvectors of R and D is a diagonal matrix of eigenvalues, positive (non-negative) since

R is positive (semi-)definite. In either case, A = UD
1
2 yields a suitable n× n matrix A.
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Figure 7.1: Matérn correlation functions used for simulations, a. M1, M2; b. M3, M4, M5,

M6 and M7.

7.2 Parameter combinations

Correlation models used to simulate data are numbered 1 to 7 for seven combinations of the

Matérn parameters (φ, ν), prefixed by M for isotropic Matérn correlation with no nugget,

N with nugget added, A and B for anisotropic Matérn correlation without nugget with

geometric anisotropy ratio 1.5 and 2 respectively, and C and D for corresponding anisotropic

Matérn models with nugget. The seven Matérn parameter combinations and correlation

functions M1 to M7 are displayed in Figure 7.1. The first two parameter combinations are

those of Minasny & McBratney (2005), a very rough or “unsmooth” process with ν = 0.1

and a smoother process with ν = 1. Because of the common φ = 5 in both, the simulated

processes on the grid locations differ in much more than just their smoothness. With ν = 0.1

the true correlation has already dropped to 0.30 by the smallest observed separation distance,

1 m (see Figure 7.1a), so there can be little information about behaviour of the semivariogram

near zero spatial separation where correlation is high, and hence little information about the



124 CHAPTER 7. SIMULATIONS

smoothness of the spatial process. In contrast, with ν = 1, even at the longest spatial

separations none of the theoretical correlations in the study region are below 0.18, and few

are below 0.33 (corresponding to the maximum separation distance of 9 m in the north-south

and east-west directions; see Figure 7.1a), so there is little information about the range or sill

of the semivariogram. Small separation distances (corresponding to large correlations) are

needed to estimate ν well. Some large separation distances (corresponding to low correlation)

are needed to provide data for good estimates of φ and σ2. Thus it is to be expected that

both of these examples may have difficulties estimating parameters, but for different reasons.

In line with the conclusions of Minasny & McBratney (2005) that the smoothness pa-

rameter for several real soil examples was between 0.25 and 0.5, we consider ν from 0.25

in models M3 to M7, with φ values chosen individually to ensure comparable correlation at

unit separation distance (Figure 7.1b).

For the anisotropic simulations, Matérn parameters of models M3 to M7 were used,

numbered accordingly. Models A3 to A7 without nugget and C3 to C7 with nugget had

anisotropy ratio δ = 1.5, and models B3 to B7 without nugget and D3 to D7 with nugget

had stronger anisotropy, δ = 2. All had anisotropy angle 1.3 radians (75◦). Estimates of δ

and α were transformed if necessary (by inverting δ and adding or subtracting π/2 for α) to

ensure δ̂ > 1 and 0 6 α̂ < π for ease of comparison. To enable a residual likelihood ratio test

for anisotropy, an isotropic Matérn model was also fitted to each simulated data set, using

the true values of φ and ν (and γ when relevant) as initial values for the Matérn parameters,

but fixing δ = 1.

Like Minasny & McBratney (2005), for scenarios both with and without a nugget effect,

total variance was set to 1 in all cases, with nugget variance (when present) of 0.1. Thus,

for the case without nugget, σ2
s = 1 and γ = 0, and for the case with nugget, σ2

s = 0.9 and

γ = 1/9, in the formulation (3.8.4).

7.3 Sampling schemes

Corresponding to Minasny & McBratney (2005), 100 locations were used for all sampling

schemes. The primary sampling schemes were a square grid G, and modifications S1 and S2

in that square. Additional sampling schemes were labelled S3 to S7 (within the square) and

R1 to R3 (rectangle).

The square grid G was a 10×10 regular grid with 1 m spacings, as in Minasny & McBrat-

ney (2005). Modifications S1 and S2 were obtained by adding 10 and 20 extra points respec-

tively, divided between three clusters around existing grid points, with minimum spacing

0.1 m, as shown in Figures 7.2 and 7.3. The directional components of the three clusters

are arbitrary, but were chosen to represent a range of directions. The aim is not to sug-

gest optimal sampling schemes but to illustrate that substantial improvements are possible.

The total number of locations was maintained at 100 for all sampling schemes (for better

comparability) by omitting an appropriate number of grid locations.
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For the anisotropic simulations, only scheme S2 was used, having been shown to be much

superior in the isotropic case.
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Figure 7.2: Locations used in sampling scheme S1.

For the two difficult-to-fit isotropic models of Minasny & McBratney (2005), further

simulations without nugget were performed on additional sampling schemes, still using 100

observations. The additional sampling schemes for model M1 all used the same 80 locations

from the regular grid as S2. For the the remaining 20 locations, scheme S3 had three

clusters like S1 and S2 but with spacings of 0.01 and 0.1 instead of minimum spacing 0.1

m (see Figure 7.4); and three others had just one cluster, based on location (4,3), S4 with

separations 0.01 and 0.1 (Figure 7.5); S5 with separations 0.001, 0.01 and 0.1 (Figure 7.6);

and S6 with separations 0.0001, 0.001, 0.01 and 0.1 (Figure 7.7), likely to be unrealistic in

practice but used for illustration that estimation of this very small ν is technically possible.

The additional sampling schemes for model M2 all had 100 locations on a regular grid

with 1 m spacing, arranged in successively elongated rectangles: scheme R1 was a 5×20

rectangle, R2 was 4×25, and R3 was 2×50.

7.4 Convergence criteria and measures of performance

Results are reported using medians, quartiles, and inter-quartile ranges of the parameter

estimates. Quartiles rather than mean and standard error are preferred here because of their

robustness against occasional extremely large values, and, importantly, because standard
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at 10× the scale.



128 CHAPTER 7. SIMULATIONS

4.00 4.05 4.10

3
.0

0
3

.0
5

3
.1

0
3

.1
5

3
.2

0
3

.2
5

3
.3

0

x

y

4.0000 4.0010

3
.1

8
0

0
3

.1
8

1
0

3
.1

8
2

0
3

.1
8

3
0

x

y

Figure 7.7: The single cluster used used in sampling scheme S6, with the finer detail shown

at 100× the scale.

errors can be a misleading descriptor for very skew distributions as often arise in these

results, partly because the parameters (other than the anisotropy angle) are constrained to

be negative.

Convergence success is also reported. Several conditions must be simultaneously satisfied

before ASReml declares convergence:

• the step size is 1 (by default ASReml uses a smaller step size in the first few iterations);

• the latest change in residual log-likelihood is less than the iteration number multiplied

by 0.002;

• no more than one parameter is pressing against a boundary (but not yet fixed);

• no parameters changed by more than 1% in the final update of parameter estimates.

There are several ways in which ASReml terminates, and these were recorded for each

simulation, according to the output termination message. The numbers of each for each set

of simulations are given in Appendix E.

• Residual log-likelihood converged: successful convergence as defined above.

• Residual log-likelihood converged but parameter estimates not converged: only the

first three criteria for convergence are met. This may arise because the residual likeli-

hood surface is very flat and there is little information to improve the precision of the
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estimate. In a practical application the user should examine the behaviour and make

a decision.

• Residual log-likelihood not converged: reached maximum number of iterations before

convergence of residual log-likelihood achieved. Typically this means that a few more

iterations are required. However in these simulations many iterations had already been

permitted, and in many cases it was found to occur with parameters and residual log-

likelihood oscillating or cycling between potential solutions, sometimes “stuck” and

in other cases converging very slowly towards a common result, but not close enough

for convergence of residual log-likelihood to be declared. This is probably due to

irregularities in the residual likelihood surface as spatial parameters (especially the

range parameter) are changed. Once again, examination of the behaviour for specific

data may enable appropriate solutions to be reached.

• Failed iteration: erratic behaviour of residual log-likelihood.

• No residual variance: the model has explained all the variation.

• Negative sum of squares (rare).

• Singularity in the average information matrix.

• Unable to proceed.

• Variance structure not positive definite (rare).

• Other reasons, including abnormal exit (rare).

The last seven reasons are likely to arise because of the parameter combination becoming

extreme.

For each simulation, three attempts were permitted, under different conditions, before

abandoning the simulation. Each ASReml attempt allowed typically up to 21 iterations,

but 31 for A6, A7, B6 and B7, and up to 61 for simulations C and D, anisotropic with

nugget, although this many were rarely required. In fact for all six sets of simulations,

when convergence did occur it was usually within 11–20 iterations, and most often at the

lower end of this range. Also the “!extra” job control qualifier in ASReml was used to

force a few additional iterations after residual log-likelihood had converged, to help avert

outcomes with residual log-likelihood converged but parameters not converged. (However

if the maximum number of iterations is reached during the extra iterations, the program

terminates regardless.) In the simulations with nugget effect, if the nugget variance ratio

tended to its zero bound or convergence could not otherwise be achieved, then a no-nugget

model was attempted. This was also noted, and is reported in Appendix E.

For the purpose of reporting convergence success in these simulations, only full con-

vergence (residual log-likelihood and parameters) was counted as successful. This includes
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convergence when the nugget variance went to the zero boundary, but not when parameters

did not converge.

Naturally, not all failures could be individually examined. There are almost certainly

some cases where convergence could be achieved with additional individual attention. In

other cases, whatever the stated reason for exit from ASReml, failed convergence is likely

to reflect inadequate data and/or inadequate sampling scheme to meet the demands of the

general covariance model fitted.

7.5 Results

7.5.1 Isotropic simulations without nugget

There were frequent convergence difficulties, especially with models M1 and M3, which had

the smallest ν, 0.1 and 0.25 respectively. However the convergence success rate was always

notably higher with sampling schemes S1 and S2 than with G. Table 7.1 displays the numbers

(out of 100 simulations) that converged (without extra individual attention such as using

different starting values or profile likelihood, which can be expected to improve success),

together with true parameter values and median and inter-quartile range of estimates for

each parameter with each sampling scheme, from those simulations that converged.

Figures 7.8 and 7.9 display the results graphically via boxplots of the parameter estimates

for each sampling scheme with each parameter combination. The boxplots indicate extremes,

quartiles and medians among the parameter estimates from those simulations that converged

(without extra attention such as using different starting values). The true parameter value

is indicated by a vertical dotted line. The heights of the boxes are proportional to the square

root of the number of observations represented in the boxplot. Occasional extremely large

values were omitted from the plots to permit informative resolution, with the number of

these indicated by notation such as “4>” at the right of the boxplot to indicate there were

four more values beyond the range of that plot.

The most striking feature of these results is the dramatic decrease in inter-quartile range

(IQR) for the estimate of ν in the progression from Grid to S1 to S2 sampling schemes. This

demonstrates the huge improvement in the ability to estimate ν by adding some closely-

spaced locations. For the scenarios M4, M5, M6 and M7 with ν > 0.5 the estimate of φ also

improved with the addition of closer-spaced locations. M2 (with ν = 1, φ = 5) is less good

because the sampling schemes lack spatial separations large enough to have any very small

correlations.

Estimation appears more problematic with smaller ν (models M1, ν = 0.1, and M3,

ν = 0.25). Estimates of σ2
s and φ tended to be biased downwards, and estimates of ν tended

to be biased upwards, indicating that the fitting procedure tends to fit a smoother process

than the true very rough process.

Model M1 with the very small smoothness parameter ν = 0.1 has a correlation function

which drops away extremely rapidly as separation distance increases from zero (Figure 7.1).
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Table 7.1: Isotropic simulations without nugget effect: numbers of simulations converged (n

conv), and medians and inter-quartile ranges (IQR) of variance-model parameter estimates,

from 100 simulations of models M1 to M7 illustrated in Figure 7.1, with two sampling

schemes, a 10×10 regular grid G, and S2 (see Figure 7.3). Bold type highlights features of

interest.

Model M1 M2 M3 M4 M5 M6 M7

n conv G 17 92 43 81 85 89 73

S1 46 97 63 94 100 99 94

S2 48 98 72 96 100 100 98

σ2
s = 1 median G 0.982 0.847 0.805 0.973 0.990 0.968 1.031

median S2 0.968 0.796 0.797 0.949 0.938 0.943 0.986

IQR G 0.229 1.388 0.251 0.492 0.396 0.379 0.223

IQR S2 0.196 1.257 0.300 0.486 0.319 0.321 0.232

φ true 5 5 5 2 1 0.7 0.5

median G 3.63 4.04 2.01 1.850 0.975 0.767 0.570

median S2 1.59 4.00 2.40 1.722 0.981 0.646 0.483

IQR G 3.32 4.76 2.41 2.412 0.838 0.581 0.385

IQR S2 1.56 4.74 3.10 1.368 0.377 0.196 0.119

ν true 0.1 1 0.25 0.5 1 1.5 2

median G 0.155 1.055 0.337 0.518 0.978 1.413 1.733

median S2 0.167 1.013 0.284 0.518 1.023 1.549 2.063

IQR G 0.138 0.273 0.266 0.397 0.733 1.358 1.480

IQR S2 0.097 0.095 0.094 0.132 0.172 0.212 0.345
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Figure 7.8: Boxplots of parameter estimates for σ2
s=1, φ, and ν, from 100 isotropic simu-

lations (n converged) without nugget effect, models M1, M2 and M3. Dotted vertical lines

indicate true values. A numeral followed by a “>” symbol indicates the number of very

extreme (large) estimates, omitted from the plots to retain useful resolution. Height of the

boxes is proportional to the square root of the number of simulations converged.
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true values. A numeral followed by a “>” symbol indicates the number of very extreme

(large) estimates, omitted from the plots to retain useful resolution. Height of the boxes is

proportional to the square root of the number of simulations converged.
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A Matérn model with ν as small as 0.1 is likely to be very hard to fit in general. Inspection

of the theoretical covariance function or of the variogram for model M1 without nugget

suggests a model with a nugget effect and larger ν may appear to fit equally well (and be

indistinguishable) for data from these sampling schemes with minimum spatial separation of

1 or 0.1 units.

As an illustration of how poorly estimated are the parameters in this situation, the

simulated data with no nugget were reanalysed assuming a fixed known nugget variance

ratio of γ = 0.25 (nugget variance equal to one fifth of the total variance) for each of the

three sampling schemes. This model converged successfully 40% to 100% more often than

the correct no nugget model, and among those that converged under both models (17, 41

and 46 simulations respectively of 100 for each of grid, S1 and S2), the difference in residual

log-likelihood was never greater than 0.75 in either direction. This indicates that in this

setting the correct model with no nugget cannot be distinguished from a model with a

nugget variance equal to one fifth (or more) of the total variance, on the basis of residual

log-likelihood. With γ fixed at 0.25, the average parameter estimates were around 0.8 for

σ2
s , 2.6 to 5.1 for φ, and 0.2 to 0.4 for ν, compared to the true values σ2

s = 1, φ = 5, and

ν = 0.1 with no nugget (γ = 0).

Similarly, with the nugget variance ratio fixed at 0.5 (nugget variance equal to one third

of the total variance), 35% to 240% more simulations converged than when assuming no

nugget, and among those that converged under both models (17, 36 and 39 simulations

respectively), the difference in residual log-likelihood was never greater than 1.01 in either

direction. The average parameter values were around 0.65 for σ2
s , 2.2 to 3.4 for φ, and 0.42

to 0.56 for ν.

The average of estimates of the total variance (σ2
s(1 + γ)) was close to 1 in all cases, but

to compensate for the increased γ, σ2
s was under-estimated, ν was biased upwards (modelling

a smoother process plus nugget), and φ was biased downwards. The algorithm is unable to

clearly distinguish between no nugget and substantial nugget for this very unsmooth process.

Figure 7.10 shows the fitted variograms for the first eight simulated examples that con-

verged for all three models: the correct no-nugget model, and models with nugget variance

ratio γ set to 0.25 (nugget variance one fifth of the total variance) and 0.5 (one-third), to-

gether with the true variogram (the same for all) and empirical variograms. Mostly, the three

fitted variograms are almost coincident, and closer to each other than to the true variogram.

Figure 7.11 shows the same information for another eight simulated examples from the re-

maining 30 that converged for all three models, selected as the more extreme or unusual

examples. It includes the cases with the most difference between the three fitted variograms.

These two plots illustrate the variability that can occur between empirical variograms in

simulated realisations from the same random process. The examples include cases where the

empirical variogram is far from the true variogram but the fitted variogram is very close to

the true variogram, demonstrating the superiority of estimation by REML. In some other

cases the fitted variogram appears closer to the empirical variogram, but is rarely a worse
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Figure 7.10: Variograms, fitted, true and empirical, for the first eight simulations under

model M1 that converged for all three models fitted.
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approximation to the true variogram. In the examples examined, in general a variogram

estimated by REML would be at least as good an approximation to the true variogram, and

often much better, than a variogram fitted directly to an empirical variogram.
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Figure 7.11: Variograms, fitted, true and empirical, for eight selected simulations under

model M1 from the 38 that converged for all three models fitted, in addition to those displayed

in Figure 7.10.

With the additional simulations for M1 using sampling schemes S3 to S6, as the minimum

spatial separation was decreased there was a clear trend in improvement in convergence

success rate (from 114/500 = 29% with grid to 59%, 62% and 64% for S4, S5 and S6

respectively). In addition, as minimum separation decreased: the IQR generally decreased

for all parameters; ν̂ was less biased; σ̂2
s started with little bias but became more biased
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downwards; and φ̂ was generally biased downwards, with the bias worse for finer lags, but

no consistent trend.

With the additional simulations for M2, using sampling schemes R1 to R3, as more

longer spatial separations were included by elongating the grid, the convergence success rate

was worse for R1 but better for R2 and R3, though high (around 95%) for all; φ and σ2

were estimated better (less bias, lower IQR); and ν was estimated well for all (small bias

decreased, IQR remained similar).

7.5.2 Isotropic simulations with nugget

Many more convergence difficulties were encountered when a nugget effect was included.

When convergence failed, or when the nugget variance ratio approached its bound of zero,

a model without nugget was fitted. This strategy substantially increased the number of

converged fits. The first part of Table 7.2 displays the total numbers that converged, and

the numbers of these for which the nugget variance ratio was estimated (wrongly) at its

bound of zero.

When convergence difficulties remained, it was often found that fixing either ν or the

nugget variance ratio enabled the other parameters to be estimated without difficulty, indi-

cating that a profile likelihood approach can often be successful.

The remainder of Table 7.2 displays the simulation results for each parameter, and Fig-

ures 7.12 and 7.13 display the results in boxplots. The results are very unreliable when only

a few converged, as for N1.

It is evident that adding more finely-spaced locations greatly facilitates convergence of

the REML estimation algorithm, and that, when convergence does occur, the parameter

estimates are in general both less biased and less variable than with the pure grid. This is

especially so for the smoothness parameter ν.

Overall, when a nugget effect was present, the model was very much harder to fit, and

was especially bad for N1, and poor for N2 and N3. Little can be said about model N1

because so few converged, but among N2 to N7 the following observations can be made.

Sampling schemes S1 and S2 were not always better than the grid, but there were many

benefits:

• They always gave many more converged, except for N2, where the number converged

was about the same for all three schemes.

• Out of those that converged, they always gave a much smaller proportion with γ̂ fixed

at the boundary, except for N3, where the nugget variance tended to be overestimated

with the grid scheme.

• The estimates of γ were less biased and more precise.

• The estimates of ν were usually less biased, except for N6 and N7.
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Table 7.2: Isotropic simulations with nugget effect: numbers of simulations converged (n

conv), numbers of these with nugget variance held at the zero bound (bound), and medians

and inter-quartile ranges (IQR) of variance-model parameter estimates, from 100 simulations

of models N1 to N7 (models M1 to M7 in Figure 7.1 plus nugget effect with variance equal

to γ times the variance σ2
s of the spatially-correlated process), with two sampling schemes,

a 10×10 regular grid G, and S2 (see Figure 7.3). Bold type highlights features of interest.

Model N1 N2 N3 N4 N5 N6 N7

n conv G 2 38 13 23 41 38 26

bound 0 8 3 13 20 24 17

n conv S1 8 38 37 71 75 70 58

bound 1 1 16 18 7 8 6

n conv S2 8 37 38 73 79 70 54

bound 2 1 13 16 6 1 3

σ2
s=0.9 median G 0.887 0.999 1.220 1.190 1.001 1.088 1.052

median S2 0.854 0.705 0.834 0.960 0.970 0.969 0.907

IQR G 0.065 1.405 0.501 0.561 0.285 0.333 0.351

IQR S2 0.335 1.169 0.620 0.520 0.415 0.377 0.332

γ=0.111 median G 0.699 0.0532 0.189 0.000 0.019 0.000 0.000

median S2 0.370 0.125 0.080 0.076 0.088 0.085 0.094

IQR G 0.123 0.126 0.294 0.182 0.183 0.102 0.129

IQR S2 0.433 0.122 0.222 0.115 0.088 0.067 0.077

φ true 5 5 5 2 1 0.7 0.5

median G 3.46 4.09 2.76 1.99 0.985 0.728 0.613

median S2 2.34 3.72 2.10 2.02 0.894 0.847 0.709

IQR G 1.03 6.04 3.72 3.56 0.813 0.428 0.342

IQR S2 2.88 4.98 4.87 2.27 0.936 0.812 0.513

ν true 0.1 1 0.25 0.5 1 1.5 2

median G 0.581 1.079 1.026 0.606 1.272 1.584 1.943

median S2 0.299 0.999 0.380 0.537 0.969 1.202 1.322

IQR G 0.003 1.225 1.200 0.523 1.292 1.325 1.066

IQR S2 0.352 0.579 0.441 0.495 1.180 1.160 0.957
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Figure 7.12: Boxplots of parameter estimates for σ2
s=0.9, φ, ν, and γ = 1

9
, from 100 isotropic

simulations (n converged) with nugget variance equal to one tenth of the total variance,

models N1, N2 and N3. Dotted vertical lines indicate true values. A numeral followed by a

“>” symbol indicates the number of very extreme (large) estimates, omitted from the plots

to retain useful resolution. Height of the boxes is proportional to the square root of the

number of simulations converged.
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Figure 7.13: Boxplots of parameter estimates for σ2
s=0.9, φ, ν, and γ = 1

9
, from 100 isotropic

simulations (n converged) with nugget variance σ2
sγ equal to one tenth of the total variance

σ2
s(γ +1), models N4 to N7. Dotted vertical lines indicate true parameter values. A numeral

followed by a “>” symbol indicates the number of very extreme (large) estimates, omitted

from the plots to retain useful resolution. Height of the boxes is proportional to the square

root of the number of simulations converged.
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• The estimates of ν always had smaller IQR, except for N1.

• The median estimated nugget variance ratio γ̂ was always closer to the true value; this

was in part due to fewer going to the boundary.

• The nugget variance ratio IQR was generally smaller.

• The median σ2
s estimate was generally closer to the true value (0.9), except for N1 and

N2.

However, some negative aspects were that the φ estimate was often more biased, and, except

for N4, had larger IQR, and the σ̂2
s IQR was sometimes larger for S1 and S2 than for grid.

When a nugget effect was present, for most models and sampling schemes the total

variance σ2
s(1 + γ) = 1 was estimated well, but the nugget variance ratio γ̂ was often biased

downwards with σ̂2
s biased upwards to compensate, indicating that a smaller nugget than

actually present was estimated.

7.5.3 Anisotropic simulations without nugget

Tables 7.3 and 7.4 summarise the models, convergence properties, and tests of isotropy.

Convergence was poor (around 60%) for the least smooth process (ν = 0.25), but good

(> 93%) and rapid for larger ν. The power of the test for anisotropy increased as the

smoothness increased. In other words, it was harder to detect anisotropy when ν was smaller.

Unsurprisingly, power to detect anisotropy was greater with stronger anisotropy. With the

least smooth process (ν = 0.25), strengthening the anisotropy to δ = 2 did not increase

the proportion converging, but increased the power though only to a modest level, from 7%

(little more than the significance level) to 34%. Interestingly the simulations A7 and B7

with ν = 2 departed from the trends.

When convergence was unsuccessful, in over two-thirds of the failures φ tended to get

very large. However, ν was generally of the right order of magnitude. This suggests a power

covariance function −|h|2ν (McCullagh & Clifford, 2004, or Minasny & McBratney, 2005),

which is unbounded, or at least that the process favours good estimation of the smoothness

and correlation at short distances with less importance accorded to the correlation at larger

distances.

With as few as 100 observations, it is possible to estimate anisotropy parameters, along

with the Matérn parameters, and even with mild anisotropy (δ = 1.5), the anisotropy is

evident in around half of the simulations. With stronger anisotropy (δ = 2), in models B4

to B7 (with ν > 0.5) nearly all of the converged simulated data sets gave a significant result

in the test for anisotropy, but in general the power was lower for the less smooth processes

(smaller ν).
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Table 7.3: Anisotropic simulations without nugget: numbers of simulations converged (n

conv) for anisotropic model (aniso), isotropic model (iso) and for both, significant (p < 0.05)

anisotropy tests (n signif) among those where both converged, and medians and inter-quartile

ranges (IQR) of variance parameter estimates from the converged anisotropic models A3 to

A7 with anisotropy ratio δ = 1.5, based on correlation functions M3 to M7 in Figure 7.1b,

from 100 simulations of each using sampling scheme S2 in Figure 7.3. Bold type highlights

features of interest.

Model A3 A4 A5 A6 A7

n conv aniso 61 94 98 99 93

iso 68 95 99 99 97

both 57 93 98 98 90

n signif 4 28 40 61 53

σ2
s = 1 median 0.801 0.976 0.947 0.990 0.973

IQR 0.323 0.438 0.335 0.337 0.325

φ true 5 2 1 0.7 0.5

median 2.79 1.92 0.959 0.705 0.479

IQR 2.55 1.04 0.449 0.200 0.142

ν true 0.25 0.5 1 1.5 2

median 0.278 0.526 1.016 1.530 2.079

IQR 0.117 0.121 0.202 0.286 0.424

δ = 1.5 median 1.942 1.633 1.557 1.561 1.554

IQR 1.047 0.612 0.516 0.355 0.361

α = 1.3 median 1.219 1.336 1.293 1.288 1.307

IQR 0.801 0.332 0.326 0.353 0.306
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Table 7.4: Anisotropic simulations without nugget: results as for Table 7.3, but for models

B3 to B7 with δ = 2. Bold type highlights features of interest.

Model B3 B4 B5 B6 B7

n conv aniso 60 94 100 99 79

iso 71 96 100 99 96

both 56 93 100 98 76

n signif 19 91 100 95 71

σ2
s = 1 median 0.850 0.960 0.947 1.010 0.907

IQR 0.308 0.514 0.356 0.299 0.265

φ true 5 2 1 0.7 0.5

median 2.74 1.99 0.979 0.687 0.470

IQR 3.91 1.79 0.388 0.181 0.120

ν true 0.25 0.5 1 1.5 2

median 0.312 0.505 1.040 1.519 2.066

IQR 0.097 0.140 0.209 0.316 0.379

δ = 2 median 2.232 2.133 2.084 2.134 1.949

IQR 0.959 0.815 0.590 0.405 0.464

α = 1.3 median 1.293 1.277 1.274 1.283 1.295

IQR 0.397 0.313 0.212 0.162 0.168
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7.5.4 Anisotropic simulations with nugget

Tables 7.5 and 7.6 summarise the models, convergence properties, and tests of isotropy.

Convergence was poorest (less than 40%) for the least smooth process (ν = 0.25), and 50%

to 70% otherwise, with a reduction at the largest ν. There were smaller proportions with γ

going to the zero bound when anisotropy was stronger. The power of the test for anisotropy

was greater with stronger anisotropy, and increased as the smoothness increased, as for the

simulations without nugget.

As for the isotropic simulations, when convergence failed or when the nugget variance

ratio approached its bound of zero, a model without nugget was fitted. The first part of

Tables 7.5 and 7.6 display the total numbers that converged, and the numbers of these for

which the nugget variance ratio was estimated at its bound of zero.

In a large number of cases where convergence was not achieved, successive iterations

oscillated or cycled between alternative potential solutions. Convergence could sometimes

be achieved by running ASReml with a different maximum number of iterations as this has

the side effect of altering the initial step size, which sometimes helps break out of such a cycle.

This would increase the convergence success rate, but was not attempted systematically for

these simulations.

Lower convergence success rates reflect the more demanding task of fitting extra param-

eters. In particular, when estimating both ν and a nugget effect, competition can occur

between a smooth process plus larger nugget and a less smooth process (smaller ν) with

smaller nugget.

Consistent with expectations, inspection of the variances and covariances of the parameter

estimates shows that estimates of the nugget variance ratio γ and the smoothness parameter

ν are positively correlated, and each is therefore estimated with less precision than if either

one was fixed.

Parameter estimates were often less biased with larger δ than with smaller, except that α

was a little less reliably estimated when δ = 2 than when δ = 1.5 which is perhaps surprising.

In both cases δ tended to be overestimated.

These simulations demonstrate that in many cases it is possible to simultaneously esti-

mate, via REML, both Matérn parameters, both geometric anisotropy parameters, and a

nugget effect, with as few as 100 observations.

7.6 Approximate standard errors of parameter estimates

Asymptotically, residual maximum likelihood estimates have variance matrix approximately

equal to the inverse of the expected information matrix based on the residual log-likelihood.

For the parameter combinations and sampling schemes of these simulations, the (residual

likelihood) expected information was calculated as additional evidence for the value of includ-

ing some more-finely-spaced sampling locations. The square root of the leading diagonal of

the inverse of the expected information matrix, evaluated at the true parameter values, pro-
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Table 7.5: Anisotropic simulations C3 to C7 (δ = 1.5 with nugget effect): number of sim-

ulations converged (n conv) for anisotropic model (aniso), number of those with nugget

variance at zero bound (bound), number converged when fitting isotropic model (iso), num-

ber of those with nugget variance at zero bound (bound), number converged for both models

(both), number with significant (p < 0.05) anisotropy tests (n signif) among those where

both converged, and medians and inter-quartile ranges (IQR) of variance parameter esti-

mates from the converged models, from 100 simulations of each of models C3 to C7 using

sampling scheme S2 in Figure 7.3.

Model C3 C4 C5 C6 C7

n conv aniso 39 68 58 65 53

bound 17 18 8 6 6

n conv iso 52 82 73 72 59

bound 14 18 12 6 7

n conv both 32 65 54 58 44

n signif 10 12 12 17 18

σ2
s=0.9 median 0.868 0.905 1.014 0.955 0.954

IQR 0.361 0.416 0.389 0.288 0.220

γ = 0.111 median 0.034 0.0605 0.085 0.074 0.071

IQR 0.170 0.146 0.096 0.071 0.060

φ true 5 2 1 0.7 0.5

median 2.86 1.63 1.39 0.76 0.676

IQR 3.39 1.91 1.23 0.71 0.536

ν true 0.25 0.5 1 1.5 2

median 0.323 0.568 0.829 1.23 1.43

IQR 0.417 0.494 0.980 1.20 1.71

δ=1.5 median 2.24 1.842 1.745 1.706 1.787

IQR 1.22 0.905 0.698 0.647 0.767

α=1.3 median 1.301 1.252 1.227 1.274 1.214

IQR 0.742 0.743 0.458 0.444 0.509
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Table 7.6: Anisotropic simulations for models D3 to D7 (δ = 2, with nugget effect): number

of simulations converged (n conv) for anisotropic model (aniso), number of those with nugget

variance at zero bound (bound), number converged when fitting isotropic model (iso), number

of those with nugget variance at zero bound (bound), number converged for both models

(both), number with significant (p < 0.05) anisotropy tests (n signif) among those where

both converged, and medians and inter-quartile ranges (IQR) of variance parameter estimates

from the converged models, from 100 simulations of each model using sampling scheme S2

in Figure 7.3.

Model D3 D4 D5 D6 D7

n conv aniso 34 59 68 59 48

bound 16 18 10 3 3

n conv iso 44 75 80 69 58

bound 14 26 14 6 5

n conv both 27 54 58 51 38

n signif 5 25 32 38 24

σ2
s=0.9 median 0.949 0.922 0.907 0.947 0.982

IQR 0.389 0.353 0.390 0.406 0.291

γ=0.111 median 0.029 0.067 0.083 0.080 0.088

IQR 0.148 0.124 0.097 0.074 0.057

φ true 5 2 1 0.7 0.5

median 3.04 1.71 1.028 0.810 0.621

IQR 2.66 1.78 0.889 0.707 0.474

ν true 0.25 0.5 1 1.5 2

median 0.295 0.592 0.892 1.31 1.69

IQR 0.221 0.456 1.088 1.17 1.26

δ=2 median 2.193 2.27 2.23 2.296 2.311

IQR 0.968 1.28 1.11 0.673 0.976

α=1.3 median 1.473 1.268 1.237 1.362 1.315

IQR 0.533 0.246 0.255 0.280 0.319
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vides approximate standard errors of the REML estimates. Tables 7.7 and 7.8 display these

for the isotropic simulations series M and N, without and with nugget effect, respectively.

Table 7.7: Approximate standard errors of REML parameter estimates, based on the inverse

expected information matrix for isotropic simulations without nugget effect, series M.

Parameter Scheme M1 M2 M3 M4 M5 M6 M7

φ 5 5 5 2 1 0.7 0.5

ν 0.1 1 0.25 0.5 1 1.5 2

σ2
s = 1 G 0.37 1.11 0.64 0.37 0.29 0.26 0.22

S1 0.36 1.06 0.62 0.36 0.28 0.25 0.22

S2 0.37 1.05 0.62 0.37 0.29 0.26 0.23

φ G 14.78 4.10 9.71 1.72 0.59 0.38 0.31

S1 12.90 3.43 8.38 1.23 0.31 0.17 0.10

S2 12.61 3.25 8.10 1.16 0.29 0.15 0.10

ν G 0.09 0.18 0.13 0.24 0.53 0.89 1.61

S1 0.07 0.11 0.09 0.13 0.18 0.24 0.34

S2 0.06 0.09 0.07 0.10 0.14 0.18 0.25

If the parameter estimates followed a distribution close to their asymptotic normal dis-

tribution, the interquartile ranges would be expected to be approximately 1.35 times the

standard error. Comparing these standard errors with the inter-quartile ranges found from

the simulations, displayed in Tables 7.1 and 7.2 or Figures 7.8, 7.9, 7.12 and 7.13, it is clear

that in several cases this is far from the case, most dramatically for the estimate of φ when

ν is very small, and also for ν using the Grid sampling scheme when ν is very small. Since

the asymptotic approximation for the variance is based on the approximate linearity of the

score vector (derivatives of the residual log-likelihood) near the true parameter values and

their residual maximum likelihood estimates, there are several potential explanations.

1. The parameter vector and REML estimates may not be sufficiently close.

2. The score vector may not be linear in the region of the parameter vector and its REML

estimate.

3. The sample size may not be large enough for the observed information to be sufficiently

close to the expected information.

4. The distribution of the REML estimates may not be approximately normal. In par-

ticular for parameters that must be non-negative, the distribution may be obviously

skew. Also, a heavy-tailed distribution can give standard errors much larger relative

to the interquartile range than would be expected for a normal distribution.
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Table 7.8: Approximate standard errors of REML parameter estimates, based on the inverse

expected information matrix for isotropic simulations with nugget effect, series N.

Parameter Scheme N1 N2 N3 N4 N5 N6 N7

φ 5 5 5 2 1 0.7 0.5

ν 0.1 1 0.25 0.5 1 1.5 2

σ2
s = 0.9 G 15.71 1.36 2.53 1.32 0.81 0.67 0.86

S1 3.73 1.31 0.86 0.40 0.29 0.26 0.22

S2 3.18 1.30 0.82 0.39 0.29 0.26 0.23

φ G 40.66 9.88 22.49 4.54 1.74 1.19 1.07

S1 21.22 8.79 12.62 2.16 0.76 0.52 0.41

S2 21.29 8.44 12.58 2.12 0.73 0.50 0.40

ν G 2.36 1.11 1.33 1.90 3.22 4.88 8.85

S1 0.61 0.92 0.37 0.45 0.83 1.41 2.41

S2 0.54 0.85 0.34 0.42 0.78 1.34 2.26

γ = 0.111 G 19.07 0.19 2.58 1.44 0.88 0.72 1.00

S1 4.40 0.18 0.54 0.18 0.09 0.08 0.08

S2 3.70 0.17 0.45 0.15 0.07 0.06 0.06

When there are big discrepancies, inter-quartile ranges from the simulations are more reliable

as a measure of variability than is the inverse information matrix. However, even in such

situations Stein (1999, p. 181) believes that the inverse of the expected information matrix

provides at least qualitative insight.

The expected information results strongly support the inadequacy of a simple grid sam-

pling scheme, and show the substantial advantage of including some more-finely-spaced lo-

cations. It is also evident that the majority of the benefit is gained by substituting the first

ten locations (from Grid to sampling scheme S1), with a very much smaller improvement

with the next ten (scheme S1 to S2). This suggests that it is likely to be definitely worth-

while including even a few more-closely-spaced locations, as found by Stein (1999) in his

one-dimensional example, with diminishing returns as more are included.

In the isotropic simulations without nugget effect (series M, Table 7.7), the approximate

asymptotic standard error of σ2
s is little affected by the change of sampling scheme, but both

φ and ν are improved, much more so for the smoother processes (larger ν). When a nugget

effect is added (series N, Table 7.8), the inclusion of more-finely-spaced locations is crucially

important for all four parameters, with the nugget variance ratio γ and smoothness ν having

the biggest improvement overall.

When the process is anisotropic, there is little difference between these three sampling

schemes for the estimation of the anisotropy parameters, but for the other parameters the



7.7. COMPARING SIMULATION RESULTS 149

story remains the same as with isotropic processes, both without and with a nugget effect.

The tables of results are in Appendix F. In most cases the presence of anisotropy has negli-

gible effect on the standard errors of the parameter estimates, and in some cases is slightly

advantageous — for example, with the Grid scheme and stronger anisotropy, probably be-

cause a larger range parameter in some directions has the same effect as providing some data

with slightly closer spacings in those directions; the differences all but disappear with the S1

and S2 schemes.

7.7 Comparing simulation results

Figures 7.14 to 7.17 summarise results of the simulations in a form convenient for comparing

the effects of: adding a nugget effect (left column versus right column); increasing smoothness

ν (left to right within each each plot); and increasing the degree of anisotropy (lines for

δ = 1, 1.5, 2 within each plot). Each plot shows relevant information for isotropic (solid line)

and anisotropic (dashed line for δ = 1.5, dot-dashed line for δ = 2) simulations.
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Figure 7.14: Number of simulations converged (out of 100, bold lines, higher), and percentage

of tests for anisotropy significant at the 5% level, out of the anisotropic simulations that

converged for both anisotropic and isotropic models (fine lines, lower).

Figure 7.14 shows that when a nugget effect is present and modelled, the convergence

success rate is reduced by about one third, and the power of the test for anisotropy decreases.

Power is greater with stronger anisotropy (larger δ). The presence of anisotropy usually had

only a small effect on the convergence success rate. Models with ν = 0.25 generally behaved

least well, and there was also deterioration at the largest ν.
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In Figures 7.15 to 7.17 for each of the parameters, the true value is shown by a faint

horizontal dotted line. The scale is kept the same on plots of the same parameter for models

with and without nugget. For parameters which differed between models (φ, ν and δ), the

results were rescaled by dividing by the true value, for easier comparison. In Figure 7.15, the

top row shows the estimated total variance, σ̂2
s for the no-nugget model, and σ̂2

s(1 + γ̂) for

the model with nugget, with true value equal to 1 throughout. In the second row are shown

the two parameters of the models with nugget, σ̂2
s , true value 0.9, and γ̂, true value 1/9.

This is the only exception to no-nugget models results on the left and results with nugget

on the right.

General comments from Figures 7.15 to 7.17 are that the inclusion of a nugget effect

causes all of the parameters to be estimated with less precision, although not greatly for

total variance.

Greater variability (less smooth trends) in the results for the simulations with nugget may

be due in part to the smaller number of simulations that converged, but may also suggest

that 100 sampling locations may be approaching the limit of feasibility for estimating all the

parameters of this very flexible model.

The presence of anisotropy has little detrimental effect on estimation of φ, ν, total vari-

ance and nugget variance – the quartiles are roughly similar for the isotropic and anisotropic

models in otherwise comparable models.

Examining Figure 7.15, the nugget variance ratio γ (Figure 7.15, lower right) tended to be

consistently underestimated, and the Matérn variance σ2
s (lower left) slightly overestimated,

but the total variance in the models with nugget was roughly unbiased, while in the no-nugget

models, the median of the total variance was generally slightly lower.

The increase in variability of parameter estimates with the addition of a nugget effect

was most pronounced for ν (Figure 7.16), which was estimated with very good precision

when no nugget was present. Another noteworthy effect when a nugget effect was included

was that the estimate of ν tended to be biased upwards when the true ν was small, but

biased downwards when the true ν was larger (with φ moving in the opposite direction to

compensate). REML appears to favour moderate values of ν rather than very small or large.

From Figure 7.17, in models both without and with nugget, δ tended to be biased upwards

a little, and the strength of anisotropy again generally made little difference. The anisotropy

angle α was roughly unbiased though less clearly so when a nugget effect was present.

In summary, the presence of a nugget effect adversely affected the estimation process,

in terms of convergence success, power of anisotropy tests, and precision of estimates. This

is not surprising, with the addition of an extra parameter to be estimated, and the greater

flexibility in the model, in particular when both ν and a nugget effect are to be estimated,

and especially so when the true ν is very small, such as 0.25. However, the presence of

anisotropy (with an additional two parameters) had surprisingly little detrimental effect on

the performance of the REML estimation.

For all of the results for the isotropic simulations, where sampling schemes G, S1 and
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Figure 7.15: Quartiles of estimates of total variance, without nugget and with nugget, and,

for models with nugget, variance σ2
s of the Matérn spatial process and nugget variance ratio

γ. Bold lines denote medians.
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Figure 7.16: Quartiles of Matérn parameter estimates φ and smoothness ν from simulations

of models without and with nugget. Bold lines denote medians.
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Figure 7.17: Quartiles of geometric anisotropy parameter estimates, ratio δ and angle α,

from simulations of models without and with nugget. Bold lines denote medians.
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S2 were examined, the behaviour of scheme S1 was intermediate to that of G and S2, but

generally closer to S2, indicating that even a few more-finely-spaced locations can make a

worthwhile difference. Comparisons are here discussed primarily for G and S2 only.

The most striking feature of the isotropic simulation results was the increase in precision

of the estimate of ν in the progression from G to S1 to S2. This was most dramatic in the

simulations without nugget, with interquartile range (IQR) roughly one third or less for S2

than for G. Also the bias for ν tended to be smaller with S2 than with G, smaller without

nugget than with nugget, and smaller with larger ν.

Similarly, estimates of φ in simulations without nugget effect were slightly less biased and

considerably more precise with S2 than with G. On the other hand, when a nugget effect

was present, estimates appeared slightly more biased and less precise with S2 than with G.

The estimate of the nugget variance ratio γ was much less biased and more precise with S2

than with G, largely because it was so often held at zero with G. In simulations with nugget,

the estimate of the variance σ2
s was less biased with S2 than with G, being generally biased

upwards with G, offsetting the negative bias in the nugget variance estimate. Without

nugget, the bias was generally negative but small, and slightly worse for S2 than for G.

Precision of σ̂2
s was not consistently better with either S2 or G, but was generally better

without nugget than with nugget.

Thus, in comparison to a regular grid, sampling scheme S2 enhanced convergence success,

gave a better chance of detecting the nugget effect when present, and tended to give less

biased and more precise estimates of variance parameters. Estimation was generally more

difficult when ν was small (6 0.25).

Estimation was also more difficult with nugget than without. In terms of precision

of estimates of ν, S2 performed very much better without nugget than with nugget, with

interquartile ranges between 15% and 36% of those with nugget. Similarly for φ, with

interquartile ranges for S2 estimates without nugget being between 23% and 64% of those

for S2 with nugget, except for model 2 (95%).

For both the isotropic and anisotropic models, there are potential difficulties in fitting a

nugget effect and simultaneously estimating ν, as a fitted model with one value of ν may be

indistinguishable from a model for a smoother process (larger ν) with a larger nugget effect

to account for the apparent degree of non-smoothness in the data. This will be alleviated

to some extent by having sufficient locations with small separation distances, or replicated

locations, to distinguish between nugget effect and a less smooth process.

In other words: non-smoothness in a data set may be modelled either by a nugget effect

or by a less smooth spatially-correlated random process. In order to confidently distinguish

between the two, replicated observations at a number of sampling locations can be used to

accurately estimate the nugget effect, and/or a sampling scheme in which sufficiently many

pairs of locations are close enough can be used to better estimate the true smoothness of the

spatially-correlated random process.

Convergence success rate was only slightly lower with anisotropic models than with cor-
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responding isotropic models.

Estimation of φ using the regular grid when a nugget effect was present was an exception

to the general pattern. In the presence of a nugget effect, grid performed better than S2,

giving both less bias and greater precision for φ. Further, grid with nugget gave less biased

estimates than grid without nugget.

Comparing anisotropic and isotropic simulations without nugget and using sampling

scheme S2, convergence was only slightly less frequent with anisotropy, and estimation of

the two extra parameters was little impediment to the estimation of the Matérn parameters.

Not infrequently, the Matérn parameters were estimated with smaller bias and/or greater

precision in the anisotropic simulations. For both isotropic and anisotropic simulations,

performance was poorest (poorest convergence, greater bias, lower precision) with the least

smooth process (ν = 0.25).

7.8 Discussion and Conclusions

Inspection of some of the individual fits together with empirical variograms suggests that

REML tends to produce parameter estimates that correspond to a variogram that fits the true

(and often empirical) variogram well at the smaller lags, but may appear to fit poorly at larger

lags. Figure 7.18, discussed below, is one example. This may in fact be advantageous when

kriging, as (provided there are some observed points reasonably close to the kriging location)

it is the nearest points and smallest lags that are most important in kriging. Further, the

fitted variogram is often closer to the true variogram than is the empirical variogram. This is

strong support for avoiding the approach of fitting a variogram model directly to an empirical

variogram, which does not take account of the dependencies between points in the variogram

— as Stein (1999, p. 176) points out, ”Using empirical semivariograms for model selection

can work disastrously for smooth processes”. Figures 7.10 and 7.11 include several examples

for a very unsmooth process (ν = 0.1) where the empirical variogram is rather different from

the true variogram.

Figure 7.18 shows one example from the N6 simulations (a smoother process, φ = 0.7, ν =

1.5) where the variograms fitted by REML from the three sampling schemes are very different

from an empirical variogram based on the pooled data, and, more remarkably, deviate in the

opposite direction from the true variogram. None are close to the true variogram. Further

investigation reveals that ASReml detected a possible outlier, 3.785 at location (x, y) =

(10, 9), near one corner of the region. Removing this value has a dramatic effect: the fitted

variograms are all close to the true variogram, with the exception of the Grid scheme for lags

near zero. Interestingly, when there is no small-lag information (Grid scheme) and therefore

no constraint on the variogram at the lower end, the fitted variogram agrees closely with

the true variogram at the larger values. In contrast, when information is available at the

smaller lags (S1 and S2 schemes), REML appears to place more emphasis on fitting well at

the small lags, and the fit is less good at large lags, though still superior to the empirical

variogram, illustrating the point made at the beginning of this section. Omitting the outlier
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Figure 7.18: Variograms, fitted, true, and empirical, for one simulated realisation from the

N6 simulations, φ = 0.7, ν = 1.5, including (left) and excluding (right) one outlier at location

(10,9). The empirical variogram in the top row uses all locations pooled. The bottom row

shows empirical variograms calculated for each sample scheme separately.

has little effect on the empirical variograms at the smallest lags, and a small effect at larger

lags, increasing with the lag.

The lower two plots of Figure 7.18 are empirical variograms for the same simulated real-

isation, superimposed for the three sampling schemes, the left plot including the outlier and

the right plot excluding the outlier. Note the complete absence of information at small lags

from the Grid sampling scheme, and how S2 gives more information but even S1 with only

ten closer-spaced points gives similar information near zero separation, although the num-

bers of pairs contributing to these variogram values are smaller than elsewhere. Progressing

from Grid to S1 to S2, the empirical variogram seems to drop a little, and omitting the single

outlier also causes the empirical variograms to drop, away from the true variogram.

Although providing the known true parameter values in the simulations as starting values
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cannot be expected to give a realistic illustration of convergence properties for the anisotropic

Matérn model in practice for real data sets, limited additional testing starting with different

parameter values suggests that the same solutions can be reached, albeit more slowly. A

more formal simulation study could be done using different starting values, for example

drawing initial values from a uniform distribution around the true values.

With the flexible and full model there is no guarantee that there will be a single global

maximum of the residual log-likelihood, and indeed it was often noted that the fitting routine

oscillated or cycled between different, though sometimes very similar, sets of parameter

values. Frequently this could be resolved by using a different step length or restarting with

different starting values, and a single maximum became clear. Such oscillations did not

appear to arise, as might be suspected, due to switching between (δ, α) and (1/δ, α ± π/2)

which give equivalent solutions and therefore identical residual log-likelihoods. Rather, once

the solution approached one of these solutions (δ > 1 say), it tended to stay in that vicinity,

and the oscillations or cycles tended to involve ν and φ, and, when a nugget effect was

assumed present, σ2
s and γ. This is related to the facts that (1) because an increase in ν

increases the effective range of the spatial process, a simultaneous decrease in φ is needed

to keep the covariance function “in the same ballpark”, and that (2) non-smoothness can

be described by either a smaller ν or by a larger nugget effect, and it can be difficult to

distinguish between the two without adequate coverage of small spatial separations. The

alternative parameterisation 4.2.2 of Handcock & Wallis (1994) reduces the dependency

between φ and ν, but has not been implemented in ASReml.

The total variance, Matérn variance plus nugget variance if present, tended to be fairly

stable, which means also that an increase in the nugget variance ratio γ requires a cor-

responding decrease in Matérn variance σ2
s , so this parameter can also be involved in the

oscillation or cycling.

Such cycling is likely to be reduced by inclusion of more sample locations with small spa-

tial separation, provided there also are sufficient long spatial separations to provide adequate

information about the variance and effective range. If the smoothness ν is assumed known,

it is easier to fit a model which will provide the optimal estimates of φ and the variance

under that assumption, but of course they can be poor if the choice of ν was unrealistic. It

is recommended that at least a few different values of ν be tried, and resulting maximised

residual log-likelihoods be compared.

The parameter ν is perhaps the most difficult to estimate, and estimation is generally

easier if ν is fixed. This suggests that a practical approach when an approximate value for

ν is not known is to fit models with several different fixed values of ν, for example 0.5, 1,

1.5 and 2. It may be decided that one of these values is adequate, or this profile likelihood

approach will suggest the most appropriate set of starting values for fitting the full model.

The cost, in terms of convergence difficulty and bias and precision of estimates, incurred

by generalising the model to incorporate geometric anisotropy is slight. Considering that

ignoring anisotropy when it is present can lead to inappropriate estimates of prediction
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error variance (as demonstrated in Chapter 6), this very general model is to be highly

recommended. Previously the capability had not been available to easily model anisotropy

in general cases.

It is possible that attempting to fit anisotropy to a truly isotropic process may produce

convergence difficulties, although results of Chapter 8 suggest otherwise. If this does occur,

it is expected that the reasons and appropriate action would be evident.

The increased variability introduced by the nugget effect made estimates of variance

parameters generally less precise, especially for φ and ν with sampling scheme S2, and also

more biased. Evidently more data or better sampling schemes, for example replicated or more

finely-spaced locations, are required to adequately estimate simultaneously all the parameters

when a nugget effect is present. Nevertheless, adding some more-finely-spaced locations

greatly enhances convergence over using a simple grid, as well as increasing the probability

of correctly detecting a positive nugget variance (the estimated nugget variance ratio γ̂ went

to the boundary less often with sampling schemes S1 and S2). Small separation distances

(or replicated locations) are needed to provide information about the nugget variance ratio

γ. Without small separation distances, it can be impossible to distinguish between a smooth

process with a nugget effect and a less smooth process with smaller or no nugget effect.

Thus, in some situations it may be difficult to fit a nugget effect, but routine modelling

of anisotropy is unlikely to cause difficulty. Lark & Cullis (2004) did not attempt to model

anisotropy, claiming “too few data to do otherwise”, but fitted a nugget effect in their

examples. These simulations suggest that modelling anisotropy may often present fewer

difficulties than fitting a nugget effect.

The deterioration in performance of sampling scheme S2 compared to the grid for esti-

mation of φ when a nugget effect was present may be due to the loss of some of the perimeter

locations, reducing the numbers of large separation distances, which are important for esti-

mation of both φ and σ2
s .

Estimation appears more problematic with smaller ν (6 0.25). Estimates of σ2
s and φ

tended to be biased downwards, and estimates of ν tended to be biased upwards, indicating

that the fitting procedure tends to fit a smoother process than the true very rough process. I

suggest that ν = 0.1 produces an unrealistically unsmooth process (certainly it is very hard

to fit) and propose that a process that appears this rough in practice may well result from

a smoother underlying process plus measurement error modelled as a nugget effect (and, in

any case, in practice it can be difficult to distinguish between the two).

In summary, the simulations demonstrate that simultaneous estimation via REML, us-

ing the ASReml (Gilmour et al., 2006) implementation, of both the range and smoothness

parameters in the Matérn model, together with an optional nugget variance ratio if appro-

priate, is feasible, and can give reasonable estimates, contrary to the conclusions of Minasny

& McBratney, 2005. Better estimates (less biased and less variable), particularly of ν, and

easier convergence, can be obtained by including data from some more finely-spaced loca-

tions. Further, anisotropy parameters can also be estimated with little difficulty with as few
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as 100 observations, contrary to the implied belief of Lark & Cullis (2004), and anisotropy

can be detected via a residual likelihood ratio test.
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Chapter 8

Model misspecification and prediction

error variance

8.1 Motivation

A small additional simulation study was carried out to examine two questions.

1. What is the effect of model misspecification on the mean squared error of prediction

(MSEP)?

2. How do plug-in estimates of the model-based prediction error variance compare with

the actual MSEP?

In addressing the first question, the forms of model-misspecification examined relate primar-

ily to anisotropy — modelling an isotropic covariance function when anisotropy is present

(called under-fitting, or an under-specified model), and fitting an anisotropic model to data

generated from an isotropic process (called over-fitting, or an over-specified model). In ad-

dition, model misspecification with respect to the distance metric used is also considered —

fitting using the city-block metric when the data were generated based on Euclidean distance,

and vice versa.

Model-based estimates of prediction error variance are derived assuming that the true

variance structure and its parameters are known. However in practice we substitute (“plug

in”) estimates of those parameters, derived from the same data. This produces the so-called

plug-in estimate of the model-based prediction error variance. Several authors suggest that

by not allowing for the uncertainty in the variance parameters used, the estimated prediction

error variance may be unreliable, and Bayesian approaches are often pursued for this reason.

This study examines the need for this response.

8.2 Method

This study is based on sampling scheme S2 as used in Chapter 7 simulations. Data are simu-

lated for three different true models from the extended anisotropic Matérn class summarised

161
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in equations (5.9.1) and (5.9.2), all using exponential correlation (ν = 0.5), with a starting

point (“aexp”) suggested by the best fitted model for the Cashmore soil water example in

Chapter 6:

• “ieuc”, isotropic exponential correlation using Euclidean distance (λ = 2), with φ = 2;

• “aeuc”, anisotropic exponential using Euclidean distance (λ = 2), with φ = 2 and

anisotropy ratio δ = 0.2, but without rotation (α = 0); and

• “aexp”, anisotropic exponential using city-block distance (λ = 1), corresponding to an

(anisotropic) separable exponential model (or auto-regressive order 1, as routinely used

for crop variety field trials, see Section 5.6) with ρx = 0.8 and ρy = 0.3, equivalent

to the extended Matérn formulation with φ = 1/
√

log(ρx) log(ρy) = 1.93, ν = 0.5,

δ =
√

log(ρx)/ log(ρy) = 0.43, α = 0, and λ = 1, so that the anisotropy ratio is

δ2/λ = 0.185.
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Figure 8.1: Contours with correlation 0.8 in the three exponential models used in the model-

misspecification simulations, and a possible alternative (not used).

The “aeuc” model used has a similar anisotropy ratio and Matérn range parameter to the

“aexp” model, and both have no rotation, so the two are comparable except for the distance

metric used: “aeuc” has elliptical contours and “aexp” has diamond-shaped contours. The

correlation contours for the three simulated models are shown in Figure 8.1. In retrospect,
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a more comparable aeuc model (ellipses more generally closer to the diamonds but compro-

mising by having a smaller φ and a more extreme anisotropy ratio) might have been with

φ = 1.5 and δ = 0.15, also shown on Figure 8.1. However those used are adequate for this

investigation. In the “aexp” model, correlations drop away more quickly in the diagonal

directions, relative to the coordinate axis directions, or relative to “aeuc” with the same

range parameter. Alternatively the correlations are “stretched out” along the direction of

the axes, relative to elsewhere, which may be due for example to repeated cultivation which

is often carried out in the same direction, and it is not unlikely that sampling schemes would

be aligned in the same way.

A nugget effect is included for all simulations, with variance one tenth of the total variance

which was set to 1. This is consistent with the simulations in Chapter 7.

For each of the three true models, 3000 data sets are simulated, and the same three model

forms are fitted, and in addition a fourth model,

• “aeucr”, full anisotropic exponential model, Euclidean distance, with rotation,

is fitted to further examine the effects of over-specification, namely modelling an unneces-

sary anisotropy angle. Models ieuc, aeuc and aeucr are nested with increasing flexibility of

geometric anisotropy.

Thus we have a range of under- or over-specified anisotropy models, and two different

models (different metrics) with comparable anisotropy but no rotation. Table 8.1 describes

the scenarios.

Table 8.1: Characteristics of the true model/fitted model scenarios for the model-

misspecification simulations. The under- or over-fitting refers specifically to anisotropy.

Fitted True model

model ieuc aeuc aexp, cityblock metric

ieuc correct underfit underfit+wrong metric

aeuc overfit correct wrong metric

aexp overfit+wrong metric wrong metric correct

aeucr overfit (2 params) overfit overfit+wrong metric

In each of the twelve true/fitted model scenarios, predictions are made at three point

locations with different characteristics:

• P (7.2, 6.1), central with close support in the data,

• Q (7, 4), central but without close support, and

• R (10, 2), on the edge and without close support.



164 CHAPTER 8. MODEL MISSPECIFICATION AND PEV

2 4 6 8 10

2
4

6
8

10

x

y

P

Q

R

Figure 8.2: Sampling locations (scheme S2) and three prediction locations P, Q and R for

model-misspecification simulations.

These are shown, along with the observed data locations, in Figure 8.2.

For each simulation, data are simulated for all 103 locations, but only the 100 locations

of S2 are used for the model-fitting, and the actual simulated value for the three prediction

locations stored for comparison. For each fitted model and each of the three prediction

locations, the prediction and its estimated model-based MSEP are recorded. When all

the simulations are completed, the MSEP is calculated empirically as the average of the

squared difference between the prediction and the actual simulated value. The bias is also

calculated empirically. The average of all the estimated model-based MSEPs is calculated

for comparison.

The empirical MSEPs are our best estimates of the actual MSEPs. To answer the first

of the two questions, the empirical MSEPs for each fitted model are compared with the

empirical MSEPs from fitting the correct model. For the second question, model-based

MSEPs are compared with empirical MSEPs from the same fitted model.

8.3 Results

Table 8.2 displays the effect of model-misspecification on the actual MSEPs. It shows em-

pirical MSEPs for the fitted model as a percentage of empirical MSEP for the correct model.
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Table 8.2: Empirical MSEPs for fitted models as a percentage of those for the correct model,

with actual empirical MSEPs for the correct model in parentheses. Features of interest are

highlighted in bold type.

Fitted True model

model Point ieuc aeuc aexp, cityblock

ieuc P (0.093) 130 120

Q (0.339) 170 193

R (0.406) 152 165

aeuc P 101 (0.072) 103

Q 102 (0.252) 110

R 103 (0.376) 104

aexp P 105 104 (0.097)

Q 115 105 (0.220)

R 106 103 (0.359)

aeucr P 106 108 113

Q 106 101 114

R 106 104 108

In the entries corresponding to the correct model fitted (which would be 100%) the actual

empirical MSEP is given in parentheses. The most obvious and detrimental effect is when

under-fitting occurs — when anisotropy is present (aeuc and aexp) but an isotropic model

(ieuc) is fitted. The actual MSEP is 130% to 193% of the MSEP for the correct model.

With overfitting the MSEP was increased only slightly relative to fitting the correct model,

usually by less than 10%, but a little worse (up to 15%) when the fitted model also had the

wrong metric.

Table 8.3 addresses the question of accuracy of the model-based MSEPs. It shows model-

based MSEPs as a percentage of the empirical MSEPs for the same model.

Compared to the increase in MSEP that can occur by underfitting a model, the differences

between plug-in model-based estimates and actual MSEPs are, on average, much less severe.

The model-based MSEP is not consistently biased in any one direction, and also is not

grossly different from the empirical MSEP, usually within 10%, but can be larger (as low as

75% and as high as 135%) when the wrong metric is fitted — city-block when it should be

Euclidean. Fitting Euclidean distance when the true model uses the city-block metric is not

so bad, with the exception of point P when there is overfitting as well (aeucr fitted to aexp

data) — the model-based MSEP is only 73% of the empirical MSEP.
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Table 8.3: Plug-in model-based estimates of MSEPs as a percentage of empirical MSEPs for

the same fitted model. Features of interest are highlighted in bold type.

Fitted True model

model Point ieuc aeuc aexp, cityblock

ieuc P 93 111 95

Q 107 104 113

R 101 86 90

aeuc P 92 104 88

Q 102 96 103

R 96 96 100

aexp P 114 135 102

Q 75 84 98

R 83 86 92

rauec P 86 88 73

Q 98 97 101

R 94 92 96

The behaviour differs for the three types of points, but it is difficult to see a general

pattern. The two most extreme discrepancies between model-based and actual MSEPs (135%

and 73%) occur for point P with very close support. The increase in actual MSEP due to

underfitting (ignoring anisotropy when it is present) is largest in both cases for point Q,

cental without close support. Unsurprisingly, the MSEP is much smaller for point P with

close support, and largest for point R, at the edge and without close support. As was

hinted at by the earlier simulations, the presence of anisotropy may offer some advantages

for predictions — the empirical MSEPs when the correct model is fitted are smaller for

anisotropic than isotropic models.

Also consistent with the earlier simulations, there are more frequent difficulties fitting

the full anisotropic model, especially with a nugget effect present, worst when the true model

uses the city block metric. The percentages of the 3000 simulations that converged on the

first attempt when fitting the aeucr model are 83%, 70% and 48% for true models ieuc, aeuc

and aexp respectively. Examination of a few individual cases in the worst scenario suggests

this is often due to oscillating or cycling solutions, which could usually be resolved with some

individual attention. For all the other fitted models, between 91% to 97% of the simulations

converged on the first attempt.

The bias of the predictions is very small in all cases, never more than 0.03 in magnitude,
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and usually much less.

In summary, the principle findings of this small simulation study are that model mis-

specification can have a serious effect on predictions, increasing the mean squared error of

prediction considerably when the fitted model is too restrictive (“underfitting”). Overfitting

is of relatively little concern, and in any case, when the true model is a special case of the

fitted model it is likely that that would be detected and the more appropriate model fitted.

There is no evidence from this study that warrants serious concern about unreliable

estimates of prediction error variance — the plug-in estimates of the mean squared error of

prediction are not consistently biased and, in the scenarios studied here, were rarely more

than 10% from the actual MSEPs. This suggests that resorting to Bayesian methods may

be unnecessary in many cases. Analysts can more efficiently use resources by exploiting

the wide range of models made available by the extended Matérn class from a frequentist

perspective. If it is believed that Bayesian estimates of mean squared error of prediction are

important, this approach may at least lead with little effort to a good model as a starting

point.

To summarise, for optimal predictions and estimates of their prediction error variances,

it is important to fit the right model, and especially to avoid underfitting. Since overfitting

does not have such a detrimental effect, it is clearly preferable to err on the side of caution

and fit more general models than to risk underfitting. Further, at least in the limited range

of scenarios presented here, plug-in model-based estimates of the prediction error variance

appear to represent the true prediction error variances reasonably well.
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Chapter 9

Overview and Concluding Remarks

9.1 Background

The focus of this thesis is the development, investigation, and implementation using REML

estimation, of an extended anisotropic Matérn correlation function for geostatistical spatial

analysis, in the linear mixed models framework. The model-based setting avoids the difficul-

ties associated with highly correlated empirical variogram values in the classical approach

to geostatistics; linear mixed models allow great generality in terms of additional fixed or

random effects; and REML estimation allows estimation of variance-model parameters while

allowing for the simultaneous estimation of fixed effects. The extended anisotropic Matérn

correlation model provides a broad and flexible class of correlation models from which the

algorithm can select, in particular allowing the data to determine the degree of smoothness

as well as anisotropy.

The thesis begins by describing geostatistical spatial analysis, first from a classical per-

spective and then as model-based geostatistics, formulating geostatistical analysis as a linear

mixed model, for which residual maximum likelihood (REML) can be applied to estimate

unknown parameters of the covariance structure, and kriging is equivalent to best linear

unbiased prediction (BLUP). The linear mixed model formulation permits the easy inclusion

of deterministic trends as well as other fixed or random effects, including the addition of a

nugget effect, thus incorporating and greatly extending many common forms of kriging.

9.2 Development and implementation of the anisotropic Matérn

covariance function

A covariance function is developed by extension of the Matérn class to incorporate geometric

anisotropy and a choice of distance metrics according to the Minkowski metric, which includes

the usual Euclidean distance and the city-block metric as special cases. The resulting general
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covariance function depends on a variance σ2 and five correlation parameters, a range or

distance parameter ζ or φ, a smoothness parameter ν, anisotropy ratio δ, anisotropy angle

α, and the Minkowski metric parameter λ, equal to 1 for the city-block metric and equal to

2 for Euclidean distance, but any positive value is possible.

The particularly attractive feature of the Matérn class is the smoothness parameter, ν,

which permits any degree of differentiability at the origin, from not differentiable (such as for

the exponential correlation function) to infinitely differentiable (Gaussian correlation). The

ability to estimate the smoothness from the data is a great advance in geostatistical analysis,

which, before the advent of the Matérn class, generally relied on choosing a model a priori

with a fixed smoothness. Also, modelling of geometric anisotropy (or anisotropy generally)

has not previously been readily available except in a very few special cases, notably the

separable exponential model, although geometric anisotropy has more recently been made

available in Ribeiro Jr. & Diggle (2001). A residual likelihood test for anisotropy was

developed, investigated and tested via simulations.

Preliminary software developed in this research enables the user to simultaneously esti-

mate by REML all four correlation parameters, the two Matérn parameters φ and ν, and

the two anisotropy parameters, ratio δ and angle α. The Minkowski parameter is not esti-

mated but fixed for a given analysis. Euclidean distance, λ = 2, is most common, followed

by city-block distance, λ = 1, important because it allows the separable exponential model,

routinely used for the analysis of field crop variety trials, to be formulated within the same

framework.

The computer code developed by this author to implement and test the extended anisotropic

Matérn correlation model was then adapted by Dr. A. R. Gilmour, New South Wales Depart-

ment of Primary Industries, Australia, for incorporation within more general linear mixed

models software, with the additional wealth of models this implies.

9.3 Application to examples

The anisotropic Matérn model was applied to three soil-based data sets, finding that anisotropy

is important or of relevance to all three, and showing that the model is able to be usefully

fitted with practical data sets of modest size (100 observations). In the soil ECa example

with a large data set (2000 observations), fitting was possible and very clearly demonstrated

the value of the anisotropic model as an improvement over isotropic models, but the large

amount of computer time required highlighted the importance of implementing efficient ap-

proximate methods for large data sets. Also in the soil ECa example, the optimal estimate

of ν is 0.77, and is statistically significantly different to both 0.5 and 1, the nearest values

corresponding to correlation functions available without the Matérn model, demonstrating

the value of the generality of the Matérn model. The Cashmore example shows the benefit

of the option of the city-block metric which in this example appears to give a much better

fit to the data.
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In the first two examples, the optimal model is one that was not previously accessible.

In the third example the final model turned out to be one that was previously available

(separable exponential) but the ability to compare amongst a much broader range of models

is none-the-less valuable. These examples demonstrate that the general model does have

application in practice and is able to estimate models that fit better than was previously

possible, thus contributing to improved geostatistical analyses.

9.4 Simulation results

Simulations were performed to test the software implementation and to investigate the be-

haviour of the REML estimation process. Isotropic and anisotropic data were simulated,

both without and with an additional nugget effect, using a range of parameter combinations

in each series. For the isotropic simulations, three different sample schemes were used, a

regular grid and two modifications with a few observations at more closely spaced locations.

There were 100 observations in all simulations. Comparison of the sample schemes reveals

that inclusion of even a few (10) more-finely-spaced locations, while keeping the total sam-

ple size the same by omitting some grid-based observations, causes a dramatic improvement

in performance of the modelling procedure, both in ease of achieving convergence and in

precision of parameter estimates, particularly the nugget variance, when present, and the

smoothness parameter ν. The estimation of the range parameter φ was also improved.

Both the isotropic and anisotropic simulations demonstrated that simultaneous estima-

tion of all the variance parameters σ2, φ, ν, δ, and α (with a fixed λ), and an optional nugget

variance ratio, is feasible even for moderate sample sizes, and can achieve low bias and good

convergence properties, but requires good sampling designs, specifically the inclusion of some

finely-spaced locations, but also required are some lags sufficiently large to be beyond the

effective range of the variogram — otherwise it can be very difficult to estimate φ and σ2 as

was found for one scenario used by Minasny & McBratney (2005).

Some additional simulations showed that even in quite extreme examples, ν = 0.1 and

the above-mentioned example of Minasny & McBratney (2005) where the effective range

was greater than the extent of the sampled region, different sampling schemes could achieve

successful estimation. Of course these may be impractical in practice, but it is difficult

to imagine other approaches which would perform better without strong assumptions or

substantial modification to the sampling scheme.

9.5 Model misspecification and mean squared error of prediction

The thesis concludes with another simulation study examining the effects of model misspec-

ification on mean squared errors of prediction, and the effects of using plug-in estimates of

prediction error variance. The model misspecification is in terms of anisotropy ratio and/or

angle, and also, for anisotropic models without rotation, alternative metrics, city-block or
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Euclidean.

The simulations showed that model misspecification, specifically ignoring anisotropy

when it is present, can have a very detrimental effect on precision of prediction, increas-

ing mean squared error of prediction by up to 93% among the scenarios considered. However

in most cases the plug-in model-based estimates of prediction error variance were reasonably

close to (within 10% of) the empirically determined mean squared error of prediction for the

same model, whether correct or misspecified. The worst cases occurred when a model with

the wrong distance metric was fitted, city-block when the true model involved Euclidean

distance.

This is encouraging because it suggests the commonly-used argument for using more

resource-intensive and less readily accessible Bayesian methods may be less compelling than

suggested by some authors. It appears much more important, at least based on these limited

scenarios, to focus attention on fitting the “right” model, or a close approximation to it,

than to be overly concerned about the inaccuracy of plug-in estimates of prediction error

variance. The availability of the extended anisotropic Matérn correlation model and software

to readily fit it greatly enhances the chance of finding an appropriate statistical model.

9.6 Further work

The most immediate requirement for this model to be of more widespread utility is the

implementation of approximate residual likelihood methods to reduce the computational

burden for large data sets. Various authors have examined this problem, with some promising

ways forward, for example Stein et al. (2004).

There remain frequent small and irritating difficulties with convergence for the anisotropic

Matérn correlation model in the Gilmour et al. (2006) implementation, although they may

arise from the flexibility of the model or inadequate sampling designs. Without good starting

values and appropriately scaled location coordinates, problems such as singularities in the

average information matrix, or failures due to erratic behaviour of the residual log-likelihood,

can occur. Other problems are due to parameter combinations oscillating or cycling between

alternative potential solutions. When the residual log-likelihood has apparently converged,

this can be due to a flat residual log-likelihood surface in the vicinity of the solutions, in-

dicating that REML cannot distinguish between different combinations of parameters. In

other situations such behaviour could reflect small changes in one parameter (for example

the anisotropy angle) having a big effect on other parameters, due to the particular config-

uration of locations in relation the the anisotropy angle. In all these situations, provided

the sampling scheme is reasonable, closer investigation can usually reveal a solution, but

further development to reduce the frequency of such difficulties would be desirable. Forcing

additional iterations beyond convergence of the residual log-likelihood often helps.

There are many cases where quite different models can compete, for example a smooth

process plus a nugget effect versus a less smooth process with smaller or no nugget effect,
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which would generally be easily resolved if some finely-spaced or duplicate locations were

available. Thus more work on optimal sampling designs may be helpful.

Implementation of the alternative parameterisation (Handcock & Wallis, 1994) of the

Matérn correlation function, in which the range parameter is more nearly independent of the

smoothness parameter, may also be beneficial for ease of fitting. At present, partly because

of the dependency between the range and smoothness parameters, but also because ν is the

most difficult parameter to estimate, it can be easiest to fix ν at several different values and

perform a profile likelihood approach, at least in the first instance.

Further investigation of the Cashmore example is of personal interest, especially in rela-

tion to the city-block and Euclidean metrics, and the type of anisotropy.

Of more general interest is a more comprehensive investigation of the performance of

model-based estimates of prediction error variance in a wider set of scenarios than those

considered in Chapter 8.

The results in this thesis on convergence success in simulations are limited by the fact

that the known true parameter values were used as initial values. Further simulations using

a range of starting values would give more answers more relevant to practical application of

the model and software.

Finally, in all of these models the spatial covariance function is stationary. Further

research is currently being undertaken to investigate modelling non-stationary spatial co-

variance functions. These could involve spatially-varying anisotropy, smoothness, and range.

Results in this thesis demonstrating the value of including even a few more-finely-spaced

sampling locations for better estimating the smoothness parameter /nu and the nugget ef-

fect are applicable only for stationary processes. More comprehensive modifications of the

sampling scheme are likely to be required with non-stationary data, especially if there is

non-stationarity in the smoothness or the nugget variance, and further study of this would

be of value.
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Appendix A

Matrix Results

A.1 Partitioned matrix inverses

Result A.1. Provided all required inverses exist, the partitioned matrix

 A11 A12

A21 A22


 ,

where A11 is n× n, A12 is n×m, A21 is m× n, and A22 is m×m, has inverse

 A11 A12

A21 A22


 ,

where

A11 = (A11 −A12A
−1
22 A21)

−1, A12 = −A11A12A
−1
22 = −A−1

11 A12A
22,

A21 = −A−1
22 A21A

11 = −A22A21A
−1
11 , A22 = (A22 −A21A

−1
11 A12)

−1.

Proof. Multiply out.

Result A.2. The matrix 
 A a

aT 0


 ,

where A is n× n, symmetric and non-singular, and a 6= 0 is n× 1, has inverse


A−1
(
In − a aT A−1

aT A−1a

)
A−1a

aT A−1a

aT A−1

aT A−1a
− 1

aT A−1a




.
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Proof. Result A.1 cannot be applied because A−1
22 does not exist. Since the matrix is sym-

metric, its inverse will be symmetric. Suppose the inverse is


 B b

bT c


 ,

where B is n× n and symmetric, b is n× 1,and c is a scalar. Then


 A a

aT 0





 B b

bT c


 =


 In 0

0T 1




implies

AB + abT = In, (A.1.1)

Ab + ac = 0, (A.1.2)

aT B = 0T , (A.1.3)

aT b = 1. (A.1.4)

From (A.1.2),

a c = −Ab

⇒ aT A−1a c = −aT A−1Ab

= −1 by (A.1.4)

⇒ c = − 1

aT A−1a
since aT A−1a is a scalar.

Hence, from (A.1.2),

b = −A−1a c

=
A−1a

aT A−1a
,

and from (A.1.1),

AB = In − abT

⇒ B = A−1(In − a
aT A−1

aT A−1a
).

Note also that (A.1.3) is satisfied.
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Result A.3. The matrix


 A B

BT 0


 ,

where A is n× n, symmetric and non-singular, and B is n× p and of full rank p 6 n, has

inverse


 A−1{In −B(BT A−1B)−1BT A−1} A−1B(BT A−1B)−1

(BT A−1B)−1BT A−1 −(BT A−1B)−1


 .

(Result A.2 is a special case of this.)

Proof. Multiply out.

Two more general forms for the partitioned inverse are available, one not requiring A11

to be nonsingular, and an analogous form not requiring A22 to be nonsingular. The second

form can be used to derive Result A.3 using C = 0.

Result A.4. For conformable matrices A, B, C, and D, and provided the full matrix is

nonsingular, if C−1 exists, then


A B

D C



−1

=


 (A−BC−1D)−1 −(A−BC−1D)−1BC−1

−C−1D(A−BC−1D)−1 C−1 + C−1D(A−BC−1D)−1BC−1


 ,

and if A−1 exists (whether or not C−1 exists), then


A B

D C



−1

=


A−1 + A−1B(C −DA−1B)−1DA−1 −A−1B(C −DA−1B)−1

−(C −DA−1B)−1DA−1 (C −DA−1B)−1


 .

Proof. Multiply out.

Result A.5. For conformable matrices A, B, C, and D, and provided the required inverses

exist,

(A + BCD)−1 = A−1 −A−1B(DA−1B + C−1)−1DA−1
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Proof. PROOF: Multiply out:

(A + BCD)(A−1 −A−1B(DA−1B + C−1)−1DA−1)

= (A + BCD)A−1 − (B + BCDA−1B)(DA−1B + C−1)−1DA−1

= I + BCDA−1 −BC(C−1 + DA−1B)(DA−1B + C−1)−1DA−1

= I + BCDA−1 −BCDA−1

= I.

Hence the result. Alternatively, equate the component corresponding to A11 in Result A.1

from the two forms in Result A.4, replacing C with −C−1.

A.2 Matrix differentiation — basic properties

For an n× 1 vector x and conformably dimensioned matrices and vectors,

∂xT A

∂x
= A

∂xT Ax

∂x
= (A + AT )x.

Some special cases are

∂xT a

∂x
=

∂aT x

∂x
= a

∂xT Ay

∂x
= Ay,

and, if A is symmetric,

∂xT Ax

∂x
= 2Ax.

More generally, for m × n matrix A with (i, j)th element aij, i = 1, . . . , n, j = 1, . . . , m,

and p× q matrix B being a function of A, with (i, j)th element bij, i = 1, . . . , p, j = 1, . . . , q,

define the function

∂

∂A
=




∂
∂a11

∂
∂a12

. . . ∂
∂a1m

∂
∂a21

∂
∂a22

. . . ∂
∂a2m

...
...

...
∂

∂an1

∂
∂an2

. . . ∂
∂anm




.
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Then define

∂B

∂A
= B ⊗ ∂

∂A

=




∂b11
∂A

∂b12
∂A

. . . ∂b1q

∂A
∂b21
∂A

∂b22
∂A

. . . ∂b2q

∂A
...

...
...

∂bp1

∂A

∂bp2

∂A
. . . ∂bpq

∂A




,

where ⊗ is the Kronecker product operator. The dimensions of ∂B
∂A

are np×mq.

The following relationship holds for transposes.

(
∂B

∂A

)T

=
∂BT

∂AT
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Appendix C

Conditional Gaussian distribution

If random vectors Y 1 and Y 2 are distributed jointly Gaussian,

[
Y 1

Y 2

]
∼ N

([
µ1

µ2

]
,

[
Σ11 Σ12

Σ21 Σ22

])

with the mean vector and (positive definite) variance matrix partitioned conformably with

(Y T
1 ,Y T

2 )T , then the conditional distribution of Y 1 given Y 2 = y2 is

Y 1 | Y 2 = y2 ∼ N
(
µ1 + Σ12Σ

−1
22 (y2 − µ2),Σ11 −Σ12Σ

−1
22 Σ21

)
.
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Appendix D

Angular function results

Result D.1. For angles θ and α,

sin(θ + α) = sin θ cos α + cos θ sin α

cos(θ + α) = cos θ cos α− sin θ sin α.

Using cos(−θ) = cos θ and sin(−θ) = − sin θ, special cases of Result D.1 are

cos(θ − α) = cos θ cos α + sin θ sin α

sin(2θ) = 2 sin θ cos θ

cos(2θ) = cos2 θ − sin2 θ

= 2 cos2 θ − 1

= 1− 2 sin2 θ

The remaining results of this Appendix relate to

x′ = x cos α + y sin α

y′ = −x sin α + y cos α,

so that x′ and y′ are the coordinates in a new coordinate axis system, obtained by rotating

the original axes counter-clockwise through angle α, of a point (x, y) in the original system.

These results are relevant to geometric anisotropy in Chapter 5.

Result D.2. For constant scalars A and B,

Ax′2 + By′2 = B(x2 + y2) + (A−B)x′2

= A(x2 + y2) + (B − A)y′2

= (A + B)(x2 + y2)−Bx′2 − Ay′2
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Proof. Replace sin2 α with 1− cos2 α and cos2 α with 1− sin2 α in either x′2 or y′2.

Result D.3.

x′2 + y′2 = x2 + y2

2x′y′ = 2 sin α cos α(−x2 + y2) + 2xy(cos2 α− sin2 α)

= −(x2 − y2) sin(2α) + 2xy cos(2α)

Result D.4.

∂x′

∂α
= y′

∂y′

∂α
= −x′

Result D.5.

x cos(α + π) + y sin(α + π) = −x′

−x sin(α + π) + y cos(α + π) = −y′

x cos(α +
π

2
) + y sin(α +

π

2
) = y′

−x sin(α +
π

2
) + y cos(α +

π

2
) = −x′

Result D.6.

δ x′2 +
1

δ
y′2 =

1

δ

{
x cos

(
α +

π

2

)
+ y sin

(
α +

π

2

)}2

+ δ
{
−x sin

(
α +

π

2

)
+ y cos

(
α +

π

2

) }2



Appendix E

Exit status from ASReml during

simulations

In these tables the column heading Scheme denotes sampling scheme (Grid, S1 and S2) as

in Section 7.3, and Model denotes model as in Section 7.2. The exit status codes correspond

to descriptions in Section 7.4.
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Table E.1: Numbers of simulations, out of 100 for each model, with each exit status from

ASReml, during isotropic simulations without nugget effect, series M.

Scheme Model ok pnot not fail nores sing unabl negSS oth

G M1 17 8 1 68 6

G M2 92 3 2 1 2

G M3 43 4 10 2 41

G M4 81 1 8 9 1

G M5 85 3 1 11

G M6 89 1 10

G M7 73 3 23 1

S1 M1 46 2 11 39 2

S1 M2 97 1 1 1

S1 M3 63 3 11 23

S1 M4 94 1 5

S1 M5 100

S1 M6 99 1

S1 M7 94 2 4

S2 M1 48 1 8 1 41 1

S2 M2 98 2

S2 M3 72 6 1 21

S2 M4 96 1 3

S2 M5 100

S2 M6 100

S2 M7 98 1 1
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Table E.2: Numbers of simulations, out of 100 for each model, with each exit status from

ASReml, during isotropic simulations with nugget effect, series N. Columns headed (b) are

the number with nugget variance fixed at the zero boundary, out of the number in the

previous column.

Sch Mdl ok (b) pnot (b) not (b) fail (b) sing (b) unabl negSS oth

G N1 2 2 1 95 1

G N2 38 8 3 6 17 1 35 5 1

G N3 13 3 1 17 5 69 4

G N4 23 13 2 3 14 4 58 4

G N5 41 20 3 1 12 7 43

G N6 38 24 2 6 13 9 40 1 1

G N7 26 17 1 18 12 55 3

S1 N1 8 1 20 2 70 3 1 1

S1 N2 38 1 1 4 8 21 7 28

S1 N3 37 16 1 12 3 1 40 5 7

S1 N4 71 18 2 1 9 1 3 12 3 3

S1 N5 75 7 9 3 9 1 3 1

S1 N6 70 8 10 13 4 1 3

S1 N7 58 6 10 12 13 2 2 5

S2 N1 8 2 1 14 1 1 73 5 1 2

S2 N2 37 1 2 10 1 5 21 6 24 1

S2 N3 38 13 12 2 42 9 6

S2 N4 73 16 1 8 1 5 1 13 1

S2 N5 79 6 3 7 4 5 2

S2 N6 70 1 1 9 13 4 1 3

S2 N7 54 3 4 9 18 12 3 2 1
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Table E.3: Numbers of simulations, out of 100 for each model, with each exit status from

ASReml, during anisotropic simulations without nugget effect, series A and B.

Model ok pnot not fail sing

A3 61 4 7 1 27

A4 94 1 3 2

A5 98 2

A6 99 1

A7 93 1 3 3

B3 60 3 7 30

B4 94 1 5

B5 100

B6 99 1

B7 79 9 8 4

Table E.4: Numbers of simulations, out of 100 for each model, with each exit status from

ASReml, during anisotropic simulations with nugget effect, series C and D. Columns headed

(b) are the number with nugget variance fixed at the zero boundary, out of the number in

the previous column.

Model ok (b) pnot (b) not (b) fail (b) sing (b) npd oth

C3 39 17 3 1 5 3 3 47 8 1 2

C4 68 18 3 2 12 1 14 4 1

C5 58 8 3 1 3 19 12 3 1 4

C6 65 6 1 4 18 9 1 3

C7 53 6 4 1 17 18 2 7

D3 34 16 2 3 1 7 1 53 13 1

D4 59 18 1 7 3 10 21 2 2

D5 68 10 3 4 1 12 8 1 4

D6 59 3 1 4 19 12 5

D7 48 3 1 30 11 3 7



Appendix F

Standard errors based on expected

information, anisotropic simulations

Table F.1: Approximate standard errors of REML parameter estimates, based on the inverse

expected information matrix for anisotropic simulations without nugget effect, series A and

B (stronger anisotropy).

Parameter Scheme A3 A4 A5 A6 A7 B3 B4 B5 B6 B7

φ 5 2 1 0.7 0.5 5 2 1 0.7 0.5

ν 0.25 0.5 1 1.5 2 0.25 0.5 1 1.5 2

δ 1.5 1.5 1.5 1.5 1.5 2 2 2 2 2

σ2
s = 1 G 0.63 0.37 0.29 0.26 0.22 0.61 0.36 0.28 0.26 0.22

S1 0.61 0.36 0.28 0.25 0.22 0.59 0.35 0.28 0.25 0.22

S2 0.61 0.36 0.29 0.26 0.23 0.59 0.36 0.28 0.26 0.23

φ G 9.48 1.68 0.58 0.37 0.30 9.09 1.62 0.55 0.35 0.28

S1 8.25 1.22 0.31 0.17 0.11 8.01 1.21 0.32 0.17 0.11

S2 7.98 1.16 0.30 0.16 0.10 7.76 1.15 0.30 0.16 0.10

ν G 0.13 0.24 0.51 0.87 1.59 0.12 0.23 0.48 0.80 1.43

S1 0.09 0.13 0.18 0.24 0.34 0.09 0.13 0.18 0.25 0.34

S2 0.07 0.10 0.14 0.18 0.25 0.07 0.10 0.14 0.18 0.26

δ G 0.57 0.41 0.30 0.27 0.27 0.83 0.61 0.47 0.42 0.45

S1 0.59 0.41 0.30 0.26 0.26 0.84 0.60 0.45 0.39 0.39

S2 0.59 0.41 0.29 0.25 0.23 0.83 0.59 0.43 0.36 0.34

α = 1.3 G 0.46 0.33 0.25 0.23 0.24 0.26 0.19 0.15 0.13 0.14

S1 0.48 0.34 0.26 0.22 0.22 0.27 0.19 0.14 0.12 0.12

S2 0.47 0.33 0.24 0.20 0.19 0.26 0.18 0.13 0.11 0.10
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Table F.2: Approximate standard errors of REML parameter estimates, based on the inverse

expected information matrix for anisotropic simulations with nugget effect, series C and D

(stronger anisotropy).

Parameter Scheme C3 C4 C5 C6 C7 D3 D4 D5 D6 D7

φ 5 2 1 0.7 0.5 5 2 1 0.7 0.5

ν 0.25 0.5 1 1.5 2 0.25 0.5 1 1.5 2

δ 1.5 1.5 1.5 1.5 1.5 2 2 2 2 2

σ2
s = 0.9 G 2.27 1.16 0.72 0.61 0.84 2.00 1.00 0.61 0.51 0.65

S1 0.85 0.40 0.29 0.26 0.22 0.82 0.39 0.28 0.25 0.22

S2 0.80 0.39 0.29 0.26 0.23 0.76 0.38 0.28 0.26 0.23

φ G 20.83 4.20 1.65 1.18 1.13 19.02 3.88 1.54 1.10 1.02

S1 12.37 2.13 0.75 0.51 0.40 11.94 2.09 0.73 0.49 0.38

S2 12.27 2.08 0.72 0.50 0.39 11.75 2.03 0.71 0.49 0.38

ν G 1.19 1.69 2.96 4.72 9.23 1.06 1.49 2.63 4.20 8.07

S1 0.37 0.45 0.82 1.39 2.35 0.36 0.45 0.81 1.37 2.25

S2 0.33 0.41 0.77 1.32 2.23 0.32 0.40 0.75 1.30 2.17

δ G 0.67 0.49 0.39 0.36 0.37 0.95 0.72 0.58 0.53 0.56

S1 0.68 0.51 0.40 0.37 0.37 0.96 0.73 0.59 0.55 0.57

S2 0.69 0.52 0.42 0.38 0.39 0.97 0.74 0.61 0.56 0.58

α = 1.3 G 0.54 0.41 0.33 0.30 0.32 0.31 0.23 0.19 0.17 0.18

S1 0.56 0.42 0.33 0.30 0.31 0.31 0.23 0.19 0.17 0.18

S2 0.56 0.42 0.34 0.31 0.32 0.31 0.23 0.19 0.17 0.18

γ = 0.111 G 2.29 1.24 0.76 0.64 0.97 2.00 1.04 0.62 0.51 0.73

S1 0.54 0.18 0.09 0.08 0.08 0.53 0.18 0.09 0.08 0.08

S2 0.44 0.14 0.07 0.06 0.06 0.42 0.14 0.07 0.06 0.06



Appendix G

Reprint of paper

Some of the research in this thesis has been published by Haskard et al. (2007).
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