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ABSTRACT
A choropleth map is a cartographic document. It shows a geographic study area tessellated by a set
of polygons that differ in shape and size. Each polygon is depicted by a uniform symbol representing
the manifestation of some phenomenon. This thesis focuses on socio-economic phenomena. We want
to delineate a set of socio-economic regions within a study area. These regions are used for decision
making about the delivery of specific goods and services and/or the provision of specific community
infrastructure. However, we have identified three fundamental weaknesses associated with the use of
choropleth maps for socio-economic regionalisation. Therefore, as an alternative to the choropleth
map if we think explicitly in R3 , then the best representation of the spatial distribution of a socioeconomic phenomenon is a smooth surface.
The socio-economic data we use are collected during a national census of population and are summarised for areas, i.e., polygons. To accommodate these data we have developed and applied a
method for gridding and smoothing — termed regularisation — in order to build a smooth surface.
We apply Green’s theorem and use path integrals with much simplification to compute a smoothed
datum for each intersection of a, say, 100 by 100 grid that describes a surface. Mathematically,
surface shape is interpreted through the comparison of curvatures. Surface shape analysis involves
the measurement of the Gaussian and mean curvatures at the internal intersections of the grid.
Curvature measurement requires at least a twice differentiable function. We have invented such a
function based on Lagrange interpolation. It is called a Lagrange polynomial in x y. Each internal
intersection of the grid is the (2, 2) element of a 3 × 3 matrix extracted from the grid. We compute
a Lagrange polynomial in x y for each 3 × 3 matrix. Then we use this polynomial to measure the
curvatures and classify the shape. Contiguous grid intersections of the same shape class comprise a
shape neighbourhoods region interpreted as a specific manifestation of a socio-economic phenomenon.
Hence, we have the basis for describing the spatial distribution of the phenomenon.
Three investigations into the construction of quadratic polynomials as alternative functions are
described. Two of these quadratic polynomials are called ‘exact fit’ in the sense that the polynomial
returns the exact z-datum associated with each xy-pair used in its construction. Construction of a
‘best fit’ quadratic polynomial based on least squares interpolation comprises the third investigation.
We compare the four different types of polynomials and of these we choose the Lagrange polynomial
in x y as most appropriate. Given a relatively high density grid, e.g., 250 by 250, regardless of the
polynomial used the resulting maps of shape neighbourhoods regions are virtually identical. This
surprising convergence in R2 is explained.
Is a map of shape neighbourhoods regions an accurate description of the spatial distribution of a
socio-economic phenomenon? We effect an indirect evaluation of a known phenomenon represented
by the spatial distribution of f (x, y) = sin x sin y. We compute the true map of shape neighbourhoods
regions of this phenomenon. An approximate map of shape neighbourhoods regions is computed by
sampling with 100 randomly generated polygons. Comparison implies that the approximate map is
an accurate representation of the true map. This conclusion is supported strongly by the results of
a study of a nonperiodic–nonrandom known phenomenon, based on a combination of exponential
functions in x and y. This has a surface similar to that of a socio-economic phenomenon.
We review selected geographic studies in which mathematical tools have been used for analytical
purposes. Mathematical analysis is gaining broader acceptance in geography. The innovative, high
quality Surpop work of British geographers is described, and we comment on the strongly complementary nature of the research presented in this thesis to the Surpop work. We describe 18 future
research directions and themes; suggestions are made on how each may be undertaken. Next, we
summarise each of the ten results of the research presented in this thesis. The thesis concludes with
a statement of the medium-term research directions of the researcher and his acknowledgements.
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Chapter 1 Justification
1.1 Introduction
Regionalisation is the delineation of areas on the surface of the Earth. A delineated area is described
as having a unique manifestation of one or more characteristics, and it is referred to in general as a
geographic region, or just a region (Hartshorne, 1939; Grigg, 1965). In this thesis we are concerned only
with those regions described by one or more socio-economic characteristics. Typically, data for such
characteristics are collected in a national census of population and housing, and in Australia this census
is conducted quinquennially by the Australian Bureau of Statistics (ABS) (ABS, 2011a).
Socio-economic regionalisation is the purview of this thesis, and a typical example of a socio-economic
regionalisation using choropleth maps is presented below. The choropleth map is a well established
cartographic display method and as such attracts no criticism. However, it is asserted that the choropleth
map is inappropriate for the delineation of socio-economic regions (Massey, 1981). The weaknesses and
difficulties of the choropleth map in this context alone justify research into the new method of mapping
socio-economic regions as described and evaluated in this thesis. Evaluation of the new method per se
accompanies the description of the mathematics used in its construction and presented in Chapters 2 to
6 inclusive.
The data representation and interpretation tool of choice for the last 50 years when undertaking socioeconomic regionalisation has been and continues to be the choropleth map (Peleg, 1988; Andrienko et
al., 2001a). This is primarily a function of the availability of complementary computational technologies. Despite the ease of computing a choropleth map, as mentioned, we will demonstrate that its use is
inappropriate in the execution of socio-economic regionalisation. If the reader finds the following description in the example of conventional socio-economic regionalisation tedious that is because conventional
socio-economic regionalisation using a choropleth map is tedious. And, although it has elaborate and
appealing computational ingredients, the success of its execution is related directly to the experience of
the investigator (Hall, 1935; Heberle, 1943; Kollmorgen, 1945; Kimble, 1951).

Figure 1.1 Choropleth Map of Burnside Italian-born % the Total Population (1996), Four Classes.

1.2 An Example
A choropleth map of Italian-born people for the local government area (LGA) of Burnside at the census
collection district (CCD) level of generalisation is presented in Figure 1.1. Burnside is an “upper middle
class” suburb of roughly 28 square kilometres; it is located in the eastern portion of the Adelaide
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metropolitan area of the State of South Australia (Burnside, 2011). Research reported in this thesis
commenced in 1997, and because of this data from the 1996 Australian Census of Population and Housing
are used exclusively; unless otherwise specified all references to data values are those as reported in the
1996 Census. In 1996 Burnside had a total residential population of approximately 38,500. And, at this
time 80 CCDs comprised Burnside (Appendix A). In order to construct the choropleth map in Figure
1.1, for each CCD the total number of Italian-born people was divided by the total number of people and
the quotient was expressed as a percentage. This removes the influence of size of each data collection
area — each CCD (Robinson, 1956; Aangeenbrug and Caspall, 1970). So, for example, each of the 20
CCDs depicted by red in Figure 1.1 has a datum in the range of greater than 2.52% to 18.27%.
1,
2,
3,
4,
5,
6,
7,
8,
9,
10,

1.38
2.93
3.65
2.90
1.48
0.00
2.69
1.58
5.91
7.67

11,
12,
13,
14,
15,
16,
17,
18,
19,
20,

6.84 21,
2.36 22,
1.83 23,
2.20 24,
1.16 25,
0.66 26,
1.97 27,
0.00 28,
9.60 29,
1.83 30,
Table 1.1

1.55 31, 0.00 41, 1.56 51, 1.26 61, 0.00
0.67 32, 2.28 42, 0.88 52, 1.11 62, 0.00
1.13 33, 1.99 43, 2.16 53, 1.16 63, 4.18
1.90 34, 1.55 44, 1.43 54, 0.32 64, 2.30
2.56 35, 0.00 45, 0.00 55, 0.46 65, 0.97
1.67 36, 1.03 46, 3.87 56, 0.00 66, 0.00
4.68 37, 1.24 47, 2.03 57, 2.01 67, 1.93
1.56 38, 0.74 48, 0.00 58, 1.27 68, 8.71
0.90 39, 1.80 49, 1.26 59, 1.42 69, 4.19
0.85 40, 1.54 50, 1.29 60, 2.52 70, 0.93
Italian-born % Data for the 80 CCDs of Burnside.

71, 0.93
72, 2.01
73, 18.27
74, 4.09
75, 9.60
76, 6.02
77, 1.81
78, 2.15
79, 1.42
80, 7.50

The percentage data are presented in Table 1.1; the rank-ordered percentage data are presented in Table
1.2. In both tables the CCD number is given first followed by its percentage datum. CCD 1 has a datum
of 1.38%, while CCD 2 has a datum of 2.93%, and so on. For spatial referencing see Figure 1.2. This
is the base map for Burnside with numbered CCDs. We have, for example, CCD 10 with a datum of
7.67% and this CCD is located in the northern part of Burnside (see Figure 1.2); CCD 10 is depicted by
red in Figure 1.1.
6,
18,
31,
35,
45,
48,
56,
61,
62,
66,

0.00
0.00
0.00
0.00
0.00
0.00
0.00
0.00
0.00
0.00

54,
55,
16,
22,
38,
30,
42,
29,
71,
65,
Table

0.32 36, 1.03
0.46 52, 1.11
0.66 23, 1.13
0.67 15, 1.16
0.74 53, 1.16
0.85 37, 1.24
0.88 49, 1.26
0.90 51, 1.26
0.93 58, 1.27
0.97 50, 1.29
1.2 Rank-ordered

1, 1.38 8, 1.58 72, 2.01 25,
59, 1.42 26, 1.67 47, 2.03 7,
79, 1.42 39, 1.80 57, 2.10 4,
44, 1.43 77, 1.81 78, 2.15 2,
5, 1.48 13, 1.83 43, 2.16 70,
40, 1.54 20, 1.83 14, 2.20 3,
21, 1.55 24, 1.90 32, 2.28 46,
34, 1.55 67, 1.93 64, 2.30 74,
28, 1.56 17, 1.97 12, 2.36 63,
41, 1.56 33, 1.99 60, 2.52 69,
Italian-born % Data for the 80 CCDs of

2.56 27, 4.68
2.69 9, 5.91
2.90 76, 6.02
2.93 11, 6.84
3.15 80, 7.50
3.65 10, 7.67
3.87 68, 8.71
4.09 19, 9.60
4.18 75, 9.60
4.19 73, 18.27
Burnside.

To obtain the quartile classification used for the map in Figure 1.1, using Table 1.2 we allocated the first
set of 20 CCDs to class 1 (blue): 0.00% to 0.97%; the second set of 20 CCDs to class 2 (green): greater
than 0.97% to 1.56%; the third set of 20 CCDs to class 3 (yellow): greater than 1.56% to 2.52%; and,
the fourth set of 20 CCDs to class 4 (red): greater than 2.52% to 18.27%. This is a starting point for
effecting our example socio-economic regionalisation.
In this example we are interested in identifying only those regions with a relatively high manifestation
of Italian-born people and those with a relatively low manifestation. This is the typical objective of a
study in socio-economic regionalisation. Given some specific purpose we would be justified in delineating
only those regions where the manifestation lies in a selected percentage range; such an exercise is little
different from the delineation of regions with a relatively high manifestation or regions with a relatively
low manifestation. And even in this example in order to get some feeling for the spatial distribution of
the Italian-born low manifestation regions it was necessary to disregard the ten CCDs with 0.00% and
select the 20 CCDs with a datum in the range of greater than 0.00% to 1.29%.
2

In Figure 1.1 we observe a relatively high manifestation of Italian-born people on the north and east
boundaries of Burnside, and there are two, or possibly three, pockets of relatively high manifestation
— one in the northwest, one in the centre and one in the south of the LGA. By combining the CCDs
depicted by yellow which are contiguous with those depicted by red we make a first approximation of
the Italian-born high manifestation regions shown in Figure 1.3. This is good enough for our example,
so next we approximate the Italian-born low manifestation regions; this is not so easy.

Figure 1.2 Base Map for Burnside with Numbered CCDs.

Figure 1.3 Red CCDs: 1st Approximation of Italian-born High Manifestation Regions.
It is much less obvious where there exists a relatively low manifestation of Italian-born people. First
we examine the spatial distribution of the CCDs in the lowest class: 0.00% to 0.97% (Figure 1.4). This
shows no apparent areal groupings of the CCDs and so we apply a procedure similar to that used with
the approximation of the high manifestation regions. By combining the CCDs depicted by green which
are contiguous with those depicted by blue we make a second approximation of the Italian-born low
manifestation regions as shown in Figure 1.5. But this also is not particularly successful; there is still
no suggestion of well defined Italian-born low manifestation regions in Figure 1.5. Another strategy is
to change the number of classes and try yet again.
3

Figure 1.4 Blue CCDs: 1st Approximation of Italian-born Low Manifestation Regions.

Figure 1.5 Blue CCDs: 2nd Approximation of Italian-born Low Manifestation Regions.

Figure 1.6 Choropleth Map of Burnside Italian-born % the Total Population (1996), Two Classes.

4

There is nothing special about the four class classification used for Figure 1.1. Experience suggests that
for an initial interpretation a four class or a five class classification works reasonably well (Robinson et
al., 1984). But we could build, for example, a two class classification or an eight class classification as
illustrated in Figures 1.6 and 1.7, respectively. The two class classification yields a pattern that captures
neither the very low manifestations nor the very high. The eight class classification, not surprisingly,
yields a cluttered map pattern — albeit in part a function of choosing distinctive, but garish colours.
Nonetheless, the eight class classification proves useful for approximating the low manifestation regions.

Figure 1.7 Choropleth Map of Burnside Italian-born % the Total Population (1996), Eight Classes.

Figure 1.8 Blue CCDs: 3rd Approximation of Italian-born Low Manifestation Regions.
Using Figure 1.7 we disregard the lowest class containing the ten CCDs with 0.00%, and assume that we
are interested only in those CCDs with a relatively small number of Italian-born people. So we take the
20 CCDs that fall in class 2: greater than 0.00% to 0.97% and in class 3: greater than 0.97% to 1.29%.
The combination of these two classes gives us a feeling for the Italian-born low manifestation regions,
and this, the third approximation, is presented in Figure 1.8. There are three CCD clusters – one north
of the centre, one in the northwest and one in the southwest. This is good enough for our example.
5

1.3 Using Choropleth Maps: Weaknesses and Difficulties
Choropleth maps have been used for a very long time, but we are only interested in those which have been
and are being produced by the application of computational technologies. First there were line-printed
choropleth maps produced using SYMAP software and similar general-purpose mapping packages from
the early 1960’s to the mid-1970’s (SYMAP , 1969; Massey, 1970; Massey and Rudra, 1972; Cerney,
1972). Then line plotters were used; these were slow but had the potential to produce publication
quality choropleth maps. By the early 1980’s colour raster graphics monitors had become popular
(implied by Sutherland, 1970; Evans, 1980, pers. comm.). These monitors were easy to program and
relatively fast when displaying polygons of solid colour. Computational technologies complemented
choropleth mapping and confirmed the choropleth map as the tool of choice for data representation and
interpretation when undertaking socio-economic regionalisation (Rhind, 1977; Takeuchi and Schmidt,
1980). However, other than improvement in the resolution of the cartographic image and an increase in
the speed of map production nothing much has changed in the last 50 years.
The example presented above demonstrates that the use of choropleth maps for approximating socioeconomic regions is at best tedious. Consider when working not with 80 CCDs but with several hundred
or several thousand CCDs that it may require many iterations to approximate that which is deemed
by the investigator to be satisfactory. This is where criticism of the use of choropleth maps for socioeconomic regionalisation begins. There are three groups of weaknesses and difficulties — not the first time
for such criticisms (Tobler, 1973, 1979; Kennedy and Tobler, 1982; Gale and Halperin, 1982; Crampton,
2001; Massey, 1981; Unwin, 1981; Openshaw, 1984). They are discussed under the headings of 1) data
collection and summary data geometries, 2) complexity of data interpretation and 3) homogeneity and
discontinuity implied as a function of misinterpretation of the choropleth map and its associated surface.
These weaknesses and difficulties, as mentioned, justify the research described in this thesis.
1) Data collection and summary data geometries. The data collection geometry in our example
is the set of 80 CCD boundaries for Burnside. Just as the name implies the CCD, or census collection
district, is the area defined by the ABS and allocated to a census collector (ASGC, 1996). Over the
several days following ‘census night’ the completed census forms are collected from each household in the
CCD by the collector and returned to the ABS for processing of the unit record data, i.e., those data for
each person as described on a form (ASSDA, 2011). For protection of the confidentiality of individual
persons and for the release of the data to the general public the unit record data are summarised, hence
the term — summary data. Examples of summary data are the total number of people and the total
number of Italian-born people in each CCD of Burnside. At the CCD level of generalisation, the lowest
level of generalisation at which summary data are released to the general public, the data collection
geometry and the summary data geometry are identical. But the unit record data are also summarised
at higher levels of generalisation. Three of these are the LGA summary data and the State summary
data with the highest level of generalisation being the Australian summary data.
In more recent censuses an increasing amount of data collection has been effected by the head of household completing the census form online and submitting the completed form directly to the ABS by
internet link. It is not hard to imagine that by, say, the 2021 Census the conventional role of the census
collector will not exist with virtually all data collection being carried out by internet response to online
questionnaires. There are also likely to be changes in the summary data geometry. It will not be too
difficult for the ABS to summarise the data to any one of a wide variety of sets of summary data areas,
i.e., polygons, that tessellate a study area. This includes a set of polygons supplied by an end-user. But
the summary data geometry is and will remain a fundamental component of the data release program
of the ABS (and many other statistical agencies) without a fundamental change in the strict secrecy
provisions for data collection. In Australia there is the Census & Statistics Act stipulating that the
data for each person as described on a census form cannot be identified with a specific dwelling. If the
summary data geometry exists, then so too does the justification for the research as described in this
thesis. Consider Figure 1.9.
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The top portion of Figure 1.9 shows a red square which represents, for example, an Italian-born high
manifestation region. In the A configuration we have the entire region contained in one CCD; in the B
configuration we have the region split by two CCDs; and, in C we have the region split by three CCDs.
There is no reason why the region could not be split by even more CCDs. The important lesson in
Figure 1.9 is shown in the bottom portion where we focus on the A configuration. How the region is
represented on the choropleth map depends on how many times it has been split and the total number
of people in the CCD which contains the entire region or the total number of people in each CCD which
contains part of the region. Consider the left hand side of the bottom portion. If the total number of
people were just a little higher than the total number of Italian-born people, then the percentage datum
of the CCD in the A configuration may be allocated to the highest class and the CCD depicted by red.
But if the total number of people in the CCD were high relative to the total number of Italian-born
people the percentage datum would be lower and hence the CCD may be allocated to class 3 (and the
CCD depicted by yellow) or to class 2 (and the CCD depicted by green) or, even, to class 1 (and the
CCD depicted by blue). Similar arguments apply to each CCD of the B and C configurations in the
upper portion of Figure 1.9.

Figure 1.9 Impact of a Hypothetical Data Collection Geometry on Data Representation.
Faced with this problem a novice investigator may suggest that we map raw summary data not percentages (GSDH, undated). But unlike the hypothetical and schematic CCDs shown in Figure 1.9, the
CCDs used by the ABS vary in area (see Figure 1.2) and in the total number of households and people.
Mapping of the raw data (Appendix A) may result in a very misleading choropleth map pattern in which
the bigger CCDs are shown frequently to have, not surprisingly, more Italian-born people. The above
discussion has focused on CCDs, but, likewise, the use of any one of the other summary data geometries
is characterised by the same problem. In passing it is only reasonable to ask the question: When is it
justified to use the data collection geometry or the summary data geometry as the framework for data
representation and interpretation? It is not too difficult to answer this question. When a decision is
being made that impacts upon the entire summary data area, then the use of the choropleth map is
justified (e.g., Ross et al., 1979). When planning at the Federal electorate level of generalisation the
use of electorate geometry is justified for understanding the socio-economic composition of each of the
electorates and the associated voting patterns (Red and Blue, 2005). But this is not decision making
based on socio-economic regionalisation.
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2) Complexity of data interpretation. Decision making for the delivery of goods and services and
for the provision of community infrastructure involves the identification of a target which is a geographic
area distinguished by a particular manifestation of socio-economic characteristics (Burrage, 1991; Maher
and Burke, 1991). This is what we have referred to as a socio-economic region. So we effect a socioeconomic regionalisation through the interpretation of data presented on a choropleth map, and in
retail commerce this is a component of target marketing (Pierce, 1985; Thomas and Kirchner, 1991;
McEwan, 1994). In target marketing the potential of the advertising spend is maximised by focusing on
a socio-economic region. The residents of this region should find appealing the goods and/or services
being offered for their consumption. All would be well, or at least better, if data interpretation using
choropleth maps was easy. But it isn’t.
We have seen already that the choropleth map can not be relied upon to represent accurately the spatial
distribution of a socio-economic region as a function of the data collection or summary data geometry.
At the very best the choropleth map can only provide a rough approximation of such a spatial distribution. Next we examine the problems of data interpretation inherent in the use of choropleth maps.
Summarising our earlier example we stated: “. . . it may require many iterations to approximate that
which is deemed to be a satisfactory socio-economic regionalisation.” This implies that data interpretation for delineating socio-economic regions when using a choropleth map is a personal, subjective and
qualitative activity. Experience in undertaking this activity counts. And we will now make explicit why
this is so.
We commence by examining the choropleth maps of Figures 1.1, 1.6 and 1.7. Each map presents a
patchwork of coloured polygons with each polygon representing one of the 80 CCDs of Burnside. Quite
naturally our attention is drawn to one polygon and we interpret it along with several others in its
immediate vicinity. To effect the interpretation we refer to the map key or legend in the lower left hand
side of each figure. Remember CCD 10; as mentioned, it is located in the northern part of Burnside (see
Figure 1.2). If we examine CCD 10 in each of the choropleth maps in Figures 1.1, 1.6 and 1.7 we note
that it is depicted by red on each. But in Figure 1.1 red means greater than 2.52% to 18.27% and in
Figure 1.6 it means greater than 1.56% to 18.27% and in Figure 1.7 greater than 4.10% to 18.27%. Each
unique colour in each key or legend represents a range of data values, and in Figure 1.1 it represents 20
values and in Figure 1.6 it represents 40 values, while in Figure 1.7 only 10 values. In other words the
data for 20 CCDs, 40 CCDs and only 10 CCDs are included in the ranges for red in Figures 1.1, 1.6 and
1.7, respectively. We have derived percentage data because such data remove the influence of the size
of the CCD. But there is a downside. Any two CCDs may have similar percentages, but very different
raw data for Italian-born people and total people. For example, consider CCD 10 with 7.56% and CCD
80 with 7.50%. CCD 10 has 52 as its raw datum for Italian-born people and 678 as its raw datum for
total people, while CCD 80 has 27 as its raw datum for Italian-born people and 360 as its raw datum
for total people. Big differences in raw data; little difference in percentage data.
Italian-born people as a percentage of the total people is not the only measure of the manifestation of
Italian ethnicity (Krieger et al., 2003). Here are some other measures: Italian-born adults (or children)
as a percentage of the total adults (or children), Italian-born people as a percentage of the total overseasborn people (or total European-born people), and the ratio of Italian-born people to, say, Greek-born
people. We have by no means exhausted the list of measures for which data could be derived and
interpreted to glean information about Italian ethnicity. But to glean this information from the data of
each measure we must understand the map legend — its symbols, ranges and associated frequencies —
and understand the nature of the raw data.
We have identified one group of users — employees of private sector entities such as banks, insurance
companies and retailers — who effect socio-economic regionalisation as a component of target marketing.
There are many others (ABS, 2011b); virtually all government agencies at the LGA, State and Federal
levels are involved in the delivery of services and provision of community infrastructure — this is their
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raison d’être. And so, just as we have many investigators in the private sector, we have also many
investigators in the public sector using choropleth maps as the basis for delineating socio-economic
regions. In both sectors the amount of experience among investigators in data interpretation using
choropleth maps, experience suggests, is variable (Harries, 1999). It would not be surprising to find a low
or middle management person with no training in spatial analysis and cartographic representation and
interpretation bravely undertaking a socio-economic regionalisation. Choropleth maps are deceptively
simple and we are justified in using the aphorism, “Experience counts!”, to describe their interpretation.

Figure 1.10a Italian-born % the Total Population Indicating Selected CCDs.
3) Homogeneity and discontinuity. Examine CCD 10 in Figure 1.10a. We know that CCD 10 has a
datum of 7.67% with raw data of 52 Italian-born people and 678 as the total number of people. The street
map and the aerial photographic image for this CCD are presented in Figure 1.10b. CCD 10 is bounded
in the north by Magill Road, in the east by Gurrs Road, in the south by Beulah Road and in the west
by Portrush Road. Figure 1.10b gives us modest insight of the reality a census is designed to describe
— the characteristics of the dwellings and of the people residing in those dwellings. And we would gain
more of an insight by walking the streets of this CCD and chatting to some of the residents. What does
Figure 1.10a give us? Not much! We know only that CCD 10 has a percentage datum somewhere in
the range of greater than 2.52% to 18.27%. Even if we know the specific percentage datum and raw
data used to derive it, we have no idea where within CCD 10 are located the 52 Italian-born people.
On the contrary the uniformly red symbol which depicts CCD 10 could be misinterpreted easily by an
investigator with limited exposure to cartographic methods — the vast majority of investigators, we
suspect — as implying a homogeneous manifestation of the Italian-born people. But we know from our
experiences in doing field work that this implication is certainly not true. And this implication is false
not just for Italian-born people, but for the spatial distribution of every socio-economic phenomenon.
So, for example, consider CCD 6. By looking at a street map of CCD 6, it is obvious that there is much
unoccupied land and a relatively small area of residential dwellings. Even though CCD 6 is uniformly
coloured blue, its population is anything but homogeneously distributed. Socio-economic phenomena
are not homogeneous in any spatial context (Fiedler et al., 2006; Santos et al., 2006). The choropleth
map in this regard is misleading, and this is a fundamental weakness.
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Figure 1.10b Google Earth – Street Map and Aerial Photographic Image of CCD 10.
Now consider any two contiguous CCDs – one red and one blue – on the choropleth map of Figure 1.10a.
Some of the CCDs have been numbered for convenient comparison. CCD 2 has a datum of 2.93% and
CCD 6 has a datum of 0.00%; CCD 4 – 2.90% and CCD 54 – 0.32%; CCD 3 – 3.65% and CCD 61 –
0.00%; and, CCD 46 – 3.87% and CCD 38 – 0.74%. Again, for an investigator with limited exposure to
cartographic methods it would be easy to interpret the boundary of the compared CCDs as representing
a marked discontinuity in the manifestation of Italian-born people as that boundary is traversed. When
might just such a discontinuity occur and not merely be a cartographic artefact? A discontinuity can
result from a physical barrier and/or an administrative policy. An example of a physical barrier is a
railway line or a freeway. For any number of reasons residing on one side of the barrier is attractive
to members of one socio-economic group, but offers disincentives to another. And once a barrier is
established even if not particularly difficult to traverse there may be strong psychological and economic
motivations for choosing one side over another as the location of one’s place of residence. We all know
examples of “. . . living on the right (or wrong) side of the tracks” (Nijkamp et al., 1990; Purcar, 2010).
There may also be local government zoning regulations which specify one side of a street as residential
and the other side as commercial. So if we have a physical barrier or an administrative policy coinciding
with the boundary of a CCD, then it is not uncommon to experience discontinuities in the manifestation
of selected socio-economic characteristics. But it will not happen everywhere throughout a study area
such as Burnside. Some coincidence of physical barriers and administrative policies with some CCD
boundaries is explained by the ABS taking “. . . great care . . . to use any obvious boundaries . . . in
determining CCD boundaries” (McLennan, 2012, pers. comm.).
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Figure 1.11a Choropleth Map and 3D Perspective View of Burnside (Viewing to the North).

Figure 1.11b Burnside 3D Perspective Views (Left: Viewing Northwest; Right: Viewing Northeast).
Visualising the ubiquitous nature of the notional discontinuities is done most easily by inspecting the
surface associated with the choropleth map (Jensen, 1978). A height or z-datum has been assigned to
each of the choropleth map polygons in the left hand side of Figure 1.11a; this map is just a reproduction
of the map in Figure 1.10a, but without the annotations. A CCD in class 1 has been assigned a ‘1’ for
its z-datum, a CCD in class 2 has been assigned a ‘2’, a CCD in class 3 has been assigned a ‘3’ and a
CCD in class 4 has been assigned a ‘4’. This allows us to represent the choropleth map as a 3D block
diagram. See the right hand side of Figure 1.11a and Figure 1.11b; the 3D block diagrams drive home
the issue of an implied discontinuity at the common boundary of two CCDs each allocated to a different
choropleth map class. We accept the plausibility of some discontinuities, but this many? Unlikely,
very unlikely! Ubiquitous discontinuities — another fundamental weakness of the choropleth map used
in socio-economic regionalisation — is but a misleading artefact relating to the convention of using a
uniform symbol to represent a component polygon of a choropleth map.

1.4 The Nature of a Socio-economic Region
This concludes our demonstration of the fundamental weaknesses and difficulties associated with the use
of the choropleth map in socio-economic regionalisation. We now consider the nature of a socio-economic
region. This is what we are trying to map. If the above arguments are to be believed, choropleth mapping
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has not and will not achieve this goal. Thus we are justified in undertaking the research into the new
method of mapping socio-economic regions as described and evaluated in this thesis.
Before discussing this new method and briefly describing the mathematics used in its construction and
presented in each of the following substantive chapters of this thesis, we must have a better idea of what
the new method is designed to do. The end product of its application will be a conventional cartographic
document that presents each of the socio-economic regions of a particular type within a given study area
such as Burnside. But except for the brief statement provided in the first few sentences of this thesis we
have not described this spatial object — a socio-economic region. To this we turn.
What is a socio-economic region? Unfortunately, there is no academic consensus; but it is not for lack of
trying. Herewith as a very small sample of references in alphabetical order: Ackerman (1953), Finch and
Platt (1933), Isard (1956), James (1934), Openshaw (1995), Platt (1935), Robinson (1953) and last, but
not least, Zobler (1957). With a bit of patience it should be possible to satisfy each of the alphabetic slots
— but you get the idea: a lot of thinking has been done and a lot of words written. This question along
with many other regionalisation application and methodology questions were the themes of the work of
many academic geographers throughout the first and some of the second half of the last century. The
1950’s was the period of the so-called ‘quantitative revolution’ in the social sciences in which geographers
played a leading role (Burton, 1963). This included severe criticisms of the regionalisation efforts of the
first half of the century and attempts at trying to develop nonpersonal, objective and quantitative
methods based on tight definitions of spatial objects. The application of univariate statistical tests
(Mackay, 1958 and 1959; Zobler, 1958a and 1958b) was replaced by the application of multivariate
data handling techniques such as principal components and cluster analyses (Carey, 1966; Mather and
Doornkamp, 1970; Berry, 1958, 1961, 1971a and 1971b; Berry and Spodek, 1971). These tools comprise
the core of what has become known as data exploration or data mining (Andrienko et al., 2001b);
and, much of this work has been applied to attempting to understand the spatial distributions of socioeconomic phenomena. As mentioned, it was from the late 1950’s to the mid-1970’s that the first computer
mapping software was conceived, implemented and applied, and the combination of computer mapping
and multivariate data handling techniques provided the foundation of Geographic Information Systems
(GIS) (Fischer and Nijkamp, 1993). GIS is also used extensively in socio-economic investigations. Finally,
exclusive of the development and application of specific quantitative methods, there have been several
exhaustive attempts to define rigorously the concepts of regionalisation and, in particular, those of the
region (Spence and Taylor, 1970). Regardless, the socio-economic region remains a subtle and intuitive
idea to which we now provide an operational definition.
In our Italian-born example featuring Burnside we are working above the level of the household and
above the level of the street block. We are working at the suburban level of generalisation as this term,
suburban, is commonly accepted and used in Australia. At this level a socio-economic phenomenon is
represented as an areal agglomeration of discrete dwellings. In 1996 some dwellings in 70 out of 80 CCDs
of Burnside were the residences of Italian-born people, and if we have a relatively high number of these
dwellings in a CCD that CCD may be indicative of an Italian-born high manifestation region. But, as
mentioned, we do not know, and without much field work we will not know, where this region is — we
only know it is somewhere elusively ‘close’.
What follows is a hypothetical example of a socio-economic regionalisation at the suburban level of
generalisation. Notionally, it involves the mapping of dwellings each of which is identified as the residence
of at least one Italian-born person. The study area depicted in Figure 1.12 is not named and no field
work was carried out. Hence, those dwellings identified as the residence of at least one Italian-born
person are fabrications – but useful fabrications. The value of the example is that it helps to clarify
the fundamental concepts associated with socio-economic regions. First, it should clarify the concept of
going from discrete dwellings to an areal agglomeration, i.e., a socio-economic region. Second , it should
clarify what it means to delineate a socio-economic region, i.e., draw its boundary. Third , and finally, it
should clarify the nature of the manifestation of the socio-economic phenomenon so delineated.
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Figure 1.12 Street Map and Aerial Photographic Image of a Suburban Area (Source: MapQuest).
Figure 1.12 shows the street map and the aerial photographic image of the suburban area of interest.
Examine the image. Most of the small grey rectangles located on either side of each street are residential dwellings. We assume that we have done census-like data collection and application of data
quality assurance machinery (ABS, 2011a). We also assume that each dwelling has been geocoded
(Gilboa et al., 2006; Ratcliffe, 2001). By geocoding we mean the specification of a latitude-longitude
or an easting-northing coordinate pair. Those dwellings which are identified as the residence of at least
one Italian-born person are indicated by a red star shown on the image in Figure 1.13 (top). We recognise
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Figure 1.13 A Red Star Identifies the Residence of an Italian-born Person (Source: MapQuest).
three clusters around each of which is drawn an ellipse in Figure 1.13 (bottom). We are interested in the
left hand cluster only for this example. The portion of Figure 1.13 containing this cluster is reproduced
in the left hand side of Figure 1.14. On the right hand side of Figure 1.14 we have sketched with green
dots the boundary of the region. The delineation is completed and presented in a not atypical fashion on
the right hand side of Figure 1.15. The region is depicted on the street map and it is not cluttered by the
presentation of symbols indicating the location of the specific dwellings each of which is the residence of
at least one Italian-born person. In Figure 1.16 we present all three socio-economic regions as they might
appear on completion of the execution of our hypothetical example. In summary, we have gone from
discrete dwellings to delineating areal agglomerations by drawing the boundaries of these socio-economic
regions. Within any one of the three regions of Figure 1.16 without too much difficulty, hypothetically,
we will find a dwelling with at least one resident being an Italian-born person. Before we become too
excited we examine issues of census data quality. That should clarify the nature of these manifestations
of Italian-born people, and in general the nature of the manifestations of all socio-economic phenomena
delineated by regional boundaries — regardless of the regionalisation methodology.
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Figure 1.14 Enlargement of a Cluster from Figure 1.13 (Source: MapQuest).

Figure 1.15 The Cluster and Its Regional Boundary on the Base Map (Source: MapQuest).
The head of household completes the census form on behalf of each member of the household. The head
of household may be lazy or uncooperative, and refuse to answer despite the threat of sanctions such
as a fine for noncompliance. Or, the head of household may provide an answer that is false. For some
people there is a genuine fear of divulging personal data. Consider the attitude of many of the Mexicanborn residents of the State of Arizona to the 2010 Census of the United States of America. Another
example — survivors of the Holocaust may have some very real concerns about answering the question
on religious affiliation in the 2011 Australian Census. But the head of household may be cooperative,
and nonetheless still provide an incorrect answer. This may be a function of lack of knowledge of, for
example, all the members of a large extended family or families living in the same dwelling. It may be
a function of not understanding the question, and official statisticians have great fun in quoting bizarre
answers to seemingly straightforward census questions. The head of household may just make a mistake.
For example, in 1991 I was the head of household and upon checking the census form I completed my
wife reminded me that she is not an Australian-born person. (From 1996 on my wife has completed
the census forms in her role as head of household.) The Australian census is conducted in August and
it is not uncommon for persons to take holidays at this time. Although this is not a big problem in
Australia, temporary absence from place of residence at the time of the census is accounted for in the
census questions, and it remains a source of error.
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Finally, how do we count those who are transients, or are living in temporary ‘shelter’ accommodations?
Counting the homeless — each night roughly 80,000 (and probably many more!) are on the streets of
the County of Los Angeles — is a very difficult and contentious measurement problem for a national
agency for official statistics.

Figure 1.16 Street Map with Three Italian-born High Manifestation Regions (Source: MapQuest).
In summary, the main sources of error are laziness, uncooperativeness, lying, fear, lack of knowledge,
casual mistakes, absence from place of residence and homelessness. To ameliorate the impact of these
errors there is a vast machinery within a national agency for official statistics to test data quality and, if
necessary, to adjust up or down the summary data before these are published and to modify questions
to be asked in a future census (see PES, 2009). It is worthy of note that “Australians have traditionally
cooperated very fully . . . and that cooperation is better here than in many other countries” (McLennan,
2012, pers. comm.).
The data from a recently conducted census are eagerly awaited. In Australia it is approximately one year
after a given collection that the ABS commences effecting the summary data release program. Then,
typically on a State by State basis parcels of data are released in irregular installments over a period of
roughly six months to a year. So by, say, 18 to 24 months after the data are collected all the summary
data are available at the CCD and higher levels of generalisation. It is convenient to ignore that these
data describe the spatial distributions of selected socio-economic phenomena at the point in time at
which the data were collected. But we know that things change.
Not only is there a temporal dimension to socio-economic phenomena, but each phenomenon is characterised by a unique dynamic. For some phenomena this is not a big problem; for example, material
used in the construction of dwellings changes relatively slowly. But for other phenomena it is risky not
to consider the length of the period from the date of collection to the date of use of the data. People
in the age cohort of 0-4 years are in the age cohort 2-6 years by the time all of the summary data are
available for an investigation. Perhaps fertility and mortality rates have remained unchanged in the
study area being investigated; perhaps not. Perhaps families with young children have not moved from
the study area, but there are no guarantees that, for example, job opportunities have not resulted in
massive intra- and/or interstate migration. Economic factors of the so-called ‘recession’ are the cause
of one of the largest or smallest migrations of young families in the United States of America between
2008 and 2010 (OECD, 2010). Regardless, this should be revealed as a stark example of the dynamics
of socio-economic phenomena by study of the data collected in the U.S. 2010 Census.
16

What is the lesson of the above discussion? We must be ‘flexible’ when interpreting the regional boundaries delineating socio-economic regions such as those presented in Figure 1.16. A socio-economic region
is only an approximation of the spatial distribution of some phenomenon, and it is only valid for the
purpose of the investigation at hand. In other words, a socio-economic region is a non-canonical, empirically derived, spatial object only of value in making decisions about the delivery of specific goods and
services and/or the provision of specific community infrastructure. Academic investigators, in particular,
geographers, demographers and sociologists may take exception to our strident pragmatic operational
definition. Indeed, I risk attracting the epithet of ‘logical positivist’ in the original sense of the description of the members of the Vienna Circle (Honderich, 1995). But the academics have had well
over 100 years of debate, and still have not achieved a common philosophical position on the nature of
a socio-economic region. Moreover, the recent enthusiasm of some for, for example, Marxist-feministpostmodernist narration (Peet and Thrift, 1989; Harvey, 1996) gives little hope that a common position
will be achieved in the foreseeable future. It is much better to have a pragmatic operational definition,
rather than none at all.
Census-like data collection, application of data quality assurance machinery and geocoding as the method
of socio-economic regionalisation described above is ‘best practice’; it is as good as it gets. If it were
used on a regular basis there would be no need for the research into the new method of mapping socioeconomic regions described and evaluated in this thesis. But it is not used on a regular basis — why?
There are two reasons. First, it is much too expensive to be undertaken by any entity other than a
national agency for official statistics as part of its charter to execute a periodic population census. And,
second, in most cases a national agency for official statistics, such as the ABS, is mandated by law not
to release census data for public consumption in any way that would facilitate the identification of any
one of the people described on the census form; and, therefore, they cannot release the unit record data
that have geocode links to individual dwellings (ABS, 2009).
At this point the disconsolate reader may be ready to retreat to the safety (and comfort) of the data
representation and interpretation tool of choice for the last 50 years. But we have demonstrated in
considerable detail and we reiterate that choropleth mapping will not result in the delineation of anything like the three socio-economic regions presented in Figure 1.16. What to do? We will use that
which we know about the nature of a socio-economic region and that which we know about the data
collection/summary data geometries and even that which we know about choropleth maps to design a
new method of mapping socio-economic regions. This is where the hard work starts, and we begin.

1.5 Thinking in R3 — The Design Principle for a New Mapping Methodology
We were dismissive of the choropleth map presenting a two class classification in Figure 1.6. But it is of
value and it is reproduced below without annotations in Figure 1.17a. We use it as a starting point for
exploring an idea about how we may think when faced with the task of interpreting a choropleth map.
There is a very good reason for gaining an insight into the broad concept of this thought process. In the
context of this research the sole purpose of the choropleth map is to describe the spatial distribution of
a socio-economic phenomenon. We interpret a choropleth map to glean information about the spatial
distribution. If we understand how we effect that interpretation we may be able to use this understanding
as a basis for designing a new mapping methodology. Such a method should accommodate better than
a choropleth map the requirements of the broad concept of the thought process associated with the
interpretation of a spatial distribution of a socio-economic phenomenon (Naulláin, 2000).
A little history. Early in 1997 (with perhaps too much time to just think) I thought about what I
think when I interpret a choropleth map. I have built and interpreted choropleth maps starting in the
mid-1960’s. So there was much about which to think.
For maps in colour we use our standard code. So for a four class classification: blue implies very low;
green implies low; yellow implies high; and, red implies very high manifestation of the socio-economic
17

Figure 1.17a Choropleth Map and 3D Perspective View of Burnside (Viewing to the North).

Figure 1.17b Burnside 3D Perspective Views (Left: Viewing Northwest; Right: Viewing Northeast).
phenomenon. And for a two class classification we use just blue and red for low and high, respectively.
We have more information than just low and high; the colours of the map in Figure 1.17a represent, as
we know, percentage ranges with blue, 0.00 to 1.56, and with red, >1.56 to 18.27. But on thinking about
what we think when we interpret a choropleth map we realise that we infrequently examine in detail the
map key or legend — the statement of the percentage range for each colour. For us it is enough to know
that blue implies low and red implies high. It is not too surprising then that for a person, such as this
researcher, a trained and professional geologist/geomorphologist and physical geographer, to make the
connections: low means valley and high means hill. This is thinking in R3 .
Already in this chapter we thought in R3 ; see the 3D block diagrams in Figures 1.11a and 1.11b and
the concluding paragraph of Section 1.3. It is easy to build 3D block diagrams and if we draw on the
analogy of the canyon (valley) and mesa (hill) landscape, the perspective views of the 3D block diagrams
in Figures 1.17a and 1.17b — presenting the same data as the choropleth map in Figure 1.17a — are
not inappropriate. Indeed, we can represent the same data as those presented on the choropleth map
in Figure 1.7 with the eight class classification as a 3D block diagram; see the perspective views of
Figures 1.18a and 1.18b. Although the canyon-mesa landscape analogy is no longer appropriate, if we
blur our vision a little and stretch our imagination a lot we see valleys and hills in the perspective views
of Figures 1.18a and 1.18b. This may help us in accepting the valley-hill landscape analogy that we
believe is germane to understanding the broad concept of the thought process when interpreting the
spatial distribution of a socio-economic phenomenon (Wood, et al., 1999).
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Figure 1.18a Choropleth Map and 3D Perspective View of Burnside (Viewing to the North).

Figure 1.18b Burnside 3D Perspective Views (Left: Viewing Northwest; Right: Viewing Northeast).
Construction and examination of 3D block diagrams has served to make us think explicitly in R3 . But we
can not use these 3D block diagrams since they are characterised by the same weaknesses and difficulties
associated with the use of choropleth maps in socio-economic regionalisation. If we are going to apply
the valley-hill analogy in the context of our research we need to build a smooth surface. This is a surface
without missing portions and without discontinuities, and a formal, i.e., mathematical, definition will be
supplied in due course. But first we look at a surface that describes the spatial distribution of Italianborn people living in the LGA of Burnside in 1996. A view from above and three perspective views of
this surface, upon which is drawn the outline of the LGA of Burnside, are presented in Figure 1.19. You
are encouraged to examine these views carefully and even compare their information content with that
of the choropleth maps presented in Figures 1.1, 1.6 and 1.7 before turning to the graphics of Figure
1.20.
Computing the input — a 100 by 100 array of z-data — to the ListPlot3D command of Version 6 of
Mathematica is involved in producing Figure 1.19. The requirements of this computing procedure is
the subject of much of what follows in subsequent chapters of this thesis. But once the input data
are computed, the building and manipulation of the graphic is trivial and for details the reader may
consult the copious online help documentation (Wolfram, 2011). The graphic in Figure 1.19 is drab in
comparison to most of the examples of surfaces presented in the online help documentation. We exer19

Figure 1.19 Surface Describing the Percentage of Italian-born People Living in the Burnside in 1996.
Top: left — view from above (north at the top), and right — view south to north;
Bottom: left — view southwest to northeast, and right — view southeast to northwest.
cised considerable restraint avoiding the use of garish colours and provocative lighting. Why? We do
not want to distract the reader from appreciating what the surface, virtually without any enhancements,
can add to the interpretation of the spatial distribution of a socio-economic phenomenon. What does
the surface add?
It is not unlikely that each reader — interpreting independently — will have at least a slightly different
answer. As generalisations, some will say that the graphic adds much and some will say that it adds
little. This researcher considers that the graphic has great aesthetic value, and that is pretty much
all — its visual appeal may encourage interpretation. Certainly, we see areas of low manifestation,
i.e., the valleys, and we see areas of high manifestation, i.e., the hills. My problem is that I cannot
interpret — with any sense of objectivity — the graphic in Figure 1.19 to delineate specific regions of
low manifestation and specific regions of high manifestation. They are there, but I cannot, and I contend
neither can you, draw their boundaries by mere inspection. We need some mathematical help, and it is
this mathematical help that this thesis delivers. The interim and the end products of the mathematics
described in this thesis are presented in Figure 1.20.
The two graphics of Figure 1.20 are the most important of the research reported in this thesis. The
top graphic shows the result of the joint application of Gaussian curvature and mean curvature analyses
— two common techniques of differential geometry — to effect the decomposition of the surface into
shape neighbourhoods regions. Blue depicts a concave elliptic shape — the bottom of a valley or a cuplike
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Figure 1.20 Top: Surface Describing the percentage of Italian-born People Living in Burnside in 1996.
Bottom: Map Describing the percentage of Italian-born People Living in Burnside in 1996.
Red: very high — convex elliptic shape; Yellow: high — convex hyperbolic shape;
Green: low — concave hyperbolic shape; and, Blue: very low — concave elliptic shape.
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form; green depicts a concave hyperbolic shape — the side of a valley; yellow depicts a convex hyperbolic
shape — the side of a hill; and red depicts a convex elliptic shape — the top of a hill or a caplike form.
The bottom graphic shows the projection of these regions onto a map of the LGA of Burnside. In
this context as we know: “. . . blue implies very low; green implies low; yellow implies high; and, red
implies very high manifestation . . . ” of the percentage of Italian-born people. In summary, a surface has
limited value for interpretation; at best it provokes a personal, subjective and qualitative interpretation
of the spatial distribution of a socio-economic phenomenon. But the surface can be analysed on a point
by point basis. Each point on the surface can be assigned to a shape class and contiguous points of
the same shape class constitute a shape neighbourhoods region. Each region may be interpreted as a
specific manifestation of a socio-economic phenomenon and, hence, taken together provide a nonpersonal,
objective and quantitative description of the spatial distribution of the phenomenon (Wilson, 1998). This
thesis describes and evaluates the computational and mathematical techniques developed and applied in
the building of the two graphics of Figure 1.20. The bottom graphic of Figure 1.20 is an example of what
may be produced in the future as an alternative to the now discredited choropleth map. It is hoped that
the research reported in this thesis will have an even broader impact. Since the quantitative revolution in
the social sciences in the 1950’s, many social scientists with little or no mathematical training have come
to “trust in numbers” (Porter, 1995). Over sixty years have passed since the quantitative revolution and
it may be time — some may say high time — that formal training in mathematics becomes a requirement
of undergraduate degrees in the social sciences. This is a big ask, but the benefits should greatly reward
the efforts; and, hopefully, this thesis is an example.

1.6 Structure and Content of this Thesis
The research of this thesis is presented in six chapters: Justification, Regularisation, Classification,
Approximation, Evaluation and Conclusion. The content of each chapter is described briefly below.
Chapter 1, Justification, provides examples of the use of choropleth maps to describe the spatial distribution of percentages of Italian-born people living in the 80 census collection districts of the local
government area of Burnside, South Australia, in 1996. We note three fundamental weaknesses in the
use of choropleth maps and conclude that we are justified in undertaking the research described in this
thesis to find a nonpersonal, objective and quantitative method of describing the spatial distribution of
a socio-economic phenomenon. We want to delineate socio-economic regions on a map of a geographic
study area and so we examine in some detail the nature of such regions. Because of economic and legal
constraints it is likely that socio-economic regionalisation will continue to be based on the manipulation
of summary data sourced most frequently from a national census of population and housing. In the
final substantive section of this chapter we consider how we think about the spatial distribution of a
socio-economic phenomenon as the basis for designing our new method. This is explicit thinking in R3
and, in particular, we need to think of a smooth surface as the analogue for the spatial distribution.
But this is not enough. The surface is only the starting point for applying common curvature analysis
techniques of differential geometry to classify the shape of the neighbourhood of points on the surface
and then delineate contiguous points of the same class as shape neighbourhoods regions on a map of the
geographic study area. These are interpreted as our socio-economic regions and, hence, we have a new
method for describing the spatial distribution of a socio-economic phenomenon.
Chapter 2, Regularisation, describes how we grid and smooth data in the building of a smooth surface.
Gridding is the procedure whereby a number is assigned to each intersection of a rectangular grid.
Smoothing is the procedure whereby the assigned data are adjusted, i.e., weighted, to build a surface
with valleys and hills most appropriate for the specific purpose of a given investigation. There are many
gridding and smoothing applications exemplified by the popular software product, Surfer . Typically,
Surfer uses as input a set of point data with each point represented by a unique xyz-triple. But this
is inappropriate for our gridding and smoothing job. Our data are not represented by points, but by
polygons of different shapes and sizes (see Figure 1.2). So we developed, tested and applied a ‘new’
method of gridding and smoothing — termed regularisation — that accommodates each input datum
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represented not by a point but by a polygonal area. This is based on a technique taken from the
methodology of partial differential equations. We assume that there exists a function, say f (x, y), that
describes a given polygon. However, in practice, except for very simple polygons, finding just such a
function may be very difficult or virtually impossible. Therefore, we apply Green’s theorem and after
much simplification done by hand we derive a formula for the calculation of a path integral for each
line segment of each polygon. In other words each line segment of each polygon contributes to the
computation of the weighted datum for a given grid intersection. Although this regularisation procedure
is ideal for our method of surface construction, we anticipate that it will find applications outside the
domain of socio-economic study.
Chapter 3, Classification, commences by demonstrating the difficulty of delineating surface shape regions
by mere inspection. Instead, we want a nonpersonal, objective and quantitative method. This involves
measurement of the Gaussian and mean curvatures. Mathematically, we could measure these curvatures
by extending the regularisation work developed and applied as described in Chapter 2. But this would
involve some very complex computations for each of, typically, thousands of line segments. We have
invented and applied a much less computationally intensive method for measuring the Gaussian and mean
curvatures at each of the internal intersections of, say, a 100 by 100 rectangular grid built according to the
regularisation procedure. These measurements require at least a twice differentiable function describing
surface shape. What we have called a Lagrange polynomial in x y is just such a function. Each internal
grid intersection is the (2, 2) element of a 3 × 3 matrix; the other eight elements are the immediately
surrounding grid intersections. Using only these nine numbers we build a Lagrange polynomial in x y.
Next, we compute the first and second partial derivatives of this function and use these to measure the
Gaussian and mean curvatures in the neighbourhood of the grid intersection that is the (2, 2) element.
And, finally, we compare the signs of the curvatures to classify the surface shape as: concave elliptic —
the bottom of a valley; concave hyperbolic — the side of a valley; convex hyperbolic — the side of a
hill; or convex elliptic the top of a hill. Contiguous grid intersections of the same shape class comprise a
shape neighbourhoods region and each region is delineated on the map of the geographic study area. The
shape neighbourhoods regions are interpreted as specific manifestations of a socio-economic phenomenon
and, hence, we have the basis for describing the spatial distribution of the phenomenon. The method of
constructing a Lagrange polynomial in x y as described in Chapter 3 cannot be simplified as supported
by a lemma, a theorem and its proof. But the attempts provide deeper insight into the mathematics
and give us confidence that the construction of a Lagrange polynomial in x y is robust.
Chapter 4, Approximation, presents three investigations into the construction of quadratic polynomials
as alternative functions to the Lagrange polynomial in x y described in Chapter 3. All three use the,
now familiar, 3×3 matrix as the starting point for data acquisition. The first two investigations examine
different configurations of six elements selected from the nine original elements and/or estimated using
the nine original elements. The resulting quadratic polynomials are termed ‘exact fit’ in the sense that if
the polynomial is fed one of the special six xy-pairs used in the construction, then the polynomial returns
the exact z-datum associated with that xy-pair. The question that arises naturally is: Is such accuracy
really necessary? And, might a ‘best fit’ quadratic polynomial work just as well and possibly offer other
advantageous characteristics such as requiring fewer computational resources to work with a grid of a
given density. So the construction of a best fit quadratic polynomial using a standard technique such
as described in Lancaster and Šalkauskas (1986) is presented in the third investigation. This chapter
concludes with an evaluation of the polynomial functions. The Lagrange polynomial in x y, although of
higher degree, is judged most appropriate. Also, in the conclusion we explain the surprising convergence
in R2 of the maps from application of all of the functions thus far investigated. Relatively high grid
density of 250 by 250 is one explanation, and a relatively high amount of smoothing is a second. But the
most important factor explaining convergence is the sequential, overlapping extraction of 3 × 3 matrices
that reflects the natural spatial autocorrelation of the numbers in the cells of our grid.
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Chapter 5, Evaluation, deals with the critical question: Is the map of shape neighbourhoods regions an
accurate description of the spatial distribution of a socio-economic phenomenon? Direct evaluation is
virtually impossible. We do not know the true spatial distribution of a socio-economic phenomenon, such
as Italian-born people. Further, the surface approximating the spatial distribution of such a phenomenon
is the only approximation readily available being based on a fixed set of CCD polygons and measured at
one point in time. Instead, we effect an indirect evaluation of a known phenomenon. First, we generate
the true surface of a real-valued function, i.e., f (x, y) = sin x sin y. Its valleys and hills are viewed as the
true representation of the spatial distribution of a known phenomenon. Next we compute the true map
of shape neighbourhoods regions. The objective is to compare the true map with an approximate map.
Green’s theorem is applied to determine the average manifestation of the true surface within each of 100
randomly generated polygons. We use the average manifestation data to compute an approximate map
of shape neighbourhoods regions. Finally, we compute the percentage of successful shape classifications
by comparing the corresponding elements of the two classification arrays — one array was used to
produce the true map and the other was used to produce the approximate map. The percentage data
demonstrate stability in the approximation, but what is surprising are the very high percentages. These
imply that the approximate map is of very high quality. A concluding study of another known, but
nonperiodic and nonrandom, phenomenon supports strongly this conclusion.
Chapter 6, Conclusion, commences with a review of mathematical tools used for analytical purposes in
selected geographic studies since at least the 1940’s, and, in particular, ‘mathematical geography’ has
been an important theme in British geography since the 1960’s. The innovative, high quality Surpop
work of British geographers is described and we comment on the strongly complementary nature of the
research presented in this thesis to the Surpop work. We know that only mathematics can be proved or,
if you like, disproved. If we want a scientific geography, then that geography must be one of application
of mathematical tools used for analysis. This geography is testable and therefore objective and therefore
science. The next section is a description of the research that needs to be continued for the current
research to be realised as a commercial product. We commercialise because this stimulates the research
in its current form and it suggests new avenues for investigation. Research that digs deep ensures that
we are not just converging on the right path. Investors in product commercialisation weary rapidly of
convergence arguments; the right path must be found and that path realise profits in the immediate
future for investors. Of equal importance commercialisation provides a benchmark for product quality
assurance. For the management of quality assurance one only needs a few customers who have paid for
a product they anticipate will provide some perceived benefit. The penultimate section is a summary of
each of the ten results of the research presented in this thesis. The thesis concludes with a statement of
the medium-term research directions of the researcher and his acknowledgements.
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Chapter 2 Regularisation
There is this quality, in things, of the right way seeming wrong at first.
Rabbit, Run Updike, 2006, p. 32.

2.1 Introduction
We want a surface that describes the spatial distribution of a socio-economic phenomenon. Commonly,
there are two coupled procedures, i.e., gridding and smoothing, applied in the building of just such
a surface. Gridding is the procedure whereby a number is assigned to each intersection of a regular,
rectangular grid notionally superimposed on a map of the study area. The socio-economic data and the
summary data geometry are used to effect this assignment. Smoothing is the procedure whereby those
data assigned to the grid intersections are adjusted to remove local irregularities. If we are interested
in a detailed spatial distribution of the socio-economic phenomenon being investigated, then the data
may be smoothed only a little; and, we build a surface characterised by a relatively large number of
relatively small hills and valleys. But if we are interested in a broad spatial distribution, i.e., the ‘big
picture’, then the data may be smoothed a lot; and, we build a surface characterised by a relatively
small number of relatively large hills and valleys. The hills are the high manifestation socio-economic
regions and the valleys are the low manifestation socio-economic regions. By examining the surfaces we
have built in the context of the purpose of our investigation we decide which set of hills and valleys is
most appropriate. The hills and valleys are delineated by analysing the Gaussian and mean curvatures
of the neighbourhoods of selected points on the surface. The resulting map of the socio-economic regions
describes the spatial distribution of the socio-economic phenomenon being investigated within the study
area. We use this map to make decisions about the delivery of goods and services and/or the provision
of community infrastructure. And we are done. The remainder of this thesis but provides the details of
how we build a surface, analyse its curvatures and delineate and map the socio-economic regions.
The justification for the use of a surface as the starting point for the description of the spatial distribution of a socio-economic phenomenon is provided by Nordbeck and Rystedt (1970) in the form of a
mathematical proof — proof by ‘exhaustion’ for both the authors and the readers. “A map should be
considered as a three-dimensional diagram representing the function f (x, y)” (p. 93). And “. . . there are
good reasons for assuming that population density is a continuous function . . . ” (p. 97). “By means of
integration techniques, we are able to prove that the reference interval functions are continuous” (p. 122).
A reference interval function is simply f (x, y) taken for some specified areal unit.
Mathematically, the type of surface we are interested in is an oriented, two dimensional, embedded,
smooth submanifold of R3 (Lee, 1997; Lee, 2000; Lee, 2006). Conventional gridding and smoothing
for the purpose of building just such a surface have been studied extensively and are well documented
(Schiess, 1987; McCleary, 1994; Farin and Hansford, 1998; O’Rourke, 1998; Yang, Kao and Hung,
2004). Also, there exist commercially available software packages, such as Surfer . Surfer facilitates
data preparation, application of various algorithms as well as presentation and manipulation of graphic
and tabular results (RockWare, 2011). Because of this, gridding and smoothing were not considered
key components of the research as it was conceived originally. Rather, these procedures were considered
chores, and it was envisaged that the software package, Surfer , would be used for gridding and smoothing.
Surfer was made available to the researcher in his capacity as an Honourary Associate of the Division
of Geography, School of Geosciences, The University of Sydney. The plan was that the research would
commence with the measurement of the curvatures at selected points on Surfer generated surfaces. For
some time this is exactly what was done, and the results were considered quite acceptable. But eventually
the decision to use Surfer was reviewed, and Surfer was found to be methodologically inappropriate for
the gridding and smoothing required for data represented by polygons. Surfer was abandoned and it
was replaced by a procedure developed specifically for the research reported in this thesis and based on
mathematical regularisation as described in Section 2.2 of this chapter.
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Figure 2.1 Surfer Surface: Power Equal to 2 and Smoothing Equal to 20 (100 by 100 array)
.

Figure 2.2 Regularisation Surface: h Equal to 20 (100 by 100 array)
.Compare Figures 2.1 and 2.2. These surfaces represent the same data — Italian-born persons as a
percentage of the total population at the CCD level of generalisation in the LGA of Burnside in 1996.
They were produced, as are most of the remaining graphics presented in this thesis, by applying Version
4 of Mathematica (Wolfram, 2011). The grid density for both is 100 by 100. Figure 2.1 is the surface
resulting from the application of Surfer ; Figure 2.2 is the surface resulting from the application of
regularisation. These two applications are very different as we shall see, but the surfaces do not appear
to be too different. They both capture the salient features of the spatial distribution of Italian-born
persons. Examine Figures 2.3 and 2.4; these maps are computed from the analysis of the curvatures
of the Surfer generated surface and those of the regularisation generated surface, respectively. The
manifestation of Italian-born persons is depicted as: red — very high; yellow — high; green — low; and,
blue — very low. Also, the maps are not too dissimilar; both describe where there are high and low
concentrations. But the map in Figure 2.4 provides more detail. The reason for this is the way input
data are represented and manipulated in regularisation. Before we examine the mathematics of this, we
provide an overview of conventional gridding and smoothing as exemplified by Surfer in building the
surface in Figure 2.1.
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Figure 2.3 Burnside Shape Nbhds Map for Surface in Figure 2.1 Produced Using Surfer .

Figure 2.4 Burnside Shape Nbhds Map for Surface in Figure 2.2 Produced Using Regularisation.
Examine Figure 2.5. On the left hand side we have the CCD base map of Burnside showing the polygonal
boundary of each CCD with its associated centroid, i.e., approximately the geographic centre of the CCD
polygon. On the right hand side we have discarded the CCD boundaries and we have the outline map
of Burnside with only the 80 numbered CCD centroids. This map of only the centroids is the starting
point for the most common approach to data input using Surfer .
Surfer accepts an xyz-triple for each grid intersection. So for a 100 by 100 grid Surfer accepts 10,000
triples. Each triple may be represented by xi , yj and zi,j where i = 1 . . . 100 and j = 1 . . . 100. For
the computation of the input data to Surfer , zi,j takes one of three types of values. If zi,j is outside
the boundary of the study area, zi,j is set equal to 0. If zi,j lies on the boundary of the study area or
within the study area but is not a centroid, then zi,j is assigned a ‘null value’, i.e., it is left blank. And,
finally, if zi,j is a centroid, it is assigned the numerical datum of the CCD that the centroid represents.
Gridding and smoothing using Surfer (32 Version 6.01) were effected by applying to the input data the
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“Inverse Distance to a Power” algorithm with the power parameter set to 2, the smoothing parameter
set to 20 and “all data” selected as the search type parameter. Note that the 80 data of Table 1.1 were
standardised with a mean of 0 and a variance of 1 before being assigned.

Figure 2.5 Base Maps of Burnside Showing Centroids.
Next consider precisely what we are doing to accommodate Surfer , and consider the question — what
about this is ‘methodologically inappropriate’ in the context of socio-economic regionalisation using
population and housing census data made available by the ABS? The census data typically made available
by the ABS and other national statistical agencies are not point data. Each summary datum represents
an area, the boundary of which is described by a polygon. “The centroid is the optical centre of a
collection district . . . determined after the digital data are available” (ABS, 1996). The term, optical,
means that the person charged with the responsibility of supplying digital boundary and centroid data
to complement the census data dissemination chooses arbitrarily the centre of the summary data area
and assigns to that point, i.e., the centroid, an appropriate coordinate pair. We reiterate to emphasise:
the centroid is only an approximate representation of the geographic centre of the summary data area.
And consider the following statement: “In some cases, such as a crescent-shaped area, the centroid may
lie outside the limits [boundary] of the [summary data] area” (ABS, 2001). It would be only fortuitous
if a centroid is an appropriate representation of the spatial distribution of the population and housing
data within the summary data area. What is needed is a procedure for gridding and smoothing based
on the polygonal summary data geometry, and this is described in the next section.

2.2 Gridding and Smoothing Using Green’s Theorem
‘Gridding and smoothing using Green’s theorem’ is a cumbersome phrase so we replace it with the
term, regularisation (Gilbarg and Trudinger, 2001). We refer to regularisation as a single procedure
although we know that gridding and smoothing are very different and independent, but nonetheless
coupled procedures under the umbrella of regularisation. When necessary we refer to gridding explicitly
and we refer to smoothing explicitly, in particular, when later in the thesis we examine the cartographic
implications of varying the grid density and of varying the amount of smoothing.
We commence by discussing the input data to regularisation. Examine Figure 2.6. The 3D block diagram
is a model — a conceptual representation — of the input data. The application of regularisation to the
28

Figure 2.6 Conceptual Representation of the Input Data by a 3D Block Diagram including a Grid
with the Surface Generated by Gridding and Smoothing Using Green’s Theorem.

Figure 2.7 Right Polygonal Cylinder 50 Enlarged
Including Coordinate Data for the Boundary of the Top of Right Polygonal Cylinder 50.
input data results in the production of the surface to the right of the 3D block diagram. There are three
types of input data. These are:
1)

the line segments that comprise the polygonal boundary of each summary data area of Figure 2.5;

2)

the percentage datum for each summary data area, and in Figures 2.6 and 2.7 each datum is represented by the height of its associated right polygonal cylinder; and,

3)

the xy-coordinate pair of each intersection of a regular, rectangular grid notionally superimposed
on a map of the study area, and in Figure 2.6 a grid is shown passing through the 3D block diagram.

1) Description. A socio-economic phenomenon of a study area may be described by a set of contiguous
right polygonal cylinders such as those shown in Figure 2.7. Each polygonal cylinder, P , may be
represented by a real function, f (x, y), namely, its characteristic function, χP , appropriately scaled. So
for Burnside we have 80 CCDs implies 80 right polygonal cylinders implies 80 unique functions, fi (x, y)
where i = 1 . . . 80. The strategy is to start with the grid, select a grid intersection and then compute the
smoothed datum for that grid intersection as the sum of contributions — one contribution from each
function. So for Burnside each of the 80 functions will contribute to the computation of the smoothed
datum assigned to each grid intersection.
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This strategy is fine, but in practice it is difficult to evaluate a double integral over general polygons.
What to do? First, we clarify the notation. f (x, y) describes some general right polygonal cylinder,
while fi (x, y) describes some specific such cylinder; both have been used above. fh (x, y) effects the
smoothing of some general right polygonal cylinder, while f˜h (x, y) effects the smoothing of a collection
of some specific such cylinders. In Subsection 2 and, in particular, Appendix B we provide a description
of the components of a double integral that notionally may be used to effect the smoothing of some
general right polygonal cylinder. Even if we could find such a function, as mentioned, it is unlikely that
the double integration would be tractable except possibly for those polygons with, say, a rectangular
or triangular xy cross-section. This is where Green’s theorem proves invaluable — the fundamental
component of the derivation. We wait until Chapter 5 and then using a much simpler polygon than any
of the 80 comprising the LGA of Burnside we compare the calculations for double integrals with those
for path integrals in an application of Green’s theorem.
By Green’s theorem we derive a general path integral function, fh (x, y), in order to grid and smooth
using each line segment comprising the xy cross-section, i.e., the boundary, of a polygon such as one of
those of Figure 2.5. We simplify fh (x, y) to obtain a general and much simplified formula designated as
f˜h (x, y). f˜h (x, y), specified below and as Equation (20) in Appendix B, is used to compute a measure
of the average distance squared between a given line segment and a given grid intersection. This is
the contribution of one line segment to the weight applied to the percentage datum of its respective
polygon. For example, there are 39 line segments (defined by 40 vertices) which describe the boundary
of polygon 50 (see Figures 2.5 and 2.7). The 39 contributions are summed; this is the weight of polygon
50. The percentage datum of polygon 50 is multiplied by this weight. The 80 weighted percentage data
are summed, and this grand total sum is the datum assigned to the given grid intersection. For Burnside
there are 2,441 line segments (including duplicates) comprising the 80 polygons and each line segment
contributes to the computation of the smoothed datum assigned to each of, say, 10,000 grid intersections
of a 100 by 100 grid. The equation for f˜h (x, y) with definitions is presented next and then it is derived.
The equation is
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, and it is used on the last page of Appendix B.

Above we have all that we need to write software for gridding and smoothing through regularisation.
Subsection 3 provides an example of its application; this is a convenient basis for software testing for
those wishing to effect an implementation. In this example there are only three summary data areas,
i.e., three polygons, and it would not be too difficult to implement the regularisation algorithm on a
programmable calculator and execute the program to grid and smooth for an individual selected grid
intersection.
Consider next the derivation of f˜h (x, y) introduced in Subsection 2 and presented in detail in Appendix B,
or move directly to the example presented in Subsection 3.
2) Derivation. The derivation of fh (x, y) (yielding f˜h (x, y)) is detailed, interesting and certainly was
very challenging for the researcher to comprehend fully. So as not to distract from the flow of the current
narrative, the derivation is presented in Appendix B. The derivation is the work of the supervisor, and
it has been TEXed and coded in C by the researcher. We demonstrate the result of all this work with
the following example presented in Subsection 3.
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Figure 2.8 Base Map of Example Study Area
with Numbered Polygons.

3) Example. This example is important for those wishing to build a smoothing application for data
represented by polygons. All intermediary data are provided and the example is presented in a strictly
step-by-step fashion. The implications of data representation geometry are discussed in Subsection 4.
Consider the base map in Figure 2.8 of a study area devised for testing. There are only three summary
data areas, i.e., polygons. The coordinates of the line segments comprising the boundary of each polygon
are presented in Table 2.1. So polygon 1 has five coordinate pairs with the first and the last being
(0.00, 50.00), and so on. The percentage datum for each summary data area is presented in Table 2.2.
So summary data area 1 has a percentage datum of 90.00, and so on. Figure 2.9 shows the input data
model including a red point on the grid at (x, y) = (20.00, 40.00) for which we effect gridding and
smoothing by using Equation (20) of Appendix B. We have all that we need to begin.
seq

i

no

xi

yi

1
2
3
4
5
6
7
8
9
10
11
12
13
14

1
−
−
−
−
2
−
−
−
−
3
−
−
−

5
−
−
−
−
5
−
−
−
−
4
−
−
−

0.00
100.00
100.00
0.00
0.00
0.00
30.00
30.00
0.00
0.00
30.00
100.00
100.00
30.00

50.00
50.00
100.00
100.00
50.00
0.00
0.00
50.00
50.00
0.00
50.00
0.00
50.00
50.00

Table 2.1 Col 1: Sequence Number, Col 2: Polygon Number,
Col 3: Number of Line Segments, Col 4: xi , and Col 5: yi .
i

datum

1
2
3

90.00
10.00
60.00

Table 2.2 Col 1: Polygon Number and Col 2: Percentage Datum for Polygon i.
Table 2.3 presents the values of each of the components for each line segment calculated in order to
compute f˜h (x, y) for each of the three polygons with smoothing of h = 20. This is done, as mentioned,
for grid intersection (x, y) = (20, 40) and h = 20. Extra precision has been provided in reporting
the data for a, b, c, K, L and f˜h (x, y) to help in software testing; note that there may be some minor
rounding discrepancies. To clarify interpretation, for example, for polygon 2 and line segment 3 we have
f˜h (20, 40) = 0.08187. Table 2.4 demonstrates how the sum of f˜h (x, y) for each polygon is used to weight
the percentage datum associated with its polygon and build the smoothed datum. With h = 20 grid
intersection (20, 40) is assigned a smoothed datum of 31.66767, but 31.7 is good enough. But wait, there
is more. Tables 2.5 and 2.6 present the data when h = 10 and Tables 2.7 and 2.8 present the data
when h = 30. These additional data are helpful for software testing. Also, they provide insight into the
computation of the smoothed datum assigned to a grid intersection given different values of h.
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It is not surprising that for h = 10 (see Table 2.6) the smoothed datum is 24.17987 or 24.2. In comparison
to the data in Table 2.4 with h = 20, the lower value for h results in lower f˜h (x, y) sums for polygons 1
and 3 and a higher sum for f˜h (x, y) for polygon 2; and note that grid intersection (20, 40) is within the
boundary of polygon 2 with a datum of only 10 (see Figure 2.9).
Examine Table 2.8 with h = 30. The smoothed datum is only 30.95867 or 31.0. This is marginally lower
than the value when h = 20. This is explained by the fact that more smoothing reduces the impact of
relatively high and relatively low input data.
seg

x

y

x0

y0

x1

y1

a

b

c

K

L

f˜h (x, y)

1, 1
1, 2
1, 3
1, 4

20 40
0
50 100
50 5.00000 −1.00000 1.11803 −0.39789 0.36277 −0.14434
20 40 100
50 100 100 2.50000
0.50000 4.12311
1.59155 0.04932
0.07849
20 40 100 100
0 100 5.00000 −4.00000 3.16228
2.38732 0.07641
0.18241
20 40
0 100
0
50 2.50000 −3.00000 1.41421
0.39789 0.22357
0.08896
sum . . .
0.20551

2, 1
2, 2
2, 3
2, 4

20 40
20 40
20 40
20 40

0
30
30
0

3, 1
3, 2
3, 3

20 40
20 40
20 40

30
30
100

0
0
50
50

30
30
0
0

50
30
0 100
50
30

0 1.50000 −1.00000 2.23607
50 2.50000 −2.00000 1.11803
50 1.50000 −0.50000 1.11803
0 2.50000 −0.50000 1.41421

0 2.50000
50 4.30116
50 3.50000

−0.50000 1.11803
−0.75561 2.16311
−4.00000 1.11803

0.47746 0.19097
0.19894 0.53007
0.11937 0.68588
0.39789 0.36632
sum . . .

0.09118
0.10545
0.08187
0.14576
0.42426

−0.19894 0.53007 −0.10545
1.31303 0.14607
0.19180
0.27852 0.22430
0.06247
sum . . .
0.14882

Table 2.3 Values of the Components of f˜h (x, y) for Each Line Segment of Each Polygon:
Grid Intersection, (x, y) = (20, 40), with h = 20.
poly
1
2
3

x

f˜h (x, y)
(A)
0.20551
0.42426
0.14882

y

20 40
20 40
20 40

(A × B)

datum
(B)
90.0
10.0
60.0
sum . . .

18.49604
4.24261
8.92901
31.66767

Table 2.4 Construction of the Smoothed Datum for Grid Intersection, (x, y) = (20, 40), with h = 20.
seg

x

y

x0

y0

x1

y1

a

b

c

K

L

f˜h (x, y)

1, 1
1, 2
1, 3
1, 4

20 40
0
50 100
50 10.00000 −2.00000 1.41421 −1.59155 0.16625 −0.26460
20 40 100
50 100 100
5.50000
1.00000 4.06226
6.36620 0.01281
0.08155
20 40 100 100
0 100 10.00000 −8.00000 6.08276
9.54930 0.02036
0.19441
20 40
0 100
0
50
5.50000 −6.00000 2.23607
1.59155 0.07098
0.11296
sum . . .
0.12432

2, 1
2, 2
2, 3
2, 4

20 40
20 40
20 40
20 40

0
30
30
0

3, 1
3, 2
3, 3

20 40
20 40
20 40

30
30
100

30
30
0
0

0
50
50
0

3.50000
5.50000
3.50000
5.50000

−2.00000 4.12311
−4.00000 1.41421
−1.00000 1.41421
−1.00000 1.41421

50
30
0 100
50
30

0
50
50

5.50000
8.60233
7.00000

−1.00000 1.41421
−1.51122 3.96437
−8.00000 1.41421

0
0
50
50

1.90986 0.05575
0.79577 0.26113
0.47746 0.37024
1.59155 0.13252
sum . . .

0.10647
0.20780
0.17678
0.21091
0.70195

−0.79577 0.26113 −0.20780
5.25211 0.04179
0.21950
1.11408 0.07883
0.08782
sum . . .
0.09952

Table 2.5 Values of the Components of f˜h (x, y) for Each Line Segment of Each Polygon:
Grid Intersection, (x, y) = (20, 40), with h = 10.
32

poly
1
2
3

x

y

20 40
20 40
20 40

f˜h (x, y)
(A)
0.12432
0.70195
0.09952

(A × B)

datum
(B)
90.0
10.0
60.0
sum . . .

11.18925
7.01955
5.97108
24.17987

Table 2.6 Construction of the Smoothed Datum for Grid Intersection, (x, y) = (20, 40), with h = 10.
seg

x

y

x0

y0

x1

y1

a

b

c

K

L

f˜h (x, y)

1, 1
1, 2
1, 3
1, 4

20 40
0
50 100
50 3.33333 −1.66667 1.05409 −0.17684 0.50042 −0.08849
20 40 100
50 100 100 1.66667
0.33333 2.84800
0.70736 0.10444
0.07387
20 40 100 100
0 100 3.33333 −2.66667 2.23607
1.06103 0.15600
0.16552
20 40
0 100
0
50 1.66667 −2.00000 1.20185
0.17684 0.37899
0.06702
sum . . .
0.21792

2, 1
2, 2
2, 3
2, 4

20 40
20 40
20 40
20 40

3, 1
3, 2
!3, 3

20 40
30
20 40
30
20 40 100

0
30
30
0

0
0
50
50

30
30
0
0

50
30
0 100
50
30

0 1.00000 −0.66667 1.66667
50 1.66667 −1.33333 1.05409
50 1.00000 −0.33333 1.05409
0 1.66667 −0.33333 1.20185

0 1.66667
50 2.86744
50 2.33333

0.21221 0.34674
0.08842 0.68767
0.05305 0.82556
0.17684 0.55303
sum . . .

0.07358
0.06080
0.04380
0.09780
0.27598

−0.33333 1.05409 −0.08842 0.68767 −0.06080
−0.50374 1.62331
0.58357 0.27282
0.15921
−2.66667 1.05409
0.12379 0.36108
0.04470
sum . . .
0.14310

Table 2.7 Values of the Components of f˜h (x, y) for Each Line Segment of Each Polygon:
Grid Intersection, (x, y) = (20, 40), with h = 30.
poly
1
2
3

x

y

20 40
20 40
20 40

f˜h (x, y)
(A)
0.21792
0.27598
0.14310

datum
(B)
90.0
10.0
60.0
sum . . .

(A × B)
19.61279
2.75979
8.58610
30.95867

Table 2.8 Construction of the Smoothed Datum for Grid Intersection, (x, y) = (20, 40), with h = 30.

Figure 2.9 Conceptual Representation of the Input Data for the Example.
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Figure 2.10 Base Map of Example Study Area
with Numbered Polygons and Showing Centroid Locations.

Figure 2.11 Three Polygon Regularisation Surface: h Equal to 30 (100 by 100 array).
4) Data representation geometry. It is natural to ask the question: What would result — in terms
of a surface — from the computation of the smoothed datum for each of the intersections of, say, a 100
by 100 grid? We do this for h = 30 and for h = 1. For the purpose of evaluating the regularisation
procedure we also compute and present the Surfer surfaces by applying to the typical Surfer input
data the “Inverse Distance to a Power” algorithm with the power parameter set to 2, the smoothing
parameter set to 30 and “all data” selected as the search type parameter. For the second execution of
Surfer the smoothing parameter is set to 1.
There is no suggestion that setting h = 30 (or h = 1) and the Surfer smoothing parameter to 30
(or 1) result in identical smoothing procedures. But the impact on the input data is similar. For
example, setting h and the Surfer smoothing parameter relatively high implies a relatively high amount
of smoothing.
The comparison of the surfaces and of the shape neighbourhoods maps when h = 30 and the smoothing
parameter is set to 30 is very interesting. But comparison of the surfaces when h = 1 and the smoothing
parameter is set to 1 is much more than interesting. It provides a strong, albeit visual, justification for the
development of the gridding and smoothing procedures based on regularisation. Resist the temptation
to look forward to Figures 2.15 and 2.16.
The orientation of each of the Figures, 2.11 to 2.16 inclusive, is the same as for the base map in Figure
2.10. Compare Figures 2.11 and 2.12. These surfaces describe the spatial distribution of the same data:
polygon/centroid 1 — 90.0, polygon/centroid 2 — 10.0 and polygon/centroid 3 — 60.0. But Figure 2.11
is the result of the use of polygons to represent the input data, while Figure 2.12 is the result of the use of
centroids to represent the input data. Using only the three data we have computed the smoothed datum
for each of the 10,000 intersections of a 100 by 100 grid by applying regularisation (Figure 2.11). Then
we have computed the smoothed datum for each of 10,000 intersections by applying Surfer (Figure 2.12).
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Figure 2.12 Three Polygon Surfer Surface: Smoothing Set to 30 (100 by 100 array).
Which surface is better? The surfaces are not too different; they both capture the salient features of the
three input data. This sounds familiar, and since we like both surfaces it turns out to be not so easy a
question to answer; but we will try.
We compared the Surfer generated surface in Figure 2.1 with the regularisation generated surface in
Figure 2.2. This comparison was effected by examining the associated shape neighbourhoods maps in
Figures 2.3 and 2.4. We gingerly concluded that Figure 2.4 provided ‘more detail’ and hence implied
that regularisation is the procedure which generates the better surface. Then we went on to justify our
decision on the grounds that regularisation was more appropriate for the gridding and smoothing of data
associated with polygons. We now add some depth to this argument.
When we compare Figures 2.1 and 2.2 the relatively large number of polygons and centroids makes
it difficult to identify the impact of using polygonal geometry vs. using centroid geometry. But now
with only three polygons and three centroids this is very much easier. The surfaces in Figures 2.11 and
2.12 directly reflect the unique geometry used in the construction of each, and we examine each in this
context.
We know that polygon 1 is a large rectangular summary data area covering the top half of the study
area as indicated on the base map (Figure 2.10). And polygon 1 (and its centroid) has a relatively high
datum of 90.0. The large ‘rectangular’ hill in the upper portion of Figure 2.11 suggests the size and form
of the summary data area it represents. But in Figure 2.12 where the surface has been constructed from
only point data associated with the centroids there is a well defined ‘conical’ hill in the upper portion
which calls to mind the analogy of a volcanic landscape. The lower right portion is a triangular summary
data area (polygon 3) and its centroid with a datum of 60.0. It is depicted as a gently sloping low lying
plain. For both surfaces in the lower left portion of the study area where there is a rectangular summary
data area (polygon 2) and its centroid with a datum of 10.0, although slightly elevated, is also depicted
as a gently sloping plain.
The shapes of these two surfaces are confirmed by examining their shape neighbourhoods maps. The
key for both maps is: red — convex elliptic (caplike — the top of a hill); yellow — convex hyperbolic
(the slopes of a hill); green — concave hyperbolic (the slopes of a valley); and, blue — concave elliptic
(cuplike — the bottom of a valley). Valley means basin, or cirque-like for you glacial geomorphologists.
Figure 2.13 is the map based on the regularisation generated surface. The relatively high datum associated with the upper half rectangular polygon and the moderately high datum of the lower right
triangular polygon have resulted in the generation of a large convex quasi-rectangular region. While
the relatively low datum of the lower left rectangular polygon is represented by hyperbolic convex and
hyperbolic concave regions.
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Figure 2.13 Shape Neighbourhoods Map of Figure 2.10 (Regularisation Generated).

Figure 2.14 Shape Neighbourhoods Map of Figure 2.10 (Surfer Generated).
Figure 2.14 is the map based on the Surfer generated surface. The two hills — convex elliptic shapes —
represent the relatively high datum assigned to centroid 1 and the moderately high datum assigned to
centroid 3. Similar to the map in Figure 2.13, the relatively low datum assigned to centroid 2 results in
the lower left portion of the map being represented by hyperbolic convex and hyperbolic concave regions.
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Figure 2.15 Three Polygon Regularisation Surface: h Equal to 1 (100 by 100 array).

Figure 2.16 Three Polygon Surfer Surface: Smoothing Set to 1 (100 by 100 array).
As mentioned, with only three polygons and three centroids we have computed the data for the 10,000
intersections of a 100 by 100 grid using regularisation and using Surfer. And both surfaces are excellent
representations of the three data given the constraints of the geometry being used. So from the point
of view of the efficacy of their methodological behaviour it is not possible to fault either regularisation
or Surfer . In order to say which surface is better we must retreat to the fact that in socio-economic
regionalisation the data describe areas not points — polygons not centroids — and, therefore, the surface
in Figure 2.11 generated by regularisation must be selected . But this is not much of an improvement over
our comparison of the surfaces in Figures 2.1 and 2.2. But our insight is about to be enhanced as we
examine the surfaces in Figures 2.15 and 2.16. To generate the surface in Figure 2.15 regularisation was
used with h = 1; to generate the surface in Figure 2.16 Surfer was used with the smoothing parameter
set to 1. In other words there is negligible smoothing effected in generating these two surfaces. This
reveals much. So now examine Figures 2.15 and 2.16.
The almost 3D block diagram of Figure 2.15 captures just about how the summary data are represented.
Each summary datum represents the manifestation of some socio-economic phenomenon within an area
depicted by a polygon. If this is so, then why not set h = 1 and produce an almost 3D block diagram
of the 80 CCDs of Burnside? We do not use a graphic such as that presented in Figure 2.15 because it
provides no substantive improvement over the use of a 3D block diagram of right polygonal cylinders
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Figure 2.17 Surfer Surface: Power Equal to 2 and Smoothing Equal to 1 (100 by 100 array).

Figure 2.18 Surfer Surface: Power Equal to 2 and Smoothing Equal to 1 (100 by 100 array).
or for that matter over the use of a choropleth map with all its attendant weaknesses and difficulties.
The only reason for producing the graphic of Figure 2.15 is that it demonstrates that our gridding
and smoothing used to build a surface is based on the most appropriate methodology, i.e., gridding and
smoothing of data describing areas represented by polygons. Now examine Figure 2.16.
The graphic of Figure 2.16 captures the concept of summary data areas which have been shrunk to
points. Then each point — or centroid — is assigned the datum of its surrounding area. Next consider
slowly increasing the value of the Surfer smoothing parameter. Eventually, the smoothing parameter is
set at 30 and we generate the not so bad surface of Figure 2.12. So what is wrong? We are going to
analyse this surface to delineate shape neighbourhoods regions. We not only can, but we have done this
with the surface of Figure 2.12 to obtain the shape neighbourhoods map of Figure 2.14. But what we see
from examining the surface of Figure 2.16 is that while we could argue that the surface of Figure 2.12 and
the map of Figure 2.14 are acceptable, they are based on a methodology that is obviously inappropriate,
i.e., gridding and smoothing of data describing areas that are represented by points/centroids.
5) Burnside revisited. Examine the surfaces in Figures 2.17 and 2.18; these are the same surface of
the 80 CCDs of Burnside with the view to the north. The view of the surface in Figure 2.18 is at the
horizon; and, remember that the input data were standardised with a mean of 0 and a variance of 1.
This is a Surfer generated surface by applying to the input data the “Inverse Distance to a Power” algorithm with the power parameter set to 2, the smoothing parameter set to 1 and “all data” selected as
the search parameter. This should suffice to encourage the reader to consider carefully regularisation
— gridding and smoothing using Green’s theorem — as the most appropriate method for generating a
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surface that will be analysed and not just used as a clever vehicle for data visualisation. Do you want to
analyse a surface built from areas shrunk to points — arbitrarily located centroids? Or, do you want to
analyse a surface built from areas represented naturally as polygons? We choose the latter. The methods
for classifying the shape neighbourhoods of a surface are discussed in detail in the next chapter. But first
we summarise what we have done in this chapter and then bridge to the surface analysis methodology
of Chapter 3.

2.3 Epilogue
We do not need to provide more detail about the mathematics of gridding and smoothing using Green’s
theorem; we have trod well that path. And you can use Equation (20) of Appendix B to understand
what we have achieved and to write your own implementation. But we do need to explain the quote from
Updike at the start of this chapter: “There is this quality, in things, of the right way seeming wrong at
first.” This quote goes to the root problem of working too long without collaboration and, in particular,
without forthright criticism.
The researcher had from time to time over a period of roughly forty years built surfaces from data
assigned to centroids. Therefore, it seemed quite natural to continue in this vein. And since Surfer did
what was required it seemed not unreasonable to build a surface using Surfer and then “. . . the research
would commence with the measurement of curvatures . . . ”. This opinion was held for the first thirteen
years of this research from 1997 to 2010.
The supervisor, however, did not share this opinion for the following two reasons. First, it is not possible
with commercially available, i.e., proprietary, software to be fully aware of how that software is behaving
in the building of a surface. So, yes, we admit that although Surfer is easy to use and experience suggests
that the results are not unacceptable, nonetheless, it is a black box. Second, it was suggested by the
supervisor to the researcher that there may be a more appropriate methodology for the gridding and
smoothing of data that describe areas. In essence, we should grid and smooth using each line segment
of each polygon representing each summary data area. It took a bit longer for the researcher to accept
this proposition.
The supervisor conceived this regularisation approach, explained it to the researcher and then we began
in earnest the process of coding in Maple, Mathematica and C . This was followed by testing and recoding
and eventually developing the formal derivation presented in Appendix B.
The conclusion of our experience is that regularisation does not just work, but it is the appropriate
methodology when building a surface through gridding and smoothing data describing areas. Regularisation is used in this thesis only in the context of handling socio-economic data made available by
national agencies for official statistics. But it is likely that our approach to regularisation will eventually
find many other fertile fields for application. We know at the very least that it gives us confidence that
our classification of the shape neighbourhoods of a surface — next discussed — will be effected on a
surface which we understand how was built and consider a good representation of the spatial distribution
of a socio-economic phenomenon.
Enough about regularisation. What do we mean by ‘classification’. In this thesis analysis of a surface
involves classifying surface shape. Mathematically, shape is measured by appealing to the notion of
curvature. For a surface curvature is the rate of change of the unit normal vector. And, for a surface
there are two numbers that determine the rate of change of the unit normal vector, or the curvature, at
each point. These numbers are the Gaussian curvature and the mean curvature. They are described in
detail in Subsection 2 of Section 3, Chapter 3. We bridge to Chapter 3, Classification, with a question.
Why bother? The answer is given in the introductory section of Chapter 3.
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Chapter 3 Classification
3.1 Introduction
We built a surface. We know how it was built and we are confident that it is a good representation of the
socio-economic phenomenon being investigated within the study area. Just such a surface is presented
in Figure 3.1a. It was built by application of regularisation with h = 10. Compare this surface with the
one presented in Figure 2.2, built by application of regularisation with h = 20. The surface in Figure
3.1a describes a more detailed spatial distribution of Italian-born people as a percentage of the total
population in the LGA of Burnside in 1996. We have become familiar with this spatial distribution as a
function of examining tables of data, choropleth maps, surfaces and shape neighbourhoods maps in the
first two chapters of this thesis and we continue its study in this chapter by making explicit what we
mean by surface analysis and, in particular, surface shape classification.

Figure 3.1a Regularisation Surface: h Equal to 10 (100 by 100 array).
Assume that we are interested in only two manifestations: 1) where there is a very high manifestation
of Italian-born people and 2) where there is a very low manifestation. We know that the hills, i.e., the
caplike shapes, describe the former, while the valleys, i.e., the cuplike shapes, describe the latter. And
we want to identify the hills and the valleys — we want to delineate the very high manifestation regions
and the very low manifestation regions. Figure 3.2 shows how this might be accomplished using the
surface of the function, f (x, y) = sin x sin y, for the domain 0 ≤ x ≤ π and 0 ≤ y ≤ 2 π. The hill in
Figure 3.2 is roughly coloured red and the valley is roughly coloured blue. All that we are asking is for
you to photocopy (and enlarge if you want) Figure 3.1a and then colour the hills red and the valleys
blue. This is a simple exercise in spatial cognition by inspection. Now to make it interesting, suppose
two of you do this without collaboration and no peeking! What is the probability that the boundaries
of the two sets of regions are coincident or even highly correspondent? Experience suggests that this
probability would be very low. But try it, maybe you’ll get lucky.
If you want more of a challenge, do the same exercise using the surface presented in Figure 3.1b. The
only difference between this surface and the one shown in Figure 3.1a is that the surface in Figure 3.1b
was built by application of regularisation with h = 5; there is relatively little smoothing — a lot of detail
in the description of the spatial distribution. You would have to be very lucky indeed if in this second
exercise the boundaries of the two sets of regions — each set drawn by a different person and without
collaboration — were coincident or even highly correspondent. You may compare your colouring by
inspection with our colouring effected mathematically and computationally; our coloured surfaces are
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Figure 3.1b Regularisation Surface: h Equal to 5 (100 by 100 array).

Figure 3.2 f (x, y) = sin x sin y for 0 ≤ x ≤ π and 0 ≤ y ≤ 2 π.
presented in figures later in this chapter. But before comparing we want to present to you the computations and the mathematics underpinning those computations. This mathematics is the reason we
claim that the regionalisation of a socio-economic phenomenon by the method described in this thesis
is nonpersonal, objective and quantitative.
We know that Burnside has 80 CCDs, but consider if you were using several hundred or even several
thousand CCDs to study the spatial distribution of some socio-economic phenomenon in part or all of
a Statistical Division, say, all of the Adelaide or Melbourne or Sydney metropolitan area. If we built a
surface using this many CCD polygons with a relatively low amount of smoothing, it would be virtually
impossible to effect even such simple regionalisations as required in the above two exercises by inspection.
We concluded Chapter 2 with a question about the analysis of a surface. The question is: Why bother?
This is not an insignificant question. We know that choropleth maps should not be used for socioeconomic regionalisation. We also know that we can replace a choropleth map with a surface which
describes the spatial distribution of a socio-economic phenomenon. All we can hope to gain by inspection
of a surface, i.e., a personal, subjective and qualitative method, is a strongly biased appreciation of the
spatial distribution of the socio-economic phenomenon. But we want our understanding to be based
on a nonpersonal, objective and quantitative method or there is little to be achieved by abandoning
the use of a choropleth map and going to all the trouble of building a surface. Now that we have
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a surface we want to maximise the quantity and quality of the information we extract from it. This
can only be done by analysing the shapes of the surface through the application of mathematical and
computational techniques. This is the basis for nonpersonal, objective and quantitative delineation of the
shape neighbourhoods regions of the surface leading to the interpretation of these regions as particular
manifestations of some socio-economic phenomenon. We reiterate: in this thesis, analysis of a surface
means measuring the Gaussian and mean curvatures at selected points on a given surface and comparing
the signs of the resulting numerical values in order to classify the shape of the neighbourhood of each
point. This is discussed in this chapter, and this introductory section concludes with an outline of what
comprises the substance of Chapter 3.
Chapter 3 has three substantive sections. Section 3.2 describes the construction of a so-called Lagrange
polynomial in x y for a 3 × 3 matrix. Early in 2000 the researcher attended an undergraduate lecture on
linear algebra by Ms. Jenny Henderson of the School of Mathematics and Statistics of The University
of Sydney. Ms. Henderson described the use of a Lagrange polynomial in x to fit a curve to a scatter of
points each identified by an xy-pair. The very interesting property of this curve is that it is not a best fit
approximation; it is an exact fit. In other words a Lagrange polynomial in x passes through each of the
xy-pairs used in its construction. At the end of the lecture the researcher returned to his office in the
Division of Geography and within forty-five minutes had constructed a Lagrange polynomial in x y for
the nine data contained in a 3 × 3 matrix. So instead of a Lagrange polynomial in x whose curve passes
through the given xy-pairs, the researcher had constructed a Lagrange polynomial in x y whose surface
passes through the given xyz-triples. A Lagrange polynomial in x y for a 3 × 3 matrix is the starting
point for shape neighbourhoods classification by measurement of Gaussian and mean curvatures.
Why? After all, we applied Green’s Theorem very successfully in our regularisation application. Could
this application be used directly to compute the curvatures as a function of contributions from each line
segment of each data collection polygon? Yes. The supervisor implemented an application in Maple
during the first several months of the research. This implementation on 40 polygons each with only, say,
five or six line segments comprising the boundary allowed us to assess the computational resources that
may be required for a typical application, say, 100 polygons described by several thousand boundary
line segments. Because curvature is quadratic in nature, the number of calculations required to compute
it is O(n2 ) where n is the number of line segments comprising the polygons in the tessellation. For
realistic numbers of line segments of the order of thousands, experimentation showed that such exact
calculations were not computationally feasible without access to a very fast computer. Hence, a simple,
easily implemented and fast algorithm to calculate curvature with sufficient accuracy was required. This
is the Lagrange polynomial in x y.
Shape neighbourhoods classification and mapping are described in Section 3.3, and these comprise four
discrete procedures computed sequentially. They are: 1) calculating the first and second partial derivatives of a Lagrange polynomial in x y, 2) measuring the Gaussian and mean curvatures, 3) classifying
the shape in the neighbourhood of an internal grid intersection and, since we do this for each internal
grid intersection, 4) mapping the shape neighbourhoods regions — interpreted as socio-economic regions.
Each of these four procedures is very well understood and documented, and essentially mechanical, so
for expository convenience we refer to the overall mechanism as our ‘shape neighbourhoods engine’.
Casual examination of the construction a Lagrange polynomial in x y and, in particular, one of the
3 × 3 matrices suggests that we can construct a Lagrange polynomial in x y with fewer than the nine
data of the 3 × 3 matrix. In Section 3.4 we demonstrate why we cannot simplify the construction of a
Lagrange polynomial in x y and realise the properties of the simplified function that we need in order to
describe the shape of a surface patch. Understanding the nature of this failure gives us a much deeper
appreciation of the behaviour of a Lagrange polynomial in x y. This effort is summarised with a lemma,
a theorem and a proof of the theorem. Also, this work provides a convenient bridge to the construction
of alternative approximating functions described in Chapter 4.
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3.2 A Lagrange Polynomial in x y
1) A Lagrange polynomial in x. It is much easier to appreciate interpolation by application of the
Lagrange method if we commence with the one dimensional case.
We state the basic polynomial interpolation theorem provided by Lancaster and Šalkauskas. It is simplified and uses the symbols common to the work of this thesis.
Theorem 3.1 The Basic Polynomial Interpolation Theorem (after Theorem 2.1.1 of Lancaster and
Šalkauskas, 1986, p. 30).
If {x0 , x1 , . . . , xN } is a set of N + 1 distinct numbers then, for any set of numbers {y0 , y1 , . . . , yN }
there exists a unique polynomial of degree at most N , say L(x), such that L(xi ) = yi , i = 0, 1, . . . , N ;
i.e., whose graph passes through the N + 1 distinct points (xi , yi ), i = 0, 1, . . . , N .

Figure 3.3 A Lagrange polynomial in x passing through four points.
Suppose that we have only four points: (x1 , y1 ) = (1, 3), (x2 , y2 ) = (2, 4), (x3 , y3 ) = (3, 1) and (x4 , y4 ) =
(4, 2). We plot these points in Figure 3.3(a).
We want and need a function that describes a smooth curve passing through each of these four points.
This is exactly what application of the Lagrange method provides, and we see the result in Figure 3.3(b).
The cubic polynomial function is
4 x3
65 x
− 10 x2 +
− 10.
3
3
For those not familiar with the Lagrange method, we hear the chorus: “Does it really work? How did
they find that thing?”. Yes, it does really work. Plug in, for example, x = 2 and you will see that
L(x) = 4. And what follows is how we found “. . . that thing . . . ”.
L(x) =

We start by building a Lagrange polynomial in x for each x-datum; we worry about the associated
y-datum later. So we have L1 (x), L2 (x), L3 (x) and L4 (x) shown below.
(x − 2)(x − 3)(x − 4)
(1 − 2)(1 − 3)(1 − 4)
(x − 1)(x − 3)(x − 4)
L2 (x) =
(2 − 1)(2 − 3)(2 − 4)
(x − 1)(x − 2)(x − 4)
L3 (x) =
(3 − 1)(3 − 2)(3 − 4)
(x − 1)(x − 2)(x − 3)
L4 (x) =
(4 − 1)(4 − 2)(4 − 3)

L1 (x) =

As an example consider L2 (x) . We reproduce it below so as to focus our complete attention on its
behaviour.
(x − 1)(x − 3)(x − 4)
L2 (x) =
(2 − 1)(2 − 3)(2 − 4)
43

What happens if we feed L2 (x) with x = 2? Answer: L2 (x) = 1. What happens if we feed L2 (x) with
x = 1 or x = 3 or x = 4? Answer: L2 (x)=0. Thus we have exhausted the integers of the domain, i.e.,
[1, 4], of L2 (x). By just swapping two integers we could provide an identical example using L1 (x), L3 (x)
or L4 (x).
Now we accommodate the y-datum associated with a given x-datum. To do this we return to L2 (x) ,
and we reproduce it below with its y-term.
L2 (x) =

(x − 1)(x − 3)(x − 4)
× y2
(2 − 1)(2 − 3)(2 − 4)

We know that (x2 , y2 ) = (2, 4). And, we know that if we feed L2 (x) with x = 2 that
But if

(x−1)(x−3)(x−4)
(2−1)(2−3)(2−4)

= 1 is multiplied by y2 = 4, then L2 (x)

x=2

× y2

y2 =4

(x−1)(x−3)(x−4)
(2−1)(2−3)(2−4)

= 1.

= 4.

For completeness we present all four Lagrange polynomials with the associated y-term of each.
(x − 2)(x − 3)(x − 4)
(1 − 2)(1 − 3)(1 − 4)
(x − 1)(x − 3)(x − 4)
L2 (x) =
(2 − 1)(2 − 3)(2 − 4)
(x − 1)(x − 2)(x − 4)
L3 (x) =
(3 − 1)(3 − 2)(3 − 4)
(x − 1)(x − 2)(x − 3)
L4 (x) =
(4 − 1)(4 − 2)(4 − 3)
L1 (x) =

× y1
× y2
× y3
× y4

y1 =3

y2 =4

y3 =1

y4 =2

Next we expand L1 (x) with y1 = 3, L2 (x) with y2 = 4, L3 (x) with y3 = 1 and L4 (x) with y4 = 2. We
obtain
x3
9 x2
L1 (x) = − +
− 13 x + 12,
2
2
L2 (x) = 2 x3 − 16 x2 + 38 x − 24,
x3
7 x2
+
− 7 x + 4 and, finally,
2
2
11 x
x3
− 2 x2 +
− 2.
L4 (x) =
3
3
L3 (x) = −

We add these four polynomials (with each multiplied by its associated y-datum) to obtain
L(x) = L1 (x) × y1 + L2 (x) × y2 + L3 (x) × y3 + L4 (x) × y4 =

4 x3
65 x
− 10 x2 +
− 10.
3
3

That is how we found “. . . that thing . . . ”, i.e., the Lagrange polynomial in x — our L(x), that describes
the smooth curve in Figure 3.3(b) passing exactly through each of the four xy-pairs. Go ahead, key
L(x) = 4 x3 /3 − 10 x2 + 65 x/3 − 10 into your calculator and try it out. Now we are prepared to consider
the somewhat more complex construction of the Lagrange polynomial in x y.
2) A Lagrange polynomial in x y. Figure 3.4 shows a regular rectangular grid. We have notionally
assigned a smoothed datum to each intersection of this grid. Think of this grid as that used for building
a surface described in Chapter 2. The enlargement on the right hand side of Figure 3.4 shows some of
the data. We could have used reals for the data, but to keep the presentation of the example simple we
use integers.
On the left hand side of Figure 3.5 we see the enlargement from Figure 3.4. Then on the top right
hand side of Figure 3.5 there is a schematic illustrating how the data are extracted from the grid. This
extraction of data from the grid as a 3 × 3 matrix turns out to be very important in the building of an
application of a Lagrange polynomial in x y as well as other polynomial functions as described in Chapter
4, so we describe it here to avoid any confusion with regard to the pragmatics of implementation.
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Figure 3.4 Grid Intersections With Data.

Figure 3.5 Overlapping Extraction of Data.

Assume that we are working with a 100 by 100 grid. Let the columns be labelled ci and let the rows be
labelled rj where i = 1 . . . 100 and j = 1 . . . 100. We start in the upper left hand corner of the grid and
extract nine data from the grid as a 3 × 3 matrix and the intersection for each of these data is shown in
the left hand matrix of Figure 3.6. Then we shift one column to the right and extract nine data from the
grid as a 3 × 3 matrix and the intersection for each of these is shown in the middle matrix of Figure 3.6.
For the 98th 3 × 3 matrix we extract nine data and the grid intersection for each of these is shown in
the right hand matrix of Figure 3.6. For the second set of 98 matrices we shift down one row and do it
all again; see Figure 3.7. The grid intersections for each of the nine elements in the first 3 × 3 matrix
and last 3 × 3 matrix of the 98th set of 98 matrices is shown in Figure 3.8. Because we have a 100 by
100 grid and we extract 98 × 98 matrices, there is a total of 9,604 3 × 3 overlapping matrices which are
extracted. Our 3 × 3 matrices are just descriptions of relatively small patches of a surface. We say that
the matrix has a ‘shape’ — in the sense of surface shape. We want to describe this shape especially in
the neighbourhood of matrix element (2, 2, Z5 = z2,2 ), i.e., the ‘middle’ element of a 3 × 3 matrix.



 

(c98 , r1 ) (c99 , r1 ) (c100 , r1 )
(c2 , r1 ) (c3 , r1 ) (c4 , r1 )
(c1 , r1 ) (c2 , r1 ) (c3 , r1 )
 (c1 , r2 ) (c2 , r2 ) (c3 , r2 )  ,  (c2 , r2 ) (c3 , r2 ) (c4 , r2 )  , . . . ,  (c98 , r2 ) (c99 , r2 ) (c100 , r2 ) 
(c98 , r3 ) (c99 , r3 ) (c100 , r3 )
(c2 , r3 ) (c3 , r3 ) (c4 , r3 )
(c1 , r3 ) (c2 , r3 ) (c3 , r3 )


(c1 , r2 ) (c2 , r2 )
 (c1 , r3 ) (c2 , r3 )
(c1 , r4 ) (c2 , r4 )

Figure 3.6 3 × 3 Matrices 1, and 2 . . . 98.



 
(c98 , r2 ) (c99 , r2 ) (c100 , r2 )
(c2 , r2 ) (c3 , r2 ) (c4 , r2 )
(c3 , r2 )
(c3 , r3 )  ,  (c2 , r3 ) (c3 , r3 ) (c4 , r3 )  , . . . ,  (c98 , r3 ) (c99 , r3 ) (c100 , r3 ) 
(c98 , r4 ) (c99 , r4 ) (c100 , r4 )
(c2 , r4 ) (c3 , r4 ) (c4 , r4 )
(c3 , r4 )

Figure 3.7 3 × 3 Matrices 99,



(c1 , r98 ) (c2 , r98 ) (c3 , r98 )
(c98
 (c1 , r99 ) (c2 , r99 ) (c3 , r99 )  , . . . ,  (c98
(c1 , r100 ) (c2 , r100 ) (c3 , r100 )
(c98

and 100 . . . 196.

, r98 ) (c99 , r98 ) (c100 , r98 )
, r99 ) (c99 , r99 ) (c100 , r99 ) 
, r100 ) (c99 , r100 ) (c100 , r100 )

Figure 3.8 3 × 3 Matrices 9507 . . . 9604.
We assume that the 3 × 3 matrix in the lower right side of Figure 3.5 is one of these 9,604 overlapping
matrices. This matrix is shown in the upper left hand side of Figure 3.9. Also shown in Figure 3.9 is
the notation used to represent each variable of each of the nine matrix elements as well as the notation
of the Lagrange polynomial, L1 (x, y), L2 (x, y), . . . , L9 (x, y), constructed for each element. L1 (x, y)
is multiplied by Z1 , L2 (x, y) by Z2 , and so on. The products are added and we have, f (x, y) =
L1 (x, y) × Z1 + L2 (x, y) × Z2 + · · · + L9 (x, y) × Z9 , one Lagrange polynomial which describes the shape
of the entire 3 × 3 matrix . This polynomial, f (x, y) (not to be confused with the f (x, y) used in
Chapter 2), is the basis for computing the Gaussian and mean curvatures and, ultimately, classifying
the shape neighbourhood of the 3 × 3 matrix at the element, or point, (2, 2, Z5 = z2,2 ). N.B., we have
used the term, Lagrange polynomial, in two ways. First, it is used for each element of the matrix (i.e.,
L1 (x, y), L2 (x, y), . . . , L9 (x, y)) and, second, for the matrix as a whole (i.e., f (x, y)). Henceforth, the
context makes it unambiguous as to which we refer.
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The matrix on the upper left hand side of Figure 3.9 gives the x, y and z data used in the construction
of the example Lagrange polynomial in x y (see Figure 3.5). We start by using only the x and y data to
construct the nine Lagrange polynomials in x y, L1 (x, y), L2 (x, y), . . . , L9 (x, y), one for each element
in the 3 × 3 matrix. These polynomials are presented in Equations (1); they are subtle and worth
studying with paper and pencil. On the next page we consider L6 (x, y) and what happens when it is
fed (x, y) = (3, 2) and when it is fed, say, (x, y) = (1, 1). Well, what does happen?


(1, 1, 9) (2, 1, 12)
 (1, 2, 11) (2, 2, 14)
(1, 3, 6) (2, 3, 10)

 
(3, 1, 10)
(x1 , y1 , Z1 = z1,1 )
(3, 2, 12) ,  (x1 , y2 , Z4 = z1,2 )
(3, 3, 9)
(x1 , y3 , Z7 = z1,3 )

(x2 , y1 , Z2 = z2,1 )
(x2 , y2 , Z5 = z2,2 )
(x2 , y3 , Z8 = z2,3 )


(x3 , y1 , Z3 = z3,1 )
(x3 , y2 , Z6 = z3,2 )  and
(x3 , y3 , Z9 = z3,3 )






L1 (x, y) L2 (x, y) L3 (x, y)
(x1 , y1 , Z1 ) (x2 , y1 , Z2 ) (x3 , y1 , Z3 )
 L4 (x, y) L5 (x, y) L6 (x, y)  has been constructed for  (x1 , y2 , Z4 ) (x2 , y2 , Z5 ) (x3 , y2 , Z6 ) .
L7 (x, y) L8 (x, y) L9 (x, y)
(x1 , y3 , Z7 ) (x2 , y3 , Z8 ) (x3 , y3 , Z9 )
Figure 3.9 The Example 3 × 3 Matrix and the Notation of the Variables and Lagrange Polynomials.
L1 (x, y) =
L2 (x, y) =
L3 (x, y) =
L4 (x, y) =
L5 (x, y) =
L6 (x, y) =
L7 (x, y) =
L8 (x, y) =
L9 (x, y) =

(x − 2)(x − 3)(y − 2)(y − 3)
(1 − 2)(1 − 3)(1 − 2)(1 − 3)
(x − 1)(x − 3)(y − 2)(y − 3)
(2 − 1)(2 − 3)(1 − 2)(1 − 3)
(x − 1)(x − 2)(y − 2)(y − 3)
(3 − 1)(3 − 2)(1 − 2)(1 − 3)
(x − 2)(x − 3)(y − 1)(y − 3)
(1 − 2)(1 − 3)(2 − 1)(2 − 3)
(x − 1)(x − 3)(y − 1)(y − 3)
(2 − 1)(2 − 3)(2 − 1)(2 − 3)
(x − 1)(x − 2)(y − 1)(y − 3)
(3 − 1)(3 − 2)(2 − 1)(2 − 3)
(x − 2)(x − 3)(y − 1)(y − 2)
(1 − 2)(1 − 3)(3 − 1)(3 − 2)
(x − 1)(x − 3)(y − 1)(y − 2)
(2 − 1)(2 − 3)(3 − 1)(3 − 2)
(x − 1)(x − 2)(y − 1)(y − 2)
(3 − 1)(3 − 2)(3 − 1)(3 − 2)






































(1)





































The list in Figure 3.10 explains the relationship between each Li (x, y) and Zi where i = 1 . . . 9 for each
of the nine elements in the 3 × 3 matrix. Figure 3.10, Equations (2) and Equation (3) are the basis
for understanding the behaviour of a Lagrange polynomial in x y. Experience suggests that it is not
easy to grasp and retain the concepts associated with the construction of a Lagrange polynomial as
described in this section. Therefore, much effort has been made to provide a detailed explanation so
that everyone who is interested — regardless of mathematical enthusiasm and/or experience — will be
able to understand just how it works and its role in describing the shape represented by a 3 × 3 matrix.
L1 (x, y)
L2 (x, y)
L3 (x, y)
L4 (x, y)
L5 (x, y)
L6 (x, y)
L7 (x, y)
L8 (x, y)
L9 (x, y)

has
has
has
has
has
has
has
has
has

been
been
been
been
been
been
been
been
been

constructed
constructed
constructed
constructed
constructed
constructed
constructed
constructed
constructed

to
to
to
to
to
to
to
to
to

return
return
return
return
return
return
return
return
return

the
the
the
the
the
the
the
the
the

z-datum
z-datum
z-datum
z-datum
z-datum
z-datum
z-datum
z-datum
z-datum

(Z1 )
(Z2 )
(Z3 )
(Z4 )
(Z5 )
(Z6 )
(Z7 )
(Z8 )
(Z9 )

of
of
of
of
of
of
of
of
of

the
the
the
the
the
the
the
the
the

(x, y) = (1, 1)
(x, y) = (2, 1)
(x, y) = (3, 1)
(x, y) = (1, 2)
(x, y) = (2, 2)
(x, y) = (3, 2)
(x, y) = (1, 3)
(x, y) = (2, 3)
(x, y) = (3, 3)

pair;
pair;
pair;
pair;
pair;
pair;
pair;
pair; and,
pair.

Figure 3.10 Explanation of the Relationship Between Li (x, y) and Zi for i = 1 . . . 9.
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As promised, consider, for example, the polynomial L6 (x, y) of Equations (1) and the statement “L6 (x, y)
has been constructed . . . ” of Figure 3.10. If x = 3 and y = 2, and we multiply L6 (x, y) by Z6 where
Z6 = 12, we have
L6 (3, 2) =

(3 − 1)(3 − 2)(2 − 1)(2 − 3)
= 1, and L6 (x, y) × Z6 = 12.
(3 − 1)(3 − 2)(2 − 1)(2 − 3)

But if we feed L6 (x, y), say, x = 1 and y = 1, and we multiply L6 (x, y) by Z6 = 12, we have
L6 (1, 1) =

(1 − 1)(1 − 2)(1 − 1)(1 − 3)
= 0, and L6 (x, y) × Z6 = 0.
(3 − 1)(3 − 2)(2 − 1)(2 − 3)

Now consider Equations (2). It will be helpful to study Equations (2) in conjunction with the immediately
following description of Equation (3).

= 0 
= 9 or L1 (x, y) × Z1
L1 (x, y) × Z1


(x,y) = any other of the nine special pairs
(x,y)=(1,1)





= 0 
= 12 or L2 (x, y) × Z2
L2 (x, y) × Z2


(x,y) = any other of the nine special pairs
(x,y)=(2,1)





= 0 
= 10 or L3 (x, y) × Z3
L3 (x, y) × Z3


(x,y) = any other of the nine special pairs
(x,y)=(3,1)





= 0 
= 11 or L4 (x, y) × Z4
L4 (x, y) × Z4


(x,y) = any other of the nine special pairs
(x,y)=(1,2)



L5 (x, y) × Z5
= 14 or L5 (x, y) × Z5
= 0
(2)
(x,y)=(2,2)
(x,y) = any other of the nine special pairs





L6 (x, y) × Z6
= 12 or L6 (x, y) × Z6
= 0 


(x,y)=(3,2)
(x,y) = any other of the nine special pairs





L7 (x, y) × Z7
= 6 or L7 (x, y) × Z7
= 0 


(x,y)=(1,3)
(x,y) = any other of the nine special pairs





L8 (x, y) × Z8
= 10 or L8 (x, y) × Z8
= 0 



(x,y)=(2,3)
(x,y) = any other of the nine special pairs




L9 (x, y) × Z9
= 9 or L9 (x, y) × Z9
= 0 
(x,y)=(3,3)

(x,y) = any other of the nine special pairs

As mentioned, we sum the products of the Lagrange polynomial (Li (x, y) where i = 1 . . . 9) and the
z-datum (Zi where i = 1 . . . 9) of each element of the 3 × 3 matrix and we have the general form of
a Lagrange polynomial that describes the shape of a 3 × 3 matrix as in Equation (3). The domain
of Equation (3) is 1 ≤ x ≤ 3 and 1 ≤ y ≤ 3 . So we substitute the nine real numbers from some
extracted 3 × 3 matrix into Z1 , Z2 , . . . , Z9 , and we have a specific f (x, y). This is nothing more than
a common polynomial with one very important exception. In the domain there are nine special xypairs: (1, 1), (2, 1), (3, 1), (1, 2), (2, 2), (3, 2), (1, 3), (2, 3) and (3, 3). When one of these special pairs is
fed to f (x, y), f (x, y) returns the exact value of the Z -datum associated with that special xy-pair. It
is convenient to think of this Lagrange polynomial, f (x, y), as being ‘anchored’ to nine points – eight
forming a square with the ninth being the centre of the square.
f (x, y) = L1 (x, y) × Z1 + L2 (x, y) × Z2 + · · · + L9 (x, y) × Z9 .

(3)

The specific z-data from the 3 × 3 matrix in the upper left hand side of Figure 3.9 are substituted into
Z1 , Z2 , . . . Z9 , then we expand and simplify and we get Equation (4).
3xy
xy 2
23x 5x2
−
+ 14y −
− 4y 2 +
.
(4)
2
2
2
2
Equation (4) describes the shape of the surface patch represented by the matrix in the upper left hand
side of Figure 3.9. Now for some testing. Examine the matrices in Figure 3.11. The left hand matrix
shows f (x, y) of Equation (4) being fed with each of the nine special xy-pairs. And the right hand
matrix shows the images of this feeding frenzy. Figure 3.11 is not too big, but it certainly ‘packs a
wallop’ !
f (x, y) = −9 +
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f (1, 1) f (2, 1)
 f (1, 2) f (2, 2)
f (1, 3) f (2, 3)

 

f (3, 1)
9 12 10
f (3, 2)  =  11 14 12 
f (3, 3)
6 10 9

Figure 3.11 Using Equation (4) to Compute the Z -Data of the Example 3 × 3 Matrix.
Compare the data matrix on the right hand side of Figure 3.11 with the z-data of the matrix in the
upper left hand side of Figure 3.9. It would have taken quite a lot of trial and error (and a very large
dollop of luck) to obtain Equation (4) without applying the Lagrange polynomial construction method
described above. And the surface described by Equation (4) is presented in Figure 3.12 where the red
dot is the position of the point, (x, y, Z5 = z2,2 ) = (2, 2, 14). Figure 3.12 shows what appears to be a
caplike shape that we might refer to as convex elliptic. But this needs to be confirmed. So next we turn
to the mechanical computations of our shape neighbourhoods engine.

Figure 3.12 Surface Described by Equation (4).

3.3 Shape Neighbourhoods Engine
1) Calculating the first and second partial derivatives. Calculating the first and second partial
derivatives is just an undergraduate slog; so for this example we do it by ‘hand’ working on Equation
(4). We have
23
3y y 2
fx (x, y) =
− 5x −
+ ,
2
2
2
3x
fy (x, y) = 14 −
− 8y + xy,
2
fxx (x, y) = −5,
fyy (x, y) = −8 + x and
3
fxy (x, y) = − + y.
2
2) Measuring the Gaussian and mean curvatures. The curvature of a plane curve is the rate
of change of the unit normal vector as we move along the curve with unit speed. Because a surface is
two dimensional, its curvature at a point depends upon the direction in which it is measured, but it is
nevertheless the rate of change of the unit normal vector in that direction. The principal curvatures are
the maximum and minimum possible such curvatures over all directions at a given point. Their product
is the so called Gaussian curvature (K ), while their average is the so called mean curvature (H ).
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Explicitly, for a surface given as the graph of a function, z = f (x, y), Gaussian curvature, K(x, y), is
K(x, y) =

fxx (x, y)2 fyy (x, y)2 − fxy (x, y)2
(1 + fx (x, y)2 + fy (x, y)2 )

2

.

(5)

Mean curvature, H(x, y), is
H(x, y) =

(1 + fx (x, y)2 )fyy (x, y) − 2 fx (x, y)fy (x, y)fxy (x, y) + (1 + fy (x, y)2 )fxx (x, y)
3

.

(6)

2 (1 + fx (x, y)2 + fy (x, y)2 ) 2

There appears to be no shortage of pathways to deriving Equations (5) and (6), and these were in fact
taken from do Carmo (1977, p. 163). Some authors, e.g., Pressley (2000, p. 147), prefer the computation
of the principal curvatures, κ1 and κ2 . Then these are used to calculate the Gaussian curvature and the
mean curvature, as described.
There is an elaborate machinery for obtaining curvatures constructed with the coefficients of the first and
second fundamental forms, and these forms are defined in most of the standard introductory textbooks
on differential geometry; see Gray (1998), Gray et al. (2006), Kreyszig (1991) and O’Neill (1997). Some
manipulations will give us Equations (5) and (6) and some will give us the principal curvatures.
Regardless, what is critical is the Hessian matrix (Telea, 2007, p. 221). Assume that we effect an affine
transformation of our surface patch such that the point at which we wish to measure our curvatures is
the origin, i.e., (x, y, z) = (0, 0, 0), and our principal unit normal vector is coincident with the z-axis, i.e.,
fx (0, 0) = 0 = fy (0, 0). For a function, f (x, y) describing our transformed surface patch, the Hessian
matrix is


fxx fxy
.
fxy fyy
And if we compute the eigenvalues of this matrix at (x, y) = (0, 0), then these eigenvalues are precisely
the principal curvatures and, hence, we have the Gaussian curvature and the mean curvature. We justify
our use of Equations (5) and (6) in order to avoid making the tedious affine transformations, as described.
The supervisor (Buchdahl, 2011, pers. comm.) helped in clarifying the motivation for this introduction
to Gaussian and mean curvatures. Now back to our example using Equation (4).
Using the partial derivatives of Equation (4) we want K(x, y) (x,y)=(2,2) and we want H(x, y)
These calculations are easy using Equations (5) and (6), and we get
K(x, y)

=
(x,y)=(2,2)

476
and H(x, y)
81

=−
(x,y)=(2,2)

(x,y)=(2,2)

.

68
.
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3) Classifying the shape in the neighbourhood of an internal grid intersection. It is easy
to overlook the fact that classification of the shape of a neighbourhood of a given point on a surface as
executed in the work of this thesis is entirely dependent on the surface having a particular orientation.
This orientation of our surface is fundamental to applying “. . . the valley-hill landscape analogy that we
believe is germane to understanding the broad concept of the thought process when interpreting the
spatial distribution of a socio-economic phenomenon . . . ” (see Section 1.5). Figure 3.13 illustrates this
orientation relative to the plane containing the outline map of the study area. It also illustrates how two
specific tangent planes are related to this orientation. The following discussion provides background and
motivation to the classification of the shape of a neighbourhood of the maximum manifestation point
and of the minimum manifestation point of the spatial distribution of Italian-born people.
We begin with Figure 3.13(a). Figure 3.13(a) presents our surface describing the spatial distribution
of Italian-born people in the LGA of Burnside. The surface has been constructed using a 100 by 100
grid and smoothed with h = 20. On the surface we see the green point indicating the maximum
manifestation and another green point indicating the minimum manifestation. The orientation of the
surface is identical to the orientation of the study area; the outline map of the study area is presented

49

Figure 3.13 Surface Orientation and Its Implication for Shape Neighbourhoods Classification.
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Figure 3.14 Surface, Tangent Plane, Normal Vector and Outline Map of Study Area.
on the plane immediately below the surface. Suppose that there were no Italian-born people living in
each of the CCDs of Burnside. In terms of the nature of the surface this is the equivalent to the same
percentage of Italian-born living within each CCD. In such a case the surface would not be comprised of
hills and valleys — it would be a plane parallel to the plane containing the outline map of the study area.
In Figure 3.13(b) we have lowered the viewpoint so as to see the surface with its point of maximum
manifestation and its point of minimum manifestation, as well as see the entire outline map of the study
area on the plane immediately below the surface.
Figures 3.13(c) and 3.13(d) show the red tangent plane that passes through the point of maximum
manifestation. Since this tangent plane lies entirely above the surface we are reasonably confident that
the neighbourhood of the green point through which it passes would be classified as convex elliptic —
the top of a hill or caplike. Figures 3.13(c) and 3.13(d) also show the blue tangent plane that passes
through the point of minimum manifestation. Since this tangent plane lies entirely below the surface
we are reasonably confident that the neighbourhood of the green point through which it passes would
be classified as concave elliptic — the bottom of a valley or cuplike. N.B., because we are considering
points of maximum and of minimum manifestation (even if these were but local extrema), the two
tangent planes are parallel to the plane containing the outline map of the study area.
Finally, Figure 3.14 presents a southeast to northwest view of our surface with the point of minimum
manifestation. If we have our origin for the 100 by 100 grid in the lower, left hand corner, the position
of this point is (x, y) = (89, 12). Point, (89, 12), is also shown on the outline map of the study area. The
normal vector pointing upward and, of course, perpendicular to the blue tangent plane (depicted by the
blue grid) is typical of the normal vector referred to in the previous subsection and used notionally to
measure the curvatures. With this background and motivation we are prepared to consider the details
of how we classify the shape of the neighbourhood of a given point on a surface.
There are four shapes that we encounter in the research reported in this thesis (see Figure 3.15). These are
convex elliptic, convex hyperbolic, concave hyperbolic and concave elliptic (Belyaev, undated; Trucco
and Fisher, 1992 and 1995; Gatzke, et al., 2005). We classify the shape of the neighbourhood of an
internal grid intersection by examining the signs of the Gaussian curvature, K , and mean curvature, H ,
measurements.
If K > 0 and H < 0 we have convex elliptic;
if K < 0 and H < 0 we have convex hyperbolic;
if K < 0 and H > 0 we have concave hyperbolic; and,
if K > 0 and H > 0 we have concave elliptic.
We return to our example from the previous subsection. The Gaussian curvature, K(2, 2) = 476/31,
of our example is greater than zero and the mean curvature, H(2, 2) = −68/27, is less than zero, so,
indeed, we have a convex elliptic shape in the neighbourhood of (x, y, Z5 = z2,2 ) = (2, 2, 14).
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Figure 3.15 Typical Shapes of the Neighbourhood of an Internal Grid Intersection.
Each 3 × 3 matrix results from the orderly extraction of nine numbers from the original 100 by 100 grid.
So the classification of the shape, while done for a matrix, is really the classification of the shape of a
relatively small patch of the surface described by the grid . Assume that the 3 × 3 matrix we have just
classified as convex elliptic was the first extraction of nine numbers from the grid. And remember that
their intersection positions are identified in the left hand matrix of Figure 3.6. Then the neighbourhood
of the point, (2, 2), of the 100 by 100 grid is classified as convex elliptic. So next we extract and classify
the second set of nine numbers (see the middle matrix of Figure 3.6). The classification is assigned to
the point, (3,2), of the 100 by 100 grid, and so on until we have extracted and classified every one of the
9,604 sets of nine numbers — one for each of the internal intersections of the original 100 by 100 grid.
The result is a new grid which we will refer to as our ‘classification array’ with dimensions of 98 by 98.
A classification array is very important not only for reporting the results of classification, but also for
evaluating the quality of the classification. We describe this in detail in Chapters 4 and 5.
Shape neighbourhoods engine procedures 1, 2 and 3 are not hard, but they have to be executed — if
we have a 100 by 100 grid — on 9,604 3 × 3 overlapping matrices. Much can be done to optimise the
computations and thus minimise the time required to effect them; this is discussed in the concluding
chapter of this thesis. At this point, however, we may assume that we have done the 9,604 sets of
computations on the 100 by 100 grid used to build the surface in Figure 3.1a and we have done the 9,604
sets of computations on the 100 by 100 grid used to build the surface in Figure 3.1b. Your colouring
by inspection of the hills and the valleys of Figure 3.1a and Figure 3.1b should be at hand. Now you
are ready and have the opportunity to compare your work with that done through the application of
mathematical and computational techniques.
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Figure 3.16 Surface and Shape Neighbourhoods Regions for the 98 by 98 Classification Array, h = 10.

Figure 3.17 Italian-born People as a Percentage of the Total Population in Burnside, 1996, h = 10.
4) Mapping the shape neighbourhoods regions. The classification array contains integers. If a
point on the surface has been classified convex elliptic the entry for that point in the array contains the
number 4; if classified convex hyperbolic — 3; concave hyperbolic — 2; and, concave elliptic — 1. We
use the ListContourPlot package of Mathematica for mapping. This package depicts any isolated points
or areas of contiguous points of the same class by a unique colour. Unless otherwise specified the colour
scheme we use throughout this thesis is:
red : convex elliptic −

very high manifestation of the socio−economic phenomenon,

yellow : convex hyperbolic −
green : concave hyperbolic −
blue : concave elliptic −

high manifestation of the socio−economic phenomenon,
low manifestation of the socio−economic phenomenon, and
very low manifestation of the socio−economic phenomenon.
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Figure 3.18 Surface and Shape Neighbourhoods Regions for the 98 by 98 Classification Array, h = 5.

Figure 3.19 Italian-born People as a Percentage of the Total Population in Burnside, 1996, h = 5.
On the maps and surfaces in Figures 3.16 to 3.19 inclusive we have only delineated the very high and the
very low manifestation regions, and for the surfaces we have not included a bounding box. This should
make it easy for you to effect the comparisons with your colouring efforts.
Start by comparing your colouring of Figure 3.1a with that of the surface in Figure 3.16. If you got
most of the hills and valleys consider your effort of high quality. In Figure 3.17 we have projected the
delineated shape neighbourhoods regions onto a base map of the study area. Figure 3.17 is typical of
the goal of this thesis. The shape neighbourhoods regions are presented on a map and are interpreted
as particular manifestations of a socio-economic phenomenon. And, in Figure 3.17 we see the map of
Italian-born people as a percentage of the total population for the LGA of Burnside in 1996.
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But what about your colouring of Figure 3.1b; compare that with the surface in Figure 3.18. With
less smoothing of the polygons there are many more hills and valleys comprising the surface of Figure
3.1b, so this was a much harder task. If you got a few of the higher hills and a few of the lower valleys
once again consider your effort of high quality. And, again, we have projected the delineated shape
neighbourhoods regions onto a base map of the study area; see Figure 3.19. The map in Figure 3.19 is
not that easy to interpret with so many hills and valleys, but it does support the assertion made in the
introduction to this chapter: “Now that we have a surface we want to maximise the quantity and quality
of the information we extract from it. This can only be done by analysing the shapes of the surface
through the application of mathematical and computational techniques.” We can not do a consistently
adequate job of delineating shape neighbourhoods regions merely by inspection. Inspection will not let
us achieve that which we want and need !
Perhaps you are convinced that we are right, and that adoption of the broad methodology described thus
far in this thesis is justified. We assume this, and so now is the time to take a brief but hard look at one
of the shape neighbourhoods regions, and the one we choose is the red region (of very high manifestation
of Italian-born people) in the north eastern portion of the study area (see ‘a region of interest’ in Figure
3.17). A person with little experience in using the census data and in delineating socio-economic regions,
may consider the map presented in Figure 3.17 as the answer, and may interpret the selected region as
that portion of the study area where there will be no shortage of Italian-born people. We proffer a less
sanguine interpretation. We reviewed in Chapter 1 the nature of census data and, in particular, the main
sources of error. Because of all the possibilities for error in census data collection and processing, at best
the red region in the north eastern portion of the study area only suggests a very high manifestation.
Now look at the north eastern portion of the study area in Figure 3.19 and, in particular, ‘three regions
of interest’. Because there is less smoothing of the polygons, what in Figure 3.17 is one relatively large
red region, in Figure 3.19 are three distinct relatively small red regions.
Which is the correct map? There is no answer to this question. If you want a relatively generalised
picture of the spatial distribution of Italian-born people — use the map in Figure 3.17. If you want a
relatively detailed picture of the spatial distribution of Italian-born people — use the map in Figure 3.19
(or use the red and blue regions of the map in Figure 2.4). You choose. And this, again, returns us to
the argument in Chapter 1. “We must be ‘flexible’ when interpreting the regional boundaries delineating
socio-economic regions . . . . A socio-economic region is only an approximation of the spatial distribution
of some phenomenon, and it is only valid for the purpose of the investigation at hand. In other words
a socio-economic region is a non-canonical, empirically derived, spatial object only of value in making
decisions about the delivery of goods and services and/or the provision of community infrastructure . . . ”.
From its earliest conception in January of 1997 how many problems did the research as reported in this
thesis set out to solve? Answer: one! That is the problem of finding a function which describes a surface
or part thereof and can be used as the basis for the quantitative analysis of surface shape. We invented
just such a function and we have described its construction in detail in Section 3.2. It is only natural
to ask: Is this the best function? The researcher and this thesis will be long forgotten before there is
a definitive answer to this question. We can only make a start at describing alternative approaches to
building a function in Chapter 4. Evaluation of the functions is one aspect of the conclusion of Chapter 4.
This is done in terms of required computational resources, quality of socio-economic regionalisation and
complexity of construction. These are our three measures of methodological efficacy.
But before we examine alternative functions and function evaluation, we must be comfortable that we
have done our best with respect to the construction of a Lagrange polynomial in x y. The final section
of this chapter reports our unsuccessful attempt at simplification of the construction of this function.
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3.4 Simplification of a Lagrange Polynomial in x y
A Lagrange polynomial in x y as described in this chapter cannot be simplified. This section describes
one of our many attempts and explains why it failed. But we are not disappointed. The attempt and its
failure provide deeper insight into the mathematics that sometimes seems obvious, but, in fact, is subtle
and often perplexing. Also, this gives us confidence that the construction of a Lagrange polynomial in x y
as described in this chapter is robust. It may be helpful to review Section 3.2 which provides a detailed
description of the construction of a Lagrange polynomial in x y. See, for example, Krishna (1998) for
another technical description of the construction of a Lagrange polynomial. In summary there are three
steps:
i) we build a Lagrange polynomial, Li (x, y) where i = 1 . . . 9, for each element in a 3 × 3 matrix;
ii) we multiply each Li (x, y) by its associated z-datum, i.e., Zi , where again i = 1 . . . 9; and,
iii) we sum the products to construct a Lagrange polynomial, i.e., f (x, y), for the matrix as a whole.
It is not too difficult to appreciate that the only strategy for simplifying a Lagrange polynomial in x y
is to reduce the number of elements in step i). Regardless, for any reduction we must retain the middle
element where (x, y) = (2, 2) as it is in the neighbourhood of this element (i.e., one of the selected
points on a surface) that we wish to classify the surface shape. Another constraint, albeit an intuitive
supposition, is that we want a symmetric configuration of elements about the x y-axes assuming the
origin to be at (x, y) = (2, 2).
Consider Figure 3.20; the red dots indicate those elements which are retained. These are the two
configurations that satisfy the strategy of reducing the number of elements while retaining the element,
(x, y) = (2, 2), and are symmetric about both axes.

Figure 3.20 Symmetric Configurations with a Reduced Number of Elements.
The desire to have ‘balance’ in sampling of the surface justifies the symmetry constraint. The four
‘corner’ elements and the middle element of the top matrix and, alternatively, the four ‘side’ elements
and the middle element of the bottom matrix — some experience and a lot of intuition suggest — should
provide enough data to be able to describe the shape of the surface in the neighbourhood of the middle
element, (x, y) = (2, 2). This is confirmed by the research reported in Chapter 4.
We observe that failure in simplifying a Lagrange polynomial in x y has nothing to do with the amount
and the spatial distribution of the data. Failure is a function of how the data, which are retained, are
represented in the construction of the simplified Lagrange polynomial in x y. We also observe that the
simplification fails for the same reason that the Lagrange polynomial in x y works! Construction of a
Lagrange polynomial in x y is unforgiving, and now we see why this is so.
Consider the top matrix of Figure 3.20. First, we build the Lagrange polynomial in x y for element 1,
L1 (x, y). Element 1 has (x, y) = (1, 1). So the L1 (x, y) must return a value of 1 if (x, y) = (1, 1), and it
must return a value of 0 if (x, y) = (3, 1), (2, 2), (1, 3) or (3, 3).
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But we must deal with x and y separately. So L1 (x, y) must return a 0 if x = 2 or 3 and L1 (x, y) must
return a 0 if y = 2 or 3 and this accommodates L1 (x, y) returning a 0 for (x, y) = (3, 1), (2, 2), (1, 3) or
(3, 3).
To return a 0 for x = 2 we have (x − 2)/(1 − 2), to return a 0 for x = 3 we have (x − 3)/(1 − 3), to
return a 0 for y = 2 we have (y − 2)/(1 − 2), and, finally, to return a 0 for y = 3 we have (y − 3)/(1 − 3).
We put this all together as the Lagrange polynomial in x y, L1 (x, y):
L1 (x, y) =

(x − 2) (x − 3) (y − 2) (y − 3)
(x − 2)(x − 3)(y − 2)(y − 3)
=
.
(1 − 2) (1 − 3) (1 − 2) (1 − 3)
(1 − 2)(1 − 3)(1 − 2)(1 − 3)

And, next we build the Lagrange polynomials in x y for L3 (x, y), L5 (x, y), L7 (x, y) and L9 (x, y) using
the same logic as we applied to the building of L1 (x, y). These are:
L3 (x, y) =

(x − 1)(x − 2)(y − 2)(y − 3)
,
(3 − 1)(3 − 2)(1 − 2)(1 − 3)

L5 (x, y) =

(x − 1)(x − 3)(y − 1)(y − 3)
,
(2 − 1)(2 − 3)(2 − 1)(2 − 3)

L7 (x, y) =

(x − 2)(x − 3)(y − 1)(y − 2)
and, finally,
(1 − 2)(1 − 3)(3 − 1)(3 − 2)

L9 (x, y) =

(x − 1)(x − 2)(y − 1)(y − 2)
.
(3 − 1)(3 − 2)(3 − 1)(3 − 2)

These equations should look familiar since they are identical to five of the nine presented in Equations
(1) in this chapter — built for all nine elements of a 3 × 3 matrix.
Now we construct a simplified Lagrange polynomial in x y, f (x, y), for the
where



(1, 1, 5)
(3, 1, 2)
(1, 1, 5)
 is a proper subset of B :=  (1, 2, 6)
A := 
(2, 2, 1)
(1, 3, 4)
(3, 3, 4)
(1, 3, 4)

left hand matrix, i.e., A,

(2, 1, 3) (3, 1, 2)
(2, 2, 1) (3, 2, 3) .
(2, 3, 2) (3, 3, 4)

(7)

Our general equation is:
f (x, y) = L1 (x, y) Z1 + L3 (x, y) Z3 + L5 (x, y) Z5 + L7 (x, y) Z7 + L9 (x, y) Z9 .

(8)

After substitution of the specific equations for Li (x, y) and the numbers for Zi (Z1 = 5, Z3 = 2, Z5 = 1,
Z7 = 4 and Z9 = 4) we have f (x, y) as:
f (x, y) = 76 −

149x 35x2
157y 315x y 75x2 y 39y 2
79x y 2
19x2 y 2
+
−
+
−
+
−
+
2
2
2
4
4
2
4
4

(9)

We apply Equation (9) to the x and y numbers in Matrix A. As we expect the Zi data associated with
the five special x y-pairs of Matrix A are returned; see Figure 3.21.

 

f (1, 1)
f (3, 1)
5
2

=

f (2, 2)
1
f (1, 3)
f (3, 3)
4
4
Figure 3.21 Using Equation (9) to Compute the Zi of Matrix A.
And so far all is well. Great! Our simplified Lagrange polynomial in x y seems to be performing exactly
as it should. On this basis with a little more testing we should be able to conclude that it is possible to
simplify the Lagrange polynomial in x y. So we do a little more testing.
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Figure 3.22 Perspective Views by Applying Equation (9) to 1 ≤ x ≤ 3 and 1 ≤ y ≤ 3 .

Figure 3.23 Perspective Views by Applying Equation (9) to 1.5 ≤ x ≤ 2.5 and 1.5 ≤ y ≤ 2.5 .
By inspection of the Zi data for Matrix A surely the shape of the surface must be cuplike or concave
elliptic. So the first test is to examine a graphic produced by applying Equation (9) to the domain
1 ≤ x ≤ 3 and 1 ≤ y ≤ 3 . This graphic, seen from two different viewpoints, is presented in Figure 3.22.
The tangent plane passes through the red dot at the position of the point, (x, y, Z5 = z2,2 ) = (2, 2, 1)
and it lies above the surface. Therefore, it appears that the shape of the graphic in the neighbourhood
of (x, y) = (2, 2) is caplike or convex elliptic, not cuplike or concave elliptic as suggested strongly by
inspection of the Zi data. Just to be absolutely sure we apply Equation (9) to the restricted domain
1.5 ≤ x ≤ 2.5 and 1.5 ≤ y ≤ 2.5 — this is the immediate neighbourhood of (x, y) = (2, 2); see
Figure 3.23. Yes, the tangent plane lies virtually completely above the surface and this supports our
interpretation of the graphic in Figure 3.22 that we have a convex elliptic neighbourhood. This is
surprising. What, if anything, could be wrong?
To investigate this we must go beyond mere inspection of the Zi data and the interpretation of graphics; we need the mathematics of our shape neighbourhoods engine. We calculate the first and second
partial derivatives of Equation (9), substitute these into the equations for Gaussian curvature and mean
curvature, set (x, y) = (2, 2) and we obtain:
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K(x, y)
=
and H(x, y)
= −2.
16
(x,y)=(2,2)
(x,y)=(2,2)
The Gaussian curvature, K(2, 2), is greater than zero and the mean curvature, H(2, 2), is less than zero,
so, indeed, we have a convex elliptic shape in the neighbourhood of (x, y, Z5 = z2,2 ) = (2, 2, 1). The
mathematics is consistent with our interpretation of the graphics. Therefore, something is wrong with
our intuition about the shape of the surface based on inspection of the Zi data, or something is wrong
with our simplified Lagrange polynomial in x y. Which is it?
We may gain some insight into the simplification problem by building a Lagrange polynomial in x y
for Matrix B of Definition (7), and then studying the shape of the surface it describes. We follow the
construction method described in Section 3.2 and our general equation, g(x, y), for Matrix B is
g(x, y) = L1 (x, y) Z1 + L2 (x, y) Z2 + L3 (x, y) Z3 + L4 (x, y) Z4 + L5 (x, y) Z5 +
L6 (x, y) Z6 + L7 (x, y) Z7 + L8 (x, y) Z8 + L9 (x, y) Z9 .
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After substitution of the specific equations for Li (x, y) and the numbers for Zi where i = 1, 2, 3, 4, 5, 6,
7, 8 and 9, we have g(x, y) as:
165 x y 39 x2 y
39 x y 2
9 x2 y 2
+
− 9 y2 +
−
(10)
4
4
4
4
We apply Equation (10) to the x and y numbers in Matrix B. As we expect the Zi data associated
with the nine special x y-pairs of Matrix B are returned; see Figure 3.24.

 

g(1, 1) g(2, 1) g(3, 1)
5 3 2
 g(1, 2) g(2, 2) g(3, 2)  =  6 1 3 
g(1, 3) g(2, 3) g(3, 3)
4 2 4
g(x, y) = −20 + 28 x − 7 x2 + 37 y −

Figure 3.24 Using Equation (10) to Compute the Zi of Matrix B.
By inspection of the Zi data for Matrix B, again, surely the shape of the surface must be cuplike or
concave elliptic. So the first test with Equation (10) is to examine a graphic produced by applying it to
the domain 1 ≤ x ≤ 3 and 1 ≤ y ≤ 3 . This graphic, seen from two different viewpoints, is presented
in Figure 3.25. The shape of the graphic in the neighbourhood of (x, y) = (2, 2) is cuplike or concave
elliptic. This is reassuring, but, again, just to be absolutely sure we apply Equation (10) to the restricted
domain 1.5 ≤ x ≤ 2.5 and 1.5 ≤ y ≤ 2.5 ; see Figure 3.26. Yes, the tangent plane lies completely below
the surface. This supports our intuition about the shape of the surface based on inspection of the Zi
data and our interpretation of the graphic in Figure 3.25 that we have a concave elliptic neighbourhood.
Next, we use the mathematics of our shape neighbourhoods engine. First we calculate first and second
partial derivatives of Equation (10). Then, we substitute these into the equations for Gaussian curvature
and mean curvature, set (x, y) = (2, 2) and we obtain:
139
√ .
28 14
The Gaussian curvature, K(2, 2), is greater than zero and the mean curvature, H(2, 2), is greater than
zero, so, indeed, we have a concave elliptic shape in the neighbourhood of (x, y, Z5 = z2,2 ) = (2, 2, 1).
The mathematics is consistent with our intuition about the shape of the surface based on the inspection
of the Zi data and our interpretation of the graphics.
K(x, y)

=

(x,y)=(2,2)

327
and H(x, y)
196

=

(x,y)=(2,2)

We summarise. By inspection of the data in Matrix A and in Matrix B we intuit the shape of the
surfaces in the neighbourhood of (x, y) = (2, 2) to be cuplike or concave elliptic. But the applications of
the simplified Lagrange polynomial in x y, f (x, y) — Equation (9), to the domains, 1 ≤ x ≤ 3, 1 ≤ y ≤ 3
and 1.5 ≤ x ≤ 2.5, 1.5 ≤ y ≤ 2.5, result in surfaces with a convex elliptic shape. This is confirmed
by the calculation of the Gaussian and mean curvatures. However, the application of the conventional
Lagrange polynomial in x y, g(x, y) — Equation (10), to the same domains result in surfaces with a
concave elliptic shape; again, this is confirmed by the calculation of the curvatures. Our intuition is
probably right and certainly the mathematics is right; therefore, there must be something wrong with our
simplified Lagrange polynomial in x y.
There is only one place where something could go wrong with our simplified Lagrange polynomial in x y
and that is with the calculation by f (x, y) when fed with the xy-pairs: (2, 1), (1, 2), (3, 2) and (2, 3).
We know that these pairs were not used and that L2 (x, y), L4 (x, y), L6 (x, y) and L8 (x, y) were not
constructed for the overall construction of the simplified Lagrange polynomial in x y, i.e., f (x, y). But
the four unused xy-pairs are certainly in the domain 1 ≤ x ≤ 3 and 1 ≤ y ≤ 3. What does happen
when f (x, y) is fed (x, y) = (2, 1), (1, 2), (3, 2) or (2, 3)? Answer: f (x, y) = 0. Why is this so? The
answer is found in the study of the construction of any one Li (x, y) where i = 1, 3, 5, 7 or 9. Consider,
for example, L1 (x, y) where
L1 (x, y) =

(x − 2)(x − 3)(y − 2)(y − 3)
.
(1 − 2)(1 − 3)(1 − 2)(1 − 3)
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Figure 3.25 Perspective Views by Applying Equation (10) to 1 ≤ x ≤ 3 and 1 ≤ y ≤ 3 .

Figure 3.26 Perspective Views by Applying Equation (10) to 1.5 ≤ x ≤ 2.5 and 1.5 ≤ y ≤ 2.5 .
For the special pair, (x, y) = (2, 1), L1 (x, y) = 0 and so too does L3 (x, y), L5 (x, y), L7 (x, y) and L9 (x, y).
Next, for the special pair, (x, y) = (1, 2), L1 (x, y) = 0 and so too does L3 (x, y), L5 (x, y), L7 (x, y) and
L9 (x, y). And this is the case for both of the remaining two special x y-pairs, i.e., (3, 2) and (2, 3),
and every one of the five Li (x, y) where i = 1, 3, 5, 7 or 9. In other words although we constructed
L1 (x, y) to return a 1 if (x, y) = (1, 1) and return a 0 if it is fed (1, 3), (2, 2), (1, 3) and (3, 3), L1 (x, y)
also returns a 0 when it is fed (2, 1), (1, 2), (3, 2) and (2, 3). And a similar statement can be made for
L3 (x, y), L5 (x, y), L7 (x, y) and L9 (x, y). We use Equation (9) to compute the Zi data for Matrix B.
The result is

 

f (1, 1) f (2, 1) f (3, 1)
5 0 2
 f (1, 2) f (2, 2) f (3, 2)  =  0 1 0 .
f (1, 3) f (2, 3) f (3, 3)
4 0 4
Figure 3.27 Using Equation (9) to Compute the Zi for Each of the Nine Special xy-Pairs.
We try to interpret the shape of the surface described by the Zi data in Figure 3.27. But it is now not
apparent that the shape is concave elliptic. In fact, by inspection only of the Zi data it is quite plausible
that the 0 data in slots (2, 1), (1, 2), (3, 2) and (2, 3) result in the point, (x, y, Z5 = z2,2 ) = (2, 2, 1),
on the surface being the centre of a neighbourhood with a convex elliptic shape. Indeed, this is the
shape detected by interpretation of the graphics presented in Figures 3.22 and 3.23 and confirmed by
the computation of the curvatures, K = 55/16 and H = −2.
Since the problem with the simplified Lagrange polynomial in x y, i.e., f (x, y) — Equation (9), is in the
construction of the Li (x, y) where i = 1, 3, 5, 7 and 9, what does this imply? It implies that we can not
simplify the construction of the Lagrange polynomial in x y and realise the properties in the simplified
function that we need in order to describe the shape of a surface or surface patch in the neighbourhood
of a point on the surface. If you need more convincing, work through a similar exercise to that presented
in this section, but use the elements for the bottom matrix of Figure 3.20; this is tedious, but it may be
rewarding. Next, a lemma, a theorem and its proof.
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We state the methodology of the construction of Li (x, y) where i = 1 . . . 9 as Lemma 3.1, and then we
use Lemma 3.1 in the statement of Theorem 3.2. Theorem 3.2 summarises and concludes Section 3.4,
Simplification of a Lagrange Polynomial in x y.
Lemma 3.1 Construction of Li (x, y) (i = 1, . . . , 9) for a 3 × 3 Matrix .
Let α, β, φ, χ, ψ and ω equal 1, 2, or 3. Let (x, y) = (α, β) in the construction of Li (x, y) where
i = 1, . . . , 9 such that Li (x, y) = 1. Then let x = φ or χ and/or y = ψ or ω in the construction of
Li (x, y) such that Li (x, y) = 0.
The general form for the construction of Li (x, y) is:
Li (x, y) =

(x − φ)(x − χ)(y − ψ)(y − ω)
.
(α − φ)(α − χ)(β − ψ)(β − ω)

Hence, if (x, y) = (α, β), then Li (x, y) returns 1. But if x = φ or x = χ and/or y = ψ or y = ω, then
Li (x, y) returns 0.
Theorem 3.2 Massey’s First and Last Theorem.
Construction of a Lagrange polynomial in x y to describe the shape of a surface or surface patch (an
oriented, two dimensional, embedded, smooth submanifold of R3 ) represented by a 3 × 3 matrix of real
numbers requires no less than the construction of one Lagrange polynomial in x y, Li (x, y) (see Lemma
3.1), for each of the nine elements of that matrix .
Proof:
As with the example presented in Section 3.4 remove any one Li (x, y) from the Lagrange polynomial
f (x, y) describing a 3 × 3 matrix. The resulting ‘simplified’ f (x, y) then returns a zero for (x, y) = (α, β)
of the removed Li (x, y) which is true if and only if the Zi associated with the removed Li (x, y) is zero
and false otherwise. 
∗

∗

∗

If we cannot simplify the construction of a Lagrange polynomial in x y, are there other methods of
construction of a polynomial function such that that function realises the properties we need in order to
describe the shape of a patch of a surface? Yes! This is the theme, as mentioned, of Chapter 4.
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Chapter 4 Approximation
4.1 Introduction
This chapter extends our initial investigation into mathematical functions we commenced in Chapter 3
with study of the Lagrange polynomial in x y. In this chapter we extract overlapping 3 × 3 matrices
from, for example, a 250 by 250 grid, but we handle the data in quite different ways in order to construct
alternative types of functions to the Lagrange polynomial in x y. Each of these alternative functions is
used to approximate the shape of a surface patch.
Following explicit advice of the supervisor in Section 4.2 we describe the construction of an ‘exact fit’
quadratic polynomial. Four 3 × 3 trial matrices are examined. Each matrix describes a different surface
shape classified as such by application of the Lagrange polynomial in x y. The classification of surface
shape by application of the exact fit quadratic polynomial is the same as achieved by application of the
Lagrange polynomial in x y in most of the trials; it ‘fails’ occasionally with the matrix representing a
surface that we believe has a convex elliptic shape. This motivates our ‘hybrid polynomial’ research.
A hybrid exact fit quadratic polynomial based on the use of a Lagrange polynomial in x y and an exact
fit quadratic polynomial is the œuvre of the researcher conceived during a short sabbatical in Paris;
it is described in Section 4.3. The application of the hybrid polynomial yields surface classifications
identical to those based on the application of a Lagrange polynomial in x y. This is good, but not all
that surprising, since we have used the method of constructing a Lagrange polynomial in x y as a major
component in constructing the hybrid polynomial. But at least we have obtained a quadratic polynomial
— a polynomial of the lowest degree that we can use and use confidently for surface shape classification.
By the end of Section 4.3 we will have examined three types of exact fit polynomials. The surface
resulting from the application of each type is anchored to the specific points used in the construction of
the polynomial. So we ask the question: “ . . . [M]ight a best fit quadratic polynomial work just as well
and possibly offer other advantageous characteristics such as requiring fewer computational resources to
work with a grid of a given density?”
The surface resulting from the application of a best fit quadratic polynomial ‘floats’ amidst the cloud
of points used in the construction of the function without necessarily passing through any one of the
points. Again, following explicit advice of the supervisor the fourth and final function, a best-fit quadratic
polynomial, is described and applied to the four trial matrices in Section 4.4. The classification of surface
shape by application of the best fit quadratic polynomial is the same as achieved by application of the
Lagrange polynomial in x y in three out of the four trials; it fails, as did the application of the exact fit
quadratic polynomial, with the matrix representing a surface that we believe has a convex elliptic shape.
We draw a conclusion about which one of the four polynomial functions should be used for effecting
surface shape classification, and this is done in Subsection 1 of Section 4.5. In the first paragraph of this
introduction we state that “. . . we extract overlapping 3 × 3 matrices from . . . a 250 by 250 grid . . . ”;
this allows us to gain insight into the behaviour of different types of functions in the classification of
surface shape when applied to grids of different density. Not surprisingly, there is modest variation in
surface shape classification when the 3 × 3 matrices are extracted from a relatively low density 50 by
50 grid. But very surprisingly, convergence of the map patterns — convergence in R2 — is observed
when the 3 × 3 matrices are extracted from the relatively high density 250 by 250 grid. This is discussed
in Subsection 2 of Section 4.5. We believe that convergence in R2 is a strong justification for the
novel approach to smoothing described in Chapter 2, but much more research is required. Section 4.5
concludes with a discussion of spatial autocorrelation inherent in socio-economic phenomena. We claim
that data collection by overlapping 3 × 3 matrices is methodologically appropriate given the spatial
distribution of such phenomena. Extraction of overlapping 3 × 3 matrices is the key to the success
realised in the development of the method of the delineating socio-economic regions by classification of
shape neighbourhoods of a surface describing the spatial distribution of a socio-economic phenomenon.
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4.2 An Exact Fit Quadratic Polynomial
The map in Figure 4.1 (the same as in Figure 3.17) was produced by application of a Lagrange polynomial
in x y and then application of the shape neighbourhoods engine as described in Chapter 3. The map in
Figure 4.2 was produced using the same input data, but then by application of an exact fit quadratic
polynomial and by application of the shape neighbourhoods engine. Two very different applications
to the same input data yield virtually the same map pattern. Demonstration of this convergence in
R2 motivates the description of our research on an exact fit quadratic polynomial. And, as mentioned,
recognizing the nature of this convergence is a fundamental theme of this chapter.

Figure 4.1 Italian-born % — by a Lagrange Polynomial in x y, 100 by 100 grid with h = 10.

Figure 4.2 Italian-born % — by an Exact Fit Quadratic Polynomial, 100 by 100 grid with h = 10.
There are eight variations of the exact fit quadratic polynomial; they are identified by compass orientations: north, north east, east and so on. We investigate in detail the construction of only the ‘north
configuration’ exact fit quadratic polynomial.
We use only six of the nine elements of a 3 × 3 matrix extracted from a grid of a given density to
construct an exact fit quadratic polynomial. Here is the logic. A quadratic polynomial in two variables
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Figure 4.3 A North Symmetric Configuration of Six Elements from a 3 × 3 Extracted Matrix.
has six coefficients. Therefore, it should be possible to find a unique such quadratic the values of which
are specified at six points in R2 , at least if these points are “generic”, e.g., not collinear (Buchdahl, 2011,
pers. comm.). Figure 4.3 shows six elements depicted by red dots; these are the elements used in our
construction. Note that the geometric symmetry about the ‘y-axis’ reflects our desire to have ‘balance’
in sampling. Consider a polynomial of the form
p(x, y) = α x2 + β y 2 + γ x y + δ x +  y + ζ.

(1)

We want a quadratic polynomial such as this to return only the z-datum of one of six special points on
a surface when we feed this polynomial the x and y values of that special point; see the red points of
Figure 4.3. We refer to the following matrix since we are very familiar with its notation


(x = 1, y = 1, Z1 = z1,1 ) (x = 2, y = 1, Z2 = z2,1 ) (x = 3, y = 1, Z3 = z3,1 )
 (x = 1, y = 2, Z4 = z1,2 ) (x = 2, y = 2, Z5 = z2,2 ) (x = 3, y = 2, Z6 = z3,2 ) .
(x = 1, y = 3, Z7 = z1,3 ) (x = 2, y = 3, Z8 = z2,3 ) (x = 3, y = 3, Z9 = z3,3 )
We know we will need the point, (x = 2, y = 2, Z5 = z2,2 ), since it is at this point on the surface that
we will measure the Gaussian and mean curvatures; and, it is in the neighbourhood of this point that
we will classify the shape of the surface. So, as an example, we operate on Equation (1) by setting x = 2
and y = 2 and we obtain a linear equation in six variables. We label this equation, g5 (α, β, γ, δ, , ζ),
since we are operating on the 5th element of the 3 × 3 matrix, and we have
g5 (α, β, γ, δ, , ζ) = 4 α + 4 β + 4 γ + 2 δ + 2  + ζ.

(2)

There are six unknowns. With five more equations of the form of Equation (2), we can stipulate a
solution requirement for each of the six equations and solve for α, β, γ, δ,  and ζ simultaneously. By
referring to Figure 4.3 and substituting suitable numbers for x and for y in Equation (1) we obtain all
six of the equations for the north configuration exact fit quadratic polynomial. They are

x = 2, y = 1 : g2 (α, β, γ, δ, , ζ) = 4 α + β + 2 γ + 2 δ +  + ζ,






x = 1, y = 2 : g4 (α, β, γ, δ, , ζ) = α + 4 β + 2 γ + δ + 2  + ζ,





x = 2, y = 2 : g5 (α, β, γ, δ, , ζ) = 4 α + 4 β + 4 γ + 2 δ + 2  + ζ,
(3)

x = 3, y = 2 : g6 (α, β, γ, δ, , ζ) = 9 α + 4 β + 6 γ + 3 δ + 2  + ζ,





x = 1, y = 3 : g7 (α, β, γ, δ, , ζ) = α + 9 β + 3 γ + δ + 3  + ζ and 




x = 3, y = 3 : g9 (α, β, γ, δ, , ζ) = 9 α + 9 β + 9 γ + 3 δ + 3  + ζ.
For the north configuration exact fit quadratic polynomial under construction we have the six special
x y-pairs: (2, 1), (1, 2), (2, 2), (3, 2), (1, 3) and (3, 3). Not dissimilar to the usage of the descriptor, ‘a
Lagrange polynomial in x y’, there is dual usage associated with the descriptor, ‘an exact fit quadratic
polynomial’. We use this descriptor when referring to the function built for any one of the six special
points and we use it when referring to the function built for the combination of all six special points.
Context makes this dual usage unambiguous.
First, we want the coefficients for Equation (1) so that Equation (1) returns a 1 if (x, y) = (2, 1) and returns a 0 if (x, y) = (1, 2), (2, 2), (3, 2), (1, 3) or (3, 3). To achieve this we solve simultaneously the following set of equations with the stipulated solution requirements: g2 (α, β, γ, δ, , ζ) = 1, g4 (α, β, γ, δ, , ζ) =
0, g5 (α, β, γ, δ, , ζ) = 0, g6 (α, β, γ, δ, , ζ) = 0, g7 (α, β, γ, δ, , ζ) = 0 and g9 (α, β, γ, δ, , ζ) = 0.
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For convenience, henceforth, we specify the gi (α, β, γ, δ, , ζ) equations without the (α, β, γ, δ, , ζ) notation and so we have
solve for α, β, γ, δ, , ζ when the equations g2 = 1, g4 = 0, g5 = 0, g6 = 0, g7 = 0, g9 = 0.
The result is: α = 0, β = 1/2, γ = 0, δ = 0,  = −5/2 and ζ = 3. We substitute these coefficients into
Equation (1) and we have
y2
5y
p2 (x, y) =
−
+3
2
2
where p2 (x, y) is the exact fit quadratic polynomial for the special point, (x, y) = (2, 1).
Next, we want the coefficients for Equation (1) so that Equation (1) returns a 1 if (x, y) = (1, 2) and
returns a 0 if (x, y) = (2, 1), (2, 2), (3, 2), (1, 3) or (3, 3). To achieve this we solve simultaneously the
following set of equations with the stipulated solution requirements: g2 = 0, g4 = 1, g5 = 0, g6 = 0, g7 =
0 and g9 = 0 and so we have
solve for α, β, γ, δ, , ζ when the equations g2 = 0, g4 = 1, g5 = 0, g6 = 0, g7 = 0, g9 = 0.
The result is: α = 1/2, β = −1/4, γ = 1/2, δ = −7/2,  = −1/4 and ζ = 9/2. We substitute these
coefficients into Equation (1) and we have
x2
y2
x y 7x y 9
p4 (x, y) =
−
+
−
− + .
2
4
2
2
4 2
Finally, we skip to the construction of the last equation, p9 (x, y). We want the coefficients for Equation
(1) so that Equation (1) returns a 1 if (x, y) = (3, 3) and returns a 0 if (x, y) = (2, 1), (1, 2), (2, 2),
(3, 2) or (1, 3). To achieve this we solve simultaneously the following set of equations with the stipulated
solution requirements: g2 = 0, g4 = 0, g5 = 0, g6 = 0, g7 = 0 and g9 = 1 and so we have
solve for α, β, γ, δ, , ζ when the equations g2 = 0, g4 = 0, g5 = 0, g6 = 0, g7 = 0, g9 = 1.
The result is: α = 0, β = 1/4, γ = 1/2, δ = −1,  = −7/4 and ζ = 5/2. We substitute these coefficients
into Equation (1) and we have
y2
xy
7y 5
p9 (x, y) =
+
−x−
+ .
4
2
4
2
We present the six exact fit quadratic polynomials as Equations (4).

y2
5y


x = 2, y = 1 : p2 (x, y) =
−
+ 3,



2
2


2
2

x
y
x y 7x y 9 

x = 1, y = 2 : p4 (x, y) =
−
+
−
− + , 

2
4
2
2
4 2 




y2
5y

2


x = 2, y = 2 : p5 (x, y) = −x −
+ 4x +
− 6,
2
2
(4)
x2
y2
x y x 7y 3 


x = 3, y = 2 : p6 (x, y) =
−
−
− +
− , 
2
4
2
2
4
2 



2

y
xy
y 3



x = 1, y = 3 : p7 (x, y) =
−
+x+ −
and


4
2
4 2



2

y
xy
7y 5


x = 3, y = 3 : p9 (x, y) =
+
−x−
+ .
4
2
4
2
The general equation for our north configuration exact fit quadratic polynomial is
fN (x, y) = p2 (x, y) Z2 + p4 (x, y) Z4 + p5 (x, y) Z5 + p6 (x, y) Z6 + p7 (x, y) Z7 + p9 (x, y) Z9 .

(5)

We work with four trial matrices: R, S, T and U. The data of these matrices are used to describe
the four fundamental surface shapes with which we are interested in this thesis. Matrix R describes a
convex elliptic shape; matrix S describes a concave elliptic shape; matrix T — convex hyperbolic; and,
matrix U — concave hyperbolic. The surface shape of each matrix was determined by the application of
a Lagrange polynomial in x y in conjunction with the application of the shape neighbourhoods engine.
This is justified on the grounds that a Lagrange polynomial in x y is anchored to all nine points of a 3 × 3
matrix and, hence, is most likely to yield an accurate classification of surface shape. These matrices are
presented below.
65



Matrix R :=

Matrix S :=

Matrix T :=

Matrix U :=

(1, 1, Z1 = 5)
 (1, 2, Z4 = 6)
(1, 3, Z7 = 4)

(1, 1, Z1 = 10)
 (1, 2, Z4 = 10)
(1, 3, Z7 = 7)

(1, 1, Z1 = 11)
 (1, 2, Z4 = 6)
(1, 3, Z7 = 8)

(1, 1, Z1 = 3)
 (1, 2, Z4 = 5)
(1, 3, Z7 = 6)

(2, 1, Z2 = 3)
(2, 2, Z5 = 9)
(2, 3, Z8 = 3)
(2, 1, Z2 = 10)
(2, 2, Z5 = 6)
(2, 3, Z8 = 11)
(2, 1, Z2 = 14)
(2, 2, Z5 = 10)
(2, 3, Z8 = 9)
(2, 1, Z2 = 7)
(2, 2, Z5 = 6)
(2, 3, Z8 = 8)


(3, 1, Z3 = 10)
(3, 2, Z6 = 10) 
(3, 3, Z9 = 7)

(3, 1, Z3 = 9)
(3, 2, Z6 = 12) 
(3, 3, Z9 = 14)

(3, 1, Z3 = 12)
(3, 2, Z6 = 9) 
(3, 3, Z9 = 7)

(3, 1, Z3 = 11)
(3, 2, Z6 = 6) 
(3, 3, Z9 = 8)

(convex elliptic).

(concave elliptic).

(convex hyperbolic).

(concave hyperbolic).

We use matrix R and build an exact fit quadratic polynomial by substituting our pi (x, y) equations
and our Zi data where i = 2, 4, 5, 6, 7 and 9 into Equation (5) and after expansion and simplification
we get
xy
79y 43
17y 2
−
+ 7x +
− .
(6)
fNR (x, y) = −x2 −
4
2
4
2

Figure 4.4 Perspective Views by Applying Equation (6) to 1.5 ≤ x ≤ 2.5 and 1.5 ≤ y ≤ 2.5 .
We use Equation (6) to compute two perspective views of the graphic presented in Figure 4.4. Not
surprisingly the surface patch lies below the tangent plane for this convex elliptic shape. We confirm
our interpretation by calculating the Gaussian and the mean curvatures using Equation (6). These are
KNR (x, y)

=
(x,y)=(2,2)

268
and HNR (x, y)
129

=−
(x,y)=(2,2)

1508
√
.
129 129

The mathematics is consistent with our interpretation of the graphic in Figure 4.4. The Gaussian
curvature, KNR (2, 2), is greater than zero and the mean curvature, HNR (2, 2), is less than zero, so,
indeed, we have a convex elliptic shape in the neighbourhood of (x, y, Z5 = z2,2 ) = (2, 2, 9) of matrix R.
Next, we use matrix S and build an exact fit quadratic polynomial by substituting our pi (x, y) equations
and our Zi data where i = 2, 4, 5, 6, 7 and 9 into Equation (5) and after expansion and simplification
we get
7y 2
5x y
57y 91
+
− 24x −
+ .
(7)
fNS (x, y) = 5x2 +
4
2
4
2
Then we calculate the Gaussian and the mean curvatures using Equation (7). These are
KNS (x, y)

=
(x,y)=(2,2)

460
and HNS (x, y)
113

=
(x,y)=(2,2)

2524
√
.
113 113

The Gaussian curvature, KNS (2, 2), is greater than zero and the mean curvature, HNS (2, 2), is greater
than zero, so, indeed, we have a concave elliptic shape in the neighbourhood of (x, y, Z5 = z2,2 ) = (2, 2, 6)
of matrix S; see Figure 4.5 (top).
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Figure 4.5 Top – Eq. (7), Middle – Eq. (8), Bottom – Eq. (9) ( 1.5 ≤ x ≤ 2.5 and 1.5 ≤ y ≤ 2.5 ).
Now we do it all again using matrix T and build an exact fit quadratic polynomial by substituting our
pi (x, y) equations and our Zi data where i = 2, 4, 5, 6, 7 and 9 into Equation (5) and after expansion
and simplification we get
fNT (x, y) = −

31x
5x2
+ 2y 2 − 2x y +
− 6y + 1.
2
2

(8)

Then we calculate the Gaussian and the mean curvatures using Equation (8). These are
KNT (x, y)

=−
(x,y)=(2,2)

96
and HNT (x, y)
29

=−
(x,y)=(2,2)

96
√ .
29 29

The Gaussian curvature, KNT (2, 2), is less than zero and the mean curvature, HNT (2, 2), is less than
zero, so, indeed, we have a convex hyperbolic shape in the neighbourhood of (x, y, Z5 = z2,2 ) = (2, 2, 10)
of matrix T ; see Figure 4.5 (middle). Note that in this middle graphic the surface is somewhat caplike
(i.e., convex), but nonetheless is classified as having a hyperbolic or monkey saddle shape.
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Finally, and parenthetically (we are empathetic if you find this tedious), using matrix U we build
an exact fit quadratic polynomial by substituting our pi (x, y) equations and our Zi data where i =
2, 4, 5, 6, 7 and 9 into Equation (5) and after expansion and simplification we get
fNU (x, y) = −

x2
5y 2
x y 3x 23y 19
+
+
+
−
+ .
2
4
2
2
4
2

(9)

Then we calculate the Gaussian and the mean curvatures using Equation (9). These are
KNU (x, y)

=−
(x,y)=(2,2)

44
and HNU (x, y)
21

=
(x,y)=(2,2)

62
√ .
21 21

The Gaussian curvature, KNU (2, 2), is less than zero and the mean curvature, HNU (2, 2), is greater than
zero, so, indeed, we have a concave hyperbolic shape in the neighbourhood of (x, y, Z5 = z2,2 ) = (2, 2, 6)
of matrix U ; see Figure 4.5 (bottom). Note that in this bottom graphic the surface is somewhat cuplike
(i.e., concave), but nonetheless is classified as having a hyperbolic or monkey saddle shape.
Next we generate a shapes neighbourhood map by building and applying the north configuration exact fit
quadratic polynomial function of the form of Equation (5) in conjunction with the shape neighbourhoods
engine for each of 61,504 extracted 3×3 matrices from, as mentioned, the 250 by 250 grid with smoothing
of h = 20. But we will not do this for just the north configuration of six matrix elements described in
Figure 4.3. We will do this for each of the eight configurations summarised in Figure 4.6 and described
in detail in Appendix C . In Figure 4.6 the circles are those elements of an extracted 3 × 3 matrix that
are not used in the construction of an exact fit quadratic polynomial function. The two red numbers
and the red circle in each configuration indicate the ‘axis of symmetry’ in sampling the 3 × 3 matrix.

Figure 4.6 Configurations of Six Points Used to Generate an Exact Fit Quadratic Polynomial.
We construct a general equation for an exact fit quadratic polynomial for each configuration. Equation
(5), labelled fN (x, y), is shown along with the other seven equations — each for a different configuration
described in Figure 4.6 and Appendix C; see Equations (10).

fN (x, y) = p2 (x, y) Z2 + p4 (x, y) Z4 + p5 (x, y) Z5 + p6 (x, y) Z6 + p7 (x, y) Z7 + p9 (x, y) Z9 ,





fE (x, y) = p1 (x, y) Z1 + p2 (x, y) Z2 + p5 (x, y) Z5 + p6 (x, y) Z6 + p7 (x, y) Z7 + p8 (x, y) Z8 ,






fS (x, y) = p1 (x, y) Z1 + p3 (x, y) Z3 + p4 (x, y) Z4 + p5 (x, y) Z5 + p6 (x, y) Z6 + p8 (x, y) Z8 ,





fW (x, y) = p2 (x, y) Z2 + p3 (x, y) Z3 + p4 (x, y) Z4 + p5 (x, y) Z5 + p8 (x, y) Z8 + p9 (x, y) Z9 ,
(10)

fNE (x, y) = p2 (x, y) Z2 + p3 (x, y) Z3 + p4 (x, y) Z4 + p5 (x, y) Z5 + p6 (x, y) Z6 + p8 (x, y) Z8 ,






fSE (x, y) = p2 (x, y) Z2 + p4 (x, y) Z4 + p5 (x, y) Z5 + p6 (x, y) Z6 + p8 (x, y) Z8 + p9 (x, y) Z9 ,




fSW (x, y) = p2 (x, y) Z2 + p4 (x, y) Z4 + p5 (x, y) Z5 + p6 (x, y) Z6 + p7 (x, y) Z7 + p8 (x, y) Z8 and 




fNW (x, y) = p1 (x, y) Z1 + p2 (x, y) Z2 + p4 (x, y) Z4 + p5 (x, y) Z5 + p6 (x, y) Z6 + p8 (x, y) Z8 .
Into each of these equations we substitute the appropriate pi (x, y) equation where i is a subset of six
numbers of the set of matrix elements, 1 to 9 inclusive. Then this fN (x, y), fE (x, y), fS (x, y), fW (x, y),
fNE (x, y), fSE (x, y), fSW (x, y) or fNW (x, y) is applied in conjunction with the shape neighbourhoods
engine. In other words there are eight separate computational executions. For each configuration independently, 61,504 3 × 3 matrices were extracted from the 250 by 250 grid with the appropriate Zi data
obtained from each matrix to produce just one of the maps shown in Figure 4.7.
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Figure 4.7 Shape Neighbourhoods Maps — Italian-born %, 250 by 250 grid, Smoothing h = 20;
Each Produced by Application of a Different Exact Fit Quadratic Polynomial Function.
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One would be entitled to think that just one map was produced and duplicated to obtain the remaining
seven in Figure 4.7. But this is not so; as mentioned and we emphasise, each map in Figure 4.7 was
produced by application of a different exact fit quadratic polynomial (i.e., fi (x, y) where i = N, E, S,
W, NE, SE, SW or NW) in conjunction with the shape neighbourhoods engine. The maps are virtually
identical and they are virtually identical to the map produced by application of the Lagrange polynomial
in x y to the 250 by 250 grid with smoothing of h = 20; see Figure 4.8.

Figure 4.8 Italian-born % by a Lagrange Polynomial in x y,
Grid: 250 by 250, Surface Smoothing h = 20.

Figure 4.9 Nonregular Pentagon Configurations Used to Generate Eight Exact Fit Quad Poly’s.
This would be a great place to say that we have good evidence to suggest that an exact fit quadratic
polynomial of the type we have examined in this section is an appropriate replacement for the higher
degree Lagrange polynomial in x y. This may be true, but the next study presented in this section
suggests that there may be a problem with using fewer than all nine elements of the 3 × 3 matrix and/or
with the geometry of the nonregular pentagon of several of the eight configurations; see Figure 4.9.
We described the construction of an exact fit quadratic polynomial in the context of four matrices:
R, S, T and U. For this we used a north configuration for our six points or matrix elements (see
Figure 4.3). The surface shape classifications obtained by applying our north configuration exact fit
quadratic polynomial in conjunction with the shape neighbourhoods engine to the matrices, R, S, T
and U, were identical to those obtained by applying a Lagrange polynomial in x y in conjunction with the
shape neighbourhoods engine to the same matrices. So far so good, and here is where we should have left
well enough alone! Unfortunately, we decided to examine the classification of surface shapes of matrix R,
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matrix S, matrix T and matrix U resulting from the application of the exact fit quadratic polynomial
constructed using each of the other seven configurations. Application of four of the other seven resulted
in matrix R being classified as having a convex hyperbolic rather than a convex elliptic shape. All of
the functions and associated Gaussian and mean curvatures calculations are contained in Appendix D.
Below we are only concerned with the implications of the inconsistent shape classification.
First, on the basis of the above study we conclude that two exact fit quadratic polynomials — each
constructed from a different configuration — used in conjunction with the shape neighbourhoods engine
may not yield identical surface shape classifications. Next, since this is so, why did we generate eight
virtually identical shape neighbourhoods maps by applying eight different exact fit quadratic polynomial
functions in conjunction with the shape neighbourhoods engine? And why are these eight maps virtually
identical to the one produced through the application to the same data of a Lagrange polynomial in
x y? We suspect that the modest difference in the classificatory behaviour of the exact fit quadratic
polynomials — each constructed from a different configuration — is outweighed by using 3 × 3 matrices
which are extracted in an overlapping fashion from the grid as described in Chapter 3. And, there are
two other factors to be considered: 1) the relatively high density of the 250 by 250 grid and 2) the
relatively high smoothing of h = 20. We examine the possible contribution of these three factors in
Section 4.5. But before this, we consider what can be done to overcome the inconsistent classification
problem by describing a hybrid exact fit quadratic polynomial function in Section 4.3.

4.3 A Hybrid Exact Fit Quadratic Polynomial
Figure 4.10 (i, ii, iii and iv) describes the concept of how we may construct an exact fit quadratic
polynomial that on application classifies the shape of a surface in a fashion consistent with the application
of a Lagrange polynomial in x y. Start with (i). It shows the relative positions of the nine Zi data in
one of our 3 × 3 matrices. We will use these data to construct a Lagrange polynomial in x y, and we
assume that this has been done. Now consider (ii). In (ii) we have inscribed a unit circle with its centre
at the position (x, y) = (2, 2). The circle has given us a geometric reference for constructing a regular
pentagon, and it is inscribed within the circle (iii). The vertices of this pentagon are labelled in (iv):
A, B, C , D and E. These are five of the six points that we use to build a hybrid exact fit quadratic
polynomial. The sixth point is the centre of the circle and it is labelled F. The position of each of the
six points (on the unit circle) is presented below.
p
√
√
Point A : (x, y) = (2 + 41 10 − 2 5, 14 (7 − 5)) = (2.59, 1.19),
q
√
√
Point B : (x, y) = (2 − 12 12 (5 − 5), 14 (7 − 5)) = (1.41, 1.19),
q
√
√
Point C : (x, y) = (2 − 12 12 (5 + 5), 41 (7 + 5)) = (1.05, 2.31),
Point D : (x, y) =

(2, 3)
= (2.00, 3.00),
p
√
√
Point E : (x, y) = (2 + 14 10 + 2 5, 14 (7 + 5)) = (2.95, 2.31) and
Point F : (x, y) =

(2, 2)

= (2.00, 2.00) (the centre point).

This positioning of the pentagon vertices and centre point reflects the standard locational references
that we use for our 3 × 3 matrix where the upper left hand element is (x, y, z) = (1, 1, Z1 = z1,1 ) and
the lower right hand element is (x, y, z) = (3, 3, Z9 = z3,3 ). As we did in Section 4.2 we set up six gi
equations where i = A, B, C, D, E and F (the six points of the regular pentagon) and then we solve
simultaneously for α, β, γ, δ,  and ζ given the unique solution requirements of each set of six equations.
These solutions are substituted into Equation (1) and we have Equations (11). Some of the expressions
for some of the locations of the x and y coordinates of the vertices of our regular pentagon when presented
as integers imply output from calculations that appears rather, and unnecessarily, complicated. We have
used instead the decimal representation for these locations and for the α, β, γ, δ,  and ζ coefficients
to only two places of precision; this is good enough.
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Figure 4.10 Construction of a Regular Pentagon Within the Frame of a 3 × 3 Matrix.

Point A : pA (x, y) = 0.08 x2 − 0.76 x y + 0.32 y 2 + 1.45 x − 0.10 y − 1.27,




2
2


Point B : pB (x, y) = 0.08 x + 0.76 x y + 0.32 y − 2.06 x − 3.14 y + 5.76,




2
2

Point C : pC (x, y) = 0.52 x + 0.47 x y − 0.12 y − 1.53 x + 1.56 y + 0.23,

Point D : pD (x, y) = 0.20 x2 + 0.00 x y + 0.60 y 2 + 0.80 x − 2.00 y + 0.80,




2
2

Point E : pE (x, y) = 0.52 x + 0.47 x y − 0.12 y − 2.65 x − 0.32 y + 2.47 and 




2
2
Point F : pF (x, y) = −1.00 x + 0.00 x y − 1.00 y + 4.00 x + 4.00 y − 7.00.

(11)

The general equation for our hybrid exact fit quadratic polynomial for our regular pentagon is Equation (12).
fHP (x, y) = pA (x, y) Az + pB (x, y) Bz + pC (x, y) Cz + pD (x, y) Dz + pE (x, y) Ez + pF (x, y) Fz ,

(12)

where the subscript, z, means the z-datum of the xyz-triple of each of the A, B, C , D, E and F points.
Again we work with the four trial matrices: R, S, T and U. Using matrix R we compute the Lagrange
polynomial in x y, fLR (x, y). And, then we do it all again using matrix S (see fLS (x, y)); then using
matrix T (see fLT (x, y)); and, finally, matrix U (see fLU (x, y)). The Lagrange polynomials in x y —
one constructed for each the four matrices — are Equations (13).

9 x2 y 2
151 x, y

2
2
2
2

fLR (x, y) =
− 19 x y − 18 x y + 19 x +
+ 12 y − 73 x − 51 y + 55,


2
2



2
2

11 x2 y 2
45
x
y
37
y
141
y

2
2

fLS (x, y) = −
+ 22 x y +
− 17 x − 88 x y −
+ 67 x +
− 43, 
2
2
2
2
(13)

x2 y 2
3 x2 y 7 x y 2
3 x2
23 x y 13 y 2
5 x 51 y


fLT (x, y) =
+
−
−
+
+
+
−
+ 22 and


2
2
2
2
2
2
2
2



2
2
2

x y
x
15
x
y
5
y
19
x
23
y

2

fLU (x, y) = −
+ 2xy +
−
−
+
+
− 10.
2
2
2
2
2
2
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Using fLR (x, y) we compute the estimates: AzR = 7.44, BzR = 4.61, CzR = 5.88, DzR = 3.00, EzR = 9.39
and FzR = 9.00. Then, using fLS we compute the estimates for AzS to FzS ; using fLT — the estimates
for AzT to FzT ; and, using fLU — those for AzU to FzU ; see Figure 4.11. Matrices R, S, T and U as
well as the data for the regular pentagon points (vertices and centres) AzR to FzR , AzS to FzS , AzT
to FzT and AzU to FzU are presented in Figure 4.12. We are ready to build our first hybrid exact
fit quadratic polynomial based on a regular pentagon. We substitute our pi (x, y) equations where
i = A, B, C, D, E and F and our AzR , BzR , CzR , DzR , EzR and FzR data into Equation (12) and after
expansion and simplification we get: fHPR (x, y) = 0.69 x2 − 0.50 x y − 5.19 y 2 + 5.75 x + 20.94 y − 18.87.
Then we build fHPS , fHPT and fHPU where ‘HP’ means hybrid polynomial; see Equations (14).


AzR = 7.44 BzR = 4.61 CzR = 5.88 DzR = 3.00 EzR = 9.39 FzR = 9.00
 AzS = 8.85 BzS = 9.20 CzS = 9.05 DzS = 11.00 EzS = 12.22 FzS = 6.00 


AzT = 12.66 BzT = 11.57 CzT = 6.15 DzT = 9.00 EzT = 8.44 FzT = 10.00
AzU = 8.32 BzU = 4.77 CzU = 5.49 DzU = 8.00 EzU = 5.92 FzU = 6.00
Figure 4.11 The Az , Bz , Cz , Dz , Ez and Fz Data Estimated by Applying
fLR (x, y), fLS (x, y), fLT (x, y) and fLU (x, y).

Figure 4.12 Matrices R, S, T and U and associated Az , Bz , Cz , Dz , Ez and Fz Data.
We are interested in the computation of Gaussian curvature (K ) and mean curvature (H ) based on
the data of the Matrices R, S, T and U . We use Equations (13) and for fLR (x, y), fLS (x, y), fLT (x, y)
and fLU (x, y) we compute KLR and HLR , KLS and HLS , KLT and HLT as well as KLU and HLU , respect-
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fHPR (x, y) = 0.69 x2 − 0.50 x y − 5.19 y 2 + 5.75 x + 20.94 y − 18.87,
fHPS (x, y) = 4.31 x2 + 1.75 x y + 3.81 y 2 − 19.63 x − 17.56 y + 40.88,









fHPT (x, y) = 2.31 x2 + 0.25 x y + 1.44 y 2 + 9.88 x − 8.69 y + 10.12 and 



2
2
fHPU (x, y) = −0.62 x − 2.50 x y + 1.62 y + 8.50 x − 1.13 y − 2.75.
)

fLR (x, y) yields . . . KLR =

0.95

HLR = −2.78

fHPR (x, y) yields . . . KHPR =

0.44

HHPR = −2.07

fLS (x, y) yields . . . KLS = 16.98

HLS = 4.22

fHPS (x, y) yields . . . KHPS = 4.64

HHPS = 2.37

fLT (x, y) yields . . . KLT

= −0.17

fHPT (x, y) yields . . . KHPT = −0.20

HLT

(14)

implies convex elliptic.

)

= −0.52

implies concave elliptic.

)
implies convex hyperbolic.

HHPT = −0.52

fLU (x, y) yields . . . KLU = −2.33

HLU =

0.88

fHPU (x, y) yields . . . KHPU = −2.25

HHPU =

1.11

)
implies concave hyperbolic.

Figure 4.13 Gaussian and Mean Curvatures Data Computed for Matrices R, S, T and U Using:
1) A Lagrange Polynomial in x y and 2) A Quad Poly Based on a Regular Pentagon.

Figure 4.14 Italian-born % by a Lagrange Polynomial in x y
Computing Input Data for A Quadratic Polynomial Based A a Regular Pentagon,
Grid: 250 by 250 with Smoothing of h = 20.
ively. Then we use Equations (14) and for fHPR (x, y), fHPS (x, y), fHPT (x, y) and fHPU (x, y) we compute
KHPR and HHPR , KHPS and HHPS , KHPT and HHPT as well as KHPU and HHPU , respectively; see
Figure 4.13. Of particular interest are the signs of the K and H numbers. For any particular comparison
the signs are identical . The implications for surface shape for each matrix are also provided in Figure
4.13. We note that there is no inconsistency in the classification of surface shape. Matrix R is classified
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by computations on both fLR (x, y) and fHPR (x, y) as convex elliptic; matrix S is classified as concave
elliptic; matrix T as convex hyperbolic; and, matrix U — concave hyperbolic. This is reassuring but
not surprising. Equation fLR (x, y) was used to compute the estimates of the input data for equation
fHPR (x, y); equation fLS (x, y) was used to compute the input estimates for fHPS (x, y); equation fLT (x, y)
— estimates for fHPT (x, y); and, fLU (x, y) — for fHPU (x, y).
We have gone to a great deal of trouble, i.e., a lot of programming effort, to obtain an exact fit quadratic
polynomial which when analysed should yield Gaussian and mean curvature measurements with the
same signs as those when a Lagrange polynomial in x y is analysed using the same data. In our defence
the regular pentagon looks elegant. On that high note we finally conclude this section with a graphic
which by now should be tediously familiar. It is the shape neighbourhoods map of Figure 4.14. It is the
result of computing a Lagrange polynomial in x y and using this equation to compute the estimates of
the input data to a hybrid exact fit quadratic polynomial based on a regular pentagon configuration for
each of 61,504 overlapping 3 × 3 matrices extracted from a 250 by 250 grid with smoothing at h = 20.
It is virtually identical to the maps in Figure 4.7 and the map in Figure 4.8. At the very least we
know that we have several different methods for obtaining a shape neighbourhoods map that provides a
consistent description of the spatial distribution of a socio-economic phenomenon. And this is good. In
the next section we ask and answer the question: Is the accuracy of a polynomial representing a surface
that passes through each of the points used in the construction of the polynomial really necessary?
We reiterate: “ . . . [M]ight a best fit quadratic polynomial work just as well and possibly offer other
advantageous characteristics such as requiring fewer computational resources to work with a grid of a
given density?” In Section 4.4 a best-fit quadratic polynomial is described and evaluated.

4.4 A Best Fit Quadratic Polynomial
We use a standard least squares approximation method to effect the best fit of a nonplanar surface to a
set of nine xyz-triples from a 3 × 3 matrix (Buchdahl, 2011, pers. comm.). The book by Lancaster and
Šalkauskas (1986, Section 7.7) also provides helpful insight. Figure 4.15, a modification of Figure 3.9,
provides the notation we need to explain the start of the construction procedure.




(x1 , y1 , Z1 = z1,1 ) (x2 , y1 , Z2 = z2,1 ) (x3 , y1 , Z3 = z3,1 )
g1 (.) g2 (.) g3 (.)
 g4 (.) g5 (.) g6 (.)  is constructed for  (x1 , y2 , Z4 = z1,2 ) (x2 , y2 , Z5 = z2,2 ) (x3 , y2 , Z6 = z3,2 ) .
(x1 , y3 , Z7 = z1,3 ) (x2 , y3 , Z8 = z2,3 ) (x3 , y3 , Z9 = z3,3 )
g7 (.) g8 (.) g9 (.)
Figure 4.15 The Example 3 × 3 Matrix and the Notation of the Variables
and gi (.) Polynomials, Where (.) Means (α, β, γ, δ, , ζ).
Consider Equation (15) — identical to Equation (1) — of the form
p(x, y) = α x2 + β y 2 + γ x y + δ x +  y + ζ.

(15)

We are familiar with the so-called ‘special’ xy-pairs and we build a linear function in α, β, γ, δ,  and ζ
using Equation (15) for each of the nine special xy-pairs; see Equations (16).

x = 1, y = 1 : g1 (α, β, γ, δ, , ζ) = α + β + γ + δ +  + ζ,





x = 2, y = 1 : g2 (α, β, γ, δ, , ζ) = 4 α + β + 2 γ + 2 δ +  + ζ,






x = 3, y = 1 : g3 (α, β, γ, δ, , ζ) = 9 α + β + 3 γ + 3 δ +  + ζ,






x = 1, y = 2 : g4 (α, β, γ, δ, , ζ) = α + 4 β + 2 γ + δ + 2  + ζ,


x = 2, y = 2 : g5 (α, β, γ, δ, , ζ) = 4 α + 4 β + 4 γ + 2 δ + 2  + ζ,
(16)




x = 3, y = 2 : g6 (α, β, γ, δ, , ζ) = 9 α + 4 β + 6 γ + 3 δ + 2  + δ,






x = 1, y = 3 : g7 (α, β, γ, δ, , ζ) = α + 9 β + 3 γ + δ + 3  + ζ,




x = 2, y = 3 : g8 (α, β, γ, δ, , ζ) = 4 α + 9 β + 6 γ + 2 δ + 3  + ζ and 




x = 3, y = 3 : g9 (α, β, γ, δ, , ζ) = 9 α + 9 β + 9 γ + 3 δ + 3  + ζ.
Next we form the equation, g̃(α, β, γ, δ, , ζ), as a measure of the sum of the distance squared of each
gi (α, β, γ, δ, , ζ) from its associated Zi -datum (Equation (17)).
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g̃(α, β, γ, δ, , ζ) = (g1 (α, β, γ, δ, , ζ) − Z1 )2 + (g2 (α, β, γ, δ, , ζ) − Z2 )2 + 




(g3 (α, β, γ, δ, , ζ) − Z3 )2 + (g4 (α, β, γ, δ, , ζ) − Z4 )2 + 


2
2
(g5 (α, β, γ, δ, , ζ) − Z5 ) + (g6 (α, β, γ, δ, , ζ) − Z6 ) +



(g7 (α, β, γ, δ, , ζ) − Z7 )2 + (g8 (α, β, γ, δ, , ζ) − Z8 )2 + 




2
(g9 (α, β, γ, δ, , ζ) − Z9 ) .

(17)

Then we compute the six first partial derivatives of g̃(α, β, γ, δ, , ζ). So we have six functions in six
unknowns: g̃α (α, β, γ, δ, , ζ), . . . , g̃ζ (α, β, γ, δ, , ζ). This provides the basis for calculating the numerical
values for α, β, γ, δ,  and ζ . To do this we solve simultaneously for α, β, γ, δ, , and ζ where
g̃α (α, β, γ, δ, , ζ) = 0,
g̃β (α, β, γ, δ, , ζ) = 0,
g̃γ (α, β, γ, δ, , ζ) = 0,
g̃δ (α, β, γ, δ, , ζ) = 0,
g̃ (α, β, γ, δ, , ζ) = 0 and
g̃ζ (α, β, γ, δ, , ζ) = 0.
These are substituted into Equation (15) to build a best fit quadratic polynomial.
Here is an example. We build a specific best
the matrix R shown below where

Z1 =
R =  Z4 =
Z7 =

fit quadratic polynomial, fBFR (x, y), using the Zi data of

5 Z2 = 3 Z3 = 10
6 Z5 = 9 Z6 = 10 .
4 Z8 = 3 Z9 = 7

These Zi data are substituted into Equation (17). Then we take the six first partial derivatives and solve
simultaneously the six equations in six unknowns to obtain α = 2, β = −3, γ = − 12 , δ = −5,  = 37
3
and − 35 . These values are substituted into Equation (15) and we derive best fit quadratic polynomial
of Equation (18)
37
5
1
fBFR (x, y) = 2 x2 − 3 y 2 − x y − 5 x +
y− .
(18)
2
3
3
We emphasise — we use Equation (18) as the description of the best fit — hence, ‘BF’ of fBFR (x, y) —
nonplanar surface to the given set of nine xyz-triples of matrix R; four different views of the graphic
of this surface are shown in Figure 4.16. In Figure 4.16 we show the xyz-triples of the matrix R as red
points and the centre point on the surface as a blue point; the points lying behind the visible portion of a
given view are obscured. In each instance for a best fit quadratic polynomial we calculate the curvatures
at the blue point on the surface.
Next, the first and second partial derivatives of fBFR (x, y) are calculated and used in the conventional
fashion to compute the Gaussian and mean curvatures at the blue point, (x = 2, y = 2, fBFR (2, 2) = 7.00),
on the surface. Hence, we are able to classify the shape of surface in the neighbourhood of this point.
Then we do it all again using the data of matrix S to build FBFS (x, y) (Equation (19)), the data of
matrix T to build FBFT (x, y) (Equation (20)) and the data of matrix U to build FBFU (x, y) (Equation
(21)).






Z1 = 10 Z2 = 10 Z3 = 9
Z1 = 11 Z2 = 14 Z3 = 12
Z1 = 3 Z2 = 7 Z3 = 11
S = Z4 = 10 Z5 = 6 Z6 = 12  T = Z4 = 6 Z5 = 10 Z6 = 9  U = Z4 = 5 Z5 = 6 Z6 = 6 
Z7 = 7 Z8 = 11 Z9 = 14
Z7 = 8 Z8 = 9 Z9 = 7
Z7 = 6 Z8 = 8 Z9 = 8
41
193
4 2 5 2
x + y + 2xy − 8x −
y+
3
6
6
9
13 2 11 2 1
61
17
88
fBFT (x, y) = − x +
y − xy +
x−
y+
6
6
2
6
2
9
1 2 3 2 3
41
17
fBFU (x, y) = − x + y − x y +
x−
2
2
2
2
6

fBFS (x, y) =
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(19)
(20)
(21)

Figure 4.16 Graphics of the Best Fit Surface Built Using Matrix R and Showing Zi Points.
Equations (19), (20) and (21) are the descriptions of the best fit nonplanar surface to the given set
of nine xyz-triples of the 3 × 3 matrices, S, T and U, respectively. Again, for each of these quadratic
polynomials the first and second partial derivatives are calculated and used in the conventional fashion to
compute the Gaussian and mean curvatures and classify the shape of the particular surface at the centre
(blue) point; see Figure 4.18. For the ‘S’-surface this is done at the point (x = 2, y = 2, fBFS (2, 2) = 8.44);
for the ‘T ’-surface this is done at (x = 2, y = 2, fBFT (2, 2) = 9.78); and, for the ‘U ’-surface at (x = 2, y =
2, fBFU (2, 2) = 6.00).
Figure 4.17 provides a comparison of the Gaussian and mean curvatures computed using both the
Lagrange polynomial in x y and and the best fit quadratic polynomial for each of the four matrices —
R, S, T and U. The two S surfaces are both classified as concave elliptic; the two T surfaces as convex
hyperbolic; and, the two U surfaces — concave hyperbolic. The two R surfaces present a problem. As
we know, application of the Lagrange polynomial in x y results in classification of the corresponding R
surface as convex elliptic. But application of the best fit quadratic polynomial results in classification
of the corresponding R surface as convex hyperbolic. This is disappointing, but not all that surprising,
since we have already experienced this problem when classifying the shape of surfaces constructed by
application of four of the exact fit quadratic polynomials (see Section 4.2).
)
fLR (x, y) yields . . . KLR = 0.95 HLR = −2.78
implies LR surface −
convex elliptic.
fBFR (x, y) yields . . . KBFR = −0.82 HBFR = −1.01
fLS (x, y) yields . . . KLS = 16.98 HLS =

4.22

fBFS (x, y) yields . . . KBFS = 0.05 HBFS =

0.50

fLT (x, y) yields . . . KLT

= −0.17 HLT

implies BFR surface − convex hyperbolic.
)

= −0.52

implies S surfaces − concave elliptic.
)
implies T surfaces − convex hyperbolic.

fBFT (x, y) yields . . . KBFT = −0.46 HBFT = −0.73
fLU (x, y) yields . . . KLU = −2.33 HLU =

0.88

fBFU (x, y) yields . . . KBFU = −0.27 HBFU =

0.71

)
implies U surfaces − concave hyperbolic.

Figure 4.17 Gaussian and Mean Curvatures Data Computed for Matrices R, S, T and U Using:
1) A Lagrange Polynomial in x y and 2) A Best Fit Quadratic Polynomial.
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Figure 4.18 Graphics of the Best Fit Surfaces Built Using Matrix S, Matrix T and Matrix U.
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So what about application of the best fit quadratic polynomial to the 250 by 250 grid smoothed with
h = 20? See Figure 4.19. The map constructed by application of the best fit quadratic polynomial
is virtually identical to maps in Figure 4.7 (each constructed by application of the exact fit quadratic
polynomial), the map in Figure 4.8 (constructed by application of the Lagrange polynomial in x y) and
the map in Figure 4.14 (constructed by application of the hybrid exact fit quadratic polynomial)!
This convergence in R2 requires comment and to this we turn in Section 4.5. We commence Section 4.5
by drawing a conclusion in Subsection 1 about which one of the four polynomial functions should
be used for effecting surface shape classification. Then in Subsection 2 we consider convergence in
R2 . Finally, in Subsection 3 we discuss spatial autocorrelation inherent in the distribution of a socioeconomic phenomenon and the relationship of this to extracting overlapping 3×3 matrices in the method
of delineating socio-economic regions by classification of shape neighbourhoods regions.

Figure 4.19 Italian-born % by a Lagrange Polynomial in x y
Computing Input Data for A Best Fit Quadratic Polynomial,
Grid: 250 by 250 with Smoothing of h = 20.

4.5 Approximating Polynomial Functions
1) Which function should we use? We reported in Chapter 3 and in Sections 4.2, 4.3 and 4.4
our successful investigation into four approximating polynomial functions — approximating in the sense
that the function is used to construct a surface patch and to classify approximately its shape. In this
subsection we also describe, but briefly and in passing, our unsuccessful investigation into a quadratic
polynomial in x y z. But we serve the best wine first and evaluate our successes: i) the Lagrange
polynomial in x y, fL (x, y), ii) the exact fit quadratic polynomial, e.g., fN (x, y), iii) the hybrid quadratic
polynomial, fHP (x, y), and iv) the best fit quadratic polynomial, fBF (x, y).
There are three criteria we use for evaluation: required computational resources, consistency in surface
shape classification and complexity of construction. We evaluate the four polynomial functions with
respect to each of these. Then we make a selection of which one is best. And, finally, we conclude this
subsection with the description of our ill-fated investigation into the construction and application of a
quadratic polynomial in x y z.
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An introductory comment. We have collected a few numbers that we will present as part of the following
evaluation. Numbers in an evaluation provide a heightened level of quantitative comfort; they strengthen
arguments and suggest rigorous treatment. We do not want to mislead the reader, but of equal importantance we do not want to mislead ourselves. So we state that we are biased. We commenced our
research with the Lagrange polynomial in x y and we have not experienced any serious misgivings about
its application. Therefore, our choice for an approximating polynomial function — to be confirmed
below — is the Lagrange polynomial in x y. But like any (good or bad) academic we hedge our bets and
in Chapter 3 we state “Is this the best function? The researcher and this thesis will be long forgotten
before there is a definitive answer to this question.” The implication of this statement is that rigorous
evaluation of approximating polynomial functions is the topic for both broader and deeper study than
presented herein — it is future music. But we promised an evaluation so next we play that tune.
The use of a 250 by 250 grid smoothed with h = 20, the input data we have used already and frequently in
this chapter, provides a good target for our approximating polynomial functions. For a given application
we must effect computations on 61,504 (i.e., 248 × 248) 3 × 3 overlapping matrices. For convenience
we work in Mathematica so, unlike working in C/C++ or its derivatives, regardless of our attempts at
Mathematica code optimization we still require some minutes to produce an output.
For each approximating polynomial we removed from the ‘61,504 loop’ all those elements of the code
which needed to be evaluated only once and then stored as a variable or as a numerical constant. In
each case this had a dramatic impact on processing times. In some instances when we were tempted to
measure performance with a calendar we managed to reduce the processing time to several minutes. This
optimization was suggested by the supervisor; the researcher does not regularly bother with such niceties
leaving it instead to the professional software engineers. But admittedly the effort was worthwhile, and
here are the results in Table 4.1.
Lagrange Polynomial in x y

=

73.204 seconds

1.032 relativity

Exact Fit (North) Quadratic Polynomial

=

70.922 seconds

1.000 relativity

Hybrid Quadratic Polynomial

=

150.265 seconds

2.119 relativity

Best Fit Quadratic Polynomial

=

342.032 seconds

4.823 relativity

Table 4.1 Timing Test for Four Polynomial Functions.
We use a horse racing analogy of the Australian vernacular — colloquial but obvious. The Lagrange
polynomial in x y is pipped at the post by the exact fit (north configuration) quadratic polynomial. The
hybrid exact fit quadratic polynomial did not excite the punters. And the best fit quadratic polynomial
is off to the knackery.
Back to the professional software engineers. Assume we sit in a meeting and present the numbers of
Table 4.1 to several young (and hungry) software engineers. Their challenge is to make the best fit
quadratic polynomial execute at, at the very least, the speed of the Lagrange polynomial in x y. Is this
possible? — of course! Give them, say, a $10,000 bonus payment and roughly three days. We suspect
they would rewrite the best fit application in C/C++ and/or assembler. And as Jackie Gleeson would
say: “Away we go!” But we could also rewrite the other three applications in C/C++ and/or assembler,
and, if done, the timing relativities shown in Table 4.1 are likely to remain pretty much the same. On
timing alone we eliminate the hybrid quadratic polynomial and the best fit quadratic polynomial.
But what about consistency in shape neighbourhoods classification? We note in Sections 4.2 and 4.4
that some configurations of the exact fit quadratic polynomial and the best fit quadratic polynomial,
while not outstanding failures, do not ‘stand at the head of the class’. Using matrix R, in some instances
both classified the surface patch represented by these data as convex hyperbolic not as convex elliptic
that we believe it to be. So the exact fit quadratic polynomial is eliminated from the two contenders
remaining after the timing tests. That gives us, thankfully, the Lagrange polynomial in x y as our prefer80

red polynomial function. This decision is strongly supported by the fact that the Lagrange polynomial
in x y uses all nine of the points of the 3 × 3 matrix. Therefore, we are justified in assuming that it
will do a superior job — a more consistent job in shape neighbourhoods classification — for little more
expenditure of computational resources than would be devoured by the exact fit quadratic polynomial
function.
Complexity of construction is our third criterion. It could be argued, and probably successfully (at least
in the mind of the advocate), that any one of the four polynomial functions is the least complex to
comprehend and construct. But we argue that the Lagrange polynomial in x y is the least complex.
There are few components in its construction. We construct a polynomial for each element of a 3 × 3
matrix based only on the x and y data of a given xyz-triple and then add the products of each of the
nine individual polynomials and its associated z-datum, and we have our overall Lagrange polynomial
in x y. Admittedly, we went to much trouble in Chapter 3 to ensure that each reader would grasp the
subtleties of this construction. But we know that once the construction of the denominators of the
quotients of the individual polynomials are truly understood, all else falls into place.
We wanted to choose the Lagrange polynomial in x y from the outset of this subsection and we have
justified just that (at least in the mind of this advocate). So we are happy, and we hope you are too.
A quadratic polynomial in x y z. Herewith is the general form of this polynomial, Equation (22).
f (x, y, z) = α x2 + β y 2 + γ z 2 + δ y z +  x z + ζ x y + η x + θ y + ι z + κ

(22)

We used data from an extracted 3 × 3 matrix to find the coefficients, α, β, . . . and κ of Equation (22),
and then we used the Implicit Function Theorem and the chain rule and the quotient rule to obtain the
first and second partial derivatives as functions of only x and y. These partial derivatives were used in
the equations for Gaussian and mean curvatures. All appeared fine. But in an application of extracting
3 × 3 matrices from, say, a 100 by 100 or a 250 by 250 grid, we experienced ‘random’ instability. We
say random because sometimes the application worked and sometimes it crashed, and we could not
determine the source of the problem. Therefore, we happily put our work on the quadratic polynomial
in x y z in the broader and deeper study basket, and push on with our examination of convergence in
R2 . Convergence in R2 is very much more interesting.
2) Convergence in R2 . It is surprising — even astonishing — that the maps in Figure 4.7, the map
in Figure 4.8, the map in Figure 4.14, as well as the map in Figure 4.19 are virtually identical, since
each was produced by application of a very different polynomial function in conjunction with the shape
neighbourhoods engine. High correspondence in the spatial patterns exhibited by these 11 maps we
would accept with pride and grace, but virtual coincidence of the patterns — convergence in R2 —
requires comment.
First examine the maps of Figure 4.20, and these you may wish to compare with the maps of Figure
4.7. Each of the maps in Figure 4.20 is the result of the application of a different configuration of the
exact fit quadratic polynomial to each of 2,304 3 × 3 overlapping matrices extracted from a 50 by 50
grid smoothed with h = 20. These maps at a glance seem reasonably similar but on closer inspection
we notice some subtle differences. This is exactly what we would expect on application of different
polynomial functions to a grid of any density — 50 by 50, 100 by 100, and even 250 by 250. So why
then as we increase grid density do we observe convergence in R2 ?
Before we consider this question, we comment on its implication. The objective of this thesis is to develop
a method for the delineation of socio-economic regions. In other words we want a relatively large number
of contiguous shape neighbourhoods to be classified as the same shape — convex elliptic, concave elliptic,
convex hyperbolic or concave hyperbolic. A set of contiguous shape neighbourhoods each classified as
belonging to the same shape class comprises a shape neighbourhoods region that we interpret as a socioeconomic region. Convergence resulting in large numbers of contiguous shape neighbourhoods implies
that our method realises the objective of the thesis — the delineation of shape neighbourhoods regions
and, hence, socio-economic regions.
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Figure 4.20 Shape Neighbourhoods Maps — Italian-born %, 50 by 50 grid, Smoothing h = 20
Each Produced by Application of a Different Exact Fit Quadratic Polynomial Function.
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Perhaps our perception of convergence in R2 is merely an illusion — the result of increasing resolution
while maintaining the same scale of mapping. Without demonstrating much cartographic sophistication,
we say that the maps in Figure 4.7 and 4.20 are the same scale since they are the same size. But the
maps in Figure 4.7 are of a much higher resolution than those of Figure 4.20, since they were constructed
by applications on a 250 by 250 grid.
LP

EF

HP

BF

Lagrange Polynomial in x y (LP)

−−

96.27

96.96

98.13

Exact Fit (North) Quadratic Polynomial (EF)

−−

−−

96.27

97.18

Hybrid Quadratic Polynomial (HP)

−−

−−

−−

98.56

Best Fit Quadratic Polynomial (BF)

−−

−−

−−

−−

Table 4.2 50 by 50 Grid: Percentage of Successful Comparisons,
Elements of Pairs of 48 by 48 Classification Arrays.
LP

EF

HP

BF

Lagrange Polynomial in x y (LP)

−−

98.08

98.23

98.42

Exact Fit (North) Quadratic Polynomial (EF)

−−

−−

99.26

99.43

Hybrid Quadratic Polynomial (HP)

−−

−−

−−

99.75

Best Fit Quadratic Polynomial (BF)

−−

−−

−−

−−

Table 4.3 250 by 250 Grid: Percentage of Successful Comparisons,
Elements of Pairs of 248 by 248 Classification Arrays.
We gain some insight into convergence by analysing the classification array for each application: the
Lagrange polynomial in x y (‘LP’), the (north configuration) exact fit quadratic polynomial (‘EF’), the
hybrid exact fit quadratic polynomial (‘HP’) and the best fit quadratic polynomial (‘BF’). And we do
this for both the applications on the 50 by 50 grid (Table 4.2) and on the 250 by 250 grid (Table 4.3).
The study involves comparing pairs of classification arrays — element by element. So, for example,
we compare the classification array for the Lagrange polynomial in x y with the classification array for
the exact fit quadratic polynomial. The classification array for the 50 by 50 grid has 48 × 48 = 2, 304
elements, while the classification array for the 250 by 250 grid has 248 × 248 = 61, 504 elements. We
want to know for any given pair how many elements have been assign to the same shape class. Then we
calculate the percentage of identical assignments. For example, for the Lagrange polynomial in x y and
the exact fit quadratic polynomial there are 96.27% identical classifications for the 50 by 50 grid (i.e.,
for the two 48 by 48 classification arrays); see Table 4.2. For the 250 by 250 grid (i.e., for the two 248
by 248 classification arrays) there are 98.08% identical classifications; see Table 4.3.
Careful examination of Table 4.2 and Table 4.3 indicates that convergence in R2 is not merely an illusion.
First, in both tables the percentages of identical classifications are relatively high — in all cases above
96%. In particular, our assertion of convergence in R2 is supported by the fact that the percentage for
a pair of classification arrays is higher in Table 4.3, than the percentage for the same pair in Table 4.2.
In other words with an increase in grid density we do observe convergence in R2 of the map patterns.
As an aside, but an important aside, we suspect that this is to some extent the result of the smoothing
procedure developed and applied to data represented by polygons as described in Chapter 2; but, as
mentioned, more research on smoothing is required and this is discussed in Chapter 6.
This is enough for the required comment. It does not take much effort to appreciate that understanding
and explaining the nature of this convergence involves much work — another thesis topic in its own right
that we also describe in Chapter 6 — and we leave this work to others who are so motivated.
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3) Spatial autocorrelation and extraction of overlapping 3 × 3 matrices. Why does the methodology described in this thesis work to produce a map that is a reasonable representation of surface shape
interpreted as the spatial distribution of some socio-economic phenomenon? This is a very big question,
and we attempt to answer it in this subsection.

Figure 4.21 Sequential, Overlapping Extraction of Nine 3 × 3 Matrices from a 5 by 5 Grid.
First we consider what we have done and, in particular, not done with the 3 × 3 matrices, R, S, T and
U. We have used the data of each of these matrices to construct a polynomial function, calculate its
first and second partial derivatives, plug these into the equations for Gaussian and mean curvatures, at
(x, y) = (2, 2) compute the values of the curvatures, and, finally, compare the signs of these numbers
thereby classifying the shape of the surface described by the numbers contained in the matrix. Nothing
exceptional here. What we have not done with the R, S, T and U matrices is consider how we would
analyse surface shape if these four matrices were not isolated, but extracted as overlapping 3×3 matrices.
The analysis of surface shape undertaken in this thesis is exceptional because we do it not for an isolated
matrix, but for, for example, 61,504 overlapping 3 × 3 matrices extracted from a 250 by 250 grid of
numbers that describe a surface. The motivation for the following discussion is provided by Figure 4.21.
Admittedly, Figure 4.21 may be considered confusing. But all it is demonstrating using a different colour
for the bounding box of each 3 × 3 matrix is the sequential, overlapping extraction of nine 3 × 3 matrices
from a 5 by 5 grid. Figure 4.21 demonstrates that these matrices are not isolated mathematical objects.
With four — and only four — exceptions an element of one matrix in Figure 4.21 is also the element of
at least one other, and in one case the element of eight others! And, in fact, for grids of the size analysed
in this thesis it is most common to have each element of a given matrix be the element of eight others.
Overlapping extraction was described briefly in Chapter 3 so that our discussion about analysing a
surface as presented in that chapter was not incomplete. But Figures 4.21 and 4.22 draw our attention
to the numerical meaning of our use of the term ‘overlapping’. We extract the first 3 × 3 matrix starting
in the upper left hand corner of the grid (see Figure 4.22(a)). The second extracted matrix (see Figure
4.22(b)) contains six of the nine numbers contained in the first matrix. The third extracted matrix
(see Figure 4.22(c)) contains three of the nine numbers in the first matrix and contains six of the nine
numbers in the second matrix. And we continue the extraction procedure left to right and top to bottom
with the extraction of the ninth 3 × 3 matrix from the grid presented in Figure 4.22(i).
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Figure 4.22 Schematic of Sequential, Overlapping Extraction of 3 × 3 Matrices from a 5 by 5 Grid.
Figure 4.22 emphasises the overlapping of columns, but with some imagination it is not too difficult
to appreciate that there is the same amount of overlapping of the rows. In Figure 4.23 we count the
number of times a given number in the 5 by 5 grid is extracted; the left hand matrix shows the numerical
entry for each grid cell with the frequency of usage in parentheses. The right hand matrix shows just
the frequency of usage for each grid cell. As mentioned, there is only one cell, (3, 3), of the 5 by 5 grid
whose number is used by all nine extracted matrices. For the extraction of 3 × 3 matrices from a 6 by 6
grid there are four numbers which are used nine times, and for the extraction of 3 × 3 matrices from a
250 by 250 grid there are 60,516 numbers (or approximately 98.4% of 61,504 extracted 3 × 3 matrices)
each used nine times!
So what’s the point? The point is that the sequential, overlapping extraction of 3 × 3 matrices —
not dissimilar to the methodological concept of the moving average — ‘captures’ the natural spatial
autocorrelation of the numerical values in the cells of our, say, 250 by 250 grid. This is what makes the
methodology described in this thesis work. We construct a surface which is a smooth two dimensional
embedded submanifold of R3 , i.e., a surface not comprised of random z-data or discontinuities displayed
by the z-data. As a result if any internal point (xi , yj ) has a relatively high z-datum, then so too do the
contiguous points: (xi−1 , yj ), (xi+1 , yj ), (xi−1 , yj−1 ), (xi , yj−1 ), (xi+1 , yj−1 ), (xi−1 , yj+1 ), (xi , yj+1 ) and
(xi+1 , yj+1 ). But since these z-data are not identical, they describe one of our four fundamental surface
shapes. So if the neighbourhood of the point (xi , yj ) is, for example, classified as being convex elliptic,
then it is quite likely that convex elliptic is also the shape of the neighbourhood of the contiguous points:
(xi−1 , yj ), (xi+1 , yj ), (xi−1 , yj−1 ), (xi , yj−1 ), (xi+1 , yj−1 ), (xi−1 , yj+1 ), (xi , yj+1 ) and (xi+1 , yj+1 ). The
surface shape of the neighbourhood of contiguous points changes relatively slowly. And when we see
a boundary between, say, a convex elliptic region and a convex hyperbolic region we know that this is
merely an artefact of the resolution of our application; i.e., the boundary will be slightly different for a
50 by 50 grid, a 100 by 100 grid, and so on. The variation in the position of regional boundaries as a
function of variation in grid density is examined in detail in Chapter 5. But it is also recommended as
a topic for future research in Chapter 6.
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Figure 4.23 Data of the 5 by 5 Grid and Frequency of Usage.
In summary, there is nothing random nor are there linear or curvilinear discontinuities manifested by the
z-data of the grid which we construct and interpret as the spatial distribution of Italian-born people as a
percentage of the total population living in the LGA of Burnside in 1996. The spatial autocorrelation of
these z-data is captured by the sequential, overlapping extraction of the 3 × 3 matrices. The subsequent
construction of a polynomial function and application of the shape neighbourhoods engine results in the
meaningful mapping of the spatial distribution of this socio-economic phenomenon. And that which we
are doing with the data for Italian-born people we can do for the data describing all other socio-economic
phenomena available through census and census-like data collections. In the next chapter we consider
the extent to which any one of our maps of shape neighbourhoods regions is an accurate description of
the spatial distribution of the socio-economic phenomenon.
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Chapter 5 Evaluation
5.1 Introduction
The spatial distribution of a socio-economic phenomenon is described by a map of the shape neighbourhoods regions of a surface representing the manifestation of the phenomenon throughout a geographic
study area. This is the fundamental methodological assumption of the research reported in this thesis.
We construct a surface using data measuring the manifestation of the phenomenon within each polygon
of a set of polygons that, taken together, tessellate the study area. We only effect — because we can
only effect — a personal, subjective and qualitative interpretation of this surface. But this is not what
we want and need. We want and need a nonpersonal, objective and quantitative description. Therefore,
we analyse the shape neighbourhoods of the surface by calculating the Gaussian and mean curvatures at
points of a rectangular grid superimposed on the study area. The signs of the curvatures are compared
and the neighbourhood of each point is assigned to a shape class. On a map, i.e., a cartographic
document, contiguous points of the same class comprise a shape neighbourhoods region. The map of
shape neighborhoods regions is a nonpersonal, objective and quantitative description that is interpreted
as the spatial distribution of the socio-economic phenomenon. This is what we want and need.
Thus far all is good, but in this chapter we ask and answer the critical question: Is the map of shape neighbourhoods regions an accurate description of the spatial distribution of the socio-economic phenomenon?
If the answer is no, then at the very least we have explored an alternative to the choropleth map and
we have found that alternative wanting; but this is very much more than we had when we started. If
the answer is yes — the map of shape neighbourhoods regions provides an accurate description — then
we are amply justified in proposing it as a viable alternative to the choropleth map.
We know from the preceding four chapters that such a proposal, as the research now stands, involves the
understanding and application of much mathematics and much software. There is little point in making
the proposal for an alternative to the choropleth map unless it is accompanied by a β-prototype that is
end-user friendly. Such a β-prototype does not exist and this researcher does not write front-end software.
But we have experience in software commercialisation, and this encourages pragmatism and candour.
Development of an end-user friendly β-prototype requires investment capital. The critical question,
stated above, is the key question that would be asked by any prospective investor as a component of the
required due diligence. Therefore, we have not only an intellectual but also a commercial justification
for pursuing an answer to our critical question.
The reader is forgiven for thinking that we would turn to the example we have used repeatedly, i.e., the
spatial distribution of the percentage of Italian-born people living within each of the 80 census collection
districts of the local government area of Burnside in 1996. We could choose one of the surfaces as the
approximation of the spatial distribution of these people, and we could compute a map of the shape
neighbourhoods regions describing that spatial distribution. In this context the critical question is: Is
this map an accurate description of the spatial distribution of the percentages of Italian-born people
living in the LGA of Burnside?
This question we can not answer. There are two substantive problems making direct evaluation impossible. We do not know — and quite possibly we will never know — the true spatial distribution of these
Italian-born people. Further, the surface we choose as approximating this spatial distribution is the
only approximation readily available since it is based on a fixed set of CCD polygons. Since we know of
no way of direct evaluation, we must consider indirect evaluation of the map of shape neighbourhoods
regions as a description of the spatial distribution. This chapter describes an indirect method and its
application. It was suggested to the researcher by the supervisor. The researcher enhanced and applied
the method, and thereby used it to answer the critical question.
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5.2 Evaluation Method — Terminology and Overview
1) Terminology. We do not want the terminology of the following section on implementation either
obscure or ambiguous. Understanding terminology is the key to appreciating what we are trying to
achieve in this chapter. Herewith is a list that should be helpful. There are five key phrases:
‘known phenomenon’ is a mathematical function, such as, f (x, y) = sin x sin y;
‘true surface’ is the true surface of the known phenomenon;
‘true map’ is the shape neighbourhoods map of the true surface built by calculation and analysis
of the curvatures at interior points of, say, a 100 by 100 grid using the mathematical function of
the known phenomenon;
‘approximate surface’ is the approximate surface of the known phenomenon computed by application of the smoothing methodology described in Chapter 2 to a random polygonal sample of the
known phenomenon; and,
‘approximate map’ is the shape neighbourhoods map of the approximate surface built by application of the Lagrange polynomial in x y to overlapping 3 × 3 matrices extracted from, say, a 100
by 100 grid and by calculation and analysis of the curvatures as described in Chapter 3.
2) Overview. We start with some real-valued function in x and y, i.e., a known phenomenon, and
using this mathematical function we plot the surface. This is a true surface — a true representation of
the spatial distribution of the known phenomenon. Then we produce a true map of shape neighbourhoods regions for this true surface; this is done by computing the shape of the neighbourhoods of the
internal points of a 100 by 100 grid notionally superimposed over the study area occupied by the known
phenomenon. The true map is the benchmark for evaluation of the accuracy of the approximate map of
the known phenomenon; that is, we compare the approximate map with the true map.
We build an approximate surface and an approximate map of shapes neighbourhoods regions. This
requires a new set of polygons providing the same functionality as the CCDs. We do not want investigator
bias so the new set of polygons must be constructed randomly. We use Mathematica to generate 100
random x y coordinate pairs as centroids of the new set of polygons. For each centroid we construct a
Voronoi polygon. A Voronoi polygon is a simple polygon in the sense that each point within the polygon
is closest to the centroid used in its construction; this construction procedure is described in detail below.
The Voronoi polygons tessellate the study area of the known phenomenon and are a sampling framework
for building an approximate surface and an approximate map of shape neighbourhoods regions.
The volume beneath the true surface delineated by each Voronoi polygon is measured. This is the
manifestation of the true surface relative to its Voronoi polygon. We want this to be as close as possible
to the methods of 1) data collection in a census of population, and 2) data preparation before presentation
of the census data on a choropleth map. For the example of Italian-born people for each CCD we have a
datum describing their total number. We divide this datum by the total number of people and multiply
by 100 to derive a percentage datum. We mimic these two methods, first, by computing the manifestation
of the true surface throughout each Voronoi polygon. And, second, we divide the manifestation datum
by the area of its respective polygon to derive an average datum. So using these average manifestation
data and the data describing the vertices of each Voronoi polygon we do exactly what we did with the
percentage data for Italian-born people living in the LGA of Burnside. We build an approximate surface
and then we build an approximate map of shape neighbourhoods regions of the known phenomenon.
The approximate map, built by application of the methods described in Chapters 2 and 3, describes
approximately the spatial distribution of the known phenomenon. We compare the approximate map
of shape neighbourhoods regions with the true map of shape neighbourhoods regions. This provides an
answer to the critical question. If the approximate map is a reasonably good description of the spatial
distribution, i.e., the approximate map is similar to the true map of the spatial distribution of the known
phenomenon, then we answer the critical question in the positive. If these two maps are not similar,
then we answer the critical question in the negative.
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5.3 Evaluation Method — Implementation
This evaluation must be credible. First we consider the three selection criteria for the known phenomenon, i.e., a real-valued function in x y. 1) The known phenomenon should be characterised by a
spatial distribution that is easily recognised. In other words one should be able to state that a particular
map of the shape neighbourhoods regions is obviously a reasonably good or a reasonably poor description of the spatial distribution. 2) The known phenomenon should also be characterised by a spatial
distribution that is moderately complex so that the approximate map is unlikely to be a fortuitously
successful description of the spatial distribution. 3) Finally, the surface should be smooth such that a
sample extracted from a patch on the surface can be used to build a twice differentiable function — the
basis for measuring the Gaussian and mean curvatures of the approximate surface.

Figure 5.1 Surfaces of Functions of Known Phenomena.
There are many functions that could be used to suit the three selection criteria for the known phenomenon. Ones that come immediately to mind are combinations of sin and cos: f (x, y) = sin x sin y,
f (x, y) = sin x cos y, f (x, y) = cos x sin y and f (x, y) = cos x cos y; see Figure 5.1. Each is just a π/2
offset of the others, but it is convenient to choose one from these four, and we choose f (x, y) = sin x sin y
as the starting point for constructing the function of a known phenomenon. The justification is that the
spatial distribution of this function, i.e., where there exist high or low manifestations, is obvious even if
we increase the periodicity of the function over a given domain. And this is what we do! Therefore, in the
following evaluation we work with not one but three known phenomena each of which is constructed for
the domain of 0 to 100 inclusive for both x and y. We start with f (x, y) = sin x sin y and generalise this


πy
πx
function to be f (x, y) = sin n100
sin n100
where n = 2, 4 or 6. So, we have three known phenomena
and a function for each described by Equations (1), (2) and (3) presented below.
(1) : f (x, y) = sin

2πx
100



sin

2πy
100



(2) : f (x, y) = sin
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4πx
100



sin

4πy
100



(3) : f (x, y) = sin

6πx
100



sin

6πy
100



Figure 5.2 Surfaces
Top:
Middle:
Bottom:

πy
πx
of the function: f (x, y) = sin( n100
)sin( n100
) where n = 2, 4 or 6.
True 2π Known Surface — Equation (1) — domain for x and y is [0, 100].
True 4π Known Surface — Equation (2) — domain for x and y is [0, 100].
True 6π Known Surface — Equation (3) — domain for x and y is [0, 100].
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Figure 5.3 100 Voronoi Polygons. Left: Display of Polygon Numbers;
Right: Display of Polygon Centroids.
The true surface plotted for each function is presented in Figure 5.2. We refer to the top surface as the
true 2π surface, the middle as the true 4π surface and the bottom — the true 6π surface. We produce a
true shape neighbourhoods map and an approximate shape neighbourhoods map for each phenomenon.
This is described below in the context of our work with the known 2π phenomenon.
To produce the approximate surface and the approximate map of shape neighbourhoods regions we
generate randomly the boundaries of 100 polygons by applying Voronoi methodology. These Voronoi
polygons provide our sampling framework, and they are presented in Figure 5.3.
Overview. As mentioned, the first step in constructing the map of Voronoi polygons is computing 100
randomly selected xy-pairs such that both x and y have a value between 0 to 100 inclusive. And note
that this is consistent with the scaling (i.e., the domain) of each of the surfaces in Figure 5.2. Each xypair is the centroid of a Voronoi polygon. We draw a line from each centroid to each of its neighbouring
centroids. In practice this usually involves drawing no more than, say, five or six such lines. Then we
construct the perpendicular bisector of each centroid connecting line. The perpendicular bisectors are
the boundaries of the Voronoi polygon, and the vertices of the polygon are the points of intersection of
the perpendicular bisectors. The boundaries are identified as a set of ordered xy-pairs with each pair
the location of a vertex. The key property of a Voronoi polygon is that each point within the polygon
is nearer to its centroid than to any other centroid.
Example. We construct the Voronoi polygon for centroid 1 as an example; see Figure 5.4a (1). First,
we draw a red line between centroid 1 and centroids: 10, 23, 47, and 88 (Figure 5.4a (2)). Then the
perpendicular bisector of each red line is drawn in blue (Figure 5.4a (3)), and these are the boundaries
of the Voronoi polygon for centroid 1, i.e., Voronoi polygon 1. The vertices of Voronoi polygon 1,
highlighted by a green dot, are the intersections of the perpendicular bisectors (Figure 5.4a (4)). The
vertices are numbered in a counterclockwise direction — (1), (2), (3) and (4) — as in Figure 5.4a (5).
Finally, we remove the red lines drawn between contiguous centroids leaving only the centroid of Voronoi
polygon 1, the boundaries of this polygon and its numbered vertices (Figure 5.4a (6)).
We want to build a data set for each of the three known phenomena which is analogous to that which we
have used to study the spatial distribution of the percentages of Italian-born people living in the LGA
of Burnside. Such a data set has an average manifestation datum for each polygon (or CCD) and an
ordered set of xy-pairs representing the vertices of the boundary of each polygon (or CCD). This is our
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Figure 5.4a Construction of a Voronoi Polygon.
starting point for the production of an approximate map of shape neighbourhoods regions and, subsequently, comparison of the approximate map and the true map of the known phenomenon.
Construction of an average manifestation data set is a classic example of an application of Green’s
Theorem and we describe it in detail here. We start with an example. Some of the clutter of frame
(6) of Figure 5.4a is removed and the graphic is enlarged and presented in the left hand side of Figure
5.4b. We want to compute the area of this polygon and we want to compute the value of the function,


πy
πx
f (x, y) = sin 2100
sin 2100
, for the portion of the true surface as delineated by this polygon.
As with most things, there is a hard way to do this and an easy way. We beg your indulgence as we
demonstrate both ways; remember, we promised to do this in Section 2.2, Subsection 1, of Chapter 2.
But why? In the following example we apply Green’s theorem yet again. The example is sufficiently
simple so that with some effort we can compute the double integrals of the curl-circulation form of
Green’s theorem. And we can compare this not insignificant effort with that when we compute the
equivalent path integrals. This example demonstrates why Green’s theorem is not just an interesting
statement of equivalent methodologies. Were it not for Green’s theorem the research reported in this
thesis would not exist.
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Figure 5.4b Voronoi Polygon 1 as an Illustration of an Application of Green’s Theorem.
If each of the 100 Voronoi polygons were a triangle or a rectangle, we could use double integration and
reasonably quickly be able to move from the calculations of area and function values for polygon 1 to
the calculations for polygon 2, and so on. But the shapes of the Voronoi polygons are not so nice. And
if we want to do double integration we first have to decompose the geometry of each polygon into a
triangle and/or at least a quadrilateral with one pair of opposite sides parallel to one of the coordinate
axes. This is what we have done in the right hand side of Figure 5.4b. The geometry of Voronoi polygon
1 is decomposed into two triangles, A and C, and one quadrilateral, B. We know the coordinate pairs
for points: (1), (2), (3), (4); see Table 5.1. The coordinate pairs are used to construct equations for the
lines: 12, 23, 34 and 41. The equation for 12 is used to determine the coordinate pair for the point,
(b) and (b) is (46.6291, 14.9836); and, the equation for 34 is used to determine the coordinate pair for
point, (a) and (a) is (55.3515, 17.9470). And we have everything we need to compute the area and value
of the function for each portion, A, B and C, using double integration. So we do just that — and then
we use Green’s Theorem to obtain the same results but with very much less plodding.
x
y
point 1
45.7644 17.9470
point 2
47.0797 13.4392
point 3
56.5933 14.9836
point 4
53.0581 23.4197
Table 5.1 The (x, y) Coordinate Pairs for the Vertices of Voronoi Polygon 1.
The slope, m, of each of the boundary line segments of Voronoi polygon 1 is presented in Table 5.2.
mline 12 is −3.4272.
mline 23 is 0.1623.
mline 34 is −2.3863.
mline 41 is 0.7503.
Table 5.2 The Slopes of the Lines, i.e., the Boundaries of Voronoi Polygon 1.
We use the data of Table 5.2 and Table 5.3 to construct the equations for the lines. Each is presented
in two forms, y = f (x) and x = f (y) since this makes the following exposition straightforward.
174.7910 − y
line 12 y = f (x) = −3.4272 x + 174.7910 and x = f (y) =
3.4272
line 23 y = f (x) =

0.1623 x + 5.7965

and x = f (y) =

line 34 y = f (x) = −2.3861 x + 150.0330 and x = f (y) =

line 41 y = f (x) =

0.7503 x − 16.3915
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and x = f (y) =

y − 5.7965
0.1623
150.0330 − y
2.3861
y + 16.3915
0.7503

Now we present the double integrals to compute the areas of A, B and C. These are
Z Ai : y = 23.4197 Z Ai Aiii : x = 150.0330−y
2.3863
area of A =
1 dx dy = 26.2238,
Aii : y = 17.9470

Z

Ai Aii : x =

Bi : y = 17.9470

Z

y+16.3915
0.7503

Biii Biv : x =

150.0330−y
2.3863

1 dx dy = 28.9699 and

area of B =
Bii : y = 14.9836

Z

Bi Bii : x =

Ci : y = 14.9836

Z

174.7910−y
3.4272

Cii Ciii : x =

y−5.7965
0.1623

area of C =

1 dx dy = 7.7117.
Cii : y = 13.4393

Ci Cii : x =

174.7910−y
3.4272

And the total area of Voronoi polygon 1 (by double integration) is 62.9054 units.
πy
πx
Next we calculate the value of the function, f (x, y) = sin( 2100
) sin( 2100
) using these same integrals. The
curl-circulation form of Green’s Theorem gives us the appropriate integrand. Green’s Theorem states
that
Z Z
Z
(Nx − My ) dx dy =
M dx + N dy.
(4)
R

∂R

Now suppose we have a vector-valued function, F (x, y), and
2 π y 

2 π x
sin
,0 .
F (x, y) = sin
100
100
So we assign
2 π y 

2 π x
sin
,0 .
(M, N ) = sin
100
100
Now
2 π x
2 π y
∂N
∂M
π
= 0 and
=
sin
cos
.
∂x
∂y
50
100
100
And the integrand we seek is
2 π x
2 π x
2 π y
2 π y
π
π
(Nx − My ) = 0 −
sin
cos
or just (Nx − My ) = − sin
cos
.
50
100
100
50
100
100
We substitute this integrand into the above double integrals and we have
Z Ai : y = 23.4197 Z Ai Aiii : x = 150.0330−y

2 π x
 2 π y 
2.3863
π
−
value for A =
sin
cos
dx dy = 0.0413,
50
100
100
Aii : y = 17.9470 Ai Aii : x = y+16.3915
0.7503
Z

Bi : y = 17.9470

Z

Biii Biv : x =

150.0330−y
2.3863

value for B =
Bi Bii : x =

Bii : y = 14.9836

Z

Ci : y = 14.9836

Z

Cii Ciii : x =

Ci Cii : x =

−

2 π x
 2 π y 
π
sin
cos
dx dy = 0.0641 and
50
100
100



−

2 π x
 2 π y 
π
sin
cos
dx dy = 0.0012.
50
100
100

174.7910−y
3.4272

y−5.7965
0.1623

value for C =
Cii : y = 13.4393



174.7910−y
3.4272

And the value of the function for Voronoi polygon 1 (by double integration) is 0.1066.
This is all quite interesting to do and at the very least it demonstrates our determination to ensure
that we do not simply apply a theorem without, at the very least, a modest check on the arithmetic.
But we would not want to do the decomposition into triangles and/or quadrilaterals for each of the
100 Voronoi polygons and then do all the tedious double integration. It is too error-prone and would
consume substantial computational resources. So now we calculate the area and the value of the function
by applying Green’s Theorem and computing — with much less chance for error and much more quickly
— the path integrals for Voronoi polygon 1. We do the calculation of area first. The path integrals are
elegant in their structural simplicity.
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Consider one of the double integrals used to compute area, say, the one for triangle, A. Next consider
Equation (4), the statement of the curl-circulation form of Green’s Theorem.
The integrand of the double integral used to compute the area of A is 1. So we know that (Nx −My ) = 1.
We also know that N = 0, so ∂N/∂x = Nx = 0. And so, (0 − My ) = 1 or − My = 1 implies M = −y.
This gives us our integrand for the path integrals to compute the area of Voronoi polygon 1, i.e.,
M dx + N dy = −y dx + 0 dy = −y dx. We provide the details, as an example, for path 1. Path 1 takes
us in a straight line from point 1 to point 2 (see Table 5.1). First, we parameterise this path, and we
have
r(t) = (45.7644, 17.9470) + t ((47.0797, 13.4392) − (45.7644, 17.9470))
= (45.7644 + 1.3153 t, 17.9470 − 4.5079 t).
We check to make sure with this parameterisation that for t = 0 we get point 1, and for t = 1 we get
point 2. Here are the results:
let t = 0, so (x, y) = (45.7644, 17.9470), and let t = 1, so (x, y) = (47.0797, 13.4392).
All is fine, and we continue. We have
r = (x, y) = (45.7644 + 1.3152 t, 17.9470 − 4.5078 t),
dr  dx dy 
= (1.3152, −4.5079),
=
,
dt
dt dt
(M, N ) = (−y, 0),
so the integrand is : M dx + N dy = −y dx + 0 dy = (−17.9470 + 4.5079 t)(1.3152).
And, finally, we have the path integral for path 1 as well as those for path 2, path 3 and path 4:
Z 1
(−17.9470 + 4.5078 t)( 1.3152) dt = −20.6411,
area by path 1 =
0
1

Z

(−13.4392 − 1.5444 t)( 9.5136) dt = −135.2020,

area by path 2 =
0
1

Z

(−14.9836 − 8.4361 t)(−3.5352) dt =

area by path 3 =

67.8817 and

0
1

Z
area by path 4 =

(−23.4197 + 5.4727 t)(−7.2937) dt = 150.8570.
0

The total area for Voronoi polygon 1 is: path 1 + path 2 + path 3 + path 4 = 62.8956 units. This
is reasonably close to the area of 62.9054 units obtained by double integration of triangle A, then
quadrilateral B, and, finally, triangle C. Rounding error accounts for the very slight difference.
πy
πx
Now we use path integrals to calculate the value of the function, f (x, y) = sin( 2100
) sin( 2100
). Again,
we provide the details, as an example, for path 1. Remember our vector-valued function, F (x, y).
2 π y 

2 π x
sin
,0 .
F (x, y) = sin
100
100
So we assign

2 π x
2 π y 
(M, N ) = sin
sin
,0 .
100
100
And we have a parameterisation for path 1 being r = (x, y) = (45.7644 + 1.3152 t, 17.9470 − 4.5079 t).


dx dy
In addition, we have values for dx/dt and for dy/dt being dr
dt = dt , dt = (1.3152, −4.5079).

So we have all the ingredients we need to construct the integrand for the integral to determine the value
of the function on path 1. This integrand in terms of t, by substituting the parameterisation for x and
the parameterisation of y, is

 2 π (45.7644 + 1.3152 t) 
 2 π (17.9470 − 4.5079 t) 
M dx + N dy = sin
sin
(1.3152) + (0)(−4.5079).
100
100
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And, finally, we have the path integral for path 1 as well as those for path 2, path 3 and path 4:
Z 1
 2 π (17.9470 − 4.5079 t) 
 2 π (45.7644 + 1.3152 t) 
sin
(1.3152) dt
value by path 1 =
sin
100
100
0
= 0.2450,

value by path 2 =

Z 1

sin

 2 π (47.0797 + 9.5136 t) 
100

0

sin

 2 π (13.4392 + 1.5445 t) 
100

(9.5136) dt

= −0.8686,

value by path 3 =

Z 1

sin

 2 π (56.5933 − 3.5352 t) 
100

0

=

value by path 4 =

sin

 2 π (14.9836 + 8.4360 t) 
100

(−3.5352) dt

0.9611 and
Z 1

sin

0

 2 π (53.0581 − 7.2937 t) 
100

sin

 2 π (23.4197 − 5.4726 t) 
100

(−7.2937) dt

= −.2309.
The total value of the function for Voronoi polygon 1 is: value 1 + value 2 + value 3 + value 4 = 0.1066,
happily identical to the value of 0.1066 obtained by double integration of triangle A, then quadrilateral
B, and, finally, triangle C. And we have demonstrated that Green’s theorem is not just “. . . an interesting
statement of equivalent methodologies . . . ”. Green’s theorem is the fundamental mathematical ingredient
of our research.
We calculate the area for each of the 100 Voronoi polygons by applying Green’s Theorem and computing
πy
πx
relatively simple path integrals. Then we calculate the value of the function, f (x, y) = sin( 2100
) sin( 2100
),
for each of the 100 Voronoi polygons by applying Green’s Theorem and computing relatively simple path
πy
πx
integrals. And then we do it again for the function, f (x, y) = sin( 4100
) sin( 4100
), and then once again,
πy
πx
finally, for the function f (x, y) = sin( 6100
) sin( 6100
). Because of the structure required for the output
file, we subtract π/2 before we compute the data for all 100 Voronoi polygons.
The average manifestation data are derived by dividing the value calculated for a given polygon by
the area of the polygon. So for our example working with polygon 1 and the function, f (x, y) =
πy
πx
) sin( 2100
), the value, .1066, is divided by the area, 62.8956, to derive an average manifestation
sin( 2100
of 0.0017.
We have three complete sets of data (each for a different function) describing the Voronoi polygons.
Each set has 100 average manifestation data (one datum for each polygon) unique to the function of
Equation (1), (2) or (3), and the data for the vertices of all boundaries — common to all three. We
use each set to produce what we refer to as an approximate surface and an approximate map of shape
neighbourhoods regions. So we have an approximate 2π surface and approximate 2π map; we have
an approximate 4π surface and approximate 4π map; and, we have an approximate 6π surface and
approximate 6π map. We reiterate: these approximate surfaces and maps were produced in exactly the
same way as we produced surfaces and maps of shape neighbourhoods regions for the percentages of
Italian-born people living in the LGA of Burnside. But there is one important and significant difference.
Since we work with a known phenomenon and we produce a true map of shape neighbourhoods regions,
we have the basis for evaluation of the accuracy of the approximate map of shape neighbourhoods regions
as a description of the spatial distribution of the known phenomenon.
Consider the two graphics of Figure 5.5. We have seen the surface before; it is the true 2π surface
of Figure 5.2 (top) without the red and blue colours depicting the highest and lowest portions, respectively. The map of shape neighbourhoods regions of the surface is new; it is the true 2π map of
shape neighbourhoods regions. To produce this map first we superimpose a 100 by 100 grid on the ‘study
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area’. There are 9,604 internal grid intersections each identified by a unique column and row pair, say, m
and n. We set x = m and y = n. We pass the x and y data to a curvature calculation routine written
by the researcher in Mathematica. This routine comprises the first and second partial derivatives of
the function of Equation (1) and the equations for Gaussian curvature and for mean curvature. The
curvatures are calculated and the shape of the neighbourhood of the particular grid intersection is
classified. And, finally, we produce the true map of the known phenomenon presented as the right hand
graphic of Figure 5.5.

Figure 5.5 True Surface and True Map: 2π Known Phenomenon.
Figure 5.6 facilitates the comparison of the true 2π surface with the approximate 2π surface, as well as
the comparison of the true 2π map with the approximate 2π map. We use our standard colour schema
for the shape neighbourhoods regions where red is equivalent to convex elliptic; yellow is equivalent to
convex hyperbolic; green is equivalent to concave hyperbolic; and, blue is equivalent to concave elliptic.
Casual observation of the graphics in Figure 5.6 suggests that 1) the surfaces are not all that different and,
not surprisingly, 2) the two maps are reasonably similar. This is very satisfying. The true surface and
true map are based on the measurement of 9,604 values of Equation (1) at the internal intersections of a
100 by 100 grid, while the approximate map and approximate surface are based on similar computations
but using as the starting point the average manifestation data for only 100 randomly generated Voronoi
polygons.
It is tempting to extrapolate from casual observations of the behaviour of our method on the known
phenomenon. But we can do much better than casual observations. We have the two classification
arrays each with 9,604 shape classifications. One of these is mentioned in the preceding paragraph and
used to produce the true map of shape neighbourhoods regions. We use the Voronoi data as input to
the software that effects smoothing by regularisation (see Chapter 2). Then we classify the shape of
the internal grid intersections, and this classification array is used to produce the approximate map (see
Chapter 3). These classification arrays can be compared quantitatively and this will give us a much
better insight into the extent to which the approximate map is an accurate description of the spatial
distribution of the known 2π phenomenon as displayed on its true map.
At this time we also evaluate the approximate map of the 4π known phenomenon and that of the 6π
known phenomenon. Figure 5.7 facilitates visual comparison of the true 4π surface with the approximate
4π surface, as well as the comparison of the true 4π map with the approximate 4π map. Figure 5.8
facilitates visual comparison of the true 6π surface with the approximate 6π surface, as well as the
comparison of the true 6π map with the approximate 6π map. Casual observation of the graphics in
Figures 5.7 and 5.8 suggests that the rigour of quantitative comparison of classification arrays is strongly
justified, since it is not so easy to say that, for example, the true 6π map and the approximate 6π map
are reasonably similar — although the quantitative comparison suggests that they are!
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Figure 5.6 Surfaces and Maps: 2π Known Phenomenon; Smoothing with h = 30.
Upper Left: True Surface; Upper Right: True Map of Shape Neighbourhoods Regions.
Lower Left: Approx. Surface; Lower Right: Approx. Map of Shape Neighbourhoods Regions.
We keep our quantitative comparison simple and in the first instance we want to know, for example,
how well the approximate map of the 2π phenomenon approximates its true map. To determine this we
compare the corresponding elements of the two classification arrays used to produced these two maps.
If a given element, say, (22, 25), of the true 2π array is classified as, for example, convex elliptic, then is
the corresponding element, i.e., (22, 25), of the approximate 2π array also classified as convex elliptic?
If so, we record a success; if not, we record a failure. The typical question is: How many of the elements
classified as convex elliptic in the true 2π array have the corresponding element in its approximate
array also classified as convex elliptic? To answer such questions we calculate the percentage of correct
classifications for each pair of arrays: 2π, 4π and 6π, and for each shape class: concave elliptic, concave
hyperbolic, convex hyperbolic and convex elliptic. These percentages are provided in Table 5.3.
concave elliptic
concave hyperbolic
convex hyperbolic
convex elliptic

2π
94.9
81.5
85.6
93.9

4π
89.1
64.2
62.1
89.1

6π
78.1
50.8
51.9
70.8

Table 5.3 Percentages of Elements of an Approximate Array: 2π, 4π and 6π,
With the Same Shape as Corresponding Elements of Its True Array.
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Figure 5.7 Surfaces and Maps: 4π Known Phenomenon; Smoothing with h = 20.
Upper Left: True Surface; Upper Right: True Map of Shape Neighbourhoods Regions.
Lower Left: Approx. Surface; Lower Right: Approx. Map of Shape Neighbourhoods Regions.
We examine the patterns of percentages in Table 5.3 to determine the implications for describing the
spatial distribution of some real socio-economic phenomenon by interpretation of a map of shape neighbourhoods regions. As one would expect by using the same set of 100 Voronoi polygons, the percentages
of successful classification decrease with an increase in the complexity of the surface, i.e., in going from
the 2π to the 4π to the 6π pairs of classification arrays. This is demonstrated best by the elliptic shapes.
So for the concave elliptic shapes we have 94.9% successful classification with the 2π arrays, 89.1% with
the 4π arrays and 78.1% with the 6π arrays. For the convex elliptic shapes we have 93.9% successful
classification with the 2π arrays, 89.1% with the 4π arrays and 70.8% with the 6π arrays. For the concave and convex hyperbolic shapes, the percentages of successful classification also decrease; compare
the results for the 2π arrays with those for the 4π arrays, and the 4π with the 6π. The decrease is
markedly consistent if we examine the percentages of successful classification for concave shapes (elliptic
and hyperbolic taken together) and for convex shapes (elliptic and hyperbolic taken together) over the
three pairs of arrays; see Table 5.4. What is interesting in these comparisons is that we do not observe
dramatic changes in the percentages of successful classification. This implies that our method of mapping
shape neighbourhoods regions and, thereby, describing the spatial distribution of a real socio-economic
phenomenon is not characterised by inherent instability.
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Figure 5.8 (below) Surfaces and Maps: 6π Known Phenomenon; Smoothing with h = 10.
Upper Left: True Surface; Upper Right: True Map of Shape Neighbourhoods Regions.
Lower Left: Approx. Surface; Lower Right: Approx. Map of Shape Neighbourhoods Regions.

concave (elliptic and hyperbolic)
convex (elliptic and hyperbolic)

2π
88.6
90.0

4π
77.1
76.3

6π
65.3
61.9

Table 5.4 Percentages of Elements of an Approximate Array: 2π, 4π and 6π,
With the Same Shape as Corresponding Elements of Its True Array.
We also examine the variability of the percentages for the four shape classes of Table 5.3; see Figure 5.9.
As one would expect for a given phenomenon — 2π, 4π or 6π — the percentages for the elliptic shapes
are higher than those for the hyperbolic shapes. What is important is that there is no significant change
in the pattern of successful classification in going from one phenomenon to another. Again, this implies
that our method of mapping and describing the spatial distribution of a real socio-economic phenomenon
is not characterised by inherent instability.
We have examined the nature of the decrease in percentages of successful classification with an increase
in complexity of the surface. We have also examined the variability of percentages for the four shape
classes. These behaviours are, as mentioned, what we would expect. What we did not expect is that
the percentages would be so high — even for the 6π pair of arrays the lowest percentage is 50.8 with
the highest at 78.1. Approximate maps of even relatively complex surfaces are not doing too bad a
job of describing the spatial distribution of the known phenomena. In particular, the surprisingly high
percentages for the concave elliptic and convex elliptic shapes for the 2π arrays is very reassuring. Ex100

perience suggests that the spatial distribution of the 2π known phenomenon is more likely to be similar
in level of complexity to that of a real socio-economic phenomenon than that of either the 4π or the 6π
phenomenon. We achieve the highest percentages of successful classification for the four shape classes
for the 2π arrays and all four have percentages greater than 81 ! This implies that a map of shape
neighbourhoods regions should provide a reasonably accurate description of the spatial distribution of a
real socio-economic phenomenon.

Figure 5.9 Comparison of Variability in Percentages of Successful Classification.
Red 2π, Green 4π and Blue 6π.
We complete this analysis with further casual, but important, observations of the maps of shape neighbourhoods regions. Consider the elliptic regions (indicated by red and blue) of the true map of shape
neighbourhoods regions of the 2π phenomenon in Figure 5.6. Next consider the true surface of this
phenomenon; there are two manifestations of the lowest point and two manifestations of the highest
point. By comparing the true map with the true surface of the 2π phenomenon it is obvious that each of
these manifestations is found at the centre of a different elliptic region. Now consider the approximate
map of shape neighbourhoods regions in Figure 5.6. If we overlay the approximate map on the true
map, each elliptic region of the approximate map easily includes the centre of the corresponding elliptic
region on the true map. The implication is that an approximate map should be sufficiently good so
that its elliptic regions identify the local maxima and local minima of the spatial distribution of a real
socio-economic phenomenon. This is very good.
The evaluation of maps of shape neighbourhoods regions presented above constitutes neither a broad nor
a deep investigation. It is but a first glimpse of the quality of what we have justified tentatively as the
most appropriate methodology for describing the spatial distribution of a socio-economic phenomenon.
Formal evaluation of maps of shape neighbourhoods regions is a topic of sufficient importance and
complexity to be studied at the postgraduate level in its own right, and it is well beyond the scope
of this thesis. Formal evaluation is a research topic for a statistician with a strong background in, at
the very least, calculus and analytical geometry, and a primary interest in two dimensional pattern
recognition and analysis. This is one of the research directions suggested in the conclusion of the thesis.
But we have more research to report before we conclude this chapter. In particular, what else can we
learn from the approximate maps of shape neighbourhoods regions already presented in this section?
To answer this question we facilitate the comparison of three approximate maps produced for the 2π
surface and three approximate maps produced for the 4π surface and three approximate maps produced
for the 6π surface. Consider the maps in Figures 5.10, 5.11 and 5.12 and note the level of smoothing,
i.e., h = 10, h = 20 or h = 30, used in the production of each.
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Figure 5.10 Approximate Maps of Shape Neighbourhoods Regions — 2π Known Phenomenon.
Top: Smoothing h = 10; Middle: Smoothing h = 20; and, Bottom: Smoothing h = 30.
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Figure 5.11 Approximate Maps of Shape Neighbourhoods Regions — 4π Known Phenomenon.
Top: Smoothing h = 10; Middle: Smoothing h = 20; and, Bottom: Smoothing h = 30.
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Figure 5.12 Approximate Maps of Shape Neighbourhoods Regions — 6π Known Phenomenon.
Top: Smoothing h = 10; Middle: Smoothing h = 20; and, Bottom: Smoothing h = 30.
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5.4 Nature of the Spatial Distribution and Selection of the Level of Smoothing
It is enough to consider the implications of smoothing the 2π and the 6π phenomena. We know from
our examination of the top surface of Figure 5.2 that the spatial distribution of the 2π phenomenon is
‘broad’ with relatively large hills and valleys. To describe this spatial distribution most effectively with
a map of shape neighbourhoods regions we set our smoothing constant, h, to 30. Anything less will
likely result in the production of a map which gives a distorted and fragmented description of the spatial
distribution of the 2π phenomenon. For example, see the map with smoothing of h = 10 in Figure 5.10.
From our examination of the bottom surface of Figure 5.2 we know that the spatial distribution of the
6π phenomenon is ‘detailed’ with relatively small hills and valleys. To describe this spatial distribution
most effectively with a map of shape neighbourhoods regions we set our smoothing constant, h, to 10.
Anything more will likely result in the production of a map which gives a distorted and amalgamated
description of the spatial distribution of the 6π phenomenon. For example, see the map with smoothing
of h = 30 in Figure 5.12.
We claim that the methodology of producing a map of shape neighbourhoods regions is a nonpersonal, objective and quantitative approach to describing the spatial distribution of a socio-economic phenomenon.
And this is so. But this does not mean that the investigator executes such a task in the manner of an
automaton. For the given purpose of the investigation — the delivery of specific products or services,
or the provision of particular community infrastructure — relevant socio-economic phenomena must be
selected. Then the measures, i.e., the raw data, of the socio-economic phenomena must be transformed
in some fashion, such as percentages or ratios, to remove the influence of the size of the data collection
polygons. Experience suggests that these skills — the art in the science — take time and commitment
to master; they are subtle and require much more thought than that required by merely trivial exercises
in data manipulation. But the investigator must also have an appreciation, a rough idea, of the nature
of the spatial distribution of each socio-economic phenomenon. Sometimes this is gained as a function
of familiarity with the geographic study area; sometimes it is gained by trial and error in the early stage
of an investigation. Regardless, it must be gained and exploited to ensure that the investigation is a
success. A priori knowledge of the spatial distribution of each socio-economic phenomenon is the basis
for selection of the appropriate level of smoothing. This is the key factor in producing a useful map of
shape neighbourhoods regions.
The bottom map of Figure 5.10 (smoothing h = 30), the middle map of Figure 5.11 (smoothing h =
20) and the top map of Figure 5.12 (smoothing h = 10) were selected by the researcher as the best
approximate maps of the 2π, 4π and 6π known phenomena, respectively. With this a priori knowledge
it is possible for the researcher to ‘match’ the method and the phenomenon. The results of this matching
are the high and stable percentages presented in Tables 5.3 and 5.4. More importantly this matching of
method and phenomenon is the only way we can obtain a reasonable description of the spatial distribution
of a socio-economic phenomenon thereby providing a sound basis for decision making.

5.5 Evaluation of a Nonperiodic–Nonrandom Surface
1) Introduction. Much has been learned from the work as executed and reported in Sections 5.2 to
5.4 inclusive. We examined the results of our analysis of the classification arrays with respect to a given
shape class, e.g., convex elliptic, for the three known phenomena, 2π, 4π and 6π. And, we examined
the overall results as comparisons between the 2π and 4π as well as the 4π and 6π phenomena. The
methodology developed and applied in this thesis appears to provide approximate shape neighbourhoods
maps that are not characterised by inherent instability. Also, an approximate shape neighbourhoods map
is likely at the very least to identify the local minima and the local maxima of the spatial distribution
of a known phenomenon as demonstrated by overlaying the approximate map on the true map of the
shape neighbourhoods regions. Finally, we use our a priori knowledge of the spatial distribution of
the phenomenon under investigation to facilitate the judicious selection of grid density and amount of
105

smoothing. By matching the spatial distribution to the decision about each of these two parameters,
we conclude that an approximate map should be an accurate description of the spatial distribution of
the known phenomenon. We extrapolate tentatively these findings to the approximate map of shape
neighbourhoods regions interpreted as specific manifestations of some socio-economic phenomenon.
So what aspect of the work as presented thus far in Chapter 5 can and should attract criticism? Consider
the 2π, 4π and 6π known phenomena. The spatial distribution of each is periodic. For making a start
at evaluation this periodicity is very helpful. The spatial distribution of each known phenomenon is
obvious and we can decide relatively easily, and sometimes by mere inspection, if the approximate
map is a reasonably accurate description of the spatial distribution of the known phenomenon. But the
spatial distribution of a socio-economic phenomenon is rarely periodic and it is never random. Therefore,
our evaluation thus far in Chapter 5 — based as it is on three periodic known phenomena — is very
encouraging. But we need to support it with an evaluation of a surface typical of one that describes the
spatial distribution of a socio-economic phenomenon.
We need to evaluate — and we make a start on this in this section — a known phenomenon characterised
by a nonperiodic–nonrandom, i.e. an arbitrary, spatial distribution. Our early experience working with
such a phenomenon suggests that this is a very broad and a very deep problem. It needs to be the subject
of at least one and possibly several investigations at the PhD level; only these have potential to do justice
to the demands of this problem. So in this section we just make a start, and at the very least identify
the elements of an investigation. But even the early results reported in this section support our assertion
that an approximate map of shape neighbourhoods regions interpreted as specific manifestations of some
socio-economic phenomenon is a reasonably accurate description of the spatial distribution.
2) A mathematical function that describes a nonperiodic–nonrandom surface. We are reminded of trying to simplify a Lagrange polynomial in x y built for a 3 × 3 matrix. It seems so easy; it
seems so obvious. In the context of a nonperiodic–nonrandom surface take a few quite different polynomial functions, add them together — et voilà an f (x, y) that describes some nonperiodic–nonrandom
surface. But when we plot that surface, typically, we just have one hill or one valley. Such a surface is
not very interesting, and most certainly it does not remind us of any surface that describes the spatial
distribution of some socio-economic phenomenon. What to do? One option is to sneak back to some
bizarre combination of trigonometric functions, but that is likely to raise the spectre of periodicity. There
must be some function or combination of functions that describes the type of nonperiodic–nonrandom
surface we seek.
We have good news and bad news. First, the good news. We can build an exponential function that can
be modified easily to describe any one of an infinite set of nonperiodic–nonrandom surfaces. We start
with f1 (x, y) = α exp(−(x2 + y 2 )) where α is a constant. So take α = 1 and we have the convex elliptic
shape of Figure 5.13a with domain of −2 ≤ x ≤ 2 and −2 ≤ y ≤ 2.
Now take f2 (x, y) = α exp(−((x − 20)2 + (y − 30)2 )) again where α = 1 and we have Figure 5.13b with
domain of 18 ≤ x ≤ 22 and 28 ≤ y ≤ 32. All we have done with (x − 20) and (y − 30) is shift the centre
of the convex elliptic shape in Figure 5.13b to the point (x, y) = (20, 30).
Now take f3 (x, y) = β exp(−((x − 80)2 + (y − 70)2 )) where β = −1 and we have the concave elliptic
shape of Figure 5.13c with domain of 78 ≤ x ≤ 82 and 68 ≤ y ≤ 72. All we have done with (x − 80) and
(y − 70) is shift the centre of the concave elliptic shape in Figure 5.13c to the point (x, y) = (80, 70).
Finally, we add functions f2 (x, y) and f3 (x, y) to obtain
h  (x − 20)2
h  (x − 80)2
(y − 30)2 i
(y − 70)2 i
+
+
f4 (x, y) = 100 exp −
− 100 exp −
.
500
500
500
500
Note that α is replaced by the constant, 100, and that β is replaced by the constant, −100. Also, each
of the two x terms and each of the two y terms is divided by 500. This has been done to provide a rel106

Figure 5.13 Nonperiodic–Nonrandom Surfaces described by Exponential Functions.
atively large hill and a relatively large valley when we increase the domain to 0 ≤ x ≤ 100 and 0 ≤ y ≤ 100
in Figure 5.13d.
The general exponential function is
h  (x − a )2
h  (x − a )2
(y − b1 )2 i
(y − bn )2 i
1
n
f (x, y) = ξ1 exp −
+
+ · · · + ξn exp −
+
p1
q1
pn
qn
where ξ1...n , a1...n , b1...n , p1...n and q1...n are real constants and x and y are real variables, and n ∈ N.
We like the specific exponential function
 (x − 40)2
(y − 20)2 
f (x, y) = − 100 exp −
−
1000
1000
 (x − 90)2
(y − 80)2 
+ 60 exp −
−
500
400
 (x − 15)2
(y − 90)2 
+ 100 exp −
−
.
800
500

(5)

Three graphics of this true surface are presented in Figure 5.14, and one more graphic (enlarged), oriented
looking from south to north, is presented at the top of Figure 5.15.

The term, −100 exp − (x − 40)2 /1000 − (y − 20)2 /1000 , describes the valley in the southern portion
of the study area. The smaller hill in the north eastern portion is described by the term, 60 exp −


(x − 90)2 /500 − (y − 80)2 /400 . The term, 100 exp − (x − 15)2 /800 − (y − 90)2 /500 , describes the
larger hill in the north western portion. It is easy and good fun to build a nonperiodic–nonrandom
surface using combinations of exponential functions, and we encourage you to experiment.
107

Figure 5.14 The Surface Described by Equation (5).
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The surface presented in Figure 5.14 and at the top of Figure 5.15, while relatively simple, could easily
represent the spatial distribution of some socio-economic phenomenon. But the real value of this surface
is that it is nonperiodic and nonrandom and it is described by a known mathematical function, i.e.,
Equation (5). Using Equation (5) and the same procedure described earlier in this chapter, we can
compute a true map of the shape neighbourhoods regions (Figure 5.16, left). Then, using our 100 Voronoi
polygons (Figure 5.3), we obtain an average datum for each polygon and, finally, compute an approximate
surface (Figure 5.15, bottom) and an approximate shape neighbourhoods map (Figure 5.16, right). We
compare the approximate shape neighbourhoods map with the true shape neighbourhoods map. This
gives us a much better basis for answering the critical question, “Is the map of shape neighbourhoods
regions an accurate description of the spatial distribution of the socio-economic phenomenon?”

Figure 5.15 The True Surface (top), Described by Equation (5),
and the Approximate Surface (bottom).
Now, for the bad news. To compute an average datum for a Voronoi polygon we need the volume beneath
that portion of the surface bounded by that polygon; this volume would then be divided by the area of
the polygon to derive the required average datum. But the volume is not readily computable by double
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Figure 5.16 The True Shape Neighbourhoods Map (left), Described by Equation (5),
and the Approximate Shape Neighbourhoods Map (right).
integration or by application of Green’s theorem and the use of path integrals. With respect to integration
exponential functions are not so easy to calculate. So we try another approach to calculate volume, area,
and the average datum for each Voronoi polygon. This approach is not too hard and provides very good
estimates of volume and area.
3) Point in polygon calculation of volume, area and average datum of a Voronoi polygon. We
know that the domain of Equation (5) is 0 ≤ x ≤ 100 and 0 ≤ y ≤ 100. Suppose that we start at x = .1
and y = .1 and we increment x by .2 until x = 99.9; thus we have 500 points with x = .1, .3, . . . , 99.9
and y = .1. Then we increment y by .2 and for y = .3, we increment x by .2 from .1 to 99.9 inclusive,
and we have a second set of 500 points with x = .1, .3, . . . , 99.9 and y = .3. If we do this incrementing
of x for each .2 increment of y from y =.1 to 99.9 inclusive we generate 250,000 unique xy-pairs within
the domain, 0 ≤ x ≤ 100 and 0 ≤ y ≤ 100, but without any one of the 250,000 xy-pairs lying on the
external boundary of our study area — very important!
Next we find some point in polygon software that runs in a Mathematica environment. Surfing the
net turns up very quickly the PointInsidePolygon.nb for Mathematica Version 6. The algorithm, implemented by members of the MathGroup and dated September 2000, is called PLSPolygon. It is very
well documented (Wolfram, 2011). We found it ideally suited to calculate those of our 250,000 points
within each one of our 100 Voronoi polygons (see Figure 5.3). That is why we do not want any one of
our 250,000 xy-pairs lying on the external boundary of our study area. Embedding PLSPolygon in our
own Mathematica code was not difficult.
There is just a little more to say. We work on our 100 Voronoi polygons to identify the internal points
of each. On completion we sum the number of internal points allocated to each of the 100 polygons to
make sure that the grand total is 250,000; and, it is. Then we work with only those internal points of
each polygon. For each internal point — specified by a unique xy-pair — we calculate the value of the
function in Equation (5). So, for example, if we have for Voronoi polygon 1 1,573 internal points, we
calculate for each the value of the function in Equation (5). Then we sum these 1,573 values with this
sum equal to −45.5494. The sum is divided by 1,573 to derive the average datum for Voronoi polygon
1 of −0.0290. Then we do the same for Voronoi polygon 2, and so on until we have derived an average
datum for each of our 100 Voronoi polygons.
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4) Computation of an approximate surface and an approximate shape neighbourhoods map.
We use our Lagrange polynomial in x y procedure and our shape neighbourhoods engine to generate a
100 by 100 grid with smoothing of h = 20. The decisions on grid density and amount of smoothing
were taken after very careful examination of the true surface in Figure 5.15. The approximate surface is
also presented in the bottom of Figure 5.15. The true shape neighbourhoods map and the approximate
shape neighbourhoods map are presented in Figure 5.16. It is tempting to compare — as we did with
our 2π, 4π and 6π phenomena — the classification arrays used to build the two maps in Figure 5.16.
But on reflection we feel that such comparison is more appropriate as part of a much broader and
deeper investigation, and we leave it to those interested in the execution of this type of work. Also, by
mere inspection it is not too difficult to appreciate that the big ‘elliptic’ regions (red and blue) of the
approximate map contain the local maxima and the local minimum near the centre of the big red and blue
regions, respectively, of the true shape neighbourhoods map. This is the support we need to complement
our evaluation of the 2π, 4π and 6π phenomena. Our approximate shape neighbourhoods map is a
reasonably accurate description of the spatial distribution of a nonperiodic-nonrandom phenomenon —
a spatial distribution not unlike that of a socio-economic phenomenon.
5) Conclusion. We assert that an approximate map of shape neighbourhoods regions, interpreted as
specific manifestations of some socio-economic phenomenon, is an accurate description of the spatial
distribution of that socio-economic phenomenon. Or if you prefer the short version: The method of
mapping socio-economic regions, as described in this thesis, works!
There is one more implication of the research reported in this section. This is the first time that
hard evidence has been provided that the data collection and/or summary data geometries are not
inappropriate for use in socio-economic data analysis and mapping. At the very least this should be
welcome news for those officers of a national statistical agency responsible for data dissemination as
well as the countless end-users who have no choice but to use the data collection and/or summary data
geometries as the basis for their analyses and mappings.
This is enough. We have lit the light, and if you want to follow the path and, indeed, blaze new trails in
the mathematical analysis of surface shape regions as manifestations of a socio-economic phenomenon
— go forth. It is time for us to conclude this thesis.
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Chapter 6 Conclusion
6.1 Introduction
There may be a reader of this thesis who is unfamiliar with the traditions of geography as an academic
discipline; and if you are one, and are interested, see Pattison (1964). Just such a reader is forgiven for
thinking that the research reported herein is a first for the application of mathematical tools to effect
the spatial analysis of surfaces representing socio-economic phenomena. We dispel this thought below.
Quantification to support qualitative description is likely to continue as an integral part of most ‘social
science’ geographic studies (Porter, 1995). In contrast, while certainly not ubiquitous, mathematical
tools have been used for analytical purposes in selected geographic studies since at least the 1940’s. In
Section 6.2, Some Studies of Surfaces — A Personal Overview, we start with research conducted in the
United States in the 1950’s and 1960’s and describe how this shaped the research of many academics some
of whom have or are now approaching rapidly the end of, hopefully, an active, exciting and rewarding
career. The career of this researcher has been all of these as for the most part a member of, let’s say, the
‘British school of geography’. Section 6.2 is told with the biases of his personal experiences as a student,
an academic and a professional. Mathematics has been an important component in British geography
since the 1960’s. For example, the innovative, high quality Surpop is described and we comment on the
strongly complementary nature of the research presented in this thesis to the Surpop work.
Geographic information systems (GIS) is mentioned in Section 6.2. It is of this subdiscipline of geography
that the academic mathematician is likely to have heard. GIS has given academic geography its only
basis for credibility since the mid-1980’s. But GIS — as currently practiced by most — is little more than
the use of appealing (and some would say very sexy) computational applications to inject quantification
into, and thereby render glamorous, conventional qualitative descriptions. I am much more interested
in the use of mathematics for its analytical efficacy. I believe in scientific objectivity (Wilson, 1998, p.
41). Also, only investigations the results of which are capable of being disproved or refuted — “. . . it
must be possible for an empirical scientific system to be refuted by experience.” (Popper, 1980, p. 41) —
are worthy of the name, science. Mathematics only can be proved or, if you like, disproved or refuted.
So if we want a scientific geography, then that geography must be one of application of mathematical
tools used for analysis. Then this geography is testable and therefore objective and therefore science.
Section 6.3 describes the research that needs to be continued if the work reported in this thesis is to be
realised as a commercial product. Why commercialise? We commercialise because this stimulates the
research in its current form and it suggests new avenues for investigation. Some might think that all that
is required for commercialisation is clever software engineering of a pretty human-machine interface . . .
and then we sit back count the cash. A pretty human-machine interface is needed but so too are studies
that dig much more broadly and deeply than those presented herein in order to ensure that we are not
just converging on the right path. Investors in product commercialisation, painful experience suggests,
weary of convergence arguments; the right path must be found and that path realise profits in the
immediate future for investors. Commercialisation also provides a basis for product quality assurance.
One does not need the international standard of ISO 9001; for the management of quality assurance one
only needs a few customers who have paid for a product they anticipate will provide some perceived
benefit. A paying customer implies rapid quality assurance feedback. If you want to sell, listen to those
who are paying. So we dissect this thesis chapter by chapter, section by section, to specify the directions
or themes for future research and suggestions are made as to how each should be commenced.
Section 6.4 summarises the ten results of the research presented in this thesis. And, finally (thankfully!),
the conclusion of the conclusion, Section 6.5, states my medium-term career directions. At age 68
medium-term is the best for which one can hope. In anticipation of parting company we offer some
gratuitous advice to a younger generation: geography + computing + mathematics ⇒ a satisfying life.
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6.2 Some Studies of Surfaces — A Personal Overview
If one does not know that it is impossible to do something, it often proves to be not too difficult in
the execution. This is a very brief version of the very long story on the development and application of
mathematical tools to the geographic study that we refer to as socio-economic regionalisation. In part
it is a literature review, and in part it is a reflection on the intellectual endeavours and physical labours
of the researcher so the pronoun, I, is used where appropriate.
This is a thesis in mathematics; why provide a literature review that focuses on geographic studies even if
they are of a mathematical nature? Three reasons. 1) The story describes crossovers from one academic
discipline to a second and to yet a third, and it describes crossovers from one form of employment to
a second to yet a third. Crossovers must become common as we change the way we live and work in
the 21st Century if mathematics as an academic discipline is to be perceived as broadly pragmatically
relevant. A young academic needs to know and have an example that it is possible to make dramatic
turns in a career path and not be unsuccessful. These turns may be very rewarding both intellectually
and financially, and they are always challenging. 2) This is the first formal account of the players — Bill
McLennan, Len Cook, Erle Bourke, John Ellenberger and Jack Massey — who effected a paradigm shift
from data collection to data dissemination in the national statistical agencies during the 1980’s. The
shift — largely unnoticed — is of profound, long-term significance to the agencies and to the countless
end-users. 3) For me the story is therapeutic and cathartic. I know that if just one of the events
described below had not occurred then the research reported in this thesis would be quite different or
more likely not exist. I do not assert that the research could not be done by another, but if it were it
would have a very different look and feel. So the recent history of some contemporary applications of
mathematics to the study of surfaces in geography and, in particular, my experiences with some of these
is described. This work and literature review puts the research described in this thesis in context.
This would be a much easier story to tell if it were merely a description of the results of a sequence of
academic investigations in a single discipline. But this is not just such a story. Academics, members
of private sector entities and officers of governmental agencies from around the world have made and
continue to make significant contributions. These are not people who have only a particular interest in
socio-economic study. The contributors include geologists, geographers, planners, agronomists, soil scientists, ecologists, demographers, sociologists, economists, psychologists, engineers, computer scientists,
statisticians, mathematicians, marketers, administrators and investors, and even a Norwegian ecological
dairy farmer, Stein Bie. It is a coalescing of human effort and computational capacity.
We have been on this journey for almost fifty years, and it is a privilege to look back and recognise a very
few of the very many who contributed. Where we have arrived was never planned until just recently.
It happened as a contribution by each of the above to the body of work made the next step obvious
or at least seemingly possible. But we now have a coherent body of work that is important for both
pragmatic and theoretical reasons: end-users need access to the tools and these tools have to be built
and refined as a function of intellectual injections and honest sweats. We demonstrate in Section 6.3,
Research Directions, that there is an exciting future with much remaining to be done. Some eighteen
directions or themes are specified; as mentioned, each deserves broader and deeper treatment than can
be contained in the scope of this thesis. There is much money to be made if the work is done right and
then, most importantly, marketed right. For those who have or are about to complete their contributions
— thank you for helping, and whether you knew it or not at the time this is what I consider you did in
the context of research into contemporary socio-economic regionalisation. For those of you who consider
becoming involved in some way, Section 6.2 provides you with some background and we wish you well.
In particular, a note to anyone interested in writing a PhD thesis about the history and philosophy —
the very long story of which, as mentioned, this is a very brief version. The names and dates contained in
Section 6.2 are what you need to start your investigation, but none of the plot lines have been disclosed.
Tolstoy should have been so lucky. With some effort you will write your own War and Peace.
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Surfaces. Surfaces upon surfaces. The wisdom of the Earth.
Foucault’s Pendulum Eco, 1989, p. 640.

∗

∗

∗

The study of surfaces relevant to the work of this thesis has been conducted along two paths, physical
geographic studies and human geographic studies, so identified for expository convenience. The first is
that of the use of mathematical tools in physical geography and this has morphed into geomorphometry.
The second is the use of mathematical tools in human geography and this has morphed into that which
is of particular interest to this researcher — the analysis of surfaces to describe the spatial distributions
of socio-economic phenomena. We discuss the work of a physical geographic nature first in Subsection
1, and then in Subsection 2 we discuss the work of a human geographic nature.
1) Some physical geographic studies of surfaces. Two schools of geography in the United States
during the 1950’s introduced quantitative methods and thereby contributed substantially to the paradigm
shift (Kuhn, 1970) of the ‘quantitative revolution’ in the social sciences (Burton, 1963). These were at
Columbia University and the University of Washington. The school at Columbia was driven by the
efforts of Arthur Strahler and the school at Washington was driven by the efforts of William Garrison.
Interestingly, the PhD students from these two schools, not their mentors, attract the credit for virtually
all the major quantitative advances.
Donald Coates was a PhD student at Columbia (as was Richard Chorley to whom we will return shortly).
After graduation Coates taught — and he was an outstanding teacher — at The State University of
New York at Binghamton (Harpur College). One of his many interests was the quantitative description
of drainage basins coupled with the analysis of fluvial discharge. This aspect of landscape quantification
captured my interest as an undergraduate student majoring in geology; and, it was the only aspect of
geology to capture my interest. I graduated with a BA as a member of the Class of ’66. Thankfully, I
chose (or was pushed) not to continue with graduate studies in geology. However, I secured a Master’s
place in the newly established graduate studies program in geography at Harpur. There in 1967 I first
heard of and was excited — nay, amazed — by the SYMAP software as a function of studying with
another Strahler influenced graduate of Columbia, Nicholay Timofeeff. Timofeeff — full of enthusiasm
for the potential of the newest technologies — was interested in the application of multivariate data
analysis and computer mapping in land use studies (Timofeeff, 1967; Antonini, Timofeeff and Zobler,
1967). On completion of my MA in February 1968 and with the US Government hot on my trail I fled
the United States for my supposed hideout in Perth, Western Australia — the nearest inhabited dry land
to the antipode of my Draft Board in Canandaigua, New York. My PhD research at The University
of Melbourne, completed in 1976 (Massey, 1976a), was an extension of all Timofeeff’s influences but
applied to landform, soil and vegetation surfaces as part of a study of what was then called ‘land
systems’ mapping, i.e., physical geographic regionalisation, being conducted by the CSIRO and others
primarily in Australia (Christian and Stewart, 1968) but also in Africa and elsewhere (see references in
the paper by Beckett, 1968; also see Isachenko (edited by Massey), 1973).
We refer to these studies of, for the most part, physical geographic surfaces by their contemporary
name, geomorphometry. While there has been and undoubtedly will continue to be much good work in
this field, it is only the research of Ian Evans (see, for example, Evans, 1972, 1977 and 1980) and, in
particular, Garry Speight (1968) that is related in some way to the research presented in this thesis. It
is only recently that I realised that Speight’s paper gave me much of the inspiration to commence my
current study of socio-economic regions. I regret that I did not appreciate what I read and heard of his
work in 1968. For a much broader and deeper treatment of geomorphometry see the appropriate web
site of Environmental Systems Research Institute (ESRI), and see Tomislav and Reuter (2009) as well
as Wood (2009).
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I put geomorphometry behind me in 1976 and commenced at that time my research into agricultural
and pastoral land use surfaces using the hand written data for the parishes and counties of the State of
Victoria, Australia. The data were extracted by my undergraduate students in geography at Melbourne.
Hour after hour they sat working in pairs — one reading the numbers and the other filling in the encoding
forms that they would then punch onto cards — at desks provided by the Victorian Office of the ABS. So
these many young people are acknowledged finally for their sometimes moaning but always high quality
assistance in putting me on the path to where I am today. In my defence they now well understand
the nature of secondary collection of historical data to be used for spatial analysis. I gained a valuable
lesson in the work done by a national statistical agency after the primary data are collected and before
the summary data are disseminated. And I gained an enduring respect for officers of the ABS.
John Poliness did much of the FORTRAN IV and Cobal programming for my research from the mid1970’s to the early 1980’s. Not only did we produce 16mm animated movies of agricultural and pastoral
land use maps, but also movies of the spatial-temporal distribution of rainfall in Victoria from 1900 to
1977 (Massey, 1976b, 1979a and 1979b). Simultaneously, Peter Kottek and I developed and applied the
techniques for drawing choropleth maps on microfiche using a III plotter (Massey and Kottek, 1979;
Massey et al., 1981; Massey, O’Shea and Poliness, 1984). This work was graciously and generously
supported by Leigh-Mardon Corporation, Victorian Film Laboratories and Latrobe Studios: private
companies, each based in Melbourne, that provided equipment and staff time without charge to support
pure research.
The turning point came in 1977 when I was kicked off the mainframe computers at The University of
Melbourne. For my sins I was forced to use a Tektronix 4051 desktop with 32k 8 bit bytes of RAM
with an onboard BASIC interpreter to process what was then considered a vast amount of census data.
Eventually, the 4051 was used to process the summary data for several hundred census items for each
of roughly 20,000 CCDs from the 1981 Australian Census of Population and Housing. Parenthetically
(and just between you and me), processing continued on the University’s mainframes; my students each
took out a job number and then we processed all the very big transpositions with few the wiser. In 1983
the Faculty of Arts bought me a Tektronix 4013 raster graphics colour monitor that we interfaced with
the 4051 (Rogers, 1979). We knew exactly the implications of this machine for the computation in real
time of colour choropleth maps describing the spatial distribution of socio-economic data from the 1981
Australian Census.
2) Some human geographic studies of surfaces. The bulk of the quantitative work in geography
has resulted from the efforts of those involved in human geographic studies. The easiest place to begin
is with three of Garrison’s students at the University of Washington: Brian Berry, Duane Marble and
Waldo Tobler. Some of Tobler’s work has already been cited, and see also Tobler (1970). Marble (e.g.,
Berry and Marble, 1968) has worked as a GIS consultant to governments and the private sector. But
he is appreciated most for his enthusiastic GIS teaching and research at the University of Pennsylvania,
Northwestern University, The State University of New York at Buffalo and The Ohio State University.
It is difficult to overstate the influence of Berry on the quantitative efforts of many geographers during
the formative years of the 1960’s and early 1970’s. Just a few of his over 500 publications are cited, but
these few provide a good idea of his philosophy and methodology. Long after the strident criticism of
the early multivariate data analyses and, in particular, the application of principal components analysis
and cluster analysis to find natural groups of census summary data areas, many of us were still trying to
emulate his many endeavours (see, as one of literally hundreds of examples, Openshaw, 1983). Berry’s
work set the tone for what would be an explosion of quantitative thinking in human geographic studies
not just in North America, but in Europe and Australia and New Zealand. I would not be surprised
if another student with intimate knowledge of work in Africa, South America or Asia could not say
the same of Berry in the context of quantitative geographic work in academic institutions on those
continents.
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Simultaneously, GIS or ‘geographic data handling’ research was progressed. The early GIS work is
described by Tomlinson (1968 and 1972). There has been what could be described as a ‘second wave’
of GIS and associated activity. This is exemplified by the prolific, eclectic work of Michael Goodchild
of the University of California, Santa Barbara. Santa Barbara has long been recognised as the hearth
of contemporary quantitative/mathematical geography in North America. There is also the work of
Michael Batty of the University College London and his extensive work is well documented in a 32 page
curriculum vitae (Batty, 2010) that leaves little room for misunderstanding the measure of his success.
We leave it to other reviewers to assess the long term influences and benefits of the contributors of the
second wave.
Brian Berry was not the only academic to provide quantitative inspiration to the geographers of the
1960’s, 1970’s and beyond. Richard Chorley (undoubtedly influenced strongly by his Columbia University
experience) and Peter Haggett provided the UK leadership, and it is arguable that the British school of
geography has and continues to make the more substantial contributions to quantitative/mathematical
research. Richard Chorley, a physical geographer, is considered in this ‘human subsection’ because
he took the broader view insisting that not the particular phenomenon but the way you studied it is
most important (Chorley, 1964; Chorley, pers. comm.). This assertion is supported by his co-editing
with Peter Haggett (Chorley and Haggett, 1967a, 1967b and 1967c) of the three volumes: Physical
and Information Models in Geography, Integrated Models in Geography and Socio-Economic Models in
Geography. And there were other complementary studies including work by Haggett (1965), Harvey
(1969), Haggett, Cliff and Frey (1977) and Thomas and Huggett (1980) with the latter emphasising the
mathematics in the title, Modelling in Geography, A Mathematical Approach.
The first few paragraphs of this subsection are included just to provide a sense of the international
academic activity of the immediate aftermath of the quantitative revolution. As a young, recently completed PhD in the colonial, reserved, academic outpost of the Department of Geography, The University
of Melbourne, one could not be but overwhelmed and certainly directed by these outstanding examples
of feverishly executed work by excited researchers. There was a strong temptation to jump on the attractive North American and UK quantitative bandwagons. But my colleagues (all from outside the
Department of Geography) and I considered that there remained two fundamental and unsolved problems associated with the census data. These were the coupled problems of access to and manipulation of
very large volumes of census data by people with only personal computer resources. It would not have
been of such immediate importance except for the fact that the census data were being and continue to
be used in the vast majority of the human geographic studies of socio-economic phenomena.
Solving the two problems. First, we decoupled the two problems, and commenced work on the second —
the design and implementation in FORTRAN IV of the α-prototype of the software for the manipulation
of the data including its display in the form of a choropleth map on the screen of a colour monitor. The
target machine for this software was the then recently released first IBM PC and the various clones of
this technology. The Tektronix 4051/4013 combination had provided invaluable experience in using a
limited capacity machine to process and display the census data. For a given study, we did not use
relatively large amounts of data. A ‘big’ study might involve 20 to 30 items of census data for each of
several hundred CCDs, and these data were managed easily by the 4051/4013.
We were not just interested in the spatial component of the data. The temporal component had been
envisaged from the outset as needed to be accommodated by the manipulation software. What we
wanted was manipulation and display software that would facilitate mapping at one point in time
the data for one or some combination of census items. Then we would use that spatial pattern as
the basis for modelling other time periods as part of an animated time series sequence of choropleth
maps. This was to be effected in real time on the screen of the colour monitor. The α-prototype work
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was done between 1984 to mid-1986, and it was the direct result of making time series sequences of
agricultural and pastoral land use maps and rainfall maps of Victoria, Australia, in the late 1970’s and
early 1980’s.
Ultimately, this software, all rewritten in C/C++ by Tony Rogers, John Lloyd and others, became the
core of the Supermap software — named by my wife, Kathie — that was first released commercially
in mid-1987 in conjunction with data on CD-ROM from the 1986 Australian Census of Population and
Housing. Supermap focused as its starting point on the items of census data. In general, the first thing
done by an end-user was to choose which items of census data were to be examined in a given study.
Then the end-user chose the study area and level of generalisation at which that study area might be
examined.
Experience suggests that organising the census data to accommodate the way that questions will be
addressed to these data is of great significance in terms of product performance. There are many other
tricks that can be used to enhance performance. Tom Kopp and I spent hours considering, for example,
Seymour Cray’s bizarre and controversial — but quite correct — decision to use a 60 bit word on the
CDC mainframes; think about the composite behaviour of the number 60 in comparison to the number
64.
Nothing lasts forever, and Supermap did not last very long; it was eclipsed and replaced in the early
1990’s by the better software of other manufacturers. No problem — it was there at the beginning
and gave the pioneering end-users the opportunity to manipulate the census data and to develop a
deeper understanding of their requirements for a human-machine interface, requirements that continue
to evolve. But what about the data delivery problem — how did we provide access to the census data
by people with only personal computer resources?
What Linda Helgerson did not know about the implications of CD-ROM technology for data delivery
was certainly not worth knowing. She described the technology to me in March of 1985. It was blindingly
obvious that CD-ROM was the data storage technology that would solve our data delivery problem and
the end-users’ data access problem. CD-ROM would provide all of the data from a census to those who
had only personal computer resources. This was the last piece of the puzzle — found and fit.
Because of the availability of their quasi-English documentation, I decided to work with Hitachi to
produce the first CD-ROM containing census data. This documentation described how to write data
to the sequential spiral of the 2,048 byte blocks — the physical blocks — on a CD-ROM. The first
magnetic tapes to contain census data destined for mastering and duplication on CD-ROM were given
to Tommy Matsuda in early December 1985 to courier to Tokyo and have mastered on CD-ROM, while
I was in Calcutta attending the NATMO International Conference on Population Mapping organised by
Prithvish Nag (Dutt, 1985). The (only ten) duplicate CD-ROMs and a drive arrived in Melbourne in
mid-January and Tony Rogers, then employed by IBM, rewrote the software to read the CD-ROM with
the drive interfaced to an IBM PC. Mastering, duplication and the drive were paid for by the Baillieu
Library of The University of Melbourne.
During 1986 Space-Time Research Pty Ltd (STR), where ‘Space’ implies geography and ‘Time’ implies
history, was registered and investment capital was secured from The First MIC, an investment banking
company based in Sydney. I resigned from The University of Melbourne in 1987 and we ran STR out
of the pretty much abandoned office building of The Melbourne Steamship Company before moving to
spare rooms of the warehouse of the Chocolate Box in a Melbourne suburb.
The year, 1987, was easily my most enjoyable as founder and Managing Director of STR. We negotiated
a commercial relationship with the ABS and produced our first commercially available Australian CDROM featuring data from the 1986 Australian Census as well as a two CD-ROM product featuring data
from the US Census that was intended to be sold by Charles Chadwyck-Healey to academic libraries
across the United States.
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Frequently things don’t happen as planned. STR, as did many other Australian companies, faltered
during the recession, “. . . we had to have . . . ”, of the late 1980’s and early 1990’s. With a much reduced
staff, and those left committed to survival, STR kept going and just managed. In June of 1988 Vera
Nyitrai asked me what seemed to be a very simple question: Might it be possible to cross-tabulate unit
record census data (i.e., the data for individual people) on an IBM PC? And my response was: “Why
not?”
Within barely two weeks Tony Rogers had the α-prototype running. We experimented with this software and improved various aspects of it, but took little immediate interest in its extraordinarily high
performance. I think we knew that even as an α-prototype it compared very favourably with the then
commercially available cross-tabulation products for mainframes. But, it was treated more as an amusing
exercise in data structuring and cross-tabulation specification. The commercial focus of STR remained
on CD-ROM products featuring summary census data.
Supercross. It was not until the early 1990’s when STR experienced alarming difficulties with cash flow,
and as a function of a chance demonstration of the cross-tabulation software to John Ellenberger and
his colleagues at Statistics New Zealand (Stats NZ) that the value of our PC-based cross-tabulation
software to national statistical agencies was first appreciated. Some background. Data processing by
national statistical agencies was dominated by mainframe computing with the first mainframes designed
specifically to process census data. Certainly, by the early 1990’s there had been rumblings within the
ABS about trying PC’s, but nothing happened until Stats NZ embraced what became known as the
Supercross cross-tabulation software. Finally, STR had a unique and important product to build and to
sell, and this was the beginning of realizing the commercial potential of the company.
Work continued with CD-ROM products but it became increasingly obvious that the future for the
company was Supercross. It also became increasingly obvious that my role within the company was
changing from Managing Director as well as software conceptualiser and systems analyst to ‘marketing
manager’. I am basically a product designer, and this new and uncomfortable marketing role left me
with little choice, but to part company with STR in early 1997. I wished STR well then and I wish it
well now — as a little, struggling, high-tech company started with one idea in 1986 and 25 years later
and still based in Melbourne — it continues to create database and software products of outstanding
quality. This is something in which all of us who have been intimately involved should take much pride.
It doesn’t happen very often.
So what do you do if you are a middle aged (i.e., 53) geographer as well as a software conceptualiser
and systems analyst and unemployed — and probably unemployable and in any case don’t want to be
employed? You move to Sydney, spend a lot of time in the front bar of The Rose of Australia Hotel and
start to think deeply about what concerned you about the techniques and technologies with which you
had gained experience for well over 30 years. As early as 1981 (Massey, 1981) — and, as mentioned, I
was not the only one, see Unwin (1981) and Openshaw (1984) — there was concern about weaknesses
and difficulties associated with the use of choropleth maps for socio-economic regionalisation. In about
May of 1997 I decided to find a solution to what I term ‘the choropleth mapping problem’.
For three years I worked as an honourary at The University of Sydney and was very kindly allowed to
audit undergraduate lectures in mathematics. After moving to Adelaide in the early 2000’s I commenced
formal undergraduate study in mathematics at The University of Adelaide and, although yet to complete
my undergraduate work, I commenced graduate study in mathematics in July 2009 with a focus on the
geometry of surfaces and elementary differential geometry. And here we are.
This thesis is our — mine and Nick Buchdahl’s — solution to the choropleth mapping problem. Nick,
my supervisor, made suggestions and he taught me much. But I applied his thoughts and mine, and I
wrote this thesis. I and I alone bare the full responsibility for the errors of omission and commission.
The thesis may be right, or it may be wrong. And it is probably a bit of both. Time will tell this tale.
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But I have a measure of confidence in our solution, since I know that there are others who for very
good reasons have invested much effort in the construction and use of surfaces to describe the spatial
distributions of socio-economic phenomena; see Vaupel, Gambill and Yashin (1987) and Luo (2005). In
particular, there is the Surpop work by British geographers on the UK censuses of population. Surpop
is described briefly below and I comment on the complementary nature of the work described in this
thesis to the Surpop work.
Surpop visited. Disaggregation is the term to describe one of the fundamental concepts of Surpop. We
start with summary population census data with each datum assigned to a data collection centroid. This
is the case even if we have the digitized data for the boundaries of the polygon representing the data
collection area. Next we make the assumption that each centroid has been positioned in such a way
so that it is at the centre of high manifestation (i.e., concentration) of the total population. “The aim
is thus to reallocate population from centroid locations into the areas from which they were derived.”
(Surpop V2.0, 1999).
Here is the second fundamental concept. We extrapolate the various items of census data, e.g., Italianborn people, household income, total number of people, total number of households, . . . , from the
centroid using a distance decay function. But what is the end product of this extrapolation? The
end product is a rectangular grid of square cells with each cell containing the estimate of the item of
census data extrapolated from the centroid. Taken together these cells tessellate the data collection
area (polygon) with the critical assumption that the estimates within the cells reflect the underlying
settlement pattern including many cells with no data in a sparsely settled rural area.
There is much written on the fundamental concepts, described above, the gridding and surface generation
techniques including algorithms, the use of non-census data in testing and adjusting the allocation of
estimates to grid cells and, finally, the actual and proposed applications (Bracken, 1989; Bracken, 1993;
Bracken, 1994; Martin, 1998; Martin, Cockings and Leung, 2010; Wood et al , 1999). We make no
attempt to describe further the Surpop methodology that has been so well documented. And we make
no attempt at evaluation. Others closer to the work and with first-hand experience can judge Surpop.
We are more interested in why the Surpop work was commenced and, presumably, continues. To a large
extent these are the same broad reasons for undertaking the research described in this thesis.
Consider the data, technology and intellectual environments in the early 1980’s. The digitized data for
the boundaries of the polygons representing the data collection areas of the 1981 UK census were not
immediately available. Eventually these centroids and polygonal boundaries got digitized — possibly
by Tom Waugh. (I know how they got digitized for the 1981 Australian census; I digitized each of the
polygons for each of the Statistical Local Areas and each of the associated centroids for all of Australia —
not a fun job.) SYMAP was available from Harvard and GIMMS was available from the Department of
Geography, The University of Edinburgh (Waugh and Taylor, 1976). These and other mapping packages
plus the work in multivariate data analysis of the 1970’s and early 1980’s as well as the GIS investigations
were all motivators for computer-based production — largely just interesting experiments — of maps
and surfaces representing the spatial distribution of socio-economic phenomena (e.g., Taylor, 1977). One
experiment led naturally to another and then Unwin (1981) and Openshaw (1984) criticised stridently
the use of choropleth mapping. Therefore, it is not surprising that the Surpop work was initiated to
exploit the digital data and the new computational technologies and to overcome the perceived problems
of conventional choropleth mapping of socio-economic phenomena.
Census data are by no means the only type of data that are available for studies in human geography
(Longley, 2000). Data are collected for drainage basins. Data are collected for telephone exchanges.
Data are collected for hospital and school catchments. Each set of data collection areas is different.
What if we want to use not just population census data, but also drainage basin data (see Goodchild,
Anselin and Deichmann, 1993) in the same investigation? If these two data sets each from a quite
different source are extrapolated to the same set of Surpop grid cells, then the quantitative analysis of
the merged data — although not trivial — is theoretically possible.
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From one census to the next it is not surprising to experience not insignificant changes in the boundaries
of the data collection areas. For a given geographic study area suppose we want to investigate changes
in the manifestation of one or more items from the census. For example, we want to study the extent to
which there is an increase in very young children with a view to enhance primary education facilities.
To do this we need to use the data on age cohorts from two sequential censuses, but the boundaries of
the data collection areas within our geographic study area have changed between census n and census
n + 1. No problem. Using the Surpop methodology we extrapolate the age cohort data from each of
the two censuses to the same set of grid cells and we are ready to effect our comparison.
These two examples give us a good idea of the strong justification for the Surpop work. This is good,
but what is just as important is that Surpop involves the use of mathematics to build surfaces. Geographers and planners, members of scholarly communities not recognised for their mathematical analytical
prowess, are starting to accept and to gain confidence with mathematics, and not just for decoration.
The endpoint in some Surpop investigations is one or more graphics presenting surfaces. We understand
why this is so, and we appreciate that the surface is a valuable aid in interpretation. But what is significant is that once we have a surface, e.g., a Surpop surface, then it is but a short jump to application of
the mathematical tools described in this thesis to the analysis of the shapes of that surface. This is the
complementarity of the Surpop work and the work described in this thesis.

6.3 Research Directions
1) Markets for socio-economic regionalisation. That socio-economic regionalisation is useful is
the underpinning assumption of the research reported in this thesis. We claim that members of private
sector entities, officers of governmental agencies and academics are the three main groups. But are there
others? What about nongovernmental organisations, such as public interest groups and, in particular,
charities? Commercial products resulting from the research reported in this thesis require a different
strategy for marketing to each group if we hope to make sales. This is not an insignificant job so priorities
must be established. Statisticians working with market researchers should help in the quantification of
the larger market sectors.
2) Use of socio-economic regionalisation. How does a person within a given market sector use a
socio-economic regionalisation? Is it used for hypothesis generation or hypothesis testing or both? The
answer to this question will drive the research into the way the measurements of Gaussian (K ) and mean
(H ) curvatures are examined. In this thesis all we have done is compare the signs of K and H — so if,
for example, K > 0 and H < 0, we have a convex elliptic shape implies a high manifestation of some
socio-economic phenomenon. Is this good enough? Or should we also be examining the numbers for K
and H ? This would give us the basis for deriving a much more precise set of classes. This is a job for
mathematicians and statisticians working with psychologists as well as market researchers.
3) Best practice socio-economic regionalisation. Can we effect a best practice socio-economic
regionalisation? How would we do this? In this thesis (Section 1.4) we described a hypothetical best
practice regionalisation of Italian-born people living within an unnamed suburban area. This was done
using only our intuition and experience, first, “. . . to clarify the concept of going from discrete dwellings
to an areal agglomeration, i.e., a socio-economic region, . . . second, . . . to clarify what it means to delineate a socio-economic region, i.e., draw its boundary . . . and, third and finally, . . . to clarify the nature
of the manifestation of the socio-economic phenomenon so delineated.” But we need a better basis for
testing our mathematical approximations. We need to go beyond fabrications. Given notionally unlimited time and money how would we delineate a ‘real’ set of regions for some socio-economic phenomenon
for some real purpose in some real study area? This is research to be done with access to the unit
record census data and by geographers and mathematicians working in conjunction with the staff of a
national statistical agency. Perhaps an examination of some of the qualitative investigations undertaken
by geographers in the first half of the 20th Century would be a good place to start (e.g., James, 1934;
Hall, 1935; Unstead, 1916, 1926, 1932 and 1933).
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4) Data collection geometry. Should data collection geometry be used as a starting point for socioeconomic regionalisation? We, and others, have demonstrated that the choropleth map is an inadequate
basis for executing a socio-economic regionalisation. As an alternative we propose and describe the use
of surface shape analysis. But the surfaces we build — as with the choropleth maps — exploit the data
collection geometry. So too did the numerous factorial ecology studies of the 1960’s and early 1970’s.
And these studies have been attacked for their lack of appreciation of, for example, the ecological fallacy
and spatial autocorrelation. Perhaps surface shape analysis is justified, but instead it should be based on,
for example, surfaces such as those resulting from the disaggregation methodology developed for Surpop.
Geographers and mathematicians working together should be able to solve the problem associated with
the use of data collection areas for data analysis. Only a beginning has been made in this thesis.
5) What is a socio-economic region? During the first half of the 20th Century, as mentioned, a
socio-economic region was a naturally occurring spatial object. And it was just such an object that
many geographers delineated and tried to explain. By the late 1950’s this style of investigation became
untenable, and instead there were attempts at developing operational definitions not unlike the one used
in this thesis. So private sector entities (Longley, 2000) effect delineations and sell this information
to their clients. One might well ask: What are they selling? We are the academics and it is our
responsibility as carriers of the intellectual flame to set standards for the private sector. As geographers,
we knew where we were 70 years ago; we had better find out where we are now ! The development of
a mathematical definition of the socio-economic region as a spatial object — even if that definition
changes from phenomenon to phenomenon and from purpose to purpose — is a problem to be solved by
geographers and mathematicians working in collaboration.
6) Spatial cognition — thinking in R2 and R3 . We have much experience in interpreting contour
maps and surface graphics, and even in examining stereoscopically aerial photographic pairs. And, we
can link all three of these data sources for a given study area. We understand map scale, orientation,
legend/key and title — concepts, often subtle, that make a data source interpretable. We are ‘spatial
cognition literate’. These are skills and concepts that must be made explicit, i.e., second nature, to
those effecting a socio-economic regionalisation. The end-user must also be capable of extrapolation
from the map or surface representing the spatial distribution of some phenomenon to the ground within
the geographic study area. This represents a reasonably high level of interpretive capability. Can we
expect this from most of our end-users? Unlikely, very unlikely! Experience suggests that even many
(and maybe most!) geography graduates lack such skills. We must identify these skills and prepare
materials to train those who would be end-users of demanding graphics presenting surfaces and/or
maps. Psychologists, geographers and statisticians here is a very big market for your teaching efforts.
7) Smoothing by regularisation. By application of Green’s theorem we have developed an approach
to smoothing data — data that represent a set of polygons that taken together tessellate a geographic
study area. The applications we have investigated and reported in this thesis all suggest that this
approach is robust. But the approach has been applied mainly to only the 80 polygons of the Burnside
study area. Maybe we just got lucky — we don’t know. The smoothing algorithm should be dissected
and tested for broader application. There should be a deeper comparison of smoothing when the same
data representing a set of polygons are assumed to represent (and are assigned to) the centroids of those
same polygons. In other words we must know the limits of our approach to smoothing by regularisation
before it becomes an integral part of a socio-economic regionalisation with implications for decision
making about the expenditure of large sums of money and the well being of large numbers of people.
This is a job for mathematicians with considerable software engineering experience.
8) Positioning of data collection centroids. We know that Surpop exploits the positioning by the
UK Office of Population Censuses and Surveys of each Enumeration District centroid at its ‘centre of
population’. It appears obvious that this positioning is of great value when building a surface from
centroid assigned data in rural data collection areas. In Australia we are not short of such areas. What
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is much less obvious is the meaning of such positioning in data collection areas in well established, i.e.,
older, suburbs and in the central business districts. The Surpop work on disaggregation of data from
data collection areas to grid cells sets the international standard. To what extent can this work be
applied in other national data collection settings? This is a question best explored — and, note, there
may not be a convincing outcome — by geographers, officers of the ABS and mathematicians.
9) Shape classification using functions describing polygons. We believe that we have been
successful in the application of Green’s theorem to the smoothing of data represented by a set of polygons.
In that application we effect our smoothing so that the result is the assignment of a smoothed datum
to each intersection of, say, a 100 by 100 grid. Then using that grid we build another set of functions
and for each we calculate the Gaussian and mean curvatures, and compare the signs of these as the
basis of classifying the surface shape of the internal points of the grid. Can we compute the Gaussian
and mean curvatures directly by applying Green’s theorem to each of the smoothing functions notionally
constructed for each polygon? The answer is yes. But even so, how will the resulting shape classifications
compare with those that we have computed directly from the extraction of 3 × 3 matrices from the grid
and using a Lagrange polynomial in x y. This job might be tackled best as a collaborative effort by
statisticians and mathematicians.
10) Shape classification using numerical values of Gaussian and mean curvatures. Here we
consider the mathematical implications of Subsection 2 of this section. We compare the signs of Gaussian
and mean curvature measurements to classify the four shapes: convex elliptic, convex hyperbolic, concave
hyperbolic and concave elliptic. Disregarding a value of zero for either of the two types of curvature,
these are the only four shapes we can classify, and as we know this implies delineation of no more than
four sets of socio-economic regions. But we may need a five or six class classification (i.e., five or six
sets of regions), or we may want only one very tightly specified class (i.e., one set of regions). We
know that the only way to achieve this is by analysis of the numerical values of the curvatures. Then
there is the immediate question: Is it possible to devise an automated procedure for selecting numerical
class intervals for a given number of classes, N , where N > 4? Indeed, we may want a tightly defined
numerical class interval for identifying one class or such intervals for two or more classes for 1 ≤ N ≤ 4 .
Closely allied to the numerical classification questions is the question of identifying local maxima and
local minima. During the early research on regularisation the supervisor demonstrated to the researcher
an application of Newton’s iterative method for convergence on a local maxima or on a local minima from
some nominated point relatively close to one of these critical points. These points on the surface may
be of fundamental importance to decision making about the delivery of goods and services and/or the
provision of community infrastructure. Such policy-oriented, numerical questions should be considered
jointly by marketers and mathematicians.
11) Grid geometry. The outline map of the local government area of Burnside fits neatly within a
square. So for convenience we generate a square grid of n rows by n columns. But for another study
area — not fitting neatly within a square — it would be appropriate to generate a rectangular grid of m
rows by n columns where m 6= n. Regardless, the spacing, p, of one row to the next and the spacing,
q, of one column to the next are equal, i.e., p = q. Is equal spacing of the rows and the columns of a
rectangular grid the optimal geometry? Or, could we use, say, a triangular grid or a hexagonal grid or
some other configuration? This study might be conducted by geometers with an interest in polynomial
functions.
12) Extraction of matrices from a grid and building of a function for a matrix element.
We discuss frequently the overlapping extraction of 9,604 3 × 3 matrices from a 100 by 100 grid. But
it would require little more effort to extract, say, a 4 by 4 matrix or a 5 by 5 matrix. This implies that
we may wish to build a function not just for the (2, 2) element in each matrix, but build a function for
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each of several elements. And, if we do this, we will generate at least several shape classifications for
most of the internal intersections of the grid. The final shape classification of any one intersection would
be the result of averaging the numerical values of each of the two curvatures or selecting the mode of
the several shape classifications. Will this improve the delineation of shape neighbourhoods regions or
unnecessarily devour computational resources? This work, conducted by statisticians with an interest in
geometry, will give us a much deeper insight into the overall procedure for surface shape classification.
13) Polynomials and other functions. We experiment with four different types of functions: a
Lagrange polynomial in x y, an exact fit quadratic polynomial, a hybrid quadratic polynomial and a best
fit quadratic polynomial. Personal bias and a little evidence favours selection of a Lagrange polynomial
in x y. But it is quite likely that there are many other types of functions that could be generated and
subsequently used effectively for the calculation of Gaussian and mean curvatures. In particular, the
use of cubic splines (Schiess, 1987) is well understood and should be examined in this context. These
alternative functions may be easier to generate and/or consume less computational resources in the
calculation of the curvatures. In summary, we need an extensive and an intensive investigation of the
properties of functions from the point of view of the efficacy of surface shape analysis. Just such a
study by pure mathematicians should include an examination of our failed attempt to build a quadratic
polynomial in x y z.
14) Grid density and amount of smoothing. We use several different grid densities for a given
amount of smoothing, i.e., for h set to some constant, say, h = 10. Also, we report on the impact
of changing the amount of smoothing for a given grid density. For example, we have produced shape
neighbourhoods maps using a 100 by 100 grid and smoothing of h = 5, h = 10 and h = 20. We need
to study systematically 1) the impact of changing grid density for a given amount of smoothing and
2) the impact of changing the amount of smoothing for a given grid density. These two studies are
appropriate for mathematicians or statisticians with extensive experience with the use of Mathematica
or Maple. Mathematica and Maple facilitate the computation of animation sequences of 2D and 3D
graphics appropriate to such an investigation.
15) Convergence in R2 . We note convergence in R2 of maps of shape neighbourhoods regions regardless of which type of polynomial function is used in the calculation of Gaussian and mean curvatures. We
accept spatial autocorrelation with respect to any socio-economic phenomenon being investigated and
so for some given socio-economic phenomenon it is likely that some stable — we dare not say ‘natural’
— pattern will emerge. But to what extent the amount of smoothing, grid density and use of a wide
variety of functions influence the ‘speed’ of convergence in R2 ? This is a study for statisticians and/or
mathematicians with an interest in spatial pattern recognition. Closely aligned is the need to understand the nature and behaviour of the boundaries of the shape neighbourhoods regions. When we have
only four shape classes identified by comparison of the signs of the curvatures, the associated regional
boundaries have inherent geometric significance. But once we use the numerical values of the curvatures,
the meanings of the regional boundaries are much more subtle and need at least to be identified as a
possible source of confusion when effecting map interpretation.
16) Value of surfaces. Surfaces play an increasingly important role in spatial analytic investigations.
The fundamental question is: Is this the role of motivation or is this the role of end product or both?
My view has been stated clearly. I believe the primary role of the graphic of a surface is motivation. For
the work reported in this thesis there is no need to generate the graphic of a surface. The smoothed data
in, say, a 100 by 100 grid can be used directly as the basis of constructing a shape neighbourhoods map.
However, in the construction process we make two critical decisions. The first is about grid density and
the second is about smoothing. The map of shape neighbourhoods regions will only be as good as are
these decisions relative to the ‘true’ spatial distribution of the given socio-economic phenomenon. This
is where an iterative selection of grid density and amount of smoothing and subsequent generation of a
surface may be of great value. It may be that interpretation of a graphic of a surface is the easiest form
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of spatial cognition when we are trying to match the spatial distribution of the socio-economic phenomenon with grid density and amount of smoothing decisions. This a big investigation for applied
mathematicians.
17) Evaluation of shape neighbourhoods regions. We use an indirect method of evaluating the
accuracy of a map of shape neighbourhoods regions. So we start with a known function, e.g., f (x, y) =
sin x sin y and construct its true map. Then by building a random set of Voronoi polygons we apply the
methods described in this thesis to construct an approximate map. Thus far the results seem promising.
We have constructed approximate maps of shape neighbourhoods regions that are reasonably accurate
descriptions of the true maps. But use of f (x, y) = sin x sin y (and other sin and cos combinations)
generate a periodic phenomenon. We need to construct a surface whereby the function of the known
phenomenon is nonperiodic–nonrandom, and then compare its true map with its approximate map. We
have made a good start on this type of study as reported in the final section of Chapter 5. This study
is more realistic in the context of gaining confidence that a map of shape neighbourhoods regions is,
in fact, an accurate description of the spatial distribution of some socio-economic phenomenon. Early
investigations suggest that the building of a function of a nonperiodic and nonrandom phenomenon and,
in particular, the measurements are not so easy. It may be best suited as a study for pure mathematicians
with much experience in surface and differential geometry.
18) Software. The researcher only writes α-prototype software in C and Mathematica with no attempt at a human-machine interface. There is an overarching need with completion of several of the
investigations described in this section to design and then have built by professional software engineers a
β-prototype including an end-user friendly human-machine interface for the purpose of extensive testing.
The researcher can design the β-prototype, but investment capital must be secured to ensure that this
software is built by professionals in a professional environment.

6.4 Summary of Results of the Research
1) Weaknesses and difficulties associated with the use of choropleth maps. We have identified three substantive weaknesses and difficulties associated with choropleth maps for socio-economic
regionalisation. First, the data collection geometry may contribute directly to the calculation of misleading manifestation densities as a function of, for example, variation in total population relative to
the phenomenon under investigation. Second, we accept that effecting a socio-economic regionalisation
through the use of choropleth maps is both tedious and requires much experience. Third, the use of a
uniform symbol — and we cannot use anything else — throughout the extent of a summary data area
implies homogeneity that we know is not a characteristic of the spatial distribution. Contiguous areas
each depicted by a different symbol imply a sharp discontinuity in the manifestation and, again, we know
that such discontinuities occur but infrequently.
2) The nature of a socio-economic region. We have clarified what it means to identify individual
dwellings characterised by a particular socio-economic phenomenon. And, we know what the agglomeration of these dwellings, i.e., a socio-economic region, means. The delineation of such a region in a
best practice scenario involves deciding what constitutes, for example, high manifestation. Finally, we
know that we must be flexible when effecting the interpretation of a socio-economic region. There are
not only numerous sources of error in data collection, but also a socio-economic region does not imply
that every dwelling therein is characterised by the socio-economic phenomenon under investigation.
3) Spatial cognition in R2 and R3 . We live in an R3 world. Cartographic representation of some
aspect of that world on a piece of paper is but an R2 model of the spatial distribution. If we shift from
thinking implicitly in R3 to thinking explicitly in R3 , then it is natural to accept the surface as the
most appropriate description of the spatial distribution of some socio-economic phenomenon. We know
that surfaces motivate interpretation, but that is as good as it gets. To maximise the quality and the
quantity of the information extraction from a surface we must apply the analytical tools of mathematics;
we must measure shapes of the surface.
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4) Gridding and smoothing using Green’s theorem — regularisation. We have identified two
types of spatial objects to each of which it is possible to assign the data collected and summarised as the
result of a census of population and housing. There is the set of points in the plane, i.e., summary data
area centroids, and there is the set of summary data area polygons also in the plane. Both types have been
used extensively in mapping socio-economic phenomena. Typically, isopleth or contour maps have been
produced by interpolation and extrapolation from the centroid assigned data. The summary data area
polygons continue to be used in choropleth mapping. We eschew choropleth mapping, but we consider
it only rational that the data collected for areas should be represented by those areas when undertaking
gridding and smoothing. Because of the complicated nature of the polygonal boundaries we apply Green’s
theorem to effect our gridding and smoothing through the calculation of path integrals. But even this
application is not enough to obtain a computationally tractable algorithm. Much simplification, done
by hand, was required. We anticipate that this gridding and smoothing procedure will find applications
outside the domain of socio-economic study.
5) Surface shape classification. We proposed a simple exercise in surface shape classification and
delineation of shape neighbourhoods regions by inspection. Two surfaces were presented and the reader
was encouraged to delineate the tops of the hills and the bottoms of the valleys. The purpose of this
exercise was to demonstrate two ideas. First, a surface is a motivator for the delineation of shape
neighbourhoods regions interpreted as socio-economic regions. And, second, delineation by inspection
— a personal, subjective and qualitative undertaking — runs a poor second to delineation as a function
of calculating and analysing the Gaussian and mean curvatures. The exercise provided the justification
for executing the research described in this thesis. That research describes a nonpersonal, objective and
quantitative method of delineating shape neighbourhoods regions, i.e., socio-economic regions.
6) Construction of a Lagrange polynomial in x y. I invented a Lagrange polynomial in x y long
before I knew that it had already been invented by many others. Regardless, that ‘Eureka!’ moment
remains a fond memory. What may be unique in the research reported in this thesis is that the construction of a Lagrange polynomial in x y for a 3 × 3 matrix of xyz-triples representing a surface patch
appears to be remarkably stable. It has been used in a wide variety of investigations with the data
for the 80 CCDs of the LGA of Burnside, and not once has there been any evidence of instability.
Frequently, we have applied the Lagrange polynomial in x y to produce a graphic of the surface patch
and its associated tangent plane. Then we have used this graphic to interpret whether the surface is
convex elliptic or concave elliptic. In each instance this interpretation is identical to the surface shape
classification resulting from the comparison of the signs of the Gaussian and mean curvatures. Finally,
although we suspected we would fail, we tried to simplify the Lagrange polynomial in x y constructed for
a 3 × 3 matrix. Our suspicion was confirmed. As a result we wrote a lemma describing the construction
of a Lagrange polynomial in x y for each element of a 3 × 3 matrix of xyz-triples. Then we used that
lemma in a theorem describing the inability to simplify the Lagrange polynomial in x y for the entire
matrix, and we proved this theorem.
7) The shape neighbourhoods engine. It is not too difficult to become distracted and confused by
the multitude of mathematical and computational ideas presented in this thesis. In order to minimise
the distraction and confusion we have endeavoured to identify those ideas that need close scrutiny and
patience for understanding. Also, we have identified those ideas that, while critical to the research
are basically well understood and documented in the mathematics and computer sciences literature and,
hence, are considered by us to be mechanical. This gave rise to the term, ‘shape neighbourhoods engine’.
Once we have a polynomial function that describes a patch of surface, the classification of the shape of
that patch and the mapping of shape neighbourhoods regions is mechanical. The shape neighbourhoods
engine includes 1) calculating of first and second partial derivatives of the function, 2) calculating of
Gaussian and mean curvatures, 3) comparing of the signs of the curvatures and shape classification and,
finally, 4) mapping of shape neighbourhoods regions.
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8) Alternative polynomial functions. A Lagrange polynomial in x y is, in general, a quartic polynomial. We sought a lower degree polynomial — a quadratic — which is simpler but nonetheless allows
for the calculation of Gaussian and mean curvatures. We examined the construction of three alternative
quadratic polynomial functions: an exact fit quadratic polynomial, a hybrid exact fit quadratic polynomial and a best fit quadratic polynomial. So we have four polynomial functions and we evaluated
these with respect to required computational resources, consistency in surface shape classification and
complexity of construction. Our evaluation confirmed that the Lagrange polynomial in x y is best. But
we wanted the Lagrange polynomial in x y to be best and we can only hope that that desire has not
influenced our interpretation of the results of the several evaluative investigations. We reiterate: “Is
this the best function? The researcher and this thesis will be long forgotten before there is a definitive
answer to this question.” But in our defence, we have at the very least provided a starting point for
deeper and broader investigation of this question, as mentioned in Section 6.3.
9) Convergence in R2 . My research was conducted privately for over twelve years before I embarked
on the Masters program in mid-2009. Therefore some of the results of the work from mid-2009 to the
present were anticipated; the earlier work suggested the outcomes. I did not anticipate convergence in
R2 . And yet the maps produced with h = 20 and a grid of 250 by 250 — regardless of the polynomial
function used to compute the Gaussian and mean curvatures — are virtually identical. When I first
started working with these maps in January of 2011 I supposed that the ‘convergence’ was just a data
processing error; I must be computing notionally different maps, but by some mistake was using the same
set of input data. Wrong! Each 61,504 element classification array was virtually identical, but these data
had converged to that state from very different starting points. There were 11 different starting points:
one Lagrange polynomial in x y, eight different exact fit quadratic polynomials, one hybrid exact fit
quadratic polynomial and one best fit quadratic polynomial. Convergence is for the most part explained
as the result of the overlapping extraction of 3×3 matrices reflecting the inherent spatial autocorrelation
in socio-economic data. The high grid density of 250 by 250 and the relatively high degree of smoothing
are also explanations. Convergence is very strong evidence that the delineation of shape neigbourhoods
regions by the methods described in this thesis is robust.
10) Accuracy of the maps of shape neighbourhoods regions. We used three known phenomena,

f (x, y) = sin nπx
where n = 2, 4 or 6, and for each we produced a true surface and a true shape
100
neighbourhoods map. Then we used 100 randomly generated Voronoi polygons and sampled each known
phenomenon. Next, using the sample data and the methods described in this thesis we produced an
approximate surface and an approximate shape neighbourhoods map for each. Consider only the maps.
For the 2π phenomenon we have a true map and an approximate map, and the same for the 4π and
6π phenomena. We compare the classification arrays element by element to determine the extent to
which the approximate map is an accurate description of its associated true map. The results are very
encouraging. We do not observe any instabilities and the percentages of correct classification for each
shape class are relatively high. Our results with the 2π, 4π and 6π phenomena were complemented
by our study of a nonperiodic–nonrandom phenomenon. We suggest that this type of phenomenon
— now that we know how to analyse it — should be the focus of all future evaluative investigations.
These studies suggest the necessity for matching our knowledge of the spatial distribution of a socioeconomic phenomenon with the amount of smoothing and grid density to ensure that the resulting
shape neighbourhoods map is an accurate description of this spatial distribution. If this is done then
we conclude that a shape neighbourhoods map produced for some socio-economic phenomenon is an
accurate description of the spatial distribution of this phenomenon. And we are done.

6.5 Conclusion and Acknowledgements
Whereto from here for me? Mathematics has no beginning and no end — a ragged piece of string. A
researcher but starts and stops. I have started and I have no intention of stopping — well, . . . let’s say
in the medium-term. Given the pressing demands of the Masters over the last two years, it has been
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convenient for me to read papers and books and hold discussions with Nick and others taking away only
that information perceived to be of immediate value to the thesis work. There is nothing surprising
here; most graduate students do the same. However, now is the time to step back from it all including
the period from early 1997 to mid-2009 and take the broader view. This is exactly what I did in the
front bar of The Rose of Australia Hotel in early 1997. Now I want to find that kernel of the next
question that needs to be answered. Perhaps I won’t find the answer but the effort should ensure that
the research work on the topic of this thesis continues. Also, if I remain enthusiastic, perhaps others will
soon be drawn to the research. Certainly, there is no shortage of things to be done. And, I do not want
to corner this market.
We have already justified the need for commercialisation in the introductory section of this chapter. But
commercialisation does not happen without one person acting as the champion. I started this research,
so I must be that champion. To those academics who have not been involved intimately with the private
sector, and, in particular, investment banking for the exploitation of blue sky research, commercialisation
may sound glamorous. An investor to an inexperienced academic may appear to be Santa Claus. But
that investor is not giving gifts; she or he is in business for one reason only — to make money. There
is no benevolent, philanthropic or charitable motivation in investment banking: “Here is the Bank’s
money, get on with it! Make money!” The best case scenario for this research, with me standing with
it, is to license the intellectual property to a software house with an existing complementary product
line. There are a number of these. But the principals of a software house need to be convinced by a
β-prototype. This is where an α-prototype will lead to investment to build a β-prototype. So it is to
the design and at least partial implementation of this α-prototype that I next turn. This is the start of
a process that is not short-term, but can be described as both demanding and exciting.
There are two people I need to thank, Nick Buchdahl and Kathie Massey.
Nick Buchdahl helped me with my work long before he became the supervisor of the research and writing
of this thesis. From the early 2000’s I sought his advice on what for me were big problems in the geometry
of surfaces. I know now that these were but little problems for a mathematician, but I was never made
to feel as if I were imposing. Throughout the research and writing of this thesis we have been in very
close contact meeting weekly and communicating by email on almost a daily basis. He is generous with
his time and knowledge, frequently developing prototypes in Maple for me to implement in Mathematica
or C . He taught me TEX, demonstrating the power of the original thinking underpinning this software.
This thesis is a tribute to the patience, kindness and intelligence of a true gentleman. Thank you, Nick.
I asked my wife, Kathie, what I should use as the title of this thesis. Her immediate response was:
“Massey’s Last Thesis”. This is the third postgraduate thesis I have researched and written in her
company. Researching and writing a thesis is a severe test of a relationship — and after over 45 years
since the start of the first thesis I assume our test has been passed. But, in particular, the research
for this thesis has spanned, albeit on a part-time basis, some 14 years. Throughout, Kathie has been a
constant source of support for me while independently pursuing her professional career. So I thank her
for her patience, advice, encouragement and humour. Perhaps others could do without such a splendid
work environment; I could not. Any success that may be realised by this thesis is a reflection of Kathie.
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Appendix A

CCD Identifiers: Thesis (1 to 80) and ABS (4120101 to 4121812) Equivalents
Raw CCD Data: I — Italian-born people; T — Total Population
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37,
38,
39,
40,

CCD

I

T

4120101,
4120102,
4120103,
4120104,
4120105,
4120106,
4120107,
4120108,
4121301,
4121302,
4121303,
4121304,
4121305,
4121306,
4121307,
4121308,
4121309,
4121310,
4121311,
4121401,
4121402,
4121403,
4121404,
4121405,
4121406,
4121407,
4121408,
4121409,
4121410,
4121411,
4121412,
4121413,
4121501,
4121502,
4121503,
4121504,
4121505,
4121506,
4121507,
4121508,

3
6
22
15
6
0
22
9
26
52
46
15
8
14
8
4
9
0
34
9
7
3
6
6
11
9
20
9
3
3
0
6
11
9
0
6
3
3
9
8

218
205
603
518
406
337
817
568
440
678
673
635
437
635
688
607
458
499
354
492
453
446
532
316
430
540
427
577
333
354
181
263
552
582
482
583
242
406
501
518

41,
42,
43,
44,
45,
46,
47,
48,
49,
50,
51,
52,
53,
54,
55,
56,
57,
58,
59,
60,
61,
62,
63,
64,
65,
66,
67,
68,
69,
70,
71,
72,
73,
74,
75,
76,
77,
78,
79,
80,
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CCD

I

T

4121509,
4121510,
4121511,
4121512,
4121513,
4121601,
4121602,
4121603,
4121604,
4121605,
4121606,
4121607,
4121608,
4121609,
4121610,
4121611,
4121701,
4121702,
4121703,
4121704,
4121705,
4121706,
4121707,
4121708,
4121709,
4121710,
4121711,
4121712,
4121801,
4121802,
4121803,
4121804,
4121805,
4121806,
4121807,
4121808,
4121809,
4121810,
4121811,
4121812,

11
6
9
8
0
18
16
0
9
9
6
6
7
3
3
0
10
6
8
7
0
0
31
4
3
0
7
37
21
19
4
7
36
23
43
36
9
11
6
27

706
680
417
559
270
465
787
484
715
697
478
542
604
925
651
150
476
472
563
278
443
499
742
174
309
211
362
425
501
604
430
348
197
562
448
598
498
512
422
360

Appendix B
Derivation of the Regularisation Formula
An Application of Green’s Theorem
A standard procedure in the theory of differential equations is regularisation, whereby a generally nondifferentiable function, f , is smoothed (Gilbarg and Trudinger, 2001). The value of the smoothed
function at a point is a weighted average of the values in a neighbourhood of the point, or more generally,
of all of the values. The weighting is effected by a kernel function, φ, say. For a function, f , of n variables,
the smoothed function is
Z
y − x
1
fh (x) := n
f (y) dVy .
(1)
φ
h Rn
h
R
where φ is required to satisfy Rn φ(y) dV = 1 and h > 0 is a parameter defining the degree of smoothing.
If φ is smooth, i.e., infinitely differentiable, differentiation under the integral sign shows that so too is
fh . A standard example of such a “mollifying function” is


 1 
Z
 c exp

||y|| < 1
||y||
−
1
φ(y) =
where c is chosen so that
φ dV = 1.


Rn
0
otherwise
We execute a change of variables for Equation (1) such that
z=

y−x
or y = x + h z and dVy 7→ hn dVz ,
h

giving
Z
fh (x) =

φ(z) f (x + h z) dVz .

(2)

Rn

Thus if, for example, f is continuous at x, then fh (x) → f (x) as h → 0. Integrating fh over Rn and
applying Fubini’s theorem it follows that
Z
Z
fh (x) dV =
f (x) dV.
Rn

Rn

Tobler (1979) makes an attempt at just such a ‘volume preserving’ or ‘mass preserving’ or ‘pycnophylactic’ massaging of a choropleth map for the contiguous 48 States of the U.S. in order to produce a contour
map that is a more realistic representation of the population density data. “Census enumerations are
usually packaged in irregularly shaped geographical regions. Interior values can be interpolated . . . by
using an analogy to elliptical partial differential equations. . . . Smooth contour maps, which satisfy the
volume preserving and nonnegativity constraints, illustrate the method using actual geographical data
. . . ” (Tobler, 1979, p. 519). The work described, in particular, in Chapter 2 and in this Appendix
provides a practical implementation of Tobler’s objective.
In the current setting, f is a linear combination of characteristic functions of polygons in R2 that
tessellate a study area, and since the smoothing of a linear combination is the linear combination of the
smoothings, the evaluation of such an integral amounts to evaluating a number of integrals of the form
ZZ 
1
y − x
φ
dA where P ⊂ R2 is a polygon.
(3)
h2
h
P
Also in the current setting, it is natural to assume that φ is a function of distance, since the averaging
should not be biased in any particular direction. But a function such as the standard example, shown
above, is difficult to integrate. An alternative function is
φ(y) =

C

(4)

2 m

(1 + ||y|| )

Z
φ(y) dA < ∞.

where C will depend on m and n, and where m must be large enough such that
Rn
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To illustrate the procedure, we consider the case of n = 1 for which the calculations are not too difficult.
The simplest value for m is m = 1, with
φ(y) =

1
1
.
π (1 + y 2 )

In this case, the smoothing of χ[a,b] amounts to the explicit calculation

fh (x) =

1
hπ

b

Z
a

1
1+

b − x 
 a − x 
1
arctan
− arctan
π
h
h


1
(b − a)h
= arctan 2
π
h + (a − x)(b − x)
 h2 + (a − x)(b − x) 
1
1
.
= − arctan
2 π
(b − a)h

 dy =
y−x 2
h

(5)

As an explicit example take the actual function used for computing any one of the three curves in Figure
B.1 where the last line of Equation (5) is χ[a,b] . Here
f = 4 χ[1,2] + 5 χ[2,4] + 2 χ[4,7] + 4 χ[7,8] + 6 χ[8,9] + χ[9,11]

(6)

hence, the value for f is computed. The result of the smoothing of a set of ‘bars’ using Equation (6) is
shown in Figure B.1 for h = .1, h = .5 and h = 1.0.

Figure B.1 Smoothing in One Dimension with Equations (5) and (6) —
red: h = .1, green: h = .5 and blue: h = 1.
But we also try m = 2 and C = 2/π, and then evaluation amounts to the explicit calculation of an
integral of the form

fh (x) =

2
hπ

Z
a

b

1  h(b − x)
h(a − x)
dy
=
− 2

2
2
2

π h + (b − x)
h + (a − x)2
y−x 2
1



1+

(7)

h

+ arctan

b − x
h

− arctan

 a − x 
h

.

The right hand side of Definition (7) becomes the new χ[a,b] and the actual function used for computing
any one of the three curves in Figure B.2 takes the form of Equation (6). The set of ‘bars’ in Figure B.2
is, as with the set of bars shown in Figure B.1, smoothed for h = .1, h = .5 and h = 1.0.
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Figure B.2 Smoothing in One Dimension with Equations (7) and then (6) —
red: h = .1, green: h = .5 and blue: h = 1.

Figure B.3 Smoothing in One Dimension with Equations (8) and (10) —
red: h = .1, green: h = .5 and blue: h = 1.
√ 
Finally, we also try an alternative form, namely φ(y) = C/(1 + y 4 ) where C = 1/ π 2 2 . Evaluation
amounts to the explicit calculation of an integral of the form
Z b
1
1
√
fh (x) =
(8)
4 dy.
π 2
h 2 a 1 + y−x
h
This integration is somewhat more challenging but nevertheless computable, and the result is
Z
 z 2 + √2 z + 1  1 √
√
√
1
1√
1√
√
g(z) :=
=
2
ln
+
2 arctan( 2 z + 1) +
2 arctan( 2 z − 1).
4
1+z
8
4
4
z2 + 2 z − 1

(9)

The actual function used for computing any one of the three curves in Figure B.3 is
fh (x) =

1−x
g( 2−x
h ) − g( h )
π

√
2

2

+

2−x
g( 4−x
h ) − g( h )
π

√
2

2

+ ··· +

9−x
g( 11−x
h ) − g( h )
π

√

2

(10)

2

where x is a variable. The result of the smoothing of a set of ‘bars’ using Equation (10) is shown in
Figure B.3 (above), again, for h = .1, h = .5 and h = 1.0. As can be seen by comparison of Figure B.3
2
with Figure B.2, the result of using Equation (10) is almost indistinguishable from that of C/(1 + y 2 ) ,
i.e., Equation (7) expressed in the form of Equation (6).
In summary, we went to some trouble to obtain and use Equations (7) and (9), but a cursory examination
of Figures B.1, B.2 and B.3 suggests that the effort was not warranted; Equation (5) is good enough.
At least we tried.
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We now consider the much more difficult case of n = 2. Even with a simple choice of φ in the integral of
Equation (3), the evaluation of such an integral is difficult except for rectangles with axes parallel to the
coordinate axes. An alternative to double integrals is to apply, if possible, Green’s theorem to convert
area integrals to integrals around the boundary of the polygon and, hence, in this setting we have a set
of path integrals.
Suppose we have a set of real functions, fi (x, y), with each describing a unique right polygonal cylinder.
And, suppose we want to smooth them.
We assume that if we derive a general smoothing function, fh (x, y), for one such polygon that this
function can be applied to a collection of such polygons in some computationally sequential fashion.
The function appropriate to the smoothing of a collection of such polygons is denoted, as mentioned in
Chapter 2, by f˜h (x, y).
For any general right polygonal cylinder outside the boundary delineating its xy cross-section, f (x, y) =
0. That is, it is zero outside a big ball. We ignore the boundary line segments that will be smoothed.
Within the right polygonal cylinder f (x, y) = C , where C is a constant — the height of the cylinder or
z-datum — i.e., the numerical manifestation of some socio-economic phenomenon with a summary data
area.
For the two dimensional case, we seek a function φ(x, y) of the form φ(x, y) = φ0 (x2 + y 2 ) such that
RR
R2 φ(x, y) dA = 1, and an integral of the form
ZZ 
1
u − x v − y
φ
,
dudv
(11)
2
h
h
h
P
where P ⊂ R2 is a polygon, is tractable.
As stated, even for ‘simple’ functions φ, such an integral is difficult because of the variability of polygons.
Hence, we attempt to use Green’s theorem to convert the double integral into a path integral
Z
ZZ
A(x, y)dx + B(x, y)dy =
(Bx − Ay )dxdy.
(12)
∂P

P


2
 
v−y 2
At this point it is convenient to look for a function, ψ0 (t) where t = u−x
+
such that
h
h
Z
 u − x 2  v − y 2 

− (v − y)du + (u − x)dv .
(13)
+
fh (x, y) =
ψ0
h
h
∂P
Using the facts that ∂t/∂u = 2(u − x)/h2 and ∂t/∂v = 2(v − y)/h2 , Green’s theorem gives
ZZ  h
i
i
1
∂
∂ h
fh (x, y) = 2
ψ0 (t) u − x) −
ψ0 (t)(−(v − y)) dudv,
h
∂v
P ∂u
ZZ h

i
 2(v − y)(v − y) 
1
2(u − x)(u − x) 
0
= 2
ψ0 0 (t)
+
ψ
(t)
+
ψ
+
ψ
(t)
dudv,
(t)
0
0
0
h
h2
h2
P
ZZ
ZZ

2
1
= 2
ψ0 0 (t)(t) + ψ0 (t) dudv = 2
φ0 (t)dudv.
h
h
P
P
From the preceding line we have established that ψ0 must satisfy

2
1
ψ0 0 (t) (t) + ψ0 (t) = 2 φ0 (t).
2
h
h
So,
1
ψ0 0 (t) t + ψ0 (t) = φ0 (t),
2
1
0
(ψ0 (t)(t) = φ0 (t),
2Z
1
t ψ0 (t) =
φ0 (t)dt and, finally,
2
Z
1
ψ0 (t) =
φ0 (t)dt.
2t
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Thus, ψ0 (t) should satisfy
1
ψ0 (t) =
2t

Z

t

φ0 (s)ds.
0

We need to choose φ0 so that we can effect this integral, and the subsequent integrals of the form of
Equation (13). As mentioned, experimentation suggests (see Equation (4)) that
φ0 (t) =
works where C is the constant such that
ZZ
R2

C
(1 + t)m

φ0 (x2 + y 2 )dxdy = 1.

ZZ
1=C×

R (1 +
2

1
πC
dxdy =
,
2
m
+y )
m−1

x2

after switching to polar coordinates.
So we take C = (m − 1)/π, and continue. Then,
1
ψ0 (t) =
2t

Z
0

t

i
C
1
1 h
1
−
ds
=
.
(1 + s)m
2πt
(1 + t)m−1

We have the geometric series:
1 + a + a2 + · · · + aN =

1 − aN +1
1−a

a 6= 1.

So,
ψ0 (t) =

i
1
1
1 h 1
+
+
·
·
·
+
.
2 π 1 + t (1 + t)2
(1 + t)m−1

As illustrated by the one dimensional case, the simplest choice now is to take m = 2, so
ψ0 (t) =

1
1
×
,
2π 1 + t

φ0 (t) =

1
1
×
.
π (1 + t)2

and

Now we need to evaluate the integral Equation (13) using our ψ0 .
Consider the integral
fh (x, y) =

1
2 π h2

Z
∂P



1+

1

u−x 2
h

+


 − (v − y)du + (u − x)dv .

2
v−y
h

To compute this integral, we parameterise each boundary line segment and effect the integration for
each parameterised line segment. For one line segment, denoted by `, from (x0 , y0 ) to (x1 , y1 ) we ‘step’
in an ‘anticlockwise’ direction where anticlockwise is determined by the polygon.
The parameterisation takes the form: u(t) = x0 + (x1 − x0 ) t and v(t) = y0 + (y1 − y0 ) t where 0 ≤ t ≤ 1.
The integral takes the form
Z
`

1
×
=
2 π h2

Z
0

1

1


1+

x0 −x+(x1 −x0 ) t 2
h

+

y0 −y+(y1 −y0 ) t 2
h
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 − (v − y)du + (u − x)dv .

(14)

And,

((u − x)dv − (v − y)du) = (x0 − x + (x1 − x0 ) t)(y1 − y0 ) − (y0 − y + (y1 − y0 ) t)(x1 − x0 ) dt,

= (x0 − x)(y1 − y0 ) − (y0 − y)(x1 − x0 ) dt.
So Equation (14) can be expressed as
Z
=
`

(x0 − x)(y1 − y0 ) − (y0 − y)(x1 − x0 )
2 π h2

1

Z
0

1


1+

x0 −x+(x1 −x0 ) t 2
h

+

y0 −y+(y1 −y0 ) t 2
h

 dt. (15)

Our next job is to transform the integral of Expression (15),
1

Z
0

1


1+

x0 −x+(x1 −x0 ) t 2
h

+

y0 −y+(y1 −y0 ) t 2
h

 dt,

(16)

to a tractable integral of the form
Z
0

1

1
dt.
c2 + (a t + b)2

This is done by completing the square of the denominator of the integrand of Equation (16).
We work on
1+

 x − x + (x − x ) t 2  y − y + (y − y ) t 2
0
1
0
0
1
0
+
.
h
h

(17)

We set α = (x0 − x)/h, β = (x1 − x0 )/h, γ = (y0 − y)/h and δ = (y1 − y0 )/h. These definitions
allow us to work with fewer terms and, thereby, appreciate more readily the arithmetic manipulations.
Expression (17) simplifies to
1 + (α + β t)2 + (γ + δ t)2 .
We expand and, after collecting terms of equal powers of t, we have
1 + (α + β t)2 + (γ + δ t)2 = 1 + α2 + 2 α β t + β 2 t2 + γ 2 + 2 γ δ t + δ 2 t2 ,
= (1 + α2 + γ 2 ) + 2(α β + γ δ) t + (β 2 + δ 2 ) t2.
We complete the square by adding and subtracting an identical term, and then we rearrange the terms
not multiplied by t on the right hand side of the above equation, and we have
α β + γ δ 2 (α β + γ δ)2
−
β 2 + δ2 t + p
,
β 2 + δ2
β 2 + δ2
α β + γ δ 2
(α β + γ δ)2 p 2
2t+ p
= 1 + α2 + γ 2 −
+
β
+
δ
.
β 2 + δ2
β 2 + δ2

1 + (α + β t)2 + (γ + δ t)2 = 1 + α2 + γ 2 +

p

Next we expand and cancel the terms of 1 + α2 + γ 2 −
1 + α2 + γ 2 −

(α β+γ δ)2
β 2 +δ 2 .

(18)

And we have

(α β + γ δ)2
(α2 + γ 2 )(β 2 + δ 2 ) − (α β + γ δ)2
=1+
.
2
2
β +δ
β 2 + δ2

We expand again, and we have
1+

(α2 + γ 2 )(β 2 + δ 2 ) − (α β + γ δ)2
α2 β 2 + α2 δ 2 + γ 2 β 2 + γ 2 δ 2 − α2 β 2 − 2 α β γ δ − γ 2 δ 2
=
1
+
.
β 2 + δ2
β 2 + δ2

The right hand side simplifies to
1+

α2 δ 2 − 2α β γ δ + γ 2 δ 2
α2 β 2 + α2 δ 2 + γ 2 β 2 + γ 2 δ 2 − α2 β 2 − 2 α β γ δ − γ 2 δ 2
=
1
+
.
β 2 + δ2
β 2 + δ2
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The right hand side simplifies further to
1+
Putting 1 +

(α δ−γ β)2
β 2 +δ 2

(α δ − γ β)2
α2 δ 2 − 2α β γ δ + γ 2 δ 2
=1+
.
2
2
β +δ
β 2 + δ2

together with the ‘t-term’ of Equation (18), we have

1 + (α + β t)2 + (γ + δ t)2 = 1 +

(α δ − γ β)2 p 2
α β + γ δ 2
2t+ p
+
.
β
+
δ
β 2 + δ2
β 2 + δ2

(19)

The right hand side of Equation (19) becomes the denominator of the integrand of Expression (16), and
we have
Z
0

1



1+

1
x0 −x+(x1 −x0 )t 2
h

Now we define a =

Z
+

 dt =
y0 −y+(y1 −y0 )t 2
h

0

1

1
1+

q
p
α β+γ δ
β 2 + δ2 , b = √
1+
and
c
=
2
2
β +δ

(α δ−γ β)2
β 2 +δ 2

+

p

α β+γ δ
β 2 + δ2 t + √
2
2

2 dt.

β +δ

(α δ−γ β)2
β 2 +δ 2 .

And for a > 0 we have
Z
0

1

c2

1

a t + b
1
1
dt =
arctan
2
+ (a t + b)
ac
c

=
0

a + b
 b 
1 
arctan
− arctan
= : L.
ac
c
c


We set the constant term in Equation (15) to K , so K = (x0 − x)(y1 − y0 ) − (y0 − y)(x1 − x0 ) /2 π h2 ,
and we have Equation (15) expressed as
a t + b
1
f˜h (x, y) = K ×
arctan
ac
c

1

= K×
0

a + b
 b 
1 
arctan
− arctan
= K × L.
ac
c
c

Thanks to the supervisor — Equation (20) — is the derivation we require.
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(20)

Appendix C
Configurations of Six Points Used to Generate a Quadratic Polynomial
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Appendix D
Quadratic Polynomials and Gaussian and Mean Curvatures Calculations
for the
Eight Configurations of Appendix C
*

*

*

North Configuration for Matrices R, S, T and U
17y 2
4

Since we have fNR (x, y) = −x2 −
KNR (2, 2) =

xy
2

−

79y
4

+ 7x +

43
2 ,

−

then we calculate that

268
1508
√
and HNR (2, 2) = −
implies correctly convex elliptic.
129
129 129

Since we have fNS (x, y) = 5x2 +
KNS (2, 2) =

7y 2
4

+

5x y
2

+

91
2 ,

then we calculate that

460
2524
√
and HNS (2, 2) =
implies correctly concave elliptic.
113
113 113
2

Since we have fNT (x, y) = − 5x2 + 2y 2 − 2x y +
KNT (2, 2) = −

57y
4

− 24x −

31x
2

− 6y + 1, then we calculate that

96
96
and HNT (2, 2) = − √
implies correctly convex hyperbolic.
29
29 29
2

Since we have fNU (x, y) = − x2 +
KNU (2, 2) = −

5y 2
4

+

xy
2

+

3x
2

−

23y
4

+

19
2 ,

then we calculate that

44
62
and HNU (2, 2) = √
implies correctly concave hyperbolic.
21
21 21

East Configuration for Matrices R, S, T and U
Since we have fER (x, y) =
KER (2, 2) = −

5x2
4

− 6y 2 +

xy
2

−

25x
4

+ 23y −

15
2 ,

then we calculate that

484
328
implies incorrectly convex hyperbolic.
and HER (2, 2) = − √
17
17 17

Since we have fES (x, y) = 2x2 +

9y 2
2

43y
2

+ 31, then we calculate that

128
200
and HES (2, 2) = √
implies correctly concave elliptic.
69
23 69

KES (2, 2) =

2

Since we have fET (x, y) = − 3x2 +
KET (2, 2) = −

+ 2x y − 8x −

3y 2
2

− xy +

17x
2

−

13y
2

+ 10, then we calculate that

4
41
and HET (2, 2) = − √
implies correctly convex hyperbolic.
3
15 20
2

Since we have fEU (x, y) = − 3x2 +
KEU (2, 2) = −

3y 2
2

−

xy
2

+

19x
2

−

7y
2

− 2, then we calculate that

20
17
and HEU (2, 2) = √
implies correctly concave hyperbolic.
7
7 14
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Appendix D (continued)
Quadratic Polynomials and Gaussian and Mean Curvatures Calculations
for the
Eight Configurations of Appendix C
*

*

*

South Configuration for Matrices R, S, T and U
13y 2
4

Since we have fSR (x, y) = −x2 −

KSR (2, 2) =

xy
2

7y 2
4

3x y
2

+

45y
4

+ 7x +

68
and HSR (2, 2) = −
67

Since we have fSS (x, y) = 5x2 +
KSS (2, 2) =

−

196

q

−

3
67

27y
4

then we calculate that

implies correctly convex elliptic.

67

− 22x −

17
2 ,

+

61
2 ,

then we calculate that

524
1204
and HSS (2, 2) = √
implies correctly concave elliptic.
201
67 201
2

Since we have fST (x, y) = − 5x2 +

3y 2
2

+ xy +

19x
2

32
and HST (2, 2) = −
KST (2, 2) = −
19
2

Since we have fSU (x, y) = − x2 +

7y 2
4

−

7x y
2

+

KSU (2, 2) = −12 and HSU (2, 2) =

−

r

19x
2

21y
2

+ 12, then we calculate that

2
implies correctly convex hyperbolic.
19

+

y
4

− 92 , then we calculate that

134
√
implies correctly concave hyperbolic.
21 21

West Configuration for Matrices R, S, T and U
Since we have fWR (x, y) =
KWR (2, 2) = −

5x2
4

− 6y 2 −

3x y
2

+

9x
4

+ 27y −

49
2 ,

then we calculate that

516
1448
and HWR (2, 2) = − √
implies incorrectly convex hyperbolic.
305
61 305

Since we have fWS (x, y) =
KWS (2, 2) =

5x2
2

+

9y 2
2

31x
2

−

43y
2

+ 44, then we calculate that

82
11
and HWS (2, 2) = √
implies correctly concave elliptic.
7
14

Since we have fWT (x, y) = −3x2 +
KWT (2, 2) = −

+ 2x y −

3y 2
2

+ 13x −

17y
2

+ 7, then we calculate that

24
50
and HWT (2, 2) = − √
implies correctly convex hyperbolic.
4
4 33
x2
2

3y 2
2

7x
2

−

2
KWU (2, 2) = − and HWU (2, 2) = 2
7

r

Since we have fWU (x, y) =

+

− 2x y +

3y
2

+ 2, then we calculate that

2
implies correctly concave hyperbolic.
7
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Appendix D (continued)
Quadratic Polynomials and Gaussian and Mean Curvatures Calculations
for the
Eight Configurations of Appendix C
*

*

*

North East Configuration for Matrices R, S, T and U
Since we have fNER (x, y) = −x2 − 6y 2 − 6x y + 18x + 36y − 47, then we calculate that
KNER (2, 2) = −

12
31
and HNER (2, 2) = − √ implies incorrectly convex hyperbolic.
5
5 5
9y 2
2

Since we have fNES (x, y) = 5x2 +
KNES (2, 2) =

63y
2

+ 7x y − 33x −

+ 69, then we calculate that

164
94
and HNES (2, 2) =
implies correctly concave elliptic.
9
27
2

Since we have fNET (x, y) = − 5x2 +

3y 2
2

+ xy +

19x
2

32
KNET (2, 2) = −
and HNET (2, 2) = −
19
3y 2
2

2

Since we have fNEU (x, y) = − x2 +

r

21x
2

− 4x y +

38
and HNEU (2, 2) =
KNEU (2, 2) = −
3

−

r

21y
2

+ 12, then we calculate that

2
implies correctly convex hyperbolic.
19
+

5y
2

− 8, then we calculate that

3
implies correctly concave hyperbolic.
2

South East Configuration for Matrices R, S, T and U
Since we have fSER (x, y) = −x2 − 6y 2 + 3x y + 18y − 11, then we calculate that
31
KSER (2, 2) = 3 and HSER (2, 2) = − √ implies correctly convex elliptic.
5 5
Since we have fSES (x, y) = 5x2 +

9y 2
2

− 3x y − 13x −

KSES (2, 2) = 36 and HSES (2, 2) =
2

Since we have fSET (x, y) = − 5x2 +

3y 2
2

− xy +

23y
2

+ 29, then we calculate that

134
implies correctly concave elliptic.
27

27x
2

−

13y
2

+ 4, then we calculate that

q
2
34 19
32
KSET (2, 2) = −
and HSET (2, 2) = −
implies correctly convex hyperbolic.
19
19
2

Since we have fSEU (x, y) = − x2 +

3y 2
2

+

5x
2

−

11y
2

+ 8, then we calculate that

5
KSEU (2, 2) = −2 and HSEU (2, 2) = √ implies correctly concave hyperbolic.
3 6
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Appendix D (continued)
Quadratic Polynomials and Gaussian and Mean Curvatures Calculations
for the
Eight Configurations of Appendix C
*

*

*

South West for Matrices R, S, T and U
Since we have fSWR (x, y) = −x2 − 6y 2 − 4x y + 14x + 32y − 39, then we calculate that
KSWR (2, 2) =

8
31
and HSWR (2, 2) = − √ implies correctly convex elliptic.
5
5 5

Since we have fSWS (x, y) = 5x2 +
KSWS (2, 2) =

9y 2
2

+ 8x y − 35x −

67y
2

+ 73, then we calculate that

104
10
and HSWS (2, 2) =
implies correctly concave elliptic.
9
3
3y 2
2

2

Since we have fSWT (x, y) = − 5x2 +

48
KSWT (2, 2) = −
and HSWT (2, 2) = −
19
3y 2
2

2

Since we have fSWU (x, y) = − x2 +

35x
2

− 3x y +

+ xy +

49

5y
2

−

q

2
19

implies correctly convex hyperbolic.

19

x
2

15y
2

−

− 4, then we calculate that

+ 12, then we calculate that

q
2 23
8
KSWU (2, 2) = − and HSWU (2, 2) =
implies correctly concave hyperbolic.
3
3

North West Configuration for Matrices R, S, T and U
Since we have fNWR (x, y) = −x2 − 6y 2 + 5x y − 4x + 14y − 3, then we calculate that
KNWR (2, 2) = −

31
1
and HNWR (2, 2) = − √ implies incorrectly convex hyperbolic.
5
5 5

Since we have fNWS (x, y) = 5x2 +
KNWS (2, 2) =

9y 2
2

19y
2

+ 25, then we calculate that

46
296
and HNWS (2, 2) =
implies correctly concave elliptic.
9
9
2

Since we have fNWT (x, y) = − 5x2 +

KNWT (2, 2) = −

− 4x y − 11x −

3y 2
2

19x
2

+ xy +

32
and HNWT (2, 2) = −
19
2

Since we have fNWU (x, y) = − x2 +

3y 2
2

− 3x y +

r

17x
2

4
KNWU (2, 2) = −8 and HNWU (2, 2) =

−

q

21y
2

+ 12, then we calculate that

2
implies correctly convex hyperbolic.
19
+

2
3

3
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y
2

− 4, then we calculate that

implies correctly concave hyperbolic.
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