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Abstract

In this thesis, we investigate the optimal experimental design of some common

biological experiments. The theory of optimal experimental design is a statistical

tool that allows us to determine the optimal experimental protocol to gain the most

information about a particular process, given constraints on resources. We focus

on determining the optimal design for experiments where the underlying model is a

Markov chain — a particularly useful stochastic model.

Markov chains are commonly used to represent a range of biological systems, for

example: the evolution and spread of populations and disease, competition between

species, and evolutionary genetics. There has been little research into the opti-

mal experimental design of systems where the underlying process is modelled as a

Markov chain, which is surprising given their suitability for representing the random

behaviour of many natural processes. While the first paper to consider the optimal

experimental design of a system where the underlying process was modelled as a

Markov chain was published in the mid 1980’s, this research area has only recently

started to receive significant attention.

Current methods of evaluating the optimal experimental design within a Bayesian

framework can be computationally inefficient, or infeasible. This is due to the need

for many evaluations of the posterior distribution, and thus, the model likelihood

— which is computationally intensive for most non-linear stochastic processes. We

implement an existing method for determining the optimal Bayesian experimental

design to a common epidemic model, which has not been considered in a Bayesian

xiv



framework previously. This method avoids computationally costly likelihood evalua-

tions by implementing a likelihood-free approach to obtain the posterior distribution,

known as Approximate Bayesian Computation (ABC). ABC is a class of methods

which uses model simulations to estimate the posterior distribution. While this ap-

proach to optimal Bayesian experimental design has some advantages, we also note

some disadvantages in its implementation.

Having noted some drawbacks associated with the current approach to optimal

Bayesian experimental design, we propose a new method – called ABCdE – which

is more efficient, and easier to implement. ABCdE uses ABC methods to calculate

the utility of all designs in a specified region of the design space. For problems with

a low-dimensional design space, it evaluates the optimal design in significantly less

computation time than the existing methods. We apply ABCdE to some common

epidemic models, and compare the optimal Bayesian experimental designs to those

published in the literature using existing methods. We present a comparison of how

well the designs – obtained from each of the different methods – performs when used

for statistical inference. In each case, the optimal designs obtained via ABCdE are

similar to those obtained via existing methods, and the statistical performance is

indistinguishable.

The main applications we consider are concerned with group dose-response challenge

experiments. A group dose-response challenge experiment is an experiment in which

we expose subjects to a range of doses of an infectious agent or bacteria (or drug),

and measure the number that are infected (or, the response) at each dose. These

experiments are routinely used to quantify the infectivity or harmful (or safe) levels

of an infectious agent or bacteria (e.g., minimum dose required to infect 50% of the

population), or the efficacy of a drug. We focus particularly on the introduction of

the bacteria Campylobacter jejuni to chickens. C. jejuni can be spread from animals

to humans, and is the species most commonly associated with enteric (intestinal)

disease in humans. By quantifying the dose-response relationship of the bacteria in

chickens – via group dose-response challenge experiments – we can determine the

xv



safe levels of bacteria in chickens with the aim to minimise, or eradicate, the risk of

transmission amongst the flock, and thus, to humans. Thus, accurate estimates of

the dose-response relationship are crucial – and can be obtained efficiently by con-

sidering the optimal experimental design. However, the statistical analysis of most

dose-response experiments assume that the subjects are independent. Chickens en-

gage in copraphagic activity (oral ingestion of faecal matter), and are social animals

meaning they must be housed in groups. Thus, oral-faecal transmission of the bac-

teria may be present in these experiments, violating the independence assumption

and altering the measured dose-response relationship. We use a Markov chain model

to represent the dynamics of these experiments, accounting for the latency period

of the bacteria, and the transmission between chickens. We determine the optimal

experimental design for a range of models, and describe the relationship between

different model aspects and the resulting designs.
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Chapter 1

Introduction

“A well-designed experiment is an efficient method of learning about the world. Be-

cause experiments in the world, and even in laboratories, cannot avoid random error,

statistical methods are essential for their efficient design and analysis.”

-Preface to Optimum Experimental Designs,

Atkinson and Donev [1992]

Optimal experimental design is a statistical tool that allows us to determine the op-

timal experimental protocol to gain the most information about a particular process,

given constraints on resources. Optimising the design of experiments is an impor-

tant consideration in many areas of science, including but not limited to: agriculture

(Fisher [1935], Besag and Higdon [1999]), biology (Atkinson et al. [1993], Faller et

al. [2003]), chemical engineering (Box and Lucas [1959], Telen et al. [2012]), clini-

cal trials (Atkinson [1982], Berry [2004]), and epidemiology (Pagendam and Pollett

[2013]).

The aim of this thesis is to evaluate the optimal experimental design for a number

of common biological experiments. The main application is to group dose-response

challenge experiments. A group dose-response challenge experiment is an experi-

ment in which we expose subjects to a range of doses of an infectious agent, or
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bacteria (or drug), and measure the number that are infected (or, the response)

at each dose. Specifically, we are concerned with the exposure of chickens to the

infectious bacteria Campylobacter jejuni. The Campylobacter genus of bacteria is

the most common cause of food-borne diarrhoeal disease in developed and devel-

oping countries – surpassing Salmonella and Shigella spp. – with C. jejuni the

most common cause (FAO and WHO [2009]). C. jejuni is well recognised as one

of the most common causes of gastrointestinal diseases in humans, hence, it is of

great importance from a socio-economic perspective (FAO and WHO [2009]). Group

dose-response challenge experiments with C. jejuni in chickens are a useful tool in

understanding the dose-response and transmission characteristics of the bacteria,

allowing sensible measures to be put in place to contain, or eradicate, the infection

in livestock which may be used for human consumption. Working towards this ap-

plication, we consider a number of existing approaches for evaluating the optimal

experimental designs, and apply these to some commonly used epidemic models. We

also develop a new method for determining the optimal experimental design which

has a number of advantages over existing methods.

There exist two frameworks in which we may perform optimal experimental design:

frequentist and Bayesian. The frequentist approach to optimal experimental design

chooses the design which maximises a function of the Fisher information matrix,

given a true parameter value. However, in order to evaluate the optimal designs,

we require knowledge of the true parameter; a drawback that leads to these designs

being referred to as “locally optimal” (Chernoff [1953]). In contrast, in a Bayesian

framework, we assume prior distributions about the model parameters, which rep-

resent our level of belief about the parameter values. A utility function U(θ,x, d)

is defined to represent how ‘good’ a design d is, given true model parameters θ,

and that data x has been observed. However, as we have not yet observed the

experiment which we wish to design, we evaluate the expected value of this utility

across the prior distributions for the model parameters and the data. The optimal

Bayesian experimental design is the design which maximises this expectation. In
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this thesis, we focus predominantly on the Bayesian framework, however Chapter 3

is concerned with the frequentist framework.

A Markov chain is a stochastic model which is commonly used to represent the

random nature of many real-world biological processes. However, surprisingly there

has been very little work performed on the optimal experimental design of systems

where the underlying process is modelled by a Markov chain model. Becker and

Kersting [1983] were the first to consider the optimal experimental design of a system

where the underlying process was modelled by a Markov chain: the birth process.

However, there was a period of nearly 25 years where no further work was published

in the field of optimal experimental design of systems with a Markov chain model of

the underlying process. Recently, there has been an explosion of such research. For

example, a number of Markovian biological models have been considered in both

the frequentist framework (Pagendam and Pollett [2010a], Pagendam and Pollett

[2013], Pagendam and Ross [2013]), and the Bayesian framework (Cook et al. [2008],

Drovandi and Pettitt [2013]).

Of particular interest in this thesis is the optimal Bayesian experimental design of

systems where the underlying processes are modelled by a Markov chain. The thesis

begins in Chapter 2 with an introduction to all the necessary theory for the optimal

experimental design of Markov chain models. Specifically, we address the theory

of Markov chains, Markovian epidemic models, and the frequentist and Bayesian

frameworks for statistical inference and optimal experimental design.

Chapter 3 provides an investigation of some results by Ehrenfeld [1962] on the ex-

perimental design of survival models in a frequentist framework. We extend some

general results of Ehrenfeld [1962] to allow simple evaluation of the optimal observa-

tion time of survival models, where the survival distribution is of a particular form.

We provide an example of a stochastic model which satisfies our new conditions, but

not those of Ehrenfeld [1962].

In Chapter 4, we revisit optimal experimental design in a Bayesian framework, pre-
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viously presented in Chapter 2. The chapter is concerned with optimal experimental

design for the Markovian SIS epidemic model; to our knowledge, the first time op-

timal Bayesian experimental design has been considered for this model. We utilise

the algorithm proposed by Drovandi and Pettitt [2013] (which builds on a Markov

chain Monte Carlo (MCMC) method proposed originally by Müller [1999]), which

utilises Approximate Bayesian Computation (ABC) methods to avoid evaluating the

likelihood function. We note, however, that even though the approach detailed by

Drovandi and Pettitt [2013] is the current ‘best’ search algorithm, evaluating opti-

mal experimental designs still takes considerable time. Furthermore, as we discuss

in Chapter 4, there exist a number of other issues surrounding the implementation

of the algorithm.

Hence, in Chapter 5, we propose a new method of determining optimal Bayesian

experimental designs. Our new method determines the optimal experimental design

utilising only simulations from the model, thus avoiding likelihood calculations. We

apply our method to the Markovian death, SI and SIS models. The resulting opti-

mal designs of the death and SI models are compared to those evaluated by Cook

et al. [2008] and Drovandi and Pettitt [2013]. A näıve approach (i.e., equidistant

times) is also considered in order to give some context to the improvement in consid-

ering the optimal experimental designs. We compare the resulting designs from our

new method for the SIS model to a näıve approach, as well as the optimal designs

determined in Chapter 4 using the approach of Drovandi and Pettitt [2013].

Chapter 6 investigates the optimal experimental designs of the group dose-response

challenge experiments. We begin Chapter 6 by proposing a number of models to

represent the group dose-response challenge experiments: a simple model accounting

for the dose-response dynamics; a transmission model considered by Conlan et al.

[2011], to account for the transmissibility of the bacteria; a latency model to account

for the latent period between exposure and infectiousness; and finally, a complete

model which accounts for both the transmission and latent period dynamics. For

each model, we determine the optimal experimental design in terms of the number
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of groups to split a fixed number of chickens into, what dose to administer to each

of those groups, and the time at which to observe the experiment (where suitable).

The optimal design, in this instance, is the design that provides the most informa-

tion about the dose-response relationship. We also consider optimal experimental

design when estimating the dose-response and transmission parameters simultane-

ously. The observation time in these experiments is particularly important for two

reasons. First, in the complete model, the chickens can transmit the bacteria to

other susceptible chickens in the same group. Hence, if we wait too long to observe

the experiment, we will observe an “all-or-nothing” response, whereby a group that

had at least one chicken initially infected from the bacteria is observed as having

all chickens infectious, as transmission accounted for all the originally susceptible

chickens1. Not accounting for the possibility of transmission in these kind of exper-

iments results in poor estimates of the true dose-response relationship, as discussed

further in Conlan et al. [2011]. Second, the observation time is important as there

is only one chance to observe a chicken as being infectious or not, since observation

is performed via post-mortem caecal sampling.

We note, however, that the optimal Bayesian experimental designs are specific to

modelling and design choices, such as the prior distributions placed on model param-

eters, and the number of available chickens. Hence, the optimal designs provided in

Chapter 6 are meant purely as an initial exploration. We also provide a sensitivity

analysis for a number of the model choices in order to provide some insight into how

particular aspects of the model influence the optimal designs.

In Chapter 7, we briefly explore the suitability of an alternative utility function, for

the group dose-response challenge experiments considered in Chapter 6. In previous

chapters of the thesis, we employed the most commonly used utility function in

1Note, this is true in the model, but may not necessarily be true from a biological point of view.

That is, some individuals in the population may have a natural immunity to the infection, and

thus do not become infectious. However, our model does not take into account the within-host

dynamics of the bacteria.
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the literature, the Expected Kullback-Leibler divergence (Huan and Youssef [2013],

Cook et al. [2008], Chaloner and Verdinelli [1995]). However, after discovering some

possible issues with this utility, as discussed in Chapter 6, we choose to employ an

alternative utility function which overcomes these issues. We believe this alternative

utility to be more suitable for our aim: determining the optimal experimental design

in order to perform inference, having completed an experiment. We compare the

resulting optimal designs using this new utility, to the optimal designs returned in

Chapter 6.

A paper concerning the new method for implementing optimal Bayesian experimen-

tal design detailed in Chapter 5, has been submitted to a journal for publication. We

also intend to submit for publication a paper detailing the application of this new

method to the group dose-response challenge experiments presented in Chapters 6

and 7. Equally, the novel result determined in Chapter 3 for survival models has

the potential to be submitted as a research paper.
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Chapter 2

Background

This thesis focusses predominantly on optimal experimental design for Markovian

epidemic models. Hence, the following section contains theory regarding Markov

chains, Markovian epidemic models, inference for Markov Chains, and optimal ex-

perimental design, as required for understanding the work completed in this the-

sis.

We start by defining Markov chains: focusing on continuous-time Markov chains.

Next, we define some Markovian epidemic models, and then move to inference for

Markov chain models: considering both frequentist and Bayesian approaches. Fi-

nally, we discuss both the frequentist and Bayesian approaches to optimal experi-

mental design.

2.1 Markov Chains

Stochastic processes are probabilistic models used to explain phenomena that evolve

randomly through time. Markov chains are one of the simplest forms of stochastic

processes. Markov chains are special probabilistic models, as they have what is

known as the memoryless property (or Markov property). This means that the

behaviour of the process at any future time step is conditionally independent of the
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past, given the present.

There exist both discrete- and continuous-time Markov chains, which allow the

process to evolve over discrete time steps or continuously through time, respectively.

In this thesis, we only consider continuous-time Markov chains. All definitions given

herein are for continuous-time Markov chains, however analogous versions exist for

discrete-time Markov chains. For further information regarding both discrete- and

continuous-time Markov chains, see for example, Norris [1998].

Continuous-time Markov chain models are commonly used in the modelling of bio-

logical systems. For example, they have been used to describe the spread of disease

(Bartlett [1949], Bailey [1957]), animal movements (Pagendam and Ross [2013],

Pagendam and Pollett [2010b]), competition between species (Reuter [1961]), and

evolutionary genetics (Jukes and Cantor [1969], Ewens [1990]), to name a few.

We wish to determine optimal experimental designs for Markovian epidemic models.

To this end, we provide the following common definitions and notation for Markov

chain models.

Let S be a countable set, and P be a stochastic process. The countable set S is

called the state space, and represents all states the stochastic process P can visit.

That is, P is in some state X(t) ∈ S at time t ∈ [0,∞). A stochastic process is a

Markov chain if it satisfies the Markov property.

Definition 2.1.1. If P satisfies,

Pr(X(t+ s) = j | X(s), X(u), u ≤ s) = Pr(X(t+ s) = j | X(s)),

for all s, t ∈ [0,∞) and j ∈ S, then it is a continuous-time Markov chain (CTMC).

A common simplification to these models is the assumption of time homogeneity.

That is, we assume that the probability of the process moving from state i to state j

in some amount of time is independent of when the transition occurs, but is depen-

dent on the amount of time that has elapsed. This greatly simplifies calculations,
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as we shall see later.

Definition 2.1.2. A CTMC is time-homogeneous if

Pr(X(s+ t) = j | X(s) = i)

is independent of s for all s, t ∈ [0,∞), and i, j ∈ S. That is, if

Pr(X(s+ t) = j | X(s) = i) = Pr(X(t) = j | X(0) = i),

for all s, t ∈ [0,∞), and i, j ∈ S.

Let pi,j(t) = Pr(X(t) = j | X(0) = i), for i, j ∈ S, t ∈ [0,∞). That is, pi,j(t) is the

probability of the process being in state j at time t, given it started in state i at

time 0. The transition function P (t) is the matrix function with (i, j)th entry pi,j(t),

for all i, j ∈ S, t ∈ [0,∞).

Combining time-homogeneity and the memoryless property, we can obtain the Chapman-

Kolmogorov equations.

Theorem 2.1.3. For all s, t ∈ [0,∞),

pi,j(t+ s) =
∞∑
k=0

pi,k(t)pk,j(s).

Of importance when dealing with continuous-time Markov chains is the generator

matrix, which we denote Q. The generator matrix contains all the information we

need about the evolution of the process over time.

Definition 2.1.4. The generator matrix Q, on state space S, is a matrix Q = (qij :

i, j ∈ S) satisfying the following conditions:

1. 0 ≤ −qi,i <∞ for all i ∈ S;

2. qi,j ≥ 0 for all i ∈ S and j 6= i; and
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3.
∑
j∈S

qi,j = 0 for all i ∈ S.

The qi,j are called rates, and represent the rate of transition of the process from state

i to state j. It is possible that the rates qi,j have some functional form dependent

on the parameters θ. If the rates which make up the generator matrix depend on

parameters θ, we denote the generator matrix Q(θ).

The Chapman-Kolmogorov equations (Theorem 2.1.3) are useful in this context, as

they allow us to derive the following equations,

dP (t)

dt
= P (t)Q, (2.1.1)

dP (t)

dt
= QP (t), (2.1.2)

known as the Kolmogorov Forward and Backward differential equations, respec-

tively. The Kolmogorov differential equations give an explicit relationship between

the generator matrix Q, and the transition function P (t). If S is finite, we can solve

equations (2.1.1) and (2.1.2) to get,

P (t) = exp(Qt).

Hence, we can find the corresponding transition function P (t), given a generator

matrix, Q. We shall see an application of this in the next section, when we consider

inference for Markov chains. As stated previously, the generator matrix Q can

contain rates qi,j, dependent on parameters θ. Hence, the corresponding transition

function will also be dependent on parameters θ. In this instance, we denote the

transition function as P (θ; t).

Note, this matrix exponential relationship between the generator matrix Q and the

transition function P , only holds if the state space S is finite. All models considered

in this thesis are defined on finite state spaces, and as such, this relationship will

hold.

Thus far, we have defined which stochastic processes are Markovian, the generator

matrix to represent such Markov processes, and a useful relationship for obtaining
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the corresponding transition function. Now, we define some common properties of

Markov chains as can be found in Norris [1998].

When dealing with epidemic models, an important concept is absorbing states. In

order to define what it means for a state to be absorbing in a Markov chain, we first

must define communication, irreducibility and closed states.

Definition 2.1.5. For i, j ∈ S, if for some t ∈ [0,∞) we have pij(t) > 0, then we

say that i leads to j, and denote this i→ j.

Definition 2.1.6. States i and j communicate if i→ j, and j → i, and we denote

this i↔ j.

Furthermore, we note that communication is an equivalence relation, since,

• i↔ i (reflexivity),

• i↔ j ⇒ j ↔ i (symmetry), and

• i↔ j, j ↔ k ⇒ i↔ k (transitivity).

Hence,↔ partitions the state space into what we call communicating classes, which

contain states that are all able to communicate with one another, but not with any

states outside of the communicating class.

Definition 2.1.7. A Markov chain is irreducible if all states in the state space S

form a single communicating class.

We can see from Definition 2.1.7, that if we have an irreducible Markov chain, there

is a non-zero probability of moving from any state in the state space, to any other

state in the state space.
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Definition 2.1.8. A class C ⊆ S is closed if for any i ∈ C and i → j, implies that

j ∈ C.

Recall, we wished to define absorbing states. Now that we have defined communica-

tion, irreducibility and closed classes, we have the tools required to define absorbing

states.

Definition 2.1.9. A state i is absorbing if {i} is a closed class.

This means that once the process has entered state i, it cannot leave that state,

and we say that the process has been absorbed into state i. Examples of absorbing

states in Markov chains will be apparent in the next section.

2.2 Markovian Epidemic Models

In order to model the course of a disease through a population, we track individuals

as they progress through a series of compartments which characterise important

aspects of the disease. We refer to these as compartmental models.

Individuals are classified in one of the following compartments at any time through-

out the duration of the epidemic:

• S: the individual is Susceptible to infection.

• E: the individual is Exposed to the infection (i.e., infected, but not infectious).

• I: the individual is Infectious (i.e., can transmit the infection).

• R: the individual has Recovered from being infectious, and has immunity to

the infection.
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Compartmental models were first introduced by Kermack and McKendrick [1927] as

deterministic models. Stochastic versions of the compartmental models were devel-

oped by Bartlett [1949, 1956], Bailey [1950, 1957] and Kendall [1956]. This thesis is

concerned with the continuous-time Markov chain representation of epidemic mod-

els; a special type of the stochastic epidemic models (as considered by Bartlett [1949]

and Kendall [1956], for example).

Some common epidemic models include, SI, SIS, SIR, SIRS and SEIR. The choice

of which compartmental model to use will depend, not just on the disease, but also

on how we classify the disease and the period of time over which we wish to model.

We illustrate this with two examples.

First, consider the common cold. This disease is caused by a rhinovirus. Transmis-

sion of a single strain can be represented by the SIR model: infectious individuals

develop an immunity to the strain and become resistant. However, there are numer-

ous strains of the rhinovirus and so even though an individual may be resistant to

the first strain, they are susceptible to new strains. So, if we classify the disease as

infection with any rhinovirus, then the SIS model is more appropriate.

Subsequently, consider the disease pertussis (commonly known as whooping cough).

This disease is caused by the infectious bacterium Bordetella pertussis. Again, in-

fectious subjects become resistant to the bacteria and stop spreading the disease.

Hence, the spread of whooping cough may be modelled suitably using an SIR model.

However, immunity to the bacteria wanes. After time, it is possible that the subject

becomes susceptible to the bacteria once again. Hence, if we choose to model the

spread of whooping cough over a larger period of time, an SIRS model may be more

appropriate.

There are many more epidemic models than those stated here; for more informa-

tion regarding epidemic models, see Keeling and Rohani [2008], and Keeling and

Ross [2008]. Here, we provide an example of a common stochastic compartmental

epidemic model – the Markovian SIS epidemic model – which is used later in this
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chapter, as well as throughout Chapters 4 and 5 of this thesis.

We consider the epidemic taking place in a closed population, that is, the population

size N is fixed. This makes the SI and SIS epidemics easier to model, as we are

required to only keep track of the number of individuals in one of the two classes.

Typically, we keep track of the number of infectious individuals over time, I(t). We

let s represent the number of individuals in the susceptible class, i the number of

infectious individuals, and similarly for exposed (e) and recovered (r) individuals.

Definition 2.2.1. The SIS epidemic is a CTMC with state space representing the

number of infectious individuals, S = {i : i = 0, 1, 2, . . . , N}, with total population

size N . The transition rates are given by,

qi,i+1 = βi
(N − i)
N

, i = 0, 1, . . . , N − 1

qi,i−1 = µi, i = 1, . . . , N

where β is the effective transmission rate parameter, and µ is the rate of recovery

of an infectious individual.

The form of the transition rate for an infection occurring (qi,i+1) relies on the assump-

tion that the population is well-mixed. That is, we assume that every susceptible

individual in the population has the same probability of coming into contact with

an infectious individual. Furthermore, it is assumed that the probability of infection

transferring when contact is made is the same for each individual. In this model, if

we have zero infectious individuals at any time we have hit an absorbing state; as

no more infection events can occur so the process never leaves this state.

We encounter two other common stochastic epidemic models in this thesis – the

Markovian death model and Markovian SI epidemic model – which are detailed in

Chapter 5. In Chapter 6 we define a range of novel stochastic epidemic models,

which are more suitable for the process we are modelling.
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2.3 Inference for Markov Chains

The aim of statistical inference is to draw conclusions about unknown quantities,

from data. Statistical inference comes in two main frameworks: frequentist and

Bayesian. Here, we provide some theory regarding both frameworks, as required for

the research in this thesis. Most theory provided in this section is general inference,

however, some aspects (when noted) are specific to the Markov chain models we

consider.

A function of interest to both frequentist and Bayesian frameworks is the likelihood

function. We provide the definition of the likelihood function here, and discuss

specific aspects of the likelihood function in the relevant sections.

Following Casella and Berger [2002], let θ be a vector of length p of parameters

[θ1, θ2, . . . , θp].

Definition 2.3.1. Let f(x | θ) denote the joint probability density function (pdf)

or probability mass function (pmf) of the sample X = (X1, . . . , Xn). Then, given

that X = x is observed, the function of θ defined by

L(θ | x) = f(x | θ),

is called the likelihood function.

The likelihood function is a function that tells us, for some set of data, how likely

each parameter is to have produced the data.

2.3.1 Frequentist Framework

In the frequentist interpretation of probability, the probability of an event occurring

is the proportion of times that event could occur, when the experiment is repeated

many times. That is, the probability is proportional to the frequency of that event
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occurring. Furthermore, in the frequentist framework, we assume that parameters

are fixed and unknown. A common way in which to estimate these fixed and un-

known parameters is via Maximum Likelihood Estimation.

The Maximum Likelihood Estimate (MLE) is the value of θ, denoted θ̂, that max-

imises the likelihood function (Definition 2.3.1). Hence, finding the MLE is finding

the parameter value θ that was “most likely” to have produced the data.

As we often wish to determine the MLE, we provide the following definition.

Definition 2.3.2. For each sample of data x, let θ̂(x) be a parameter value at

which L(θ | x) attains its maximum as a function of θ, with x held fixed. A maxi-

mum likelihood estimator of the parameter θ based on a sample X is θ̂(X).

The log-likelihood function (log(L(θ | x))) is often preferred to the likelihood as

it is easier to evaluate numerically (and differentiate). In terms of finding MLE’s,

maximising the likelihood and log-likelihood functions is equivalent, as ‘log’ is a

strictly increasing, monotonic function. So the value θ̂ at which the likelihood

function attains its maximum value, is the same value at which the log-likelihood

function attains its maximum.

When the observations in the sample x = (x1, . . . , xn), are independent and iden-

tically distributed (i.i.d.) with common pdf or pmf f(x | θ), the likelihood can be

written,

L(θ | x) =
n∏
i

f(xi | θ).

As we are interested in Markov chains specifically, let us consider the likelihood

function for a Markov chain model. Note, we do not have an i.i.d. sample here, but

we can obtain a similar expression for the likelihood using conditional probability,

time-homogeneity and the Markov property. Recall, we can write,

P (θ; t) = exp(Q(θ)t) = (pij(θ; t), i, j ∈ S).
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Let pi(θ; t) be the probability that the process is in state i at time t. Given our

set of observations (data), x = (x1, x2, . . . , xn) of the state of the process at times

0 ≤ t1 < t2 < · · · < tn, the likelihood is,

L(θ | x) = Pr(x | θ)

= Pr(X(tn) = xn, X(tn−1) = xn−1, X(tn−2) = xn−2, . . . , X(t1) = x1 | θ)

= Pr(X(tn) = xn | X(tn−1) = xn−1;θ)

(
Conditional probability &

Markov property

)
× Pr(X(tn−1) = xn−1, X(tn−2) = xn−2, . . . , X(t1) = x1;θ)

=
...

= Pr(X(tn) = xn | X(tn−1) = xn−1;θ)

× Pr(X(tn−1) = xn−1 | X(tn−2) = xn−2;θ)× · · · × Pr(X(t1) = x1;θ)

=px1(θ; t1)
n∏
k=2

pxk−1,xk(θ; tk − tk−1). (Time homogeneity)

That is, the likelihood is the product of the probability of seeing transitions from one

observed state to the next observed state over the given time intervals, multiplied

by the probability of observing the process in its initial state at the first observation

time.

A common measure in frequentist inference is the Fisher information. A function

of the log-likelihood, the Fisher information provides a measure of the expected in-

formation obtained about model parameters from the data. It has a strong relation

to the variance of the MLE’s; namely, the Fisher information is bounded above by

the inverse of the variance of the MLE’s (through the Cramér-Rao lower bound, see

for example, Casella and Berger [2002], page 335-336). When considering a single

parameter, the Fisher information is a scalar. When considering p parameters, the

Fisher information is a p×p matrix (and so the inverse gives the variance-covariance

matrix). Following Spall [2003], the Fisher information matrix is defined as follows.
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Definition 2.3.3. The Fisher information matrix, I(θ), for a differentiable likeli-

hood function is given by,

I(θ) = E

[(
∂`(θ | x)

∂θ

)(
∂`(θ | x)

∂θT

)∣∣∣∣θ] .
For a vector of parameters, θ = [θ1, θ2, . . . , θp] of length p, the Fisher information

matrix is a p× p matrix.

The Fisher information, and MLE’s have the following property. Let θ0 and θ̂

be the true value and MLE of θ, respectively, and x = (x1, . . . , xn) be the data.

Then, under certain regularity conditions (see Section 10.6.2, Casella and Berger

[2002]),
√
n(θ̂ − θ0)

dist→ Np(0, I−1(θ0)), (2.3.1)

where I−1(·) is the inverse of the Fisher information matrix, and
dist→ denotes con-

vergence in distribution.

That is, for sufficiently large n, the maximum likelihood estimate θ̂, is approximately

N(θ0, I−1(θ0)) distributed.

2.3.2 Bayesian Framework

Bayesian statistics differs from frequentist statistics, most notably, in that we now

consider model parameters as random variables, with a distribution, rather than

being fixed and unknown quantities. We still aim to make inference about model

parameters, but to do so, we now have two sources of information. We have an ini-

tial belief of the true parameter values, which we represent in a distribution called

the prior. Then, we obtain some data from an experiment, which gives us new

information about where the parameters lie, via the likelihood function. Bayesian

statistics gives us a way to incorporate these two sources of information (prior dis-

tribution and likelihood), in order to determine our new belief about the location of

the parameters, which is called the posterior distribution. We follow Gelman et al.
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[2004] for the following definitions and theorems.

Theorem 2.3.4 (Bayes Rule). Let X and Y be continuous random variables, with

fX(·) and fY (·) the corresponding pdf’s. Then

fY |X(y | x) =
fX|Y (x | y)fY (y)

fX(x)

=
fX|Y (x | y)fY (y)∫

y
fX|Y (x | y)fY (y)dy

. (2.3.2)

In equation (2.3.2), let X be a random variable representing our data, and hence x

be our observed data, and let Y be a random variable representing our parameters

θ. This gives us the definition of the posterior distribution.

Definition 2.3.5. The posterior distribution is,

p(θ | x) =
p(θ)p(x | θ)∫

Rp p(θ)p(x | θ)dθ
.

=
p(θ)L(θ | x)∫

Rp p(θ)L(θ | x)dθ
(2.3.3)

∝ p(θ)L(θ | x). (2.3.4)

As stated previously, the posterior distribution p(θ | x), represents our new belief

about the distribution of the parameters θ, by updating our prior beliefs with the

new information that we obtained from the observed data x. We often refer to the

proportional expression (equation (2.3.4)) when talking about the posterior distri-

bution, since evaluation of the normalising constant in the denominator of equation

(2.3.3) is often not possible, or is computationally intensive. In the following, we

discuss ways to evaluate the un-normalised posterior distribution.

Computational Methods

Directly evaluating the posterior distribution is often not possible for complex sys-

tems, and hence, we require computational techniques to provide an estimate. Here,
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we discuss two computational methods for estimating the posterior distribution: the

Metropolis-Hastings algorithm, and Approximate Bayesian Computation (ABC).

The Metropolis-Hastings algorithm is a Markov chain Monte Carlo (MCMC) ap-

proach, which samples from a function proportional to the posterior density (i.e.,

p(θ)L(θ | x)). ABC methods look to efficiently evaluate an approximation to the

posterior distribution without evaluating the likelihood function, L(θ | x). We dis-

cuss the theory and implementation of both methods, and provide a comparison of

the resulting posterior distributions for an example.

Metropolis-Hastings Algorithm: Evaluation of the integral (the normalising

constant) in the denominator of equation (2.3.3) is often not possible, or is compu-

tationally intensive. Few algorithms exist for easy computation of the posterior dis-

tribution without a need to evaluate the normalising constant. One such algorithm

is the Metropolis-Hastings algorithm. The Metropolis-Hastings algorithm defines

a Markov chain with the required target density (the posterior distribution) as its

stationary distribution. That is, the chain samples from p(θ)L(θ | x). We follow

the argument of Chib and Greenberg [1995], to demonstrate that the Metropolis-

Hastings algorithm does in fact converge to the target distribution (in this case, the

posterior distribution).

In order to generate samples from the target density, denoted π(·), the Metropolis-

Hastings algorithm aims to find and utilise a transition kernel P (x,A), (where x ∈

Rd, and A ∈ B, where B is the Borel σ-field on Rd, Rudin [1987]), whose nth

iterate converges to π(·), for large n. The transition kernel P (x,A), is a conditional

distribution function that represents the probability of moving from a point x, to

a point in the set A (so P (x,Rd) = 1). Suppose, for some function p(x, y), the

transition kernel is expressed as

P (x,A) =

∫
y∈A

p(x, y)dy + r(x)I(x ∈ A), (2.3.5)
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where,

p(x, x) = 0,

r(x) = 1−
∫
y∈Rd

p(x, y)dy,

and I(·) is the indicator function.

If the function p(x, y) in equation (2.3.5) satisfies the reversibility equation for the

target density π(·), that is, if

π(x)p(x, y) = π(y)p(y, x), for x, y ∈ Rd, (2.3.6)

then the target density π(·) is also the invariant density of the transition kernel,

P (x, ·). See Tierney [1994] for details.

We show how the Metropolis-Hastings algorithm constructs a function p(x, y) that

satisfies the reversibility condition (equation (2.3.6)) for the target density π(·).

Suppose we have a proposal density q(x, y) (with
∫
y∈Rd q(x, y)dy = 1), and consider it

as a candidate for the function p(x, y). If q(x, y) satisfies the reversibility condition

for the target density π(·), then the target density is also the invariant density,

and so p(x, y) = q(x, y). However, the proposal density is unlikely to satisfy this

condition.

Suppose, without loss of generality, that for some x, y we have,

π(x)q(x, y) > π(y)q(y, x). (2.3.7)

That is, the probability flux1 from x to y is greater than the probability flux from y

to x. Hence, we introduce a probability α(x, y) of accepting a move from x to y in

order to satisfy the reversibility condition (equation (2.3.6)) for the target density

π(·). If the move is not accepted, the process stays at the point x (i.e., we propose

x again as the value from the target distribution). Hence, transitions from x to y

1We refer to the probability flux from state i to state j, π(i)q(i, j), as the amount of probability

mass that transitions from state i to state j.

21



occur with probability,

pMH(x, y) ≡ q(x, y)α(x, y), x 6= y.

Since transitions from y to x do not occur as often (see (2.3.7)), we define α(y, x),

the probability of accepting a transition from y to x, to be as large as possible and

hence, equal to one.

The probability α(x, y) is determined by requiring that pMH(x, y) satisfies the re-

versibility condition (equation (2.3.6)) for the target density π(·). That is,

π(x)pMH(x, y) = π(y)pMH(y, x)

⇔ π(x)q(x, y)α(x, y) = π(y)q(y, x)α(y, x).

Setting α(y, x) = 1, we get that,

π(x)q(x, y)α(x, y) = π(y)q(y, x).

Rearranging, we obtain the expression for the acceptance probability,

α(x, y) =
π(y)q(y, x)

π(x)q(x, y)
.

The case where

π(x)q(x, y) < π(y)q(y, x)

follows analogously.

Formally, the probability of accepting a transition from x to y is therefore defined

as,

α(x, y) =

min
[
π(y)q(y,x)
π(x)q(x,y)

, 1
]
, if π(x)q(x, y) > 0,

1, otherwise.

Finally, the transition kernel for the Metropolis-Hastings algorithm is given by equa-

tion (2.3.5) with p(x, y) = q(x, y)α(x, y). That is, the transition kernel of the

Metropolis-Hastings chain is,

PMH(x,A) =

∫
y∈A

q(x, y)α(x, y)dy +

[
1−

∫
Rd
q(x, y)α(x, y)dy

]
I(x ∈ A).
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As pMH(x, y) is reversible with respect to π(·) by construction, the Metropolis-

Hastings transition kernel has the target density π(x) as its invariant density. The

way the Metropolis-Hastings algorithm works however, means that the choice of

proposal density governs only the speed of convergence (and inherently, the rate at

which the chain explores the space, i.e., how well the chain mixes). The algorithm

will always converge to the target density regardless of the choice of proposal density,

q(·, ·), provided the resulting chain is aperiodic and irreducible (i.e., the proposal

density can reach any point in the state space).

In our case, we wish to determine the posterior distribution of the model parameters,

θ. Hence, we consider the target density π(x) to be p(θ)L(θ | x), so that the

Metropolis-Hastings algorithm converges to the posterior distribution, p(θ | x).

The ideal choice of proposal density for the Metropolis-Hastings algorithm would

be the posterior distribution itself; so all proposed values are guaranteed to be from

the density of interest. However, the posterior distribution is the distribution we

are trying to find, so this is not possible.

The Metropolis-Hastings algorithm is stated formally in Algorithm 2.1.
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Algorithm 2.1. Metropolis-Hastings Algorithm

Input: Proposal density, q(·, ·), for the parameters θ, number of samples m.

1: Randomly sample, from the prior, an initial point θ0.

2: for i = 1 : m do

3: Generate θ′ ∼ q(θi−1, ·)

4: Calculate α = min
{

1, q(θ′,θi−1)p(θ′)L(θ′|x)

q(θi−1,θ′))p(θi−1)L(θi−1|x)

}
5: Generate u ∼ U(0, 1)

6: if u < α then

7: Set θi = θ′

8: else

9: Set θi = θi−1

10: end if

11: end for

Output: Sampled parameters, θ1, . . . ,θm.

Note that U(a, b) denotes the Uniform distribution on the interval [a, b]. The proba-

bility distribution function corresponding to the random variable X which is U(a, b)

distributed, is

f(x; a, b) =


1
b−a , x ∈ [a, b],

0, elsewhere.

Implementation: Before running the Metropolis-Hastings algorithm, there exists

the problem of choosing a suitable proposal density q(·, ·), for the model parameters.

As stated previously, the algorithm will converge regardless of your choice of pro-

posal density (provided the resulting chain is aperiodic and irreducible). Choosing

a suitable proposal density however, is still important, as your choice of proposal

density will influence how efficiently the Markov chain will converge to the station-

ary distribution. The simplest way to observe this dependency, is to think about

the spread (or variance) of the proposal density. A distribution with a large vari-
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ance, will propose values farther from the current value of the chain, but may have

a small acceptance probability, and thus may not transition often. Reducing the

spread may mean proposed values will be closer to the current value, and thus

may have a higher probability of being accepted. However, the chain will now take

much longer to move around the state space, and hence, reach stationarity. A small

proposal density variance will also induce more autocorrelation into the accepted

sample. For more considerations when choosing the proposal density, see Chib and

Greenberg [1995], or Roberts et al. [1997].

The sequence of random variables θi (i = 1, . . . ,m), converges to a random variable

that is distributed according to the posterior distribution. However, the full sequence

θi, (i = 1, . . . ,m), contains all states the Markov chain passed through in order to

reach stationarity. This often includes an initial phase known as the ‘burn-in’,

where the process moves from its initial point θ0, towards stationarity. Hence, in

practice, we allow the Markov chain to run until it is deemed to have reached its

stationary distribution and remove all previous values of θi. Hence, we are left with

θi, (i = b+ 1, . . . ,m), where b is the number of transitions that occurred before the

process was deemed to have reached stationarity.

In order to assess whether the chain has in fact converged reached stationarity (and

say, not become ‘stuck’ in another region), we often run multiple chains from different

starting points. If the chains all appear to have reached different equilibria, then

the chains have not run for long enough. Of course, all chains reaching the same

equilibria does not ensure that they have reached the target density. However, this

is still a useful, and commonly used, tool for evaluating convergence. There exists

a range of statistics for assessing the mixing and convergence of a chain, which can

be implemented, for example, in the coda package (Plummer et al. [2006]) in the R

software package (R Core Team [2014]). However, here (Chapter 2) we choose to

use visual inspection of trace plots from multiple starting values.

Further information on the Metropolis-Hastings algorithm can be found in Chib and

Greenberg [1995], O’Neill [2002], and Kroese et al. [2011].
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Example: The following is a worked example of the Metropolis-Hastings algo-

rithm, to illustrate its use and implementation. We consider the stochastic SIS

epidemic model (Definition 2.2.1), with parameters α and ρ, where

ρ =
µ

β
and α = β − µ.

The effective transmission rate β and recovery rate µ are as defined in Definition

2.2.1. We seek to evaluate the posterior distribution of (ρ, α), given a population

size of N = 500, 50 initially infectious individuals, and observed number of infec-

tious individuals (297, 375) at times [1.07, 8.9]. This data is the number of infectious

individuals at these times for the parameters (ρ, α) = (0.25, 3), from the determin-

istic SIS model. Hence, we would expect the posterior distributions to be centred

around these values. We use the Gaussian diffusion approximation to the likelihood

function, as per Pagendam [2010b, 2013], in order to improve the efficiency of the

likelihood evaluation, and hence the Metropolis-Hastings algorithm. We provide this

approximation in the following, and direct the reader to these articles for further

details on the justification and derivation of the approximation.

The Gaussian diffusion approximation of the likelihood for the SIS model is given

by the multivariate Gaussian pdf,

L(θ | x) = (2π)−
n
2 |Σ|−

1
2 exp

(
−1

2
(x−m)Σ−1(x−m)T

)
, (2.3.8)

for n observations at times t = (t1, . . . , tn), where m = (m(t1), . . . ,m(tn)) is the

(row) vector containing the number of infectious individuals at the observation times,

as per the deterministic trajectory,

m(t) = N
x0(1− ρ)

x0 + (1− ρ− x0)e−αt
,

where x0 is the proportion of initially infectious individuals. The (symmetric) co-

variance matrix Σ has entries,

Σi,j = Cov(x(ti), x(tj)) =


NV (ti), for i = j,

NV (tmin(i,j))
(
x0+(1−ρ−x0)e

−αtmax(i,j)

x0+(1−ρ−x0)e
−αtmin(i,j)

)2

e−α|ti−tj |, for i 6= j,
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where,

V (t) = x0(1− ρ)
[
2(1− ρ)e2αt(x0 + (1− ρ− x0)e−αt)4

]−1

×
[
(1 + ρ)

{
x3

0(e2αt − 1) + 2(1− ρ− x0)3(1− eαt)

−6(1− ρ− x0)x2
0(1− eαt) + 6(1− ρ− x0)2x0αt

}
− x0(1− ρ)

{
x2

0(e2αt − 1)− 4(1− ρ− x0)x0(1− eαt)

+2(1− ρ− x0)2αt
}]
.

We define the log-likelihood, as the log of equation (2.3.8). That is,

`(θ | x) = −n
2

log(2π)− 1

2
log(|Σ|)− 1

2
(x−m)Σ−1(x−m)T .

Let TN[a,b]×[c,d](µ,Σ) denote a truncated multivariate-Normal distribution for X =

(X1, X2) with mean µ = (µ1, µ2) and covariance matrix,

Σ =

 Var(X1) Cov(X1, X2)

Cov(X2, X1) Var(X2)

 ,

restricted to X1 ∈ [a, b] and X2 ∈ [c, d]. The probability distribution function of

a random variable X with a normal distribution truncated to [a, b]× [c, d] is given

by,

f(x;µ,Σ) =


exp((x−µ)Σ−1(x−µ)T )∫
exp((x−µ)Σ−1(x−µ)T )dx

, for x ∈ [a, b]× [c, d],

0, elsewhere.

We choose the prior distribution for (α, ρ) to be a truncated-normal distribution

restricted to ρ ∈ [0, 1] and α ∈ [0, 10], with mean (0.25, 3), Var(ρ) = 0.2,Var(α) = 2,

and a correlation of zero (i.e., Cov(ρ, α) = Cov(α, ρ) = 0). The proposal distribution

is chosen to also be a truncated-normal distribution on the same support ((ρ, α) ∈

[0, 1]× [0, 10]), with mean given by the previous state of the chain (i.e., the proposal

distribution at the ith iteration of the Metropolis algorithm has µ = (ρi−1, αi−1)),

and Var(ρ) = 0.035,Var(α) = 0.125, and a correlation of zero.

We run the Metropolis-Hastings algorithm for 50,000 iterations, using three individ-

ual chains with different starting points to help assess whether the chain has con-

verged to the stationary distribution. The chains start from (ρ, α) = (0.7, 1), (0.25, 3)
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and (0.05, 6) respectively. Recall, we believe the true values are approximately

ρ = 0.25, and α = 3. The trace plots in Figure 2.3.1 show the trajectory of the

accepted Metropolis-Hastings parameter values, (α, ρ) for the first 500, 500 and 4500

iterations of each of the three chains, respectively.
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(a) Chain 1: Trace plots for ρ and α.
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(b) Chain 2: Trace plots for ρ and α.
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(c) Chain 3: Trace plots for ρ and α.

Figure 2.3.1: Trace plots of three Metropolis-Hastings chains from their initial point,

showing burn-in phase.

As we can see in Figure 2.3.1, the two chains (Chain 1 and Chain 3) which started

away from what we believe to be the true value, take a few iterations to reach the
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stationary distribution; approximately 100 and 2000 iterations respectively. Chain

2 appears to be at stationarity instantly, as it started near to the true values. The

Metropolis-Hastings accepted values leading to the stationary distribution are what

we refer to as the burn-in phase, and are removed since we only wish to sample from

the stationary distribution. We do this by simply taking the parameter values after

a point at which the chain appears to have settled (resembles white noise about a

central point). For chains 1, 2 and 3, we removed the first 500, 0 and 2000 points,

respectively. A conservative approach is to take the largest burn-in phase from all

chains (i.e., remove the first 2000 points from all three chains). Figure 2.3.2 show

the complete trace plots for the 50,000 iterations, demonstrating that each appears

to have reached stationarity.
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(a) Chain 1: Complete trace plots for ρ and α.
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(b) Chain 2: Complete trace plots for ρ and α.
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(c) Chain 3: Complete trace plots for ρ and α.

Figure 2.3.2: Trace plots of three Metropolis-Hastings chains from their initial point,

for all 50,000 iterations.

A common consideration at this stage is to thin the Metropolis-Hastings sample,

in order to reduce the autocorrelation between points in the sample. This auto-
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correlation is induced by the proposal density’s dependence on the previous state.

Here, we argue that thinning is not required. Thinning is common practice when

computer storage or processing power is limited. However, we do not have an issue

with storage, nor processing power. It is clear that for inference, using a thinned

sample will always be better than using the same number of consecutive points from

the Metropolis-Hastings chain. However, using the thinned sample rather than the

complete sample, will always result in an over-estimate of the posterior variance

and hence a less accurate estimate of the posterior distribution (MacEachern and

Berliner [1994]). The aim of the Metropolis-Hastings algorithm is to obtain a rep-

resentative sample from the posterior distribution. Every point in the Metropolis-

Hastings chain, after the process has reached stationarity, is a point from the pos-

terior distribution. Hence, it makes sense to use all the points after the algorithm

has reached stationarity, otherwise we are discarding useful information about the

posterior distribution. We demonstrate these points in the following.

Consider the 95% confidence region of the target density in Figures 2.3.3, 2.3.4

and 2.3.5, represented by the black ellipse. The trace of the Metropolis-Hastings

chain, after stationarity has been reached, is illustrated by the thin black line. This

Metropolis-Hastings chain has a large autocorrelation, as each point is relatively

close to its previous point. Assume that we can only take a fixed number of points

from the chain, due to memory/processing restrictions. Taking a sample of con-

secutive points would not be representative of the true target density, as we may

be trapped within one of the clusters of points, or otherwise not fully explore the

target density. Figure 2.3.3 shows the sample (red dots) that would result from

taking consecutive points, after stationarity has been reached, for example. It is

clear that any consecutive sample of the same size would not be representative of

the true target density.
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Figure 2.3.3: Diagram of Metropolis-Hastings chain (thin black line) to estimate

target density (thick black ellipse), saving only consecutive points (red dots).

Instead we might choose to take a thinned sample (Figure 2.3.4), which would

be more representative of the target density than the consecutive sample of the

same size. In attempting to remove significant autocorrelation from the Metropolis-

Hastings chain by thinning, we are in fact just attempting to ensure we obtain

a sample of points that is truly representative of the target density, in that the

sample covers the full target density region. Removing the autocorrelation from

the sample attempts to ensure the sampled points are ‘independent’ and thus cover

the full target region, rather than being highly correlated and hence near to one-

another.
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Figure 2.3.4: Diagram of Metropolis-Hastings chain (thin black line) to estimate

target density (thick black ellipse), saving a thinned sample (red dots).

However, if the Metropolis-Hastings chain is allowed to run for sufficiently long in

stationarity, then the chain will have explored the full target density. With no

restrictions on memory or processing power, we are not required to take a small

sample of points from the Metropolis-Hastings chain. Hence, the full Metropolis-

Hastings chain (minus burn-in), will be a much larger and representative sample

from the target density (Figure 2.3.5).

Figure 2.3.5: Diagram of Metropolis-Hastings chain (thin black line) to estimate

target density (thick black ellipse), saving all points (red dots).
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As such, we do not employ thinning in our Metropolis-Hastings algorithm. For more

information, see Geyer [1992] and MacEachern and Berliner [1994].

We now have three independent samples from the posterior density (corresponding

to the three chains), which we combine to obtain our Metropolis-Hastings posterior

density. The univariate and bivariate Metropolis-Hastings posterior densities are

given in Figure 2.3.6.
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Figure 2.3.6: Univariate and bivariate posterior density estimates for ρ and α.
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Figure 2.3.6 shows the univariate posteriors for ρ and α, and the bivariate poste-

rior for (ρ, α). As expected, the posterior distribution is centred around (ρ, α) =

(0.25, 3).

Approximate Bayesian Computation: Bayesian inference techniques rely on

evaluation of the posterior distribution. As seen in the Metropolis-Hastings algo-

rithm (Algorithm 2.1), we require evaluations of the likelihood at every step. As

the models we use to explain phenomena are becoming more complicated, so too

are the associated likelihood functions. This makes algorithms, like the Metropolis-

Hastings algorithm, increasingly computationally intensive. Recall, we implemented

a Gaussian diffusion approximation to the model likelihood in the previous section.

Approximate Bayesian Computation (ABC) methods allow the evaluation of the

posterior distribution while avoiding the need for any likelihood evaluations.

ABC methods are most beneficial for problems where evaluation of the likelihood

function is slow, but simulations of the process are not. The idea is to simulate

many realisations of the process for a range of parameter values, and only retain

those parameter values that produce data ‘similar’ to the observed data. These

retained parameter values form the approximate posterior distribution.

A simple approach to avoid likelihood evaluations is the following algorithm, referred

to as Exact Bayesian Computation by White et al. [2013], where x is the ‘observed’

data.

Algorithm 2.2. Exact Bayesian Computation (EBC) Algorithm

1: Simulate [θ1,θ2, . . . ,θm] from the prior distribution p(θ).

2: Simulate data yj ∼ p(y | θj), j = 1, . . . ,m.

3: Retain θj if yj = x.

Here, if the data produced from our simulated parameters is the same as our ob-

served data, we retain the parameters (as those parameters could have produced
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our observed data). The collection of parameters we retain from the EBC algo-

rithm form our posterior distribution. Algorithm 2.2 is quite straight-forward and

intuitive, and is sampling directly from the posterior, p(θ | x). However, as the

dimension of our data increases (or say, we are considering continuous data), the

probability of simulating the exact same data as the observed, tends to zero. This

leads to greater computation time in order to obtain reasonable sample sizes. Thus,

to obtain any reasonable sample of candidate parameter values from the posterior

distribution, in a reasonable time, we have to relax our acceptance constraint. We

do so by relaxing Step 3 of Algorithm 2.2, so the simulated data only have to be

‘similar’ to the observed data, rather than exactly the same. We define a distance

measure ρ(·, ·), and tolerance ε, and retain parameters that produce data within this

tolerated distance of the observed data. This leads to the following, Approximate

Bayesian Computation algorithm from Marjoram et al. [2003].

Algorithm 2.3. ABC Acceptance-Rejection Algorithm

1: Simulate [θ1,θ2, . . . ,θm] from the prior distribution p(θ).

2: Simulate data yj ∼ p(y | θj), j = 1, . . . ,m.

3: Retain θj if ρ(yj,x) < ε.

Alternatively, Algorithm 2.4 ensures we obtain a set number of accepted points (k)

by simulating and retaining samples until we obtain the desired number of samples

from the posterior distribution.
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Algorithm 2.4. Modified ABC Acceptance-Rejection Algorithm

1: Set j = 0.

2: while j < k do

3: Simulate θ′ from the prior distribution p(θ).

4: Simulate data y′ ∼ p(y | θ′).

5: Evaluate ρ′ = ρ(y′,x).

6: if ρ′ < ε then

7: Retain θ′ and set j = j + 1.

8: end if

9: end while

Algorithm 2.3 and 2.4 are in fact approximating p(θ | x) with i.i.d. samples from

p(θ | ρ(y,x) < ε). As we discuss later, the choice of ρ(·, ·) and ε affect the accuracy

of the approximation to the posterior.

When the problem becomes high-dimensional, even the comparison of simulated

and observed data can become difficult, or computationally intensive. Hence, we

often choose to summarise the data using a summary statistic, and compare the

summary S(·), rather than all the data. A summary statistic is some function of

the data,

S : Rn → Rl,

where n ≥ l. That is, we summarise the full data in some way, while also reducing

the dimension (when n > l). We replace ‘ρ(y,x)’ in Step 3 of Algorithms 2.3 and

2.4, with ‘ρ(S(y), S(x))’. The summary statistic ideally is a sufficient statistic for θ.

Definition 2.3.6. A statistic T (X) is a sufficient statistic for θ if the conditional

distribution of the sample X given the value of T (X) does not depend on θ.

A sufficient statistic T (X) for a parameter θ effectively captures all the information

about θ that is contained in X. More importantly, any inference about θ based on

38



the sufficient statistic T (X), is identical to any inference about θ that is based on

the whole data X. For example, the sample mean x̄ is a sufficient statistic for the

population mean µ; there is no more information contained in the sample X about

the population mean, than we obtain via the sample mean. The sample mean is

sufficient for the population mean.

Ideally, we would like to sample directly from the posterior distribution p(θ | x).

However, in the ABC framework, we are sampling from p(θ | ρ(S(y), S(x)) <

ε). Hence, to obtain an accurate sample from the posterior, we require p(θ |

ρ(S(y), S(x)) < ε) to be a good approximation to p(θ | x). Thus, the accuracy

of the approximate posterior distribution is dependent on the choice of distance

measure ρ(·, ·), tolerance ε, and summary statistic S(·).

The choice of distance measure is quite specific to the problem being considered.

For example, the scale and dimension of the data, as well as the spread, all influence

which metric is suitable for a particular problem. Common distance measures used

are sum-of-squared differences, sum-of-absolute differences, Euclidean norm, and

Chi-squared criterion, to name but a few. McKinley et al. [2009] provide a discussion

on the choice of distance metric when using ABC methods to perform inference for

epidemic models.

Consider the tolerance, ε. As ε→ 0, (Algorithm 2.2) we are sampling directly from

p(θ | x), which would be ideal, as this is the posterior distribution we wish to obtain.

However, as stated previously, choosing to accept only simulated data that matches

the observed data exactly often becomes computationally intractable, especially as

the dimension of the data and/or state space of the process increases. Conversely,

as ε → ∞, we are sampling directly from the prior. Hence, there is a delicate

balance between accuracy and computability, in order to accurately approximate

the posterior distribution.

Consider now the choice of summary statistic. As stated previously, it is not always

possible (or practical) to use all the data, in which case we require a summary of
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the data instead. Ideally, we would like to use a sufficient statistic in our ABC

algorithm, since any decisions that we make based on this sufficient statistic would

be equivalent to that made if we used the whole data. However, it is not always

possible to determine a sufficient statistic for the data and in some cases, a sufficient

statistic (other than the data itself) may not exist. It has been well established that

the efficiency and accuracy of the ABC posterior distribution relies on the quality

of the summary statistic used (Fearnhead and Prangle [2012]). See Blum [2010],

Fearnhead and Prangle [2012] and Beaumont et al. [2002] for more information

regarding the choice of summary statistics for ABC. In all the examples considered

in this thesis however, we always use only the raw data in the ABC methodology

(which is sufficient).

Example: The following is an example of ABC methods to obtain the poste-

rior distribution. We consider the same problem as we used to demonstrate the

Metropolis-Hastings algorithm — an SIS epidemic with parameters (ρ, α), in a pop-

ulation of size N = 500 with 50 initially infectious individuals, and observed data

(297, 375) at observation times [1.07, 8.9]. We follow Algorithm 2.4, with distance

measure based on the Chi-squared distance (as used in McKinley et al. [2009]). We

evaluate the approximate posterior distribution using a range of tolerances ε, to

demonstrate the varying accuracy of posterior distributions for ρ and α. As before,

we choose the prior distribution for (ρ, α) to be a truncated-normal distribution re-

stricted to ρ ∈ [0, 1] and α ∈ [0, 10], with mean (0.25, 3), Var(ρ) = 0.2,Var(α) = 2,

and a correlation of zero (i.e., Cov(ρ, α) = Cov(α, ρ) = 0).

For observed data x = (x1, . . . , xn) and the jth simulated data yj = (yj1, . . . , yjn),

the Chi-squared distance measure is defined as,

ρ(yj,x) =
n∑
i=1

(xi − yji)2

xi
.

Recall, our observed data is x = (297, 375), and if the distance between our simu-

lated and observed data is less than some tolerance (ρ(yj,x) < ε), we keep θj as a
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sample from our posterior distribution. For the SIS model we have considered here,

the Metropolis-Hastings approach is in fact more efficient than the ABC algorithm,

due to the Gaussian diffusion approximation of the likelihood. This is not typically

the case, and use of the exact likelihood would result in the ABC method being

more efficient.

For purposes of comparison, we wish to obtain the same number of samples from

the posterior as was used for the Metropolis-Hastings algorithm. This is infeasible

for the un-thinned sample (as we would need to retain approximately 147,500 points

in the ABC algorithm).

If we were to compare the Metropolis-Hastings posterior density using the full sample

of 147,500 points (after burn-in), with the approximate posterior density using ABC,

with less points, it would be unclear as to the cause of any differences. That is, we

would not be able to tell if differences were caused by using a different sample

size, or the error introduced by the approximate nature of ABC. Hence, we take

a random sample of 1000 points from the complete Metropolis-Hastings sample, as

our representation of the Metropolis-Hastings posterior distribution.

Figure 2.3.7 demonstrates that the Metropolis-Hastings density from the sample of

1000 points is still representative of the target density. Note, as we are using less

points in the density estimate, the density appears to have a larger variance.
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Figure 2.3.7: Comparison of full (left) and sampled (right) bivariate posterior density

estimates for ρ and α from Metropolis-Hastings.

To obtain the same sample size with ABC, we implement Algorithm 2.4 with k =

1000. We choose to evaluate the posterior distribution for ε = 0.5, 2, 5 and 10, in

order to observe the effect of varying the tolerance.
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(a) ε = 0.5.
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(b) ε = 2.
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(c) ε = 5.
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(d) ε = 10.

Figure 2.3.8: Bivariate ABC posterior density estimates using a range of tolerances.

Figure 2.3.8 demonstrates the influence of the tolerance on the accuracy of the

approximate posterior distribution. Figure 2.3.9 provides a comparison of the pos-

terior distribution we obtained using the (sampled) Metropolis-Hastings algorithm,

and the approximate posterior distribution we obtained using an ABC method with

ε = 0.5.
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Figure 2.3.9: Comparison of Metropolis-Hastings (left) and ABC (right) bivariate

posterior density estimates for ρ and α.

These two posterior distributions are, as expected, quite similar. The centre of

the two distributions are nearly identical, and centred about the value (ρ, α) =

(0.25, 3), as expected. The spread of the posterior distribution determined via ABC

appears to be a bit larger than that of the Metropolis-Hastings posterior. However,

this is expected as we know that the accuracy of the posterior approximation is

dependent on the tolerance used. Compare the posterior distributions we obtained

for various tolerances ε, in Figure 2.3.8. Also, recall that as ε→ 0 the ABC posterior

distribution approaches the true posterior distribution. One would expect a smaller

ε in the ABC algorithm to produce a posterior distribution much closer to that

of the Metropolis-Hastings algorithm, although at the cost of greater computation

time.

2.4 Optimal Experimental Design

The Oxford English Dictionary defines an experiment as:

ex·per·i·ment

a test, trial or tentative procedure; an act or operation for the purpose
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of discovering something unknown or of testing a principle, supposition.

Experiments are an important tool for learning about the world. However, even

under controlled conditions, experiments cannot avoid random error. As such, effi-

cient design of experiments is beneficial for accurately understanding the process of

interest.

An experiment has three main aspects.

• Procedure: The way in which the experiment will be run.

• Subjects: The objects or organisms that will be experimented on.

• Time: The maximum time the experiment can take, and the times at which

to observe the experiment.

Often, we may be faced with constraints on resources at our disposal when under-

taking an experiment. For example, we may only be allowed a certain number of

subjects, a certain amount of time to run the experiment, or, a fixed number of times

we can measure the outcome, as continuous observation is often not possible. The

procedure, the number of subjects (or number of groups), and time (both maximum

time, and number of observations) are what we call control variables. A collection

of these control variables are what we call a design.

Optimal experimental design is a branch of statistics which aims to determine the

experimental design that maximises the experiments’ usefulness. We measure the

usefulness of an experiment by how much information it gives us about the parame-

ters driving the statistical model we have chosen to represent our process of interest.

The set of control variables chosen to maximise this measure of the experiments’

usefulness is said to be the ‘optimal experimental design’.

Like most areas of statistics, optimal experimental design has two forms: frequentist

and Bayesian. Here, we provide a short introduction to the frequentist and Bayesian

methods of optimal experimental design, and discuss suitable statistical criteria for

measuring the ‘usefulness’ of an experiment in each framework.
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2.4.1 Frequentist Optimal Experimental Design

The objective in optimal experimental design is to obtain the most information from

an experiment, usually with respect to the model parameters. Let D be the set of

designs, and d represent a design from the set D. The optimal design, with respect

to some criteria, is denoted d∗. We denote the Fisher information for parameters

θ, with respect to design d, as I(θ, d). Furthermore, define the ordered eigenvalues

of a p × p matrix A(d) to be λ(A(d)) = [λA1 (d), λA2 (d), . . . , λAp (d)], where λA1 (d) is

the smallest eigenvalue, and λAp (d) is the largest. Note, that the eigenvalues of

the inverse of the Fisher information, I(θ, d) – proportional to the inverse of the

covariance matrix — are thus [1/λI1 (d), 1/λI2 (d), . . . , 1/λIp (d)].

Furthermore, recall from equation (2.3.1),

√
n(θ̂ − θ0)

dist→ Np(0, I−1(θ0)),

that the asymptotic variance of the MLE about the true parameter value, is pro-

portional to the inverse of the Fisher information. Hence, maximising the Fisher

information of the parameter estimates is equivalent to minimising the variance of

the parameter estimates. Intuitively, this makes sense as we have ‘more informa-

tion’ about the parameters when we are more certain about their location (smaller

variance).

Within the frequentist framework, the Fisher information is our measure of an ex-

periment — so we wish to find the design that maximises this measure. As we are

dealing with the Fisher information matrix, however (for p > 1), we need to define

some way of “optimising a matrix”. There exist many different optimality criteria

for the Fisher information matrix. Here, we discuss three of the more common opti-

mality measures, and note that these optimality criteria are all equivalent for p = 1

(i.e., maximising a scalar). First, we consider A-optimality.

A-optimal designs are designs that minimise the trace of the covariance matrix,

d∗ = argmin
d∈D

tr(I(θ, d)−1).
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Alternatively, we can define the A-optimal design in terms of the eigenvalues of

I(θ, d) as,

d∗ = argmin
d∈D

p∑
i=1

1

λIi (d)
.

A-optimal designs maximise the average Fisher information of the parameter esti-

mates, or equivalently, minimise the average variance of the parameter estimates. In

the following diagrams, let the ellipse represent a contour of a bivariate parameter

density region. In Figure 2.4.1, minimising the average variance of the parameter

estimates corresponds to minimising the sum of the two dashed elliptic axes.

Figure 2.4.1: Illustrative diagram of A-optimality, with p = 2.

Next, we consider E-optimality. A design is E-optimal if it maximises the Fisher in-

formation about the parameter estimate which we have the least information about.

Equivalently, we are minimising the variance of the parameter estimate with the

largest variance. This is equivalent to minimising (or, maximising) the largest (or,

smallest) eigenvalue of I(θ, d)−1 (or, I(θ, d)). That is,

d∗ = argmin
d∈D

1

λIp (d)
.

This optimality criterion is aiming to ensure we gain the most information about

the worst parameter. If we consider A-optimality, we could have one parameter

that is estimated very well, and one parameter estimated quite poorly, resulting
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in an average design. E-optimality looks to avoid estimating one parameter quite

poorly, by ensuring our worst estimated parameter is estimated as well as possible.

In Figure 2.4.2, E-optimality corresponds to minimising the long, dashed elliptic

axis.

Figure 2.4.2: Illustrative diagram of E-optimality, with p = 2.

Finally, we consider D-optimality. D-optimality is the most commonly used optimal-

ity criterion for frequentist optimal experimental design. Amongst other reasons,

its popularity stems from the simple fact that it is scale invariant. Unlike A- and

E-optimality, D-optimal designs do not vary under linear combinations of the units

used to measure quantitative variables (i.e., whether we measure units in centime-

tres or inches, hours or days etc.).

Definition 2.4.1. D-optimal designs are designs which maximise the determinant

of the Fisher information matrix, that is,

d∗ = argmax
d∈D

det(I(θ, d)).

In terms of the eigenvalues of I(θ, d), this is equivalent to,

d∗ = argmin
d∈D

p∏
i=1

1

λIi (d)
.
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In Figure 2.4.3, D-optimality corresponds to minimising the shaded area of the

ellipse.

Figure 2.4.3: Illustrative diagram of D-optimality, with p = 2.

For non-linear models, the designs obtained from these criteria are what are known

as locally optimal. That is, the optimal design is dependent on the value of the

parameter, θ. As the purpose of the experiment is to obtain an estimate of the

unknown quantity θ, this becomes problematic. Often, the optimal designs can be

determined using some guess of the parameters θ. However, the optimal designs are

then reliant on how close the guess is to the actual value — a poor estimate may

lead to an experiment that is far from optimal.

Pronzato and Walter [1985] proposed a solution to this issue within the frequentist

framework, known as robust optimal designs. They proposed the use of a ‘prior’

distribution p(θ), representing the level of uncertainty regarding the location of

the parameter θ. Pronzato and Walter [1985] determined what they refer to as

ED-optimal designs, which maximise the expected value of the determinant of the

Fisher information over the parameter space, with respect to the prior distribution.

That is,

d∗ = argmax
d∈D

∫
det (I(θ, d)) p(θ)dθ.

The method detailed in Pronzato and Walter [1985] provides a solution to the issue
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of locally optimal designs within the frequentist framework. However, ED-optimality

closely resembles Bayesian methodology, given it incorporates prior information. We

do not consider ED-optimal designs in this thesis, instead implementing Bayesian

optimal design, which we detail in the next section.

For more information regarding the theory of optimal experimental design, see

Atkinson and Donev [1992].

Implementation: The aim of frequentist optimal experimental design is to de-

termine the design parameters that maximise a function of the Fisher information

matrix. Frequentist optimal experimental designs can, typically, be evaluated an-

alytically. Pagendam and Pollett [2010a] determined the optimal frequentist ex-

perimental design for the one-parameter stochastic death process. Determining the

optimal observation schedule, in this instance, was achieved by determining a set of

equations (obtained by setting the derivative(s) of the Fisher information equal to

zero) which were satisfied by the optimal observation times. Pagendam and Pollett

[2010a] described a recursive relationship between the optimal times, allowing sim-

ple evaluation of the optimal observation schedule. We provide more details on this

approach in Chapter 3.

However, it is not always the case that determining the optimal design is as straight-

forward as solving a set of equations. For more complicated models, the likelihood

– and thus the Fisher information – can become cumbersome, and computationally

intensive to evaluate. Pagendam and Ross [2013] proposed a method to numerically

evaluate the Fisher information of a Markov process to computational precision,

using results of Podlich et al. [1999]. Podlich et al. [1999] described a method of

numerically obtaining the derivatives of the transition function (P (t)), with respect

to the model parameters using the Kolmogorov equations (equations 2.1.1 and 2.1.2).

Pagendam and Ross [2013] wrote down an expression for the Fisher information in

terms of these derivatives of the transition function, and thus were able to evaluate

the Fisher information numerically. A numerical search algorithm – such as fmincon
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in MATLAB – is then employed to find the design which maximises our function

(i.e., determinant for D-optimality) of the Fisher information matrix.

Finally, Pagendam and Pollett [2013] propose an approximation to the model like-

lihood – and thus Fisher information – in order to evaluate the frequentist optimal

designs efficiently. The proposed approximation – the Gaussian diffusion approxi-

mation, discussed in Section 2.3.2 – is based on the work of Kurtz [1970] for density

dependent Markov chains. The approximation works on the basis that the Markov

process has a mean value over time given by the solution to the corresponding deter-

ministic system of equations, and a variance about that mean. The approximation

works well in the limit as the population size increases, and thus, is a suitable

approximation when considering a large population. Pagendam and Pollett [2013]

are able to evaluate the Fisher information matrix using this approximation, and

once again, a numerical search algorithm can be employed to determine the opti-

mal experimental design; Pagendam and Pollett [2013] use a Cross-Entropy method

(Rubinstein and Kroese [2004]) to determine the optimal designs.

2.4.2 Bayesian Optimal Experimental Design

Recall, Bayesian statistical inference is concerned predominantly with the posterior

distribution, as opposed to maximum likelihood estimates as is the case with the

frequentist framework. The Bayesian optimal experimental design criteria differ to

frequentist optimal design criteria in a similar way.

As the purpose of experimental design is to determine the optimal design when we

have not yet observed the sample, it is logical to average over the unknowns in our

search for the best design — a principle which fits well into Bayesian methodol-

ogy.

As before, we consider data x = (x1, . . . , xn), and the set of all designs D, and let

d represent a single design from the set D. The optimal design, with respect to a

certain criteria, is denoted d∗. Furthermore, we assume (as is often the case) that the
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prior distribution is independent of the design d. There are in fact no complications

if the prior were to depend on the design.

In the following, we always integrate over the whole space (X or θ), and hence we

omit the limits.

Formally, a Bayesian optimal design is the design d∗ such that,

d∗ = argmax
d∈D

u(d),

where,

u(d) =

∫ (∫
U(θ,x, d)p(θ | x, d)dθ

)
p(x | d)dx

=

∫ ∫
U(θ,x, d)p(x,θ | d)dθdx

=

∫ ∫
U(θ,x, d)p(x | θ, d)p(θ)dθdx. (2.4.1)

The utility function U(θ,x, d) is chosen to represent how ‘good’ design d is, given

true model parameters θ and data x has been observed. As we have no knowledge

of the ‘true’ parameter values – other than our belief contained within the prior

distribution – and we do not know what data we will observe when conducting the

experiment, we take an expectation of the utility function over the joint distribution

of the model parameters and data. The value u(d) is called the expected utility

for design d. The optimal design is the design which corresponds to the maximum

expected utility.

We refer to Chaloner and Verdinelli [1995] for a summary of Bayesian experimental

design, and common utility functions. The first utility function we consider is the

most commonly used; the Kullback-Leibler divergence. The Kullback-Leibler diver-

gence between the prior and posterior is equivalent to the expected gain in Shannon

information (Shannon [1948]). It can be thought of as a measure of the amount

of information we gain by doing the experiment (i.e., moving our knowledge base

from the prior to the posterior). The Kullback-Leibler divergence has been used, for

example, in Cook et al. [2008] when evaluating the optimal design for the Marko-
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vian death and SI models, and in Huan and Youssef [2013] when investigating the

optimal design of chemical combustion experiments.

The Kullback-Leibler divergence is defined as,

U(x, d) =

∫
log

(
p(θ | x, d)

p(θ)

)
p(θ | x, d)dθ, (2.4.2)

which is independent of the model parameters θ. Substituting equation (2.4.2) into

equation (2.4.1), we get that the Expected Kullback-Leibler divergence between the

posterior and prior distribution is given by,

u(d) =

∫
x

∫
θ

[∫
θ

log

(
p(θ | x, d)

p(θ)

)
p(θ | x, d)dθ

]
p(x | θ, d)p(θ)dθdx

=

∫
x

[∫
θ

log

(
p(θ | x, d)

p(θ)

)
p(θ | x, d)dθ

] ∫
θ

p(θ,x | d)dθdx

=

∫
x

[∫
θ

log

(
p(θ | x, d)

p(θ)

)
p(θ | x, d)dθ

]
p(x | d)dx

=

∫
x

∫
θ

log

(
p(θ | x, d)

p(θ)

)
p(θ | x, d)p(x | d)dθdx

=

∫
x

∫
θ

log

(
p(θ | x, d)

p(θ)

)
p(θ,x | d)dθdx

=

∫
x

∫
θ

log

(
p(θ | x, d)

p(θ)

)
p(x | θ, d)p(θ)dθdx.

Note, the prior distribution is independent of the design d. Hence, the design

which maximises the expected Kullback-Leibler divergence is the design that max-

imises,

u1(d) =

∫ ∫
log (p(θ | x, d)) p(θ,x | d)dθdx,

where p(θ | x, d) is the posterior distribution, and p(θ,x | d) (= L(θ | x, d)p(θ)) is

the joint distribution of the data and model parameters (or equivalently, the product

of the likelihood function and prior distribution).

Suppose now we are interested in prediction of a future event, say xn+1. In this

case, we could instead use the Kullback-Leibler divergence between the posterior

predictive (p(xn+1 | x, d) =
∫
p(xn+1 | θ)p(θ | x, d)dθ), and the prior predictive
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(p(xn+1)), as our utility function. Maximising this utility is equivalent to maximising

the expected gain in Shannon information on future events. That is,

u2(d) =

∫ ∫
log (p(xn+1 | x, d)) p(x, xn+1 | d)dxn+1dx.

Alternatively, if the purpose of the experiment is both prediction of future events

and inference about the parameters, we may choose to use the following utility which

combines u1 and u2.

u3(d) = γu1(d) + ωu2(d)

= γ

∫ ∫
log (p(θ | x, d)) p(θ,x | d)dθdx

+ω

∫ ∫
log (p(xn+1 | x, d)) p(x, xn+1 | d)dxn+1dx,

where γ and ω are weights corresponding to the importance placed on parameter

inference and prediction, respectively.

Finally, we propose some alternative utilities to the Kullback-Leibler divergence.

When the main aim of the experiment is to obtain a point estimate of the model

parameters (e.g., the mode, or other point estimate of the posterior distribution),

a quadratic loss function may be appropriate. That is, we may choose to max-

imise,

u4(d) = −
∫ ∫

(θ − θ̂)TA(θ − θ̂)p(θ,x | d)dθdx,

where A is a symmetric, nonnegative definite matrix, and p(θ,x | d) is the joint

distribution of the data and model parameters.

Drovandi and Pettitt [2013] proposed an alternative utility, suitable when the poste-

rior distribution of the model parameters is unimodal and not significantly skewed.

The utility relies on the determinant of the covariance matrix of the posterior sam-

ple. That is, we choose the design which maximises,

u5(d) =

∫ ∫
1

det(Var(θ | x, d))
p(θ,x | d)dθdx. (2.4.3)
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In this thesis, we predominantly consider designs which maximise the expected

Kullback-Leibler divergence between the prior distribution and posterior distribu-

tion, as our main aim is inference about the parameters. In Chapter 4, we implement

the approach of Drovandi and Pettitt [2013] utilising u5(d) as our expected utility,

and in Chapter 7 we propose an alternative utility and explore its usefulness. In

this section, we have only proposed a handful of potential utility functions. Other

utility functions can be devised that take into account a range of desirable features,

specific to the problem at hand. See Chaloner and Verdinelli [1995] for a discussion

of other commonly used utility functions.

Thus far, we have discussed criteria by which we measure designs. The following is

a discussion of suggested methods for finding the optimal design.

Implementation of Bayesian Optimal Experimental Design: Unfortunately,

analytic evaluation of the expected utility function u(d) can rarely be achieved.

Müller [1999] proposed an MCMC sampling scheme from the following joint proba-

bility distribution,

h(θ,x, d) ∝ U(θ,x, d)p(x | θ, d)p(θ).

Sampling from h(θ,x, d) in this way, allows us to obtain samples from a distribution

that is proportional to u(d), by considering the marginal of h(θ,x, d) in d. The ap-

proximate optimal experimental design is thus obtained as the mode of the function

proportional to u(d), as determined by the samples from the MCMC scheme.

The MCMC sampling scheme defined by Müller [1999] is outlined in Algorithm 2.5.

In Algorithm 2.5, q(·, ·) is the proposal density across the design space. The same

considerations must be made when choosing q(·, ·) as when choosing a proposal den-

sity for a standard MCMC sampling scheme (see, for example, Chib and Greenberg

[1995]).
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Algorithm 2.5. MCMC with stationary distribution h(θ,x, d), Müller [1999]

Input: Number of samples m, prior distribution of model parameters p(θ), and

proposal density q(·, ·).

1: Choose, or simulate an initial design, d1.

2: Simulate θ1 ∼ p(θ) and x1 ∼ p(x | θ1, d1), and evaluate u1 = U(θ1,x1, d1).

3: for i = 1 : m do

4: Generate a candidate design, d̃, from a proposal density q(di, d̃).

5: Simulate θ̃ ∼ p(θ) and x̃ ∼ p(x | θ̃, d̃), and evaluate ũ = U(θ̃, x̃, d̃).

6: Calculate,

α = min

{
1,
ũ q(d̃, di)

ui q(di, d̃)

}
.

7: Generate a ∼ U(0, 1).

8: if a < α then

9: Set (di+1, ui+1) = (d̃, ũ).

10: else

11: Set (di+1, ui+1) = (di, ui).

12: end if

13: end for

14:

Output: Sample of m designs, d.

Since h(·) is proportional to our utility function, the mode of the marginal distribu-

tion in d corresponds to the optimal experimental design.

Some utility surfaces can be relatively flat in the region of the mode. To manage this

issue, Müller [1999] proposed an alternative algorithm. This algorithm exaggerates

the mode of the distribution, thus making identifying the optimal design easier. The

proposed algorithm alters Steps 2 and 5 of Algorithm 2.5, such that at iteration i,

we simulate J parameters θij, j = 1, . . . , J , and corresponding data xij, j = 1, . . . , J .

The utility at the ith iteration is then evaluated as ui =
∏J

j=1 U(θij,x
i
j, d

i), meaning
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we sample from a “powered-up” version of h(θ,x, d).

In Bayesian optimal experimental design, evaluation of the utility function U(θ,x, d)

requires the posterior distribution of the model parameters. That is, we require

evaluations of the likelihood function. If evaluation of the likelihood of the model,

p(x | θ, d), is intractable or computationally intensive, then the MCMC sampling

scheme detailed in Algorithm 2.5 can be computationally intensive (or impossible),

as we require the posterior distribution p(θ | x, d) to be evaluated at every iteration

of the algorithm.

As an alternative to evaluating the likelihood, Cook et al. [2008] proposed a moment-

closure approximation to the likelihood, to be used within the MCMC algorithm

of Müller [1999]. Details of the moment closure approximation can be found in

Krishnarajah et al. [2005]. This approximation gives a closed-form for the likelihood,

allowing it to be evaluated reasonably quickly. In Chapter 5, we consider the optimal

design for the SI epidemic model and how well these designs perform, when the

moment-closure approximation is utilised.

Another approach to avoid likelihood evaluations within the MCMC of Müller [1999]

was proposed simultaneously by Hainy et al. [2013a] and Drovandi and Pettitt [2013].

We focus on the implementation of Drovandi and Pettitt [2013] — an extension to

the algorithm originally proposed by Müller [1999]. They take advantage of Approxi-

mate Bayesian Computation (ABC) methods to determine the posterior distribution

of the model parameters, thus avoiding the need to evaluate the likelihood function.

Recall, ABC is a simulation based method that avoids evaluation of the likelihood

by simulating data from the model with suitably chosen parameters (typically sam-

pled from p(θ)), and accepting the parameter value as a sample from the posterior

distribution if the simulated data is “close enough” to the observed data. In the

context of Algorithm 2.5, the ‘observed data’ is the data that is simulated at Step

2, and each iteration of Step 5.

Algorithm 2.6 details the ABC algorithm employed in Drovandi and Pettitt [2013] to
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obtain the ABC posterior distribution, and evaluate the utility. TheNpre simulations

are performed before running Algorithm 2.5 for every design on a grid, and stored.

These simulated values are passed to Algorithm 2.6 at Steps 2 and 5 of Algorithm

2.5, to evaluate the ABC posterior distribution, and hence, the utility.

Algorithm 2.6. ABC algorithm: Fixed (minimum) number of samples

Input: Observed data x, simulated data y = (y1, . . . ,yNpre), corresponding param-

eters θ1, . . . ,θNpre , and (minimum) proportion of points to accept p.

1: Evaluate discrepancies ρi = ρ(yi,x), creating particles {θi, ρi} for i =

1, . . . , Npre.

2: Sort the particles according to the discrepancies ρi (such that ρ1 ≤ ρ2 ≤ · · · ≤

ρNpre).

3: Calculate tolerance ε = ρbpNprec.

4: Use the posterior sample of parameters θi such that ρi ≤ ε, to evaluate the

utility.

Output: Return utility evaluated for design d, with observed data x, U(x, d).

The value p is the minimum proportion of points returned, as all parameter values

that correspond to discrepancies that are less than or equal to the corresponding

tolerance are accepted.

Hainy et al. [2013b] proposed a method of determining the Bayesian optimum ex-

perimental design, using ABC methods without MCMC. Their method considers

every design on a grid – each time simulating a number of ‘observed’ data, and

comparing to another, independent set of ‘simulated’ data in order to determine a

series of approximate posterior distributions to evaluate the utility at that design.

Evaluation of the utility is done using Monte Carlo integration. Their algorithm is

detailed in Algorithm 2.7.
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Algorithm 2.7. ABCD Algorithm

Input: Set of designs D = {d1, d2, . . . , d|D|}, number of posterior distributions to

evaluate for each design G, number of samples generated for ABC posterior H,

tolerance ε controlling the points accepted for the posterior distribution.

1: for i = 1 to |D| do

2: for k = 1 to G do

3: Sample θk from the prior distribution p(θ).

4: Generate an observed datum yk from p(x | θ, di).

5: Sample {xj,θj, j = 1, . . . , H} from p(θ,x | di).

6: Let Jε(k) = {j : ρ(yk,xj) < ε}.

7: Evaluate the utility for the kth observed datum as,

U(yk, di) =
1

|Jε(k)|
∑

j∈Jε(k)

U(θj,yk, di).

8: end for

9: Evaluate utility for design di as,

10:

u(di) =
1

G

G∑
k=1

U(yk, di).

11: end for

Output: The optimal design d∗ = argmax
i

(u(di)).

For each design di, we simulate G sets of data to be used as observed data. To

evaluate the ABC posterior distribution, a further H sets of data are simulated for

each of the G data sets. Hence, a total of |D| × G × H simulations are performed

in Algorithm 2.7.

In the following chapter, we look to exploit the nature of frequentist optimal ex-

perimental designs. In Chapter 4, we revisit the theory of Bayesian experimental

designs that we have discussed here. Throughout Chapters 4 and 5 we provide fur-

ther details on the implementation of these Bayesian experimental design methods,
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as we apply them to a number of stochastic epidemic models.
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Chapter 3

On Exploiting the Locally Optimal

Design of

Exponentially-distributed Life

Testing

3.1 Introduction

Commonly, continuous observation of an experiment is not possible. Hence, we are

required to observe the experiment at certain, discrete times in order to determine

the state of the process or outcome of the experiment. Time-to-event experiments

are commonly used to determine such things as item failure rate (e.g. of electrical

components), or in an observational experiment (e.g. the survival time of a patient

suffering from a particular medical condition). Of particular interest are the optimal

times to observe the process, in order to most accurately determine the parameter(s)

associated with the survival model. Ehrenfeld [1962] investigated the number and

timing of observations to achieve D-optimality (in a frequentist framework), for a

general class of survival functions. He considered processes modelled by cumulative

61



distribution functions (CDFs) of the form, F1(t; θ) = 1 − exp(−H(t)θ), where θ is

the unknown rate parameter about which we wish to make inference, t is time, and

H(·) is any non-decreasing function with H(0) = 0 and H(∞) =∞.

Define L to be the random variable representing the lifetime of a subject with

CDF F1(t; θ). That is, F1(t; θ) = P (L ≤ t; θ) = 1 − exp(−H(t)θ). Since L has

CDF F1(t; θ), H(L) has a CDF given by the exponential, F0(t; θ) = 1 − exp(−tθ),

since,

P (H(L) ≤ t) = P (L ≤ H−1(t)) = 1− exp(−H(H−1(t))θ) = 1− exp(−tθ).

Hence, one can simply obtain all times – and thus the optimal time(s) – for general

CDFs of the form F1(t; θ), from the simple exponential distribution F0(t; θ).

We are interested in extending this result. In the following, we consider a more

general class of survival function – with CDF F2(t; θ) = 1 − exp(−H(t, θ)) – and

establish optimal observation times with respect to the Fisher information function.

Initially, we consider a single observation time which maximises the Fisher infor-

mation. A single observation time may be of interest for experiments where the

required sampling method is such that resources dictate only one observation on

each subject can be made (e.g., high monetary cost). Furthermore, as is the case

with many dose-response studies (Conlan et al. [2011]), it could be that in order

to make the observation, termination of the subjects is required, thus allowing only

one observation of each subject. We provide a result which allows us to obtain

corresponding times between CDFs of the form F2(t; θ), and F0(t; θ), when H(t, θ)

is separable. Inherently, this allows us to obtain the optimal observation time, un-

der this condition. We generalise this result further to allow us to transform the

optimal time for F0(t; θ), to obtain the optimal observation time corresponding to

F2(t; θ), under more relaxed conditions. We provide an example of finding the opti-

mal observation time for a survival function that satisfies our criteria, but not that

of Ehrenfeld [1962].

Finally, we consider transforming multiple observation times between Fisher infor-

62



mation functions. We derive a similar result to that of a single observation time,

allowing us to transform all observation times between the two Fisher information

functions, and inherently, the optimal observation times. An extension to this result

– to obtain only the optimal observation times under more relaxed conditions – was

not possible due to a lack of knowledge of H(t, θ) and its derivatives in general.

3.1.1 Technical Background

Throughout the following, we use the shorthand Hx to represent the partial deriva-

tive of H with respect to x, and similarly, Hxy to represent the second-order partial

derivative with respect to x and y.

Each individual subject in a lifetime experiment is an independent Bernoulli trial,

where each item fails by time t with probability Fi(t; θ) (where i can take values

0, 1, 2). That is, we have the random variable,

Xt =

1, with probability Fi(t; θ),

0, with probability 1− Fi(t; θ),

where 1 corresponds to a failure, and 0 corresponds to the item having not yet failed.

Hence, we can write the probability of a failure (under CDF Fi(t; θ)) as,

Pi(Xt = x | θ) = Fi(t; θ)
x(1− Fi(t; θ))(1−x), x = 0, 1.

As we are concerned with determining the optimal observation time, we treat Fi(t; θ)

as a function of θ, as though t is fixed. The log-likelihood is given by,

li(θ | x, t) = x log(Fi(t; θ)) + (1− x) log(1− Fi(t; θ)).

We take the derivative of the log-likelihood with respect to θ to obtain,

dli
dθ

=
x

Fi(t; θ)

(
dFi(t; θ)

dθ

)
+

(1− x)

(1− Fi(t; θ))

(
−dFi(t; θ)

dθ

)
,
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and,(
dli
dθ

)2

=
x2

Fi(t; θ)2

(
dFi(t; θ)

dθ

)2

+
(1− x)2

(1− Fi(t; θ))2

(
−dFi(t; θ)

dθ

)2

+ 2

(
x(1− x)

Fi(t; θ)(1− Fi(t; θ))
dFi(t; θ)

dθ

−dFi(t; θ)
dθ

)
.

Taking expectation with respect to Xt, we obtain the Fisher information func-

tion,

Ii(θ, t) = E

[(
dl

dθ

)2
]

=
E[X2

t ]

Fi(t; θ)2

(
dFi(t; θ)

dθ

)2

+
E[(1−Xt)

2]

(1− Fi(t; θ))2

(
−dFi(t; θ))

dθ

)2

+ 2

(
E[Xt(1−Xt)]

Fi(t; θ)(1− Fi(t; θ))
dFi(t; θ)

dθ

−dFi(t; θ))
dθ

)
. (3.1.1)

Note that,

Xt = X2
t =

1, with probability Fi(t; θ),

0, with probability 1− Fi(t; θ),
(3.1.2)

and,

1−Xt =

0, with probability Fi(t; θ),

1, with probability 1− Fi(t; θ).
. (3.1.3)

Furthermore, note that,

Xt(1−Xt) = Xt −X2
t = Xt −Xt = 0, with probability 1, (3.1.4)

E[Xt] = 1× Fi(t; θ) + 0× (1− Fi(t; θ)) = Fi(t; θ) and, (3.1.5)

E[1−Xt] = 0× Fi(t; θ) + 1× (1− Fi(t; θ)) = 1− Fi(t; θ). (3.1.6)

Substituting equations (3.1.2) - (3.1.6) into equation (3.1.1), we obtain,

Ii(θ, t) =
1

Fi(t; θ)

(
dFi(t; θ)

dθ

)2

+
1

(1− Fi(t; θ))

(
−dFi(t; θ)

dθ

)2

=

(
dFi(t; θ)

dθ

)2(
1

Fi(t; θ)
+

1

(1− Fi(t; θ))

)
=

(
dFi(t; θ)

dθ

)2(
1

Fi(t; θ)(1− Fi(t; θ))

)
. (3.1.7)
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If we consider N independent Bernoulli trials, the corresponding Fisher information

is,

I
(N)
i (θ, t) = N × Ii(θ, t).

Herein, we deal with maximising the Fisher information function for an individual

trial (Ii(θ; t)), as maximising the information from a single trial is equivalent to

maximising the information from N independent trials.

Consider cumulative distribution functions F0(t; θ) = 1 − exp(−tθ) and F2(t; θ) =

1 − exp(−H(t, θ)). The respective Fisher information functions given by equation

(3.1.7) are,

I0(θ, t) = t2
e−tθ

1− e−tθ
, and I2(θ, t) = (Hθ)

2 e−H(t,θ)

1− e−H(t,θ)
.

Recall, the Fisher information is non-negative — by the Cramér-Rao Bound (see, for

example, Casella and Berger [2002], page 335-336). We wish to determine conditions

under which we can obtain the optimal observation time corresponding to I2(θ, t),

from the optimal observation time corresponding to I0(θ, t). First, however, we

must ensure that H(t, θ) is such that the function F2(t; θ) is a valid CDF. We refer

to Casella and Berger [2002] for the properties of a valid CDF. The conditions for

F (t, θ) to be a valid CDF are:

1. F (0, θ) = 0, and limt→∞ F (t; θ) = 1, ∀θ,

2. F (t; θ) is a non-decreasing function of t, ∀θ; and,

3. F (t; θ) is right continuous in t, ∀θ, that is, for every number t0, limt↓t0 F (t; θ) =

F (t0; θ).

Applying these conditions to F2(t; θ) give us the following sufficient conditions on

the function H(t, θ):

1. H(0, θ) = 0,∀θ, and limt→∞H(t, θ) =∞, ∀θ;

2. H(t, θ) is a non-decreasing function of t, ∀θ; and,
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3. H(t; θ) is differentiable with respect to t, ∀θ.

Furthermore, consider I2(θ, t). At t = 0 we have not observed the process yet and so

intuitively, we have no information (as we do not allow a point mass at 0; see the first

condition on F (t; θ)). To ensure that I2(θ, t) reflects that we have no information at

t = 0, and that I2(θ, t) 6→ ∞ as t → 0, we restrict our attention to the case where

Hθ = 0 at t = 0. Hence, we have a fourth condition,

4. Hθ = 0 at t = 0.

3.2 Single Observation Time

We wish to use the optimal observation time — with regards to the Fisher infor-

mation — from the exponential case, to obtain the optimal observation time corre-

sponding to more general CDFs. There are two cases we consider to achieve this.

The first case, is transforming all time points from I0(θ, t) to I2(θ, t); that is, finding

a relationship between t and H(t, θ). The second case consists of transforming only

a single time point between I0(θ, t) and I2(θ, t); specifically, the time that maximises

the Fisher information.

In Theorem 3.2.1 we give a necessary and sufficient condition for transforming all

times from I0(θ, t) to I2(θ, t), i.e., the first case. Corollary 3.2.2 shows — as a direct

result of Theorem 3.2.1 — that we can also obtain the optimal observation time of

I2(θ, t) using the optimal observation time of I0(θ, t). Lemma 3.2.3 states explicitly

the optimal observation time for processes under F2(t; θ).

Theorem 3.2.1. Assume conditions 1, 2, 3 and 4 on the previous page. For cumula-

tive distribution functions, F0(t; θ) = 1−exp(−tθ) and F2(t; θ) = 1−exp(−H(t, θ)),

the corresponding Fisher information functions I0(θ, t) and I2(θ, t) have the follow-

ing relationship,

I2(θ, t) = K(θ)× I0

(
θ,
H(t, θ)

θ

)
∀θ, t
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⇐⇒

H(t, θ) = h(t)g(θ) ∀θ, t,

where h(t), g(θ) > 0, and g(θ) is differentiable.

Proof. The Fisher information for an item with the standard exponential distribu-

tion is,

I0(θ, t) =


t2e−tθ

1−e−tθ t > 0,

0 t = 0.

The Fisher information for an item with CDF F2 = 1− exp(−H(t, θ)) is given by,

I2(θ, t) = Hθ(t, θ)
2

(
e−H(t,θ)

1− e−H(t,θ)

)

=


(
Hθ(t,θ)θ
H(t,θ)

)2

I0

(
θ, H(t,θ)

θ

)
H(t, θ) > 0,

0 H(t, θ) = 0.

(3.2.1)

If the leading term of equation (3.2.1) is independent of t, then I2(t; θ) = K(θ)I0(t;H(t, θ)/θ),

and hence all times can be transformed between I0(θ, t) and I2(θ, t), using H(t, θ).

The leading term of (3.2.1) is independent of t if and only if,

Hθ(t, θ)θ

H(t, θ)
= K(θ),

for some function K(θ). Then,

Hθ(t, θ)

H(t, θ)
=
K(θ)

θ
, H(t, θ), θ > 0.

Re-writing the left hand side as the derivative of ln(H(t, θ)) with respect to θ gives,

∂

∂θ
ln(H(t, θ)) =

K(θ)

θ
, H(t, θ), θ > 0.

Integrating both sides with respect to θ gives,

ln (H(t, θ)) =

∫
K(θ)

θ
∂θ + L(t), H(t, θ), θ > 0.
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Finally, exponentiating both sides gives,

H(t, θ) = e
∫ K(θ)

θ
∂θ+L(t)

= eL(t)e
∫ K(θ)

θ
∂θ

= h(t)g(θ),

where h(t), g(θ) > 0, and g(θ) is differentiable (as g(θ) is the exponential of a

differentiable function).

Theorem 3.2.1 allows us to evaluate I2(θ, t), by using our knowledge of I0(θ, t) and

H(t, θ) at all values of t. However, we are fundamentally interested in the time at

which the Fisher information is maximised, not the Fisher information itself. Corol-

lary 3.2.2 shows — as a direct result of Theorem 3.2.1 — that the argmax of I0(θ, t)

can be used, with H(t, θ), to find the argmax of I2(θ, t).

Corollary 3.2.2. Let H(t, θ) = h(t)g(θ), h(t), g(θ) > 0 and g(θ) be differentiable.

For a given value θ′, the t∗ that maximises the Fisher information for F2(t; θ) =

1− exp(−H(t, θ)) can be determined as a solution of t′θ′ = H(t∗, θ′), where t′ is the

maximum of the Fisher information for F0(t; θ) = 1− exp(−tθ).

Proof. Consider the derivatives of the Fisher information functions I0(θ, t) and

I2(θ, t), with respect to t,

∂I0(θ, t)

∂t
=

te−tθ

(1− e−tθ)2

[
2(1− e−tθ)− tθ

]
,

and,
∂I2(θ, t)

∂t
=

Hθe
−H(t,θ)

(1− e−H(t,θ))2

[
2Htθ(1− e−H(t,θ))−HtHθ

]
, (3.2.2)

respectively.

The maximum of I0(θ, t) occurs when ∂I0/∂t = 0, which can easily be shown (Ehren-

feld [1962], Pagendam and Pollett [2010a]) to be when 2(1− e−tθ)− tθ = 0.

Consider now the time derivative of I2(θ, t), with θ = θ′. We must now classify

all the stationary points of this function in order to determine the point at which
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the Fisher information reaches its maximum. Consider Hθ = 0. Substituting this

into the expression for the Fisher information gives I2(θ′, t) = 0, and as the Fisher

information is a non-negative function that is not equal to zero everywhere, this

point is not a maximum. Similarly, exp(−H(t, θ′)) = 0 also results in I2(θ′, t) = 0,

and so this point is not a maximum.

Let H(t, θ) = h(t)g(θ). Then, the square bracket in equation (3.2.2) can be written

as,
∂I2(θ, t)

∂t
=
[
2h′(t)g′(θ)(1− e−h(t)g(θ))− h′(t)g(θ)h(t)g′(θ)

]
.

The final stationary points are therefore the solutions to

h′(t)g′(θ)
[
2(1− e−h(t)g(θ))− h(t)g(θ)

]
= 0.

First, let us consider h′(t) = 0 or g′(θ′) = 0. Consider g′(θ′) = 0. If g′(θ′) = 0, then

h(t)g′(θ′) = 0 = Hθ, which gives I2(θ′, t) = 0, and so is not the point at which the

Fisher information is maximised.

Now, consider h′(t) = 0. Since H(t, θ) is a non-decreasing function of t, h′(t) ≥ 0,

∀t. Hence, the function h(t) does not have a global minimum or maximum, and

the only stationary point is a point-of-inflection, and so corresponds to h′′(t) = 0.

Hence, substituting h′(t) = 0 into the second derivative of I2(θ, t), we get,

∂2I2(θ, t)

∂t2
=
h′′(t)h(t)(g′(θ))2e−h(t)g(θ)

(1− e−h(t)g(θ))2

[
2(1− e−h(t)g(θ))− h(t)g(θ)

]
.

Since h′(t) = 0, then h′′(t) = 0 and thus ∂2I2(θ, t)/∂t2 = 0. Hence, the Fisher

Information is also at a point-of-inflection, and so is not at a maximum.

Therefore, we must have that 2(1−e−h(t)g(θ′))−h(t)g(θ′) = 0. If this is the case, then

we have the same form as the maximum for I0(θ, t), but with H(t, θ′) = h(t)g(θ′)

replacing tθ′. Therefore, we can use the optimal observation time t′ for I0(θ′, t)

to determine the optimal observation time t∗ for I2(θ′, t), as t′θ′ = h(t∗)g(θ′) =

H(t∗, θ′).
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Hence, we can conclude that the maximum of the Fisher information I2(θ′, t) oc-

curs when t′θ′ = H(t∗, θ′), where t′ is the optimal observation time for the Fisher

information I0(θ′, t).

In the proof of Corollary 3.2.2, we considered obtaining the optimal observation

time t∗ of I2(θ′, t) by using the optimal observation time t′ of I0(θ′, t); that is, we

established that t′θ′ = H(t∗, θ′). However, the optimal observation time t′, for the

exponentially distributed process, satisfies t′θ′ = W (2e−2) + 2, where W (·) is the

Lambert-W function (Ehrenfeld [1962], Pagendam and Pollett [2010a]). Hence, us-

ing the result of Corollary 3.2.2, we can obtain the optimal observation time t∗ of

I2(θ′, t), as the solution to H(t∗, θ′) = W (2e−2) + 2.

Lemma 3.2.3. The optimal observation time t∗, is the solution to H(t∗, θ′) =

W (−2 exp(−2)) + 2, where W is the Lambert-W function.

Theorem 3.2.1 and Corollary 3.2.2 provide a necessary and sufficient condition for

the transformation of the optimal observation time from I0(θ, t) to I2(θ, t). This lets

us determine the optimal observation time t∗, for F2(t; θ), from only H(t, θ) and the

optimal observation time from I0(θ, t). This is simpler than deriving the optimal

observation time on a case-by-case basis.

Example 3.2.1. Consider a lifetime experiment that follows a Weibull distribution

with parameters θ and n. That is, F = 1 − exp(−(tθ)n), θ, n > 0. In this case,

H(t, θ) = (tθ)n. We wish to determine the optimal observation time to estimate θ.

Figure 3.2.1 below shows the Fisher information for this process, with θ′ = n = 2,

as a function of time. The maximum of the Fisher information is obtained at

t∗ ≈ 0.6312.
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Figure 3.2.1: Fisher information for Weibull distribution with θ = n = 2, as a

function of time.

Calculating the optimal observation time for such a lifetime experiment would typi-

cally involve determining the Fisher information function, its first- and second-order

partial derivatives with respect to t, and then finding and classifying the turning

points. Alternatively, Theorem 3.2.1, Corollary 3.2.2 & Lemma 3.2.3 allow us to

determine the optimal observation time as follows:

1. Check that H(t, θ) is separable: H(t, θ) = h(t)g(θ) = tnθn.

2. Set H(t∗, θ′) = W (−2e−2) + 2.

3. Rearrange to determine t∗: t∗ = n

√
W (−2e−2)+2

θ′n
.

Hence, the optimal observation time for a lifetime experiment following a Weibull

distribution with parameters θ′ and n, is t∗ = n

√
W (−2e−2)+2

θ′n
. Substituting θ′ = n = 2,

we get the optimal observation time t∗ ≈ 0.6312. This solution agrees with what

we observed in Figure 3.2.1, and we have determined here without having to even
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write down the Fisher information.

Theorem 3.2.1 provides conditions such that transforming time between I0(θ, t) and

I2(θ, t) is possible. However, as previously stated, we are only concerned with the

time at which the Fisher information is maximised. Corollary 3.2.2 gives us a pro-

cess to obtain the maximum of I2(θ, t) from I0(θ, t). However, it was based on the

assumption that we could transform all corresponding time points between the two

Fisher information functions. Consider the second case, where we are concerned

with using only the point t′ which maximises I0(θ′, t), to find only the point t∗

which maximises I2(θ′, t). Theorem 3.2.4 gives a necessary and sufficient condition

for determining the optimal observation time for I2(θ′, t), using the optimal obser-

vation time from I0(θ′, t).

Theorem 3.2.4. For a particular value of θ, say θ′, the argmax (in t, for a fixed

value θ′) of the Fisher information I0(θ, t), t′, can uniquely determine the argmax

(in t, for a fixed value θ′) of the Fisher information I2(θ, t), t∗, using t′θ′ = H(t∗, θ′)

if and only if,

HtHθ = HθtH

at t = t∗, and θ = θ′.

Proof. First, we show that if HtHθ = HθtH at (t∗, θ′), then we can use t′θ′ = H(t∗, θ′)

to find the time t∗ that maximises I2(θ, t). The derivative of the Fisher information

I2(θ, t) with respect to t is given by,

∂I2

∂t
=

Hθe
−H

(1− e−H)2

[
2Hθt(1− e−H)−HtHθ

]
. (3.2.3)

Consider a point (t∗, θ′) at which HtHθ = HθtH. At this point we can rewrite the

derivative as,

∂I2

∂t
=

Hθe
−H

(1− e−H)2

[
2Hθt(1− e−H)−HθtH

]
=

Hθe
−H

(1− e−H)2
Hθt

[
2(1− e−H)−H

]
. (3.2.4)

72



Recall, the stationary points of the Fisher information, I2(θ, t), are when equation

(3.2.4) equals zero. This can occur in the following cases:

• Hθ = 0 at the point (t∗, θ′). Substituting Hθ = 0 into the Fisher information

gives I2 = 0 (by definition). Hence, this point is not the maximum of the

Fisher information (since the Fisher information is a non-negative function

and is not 0 everywhere).

• e−H = 0 at (t∗, θ′). Substituting e−H = 0 into the Fisher information gives

I2 = 0, and hence cannot be the maximum.

• 2(1− e−H)−H = 0 at (t∗, θ′). To determine the type of stationary point, we

consider ∂2I2/∂t
2. It can be shown that,

∂2I2/∂t
2 = −(1− 2e−H)(HθHt)

2e−H/H(1− e−H)2.

Hence, ∂2I2/∂t
2 < 0, provided that (1−2e−H) > 0, that is, H > log(2) (where

log is the natural logarithm). As we have assumed 2(1 − e−H) − H = 0 at

(t∗, θ′), this implies H(t∗, θ′) = W (−2e−2) + 2 > log(2), and so we have the

required result. Hence the Fisher information is at a maximum.

Thus far, we have considered three of the four turning points, and so we now turn

our attention to Hθt = 0 at (t∗, θ′). We know that at t = 0, I2 = 0 (as Hθ = 0 at

t = 0) and similarly as t → ∞, I2 = 0 (as e−H(t,θ) = 0 as t → ∞). Furthermore,

we know that a maximum is at H(t∗, θ′) = W (−2e−2) + 2 (≈ 1.5936). The final

turning point of the Fisher information (if it exists, i.e., if Htθ = 0 for some t, θ)

must either be in (0,W (−2e−2) + 2), or in (W (−2e−2) + 2,∞). In order for this

final turning point to be consistent with the turning points that we have already

considered, it must be a point of inflection.

Hence, H(t∗, θ′) = W (−2e−2) + 2 = t′θ′ is the global maximum of the Fisher infor-

mation I2(θ, t).

Now, we show that if the maximum of I2(θ, t) is when t′θ′ = H(t∗, θ′), then HtHθ =

HθtH at (t∗, θ′). Recall the maximum of I0(θ, t) is when 2(1 − e−tθ) − tθ = 0 (at
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(t′, θ′)). If t′θ′ = H(t∗, θ′), then 2(1− e−H)−H = 0 at (t∗, θ′). Recall also that the

maximum of I2(θ, t) occurs when 2Hθt(1 − e−H) − HtHθ = 0 at (t∗, θ′). Consider

∂I2/∂t. For H(t∗, θ′) 6= 0, we may rewrite this as,

∂I2

∂t
=

Hθe
−H

(1− e−H)2

[(
2(1− e−H)−H

)(
Hθt +

HtHθ

H

)
−
(

2
HtHθ

H
(1− e−H)−HθtH

)]
.

We have that the maximum of I2(θ, t) is when,

(
2(1− e−H)−H

)(
Hθt +

HtHθ

H

)
−
(

2
HtHθ

H
(1− e−H)−HθtH

)
= 0.

Given 2(1− e−H)−H = 0, the maximum of I2(θ, t) occurs when,

2
HtHθ

H
(1− e−H)−HθtH = 0. (3.2.5)

Equating the terms of equation (3.2.5) with equation (3.2.3) at the point (t∗, θ′), we

have,

HtHθ = HθtH,

at t = t∗ and θ = θ′, as required.

Consider Theorem 3.2.1. This theorem gives us a transformation for all time points

between I0(θ, t) and I2(θ, t), but, for separable functions only (that is, functions of

the form H(t, θ) = h(t)g(θ)). Compare this to Theorem 3.2.4. In this theorem,

we can consider all functions H(t, θ) that satisfy HtHθ = HθtH at (t∗, θ′), and

H(t∗, θ′) = t′θ′. Note that separable functions are also encompassed by the condition

of Theorem 3.2.4. Hence, the set of functions H(t, θ) which satisfy the requirements

of Theorem 3.2.4 is much larger, allowing us to determine the optimal observation

times for a wider range of CDF’s.

The following example demonstrates a function H(t, θ) that does not satisfy the

requirements of Theorem 3.2.1, but does satisfy those of Theorem 3.2.4. We use

the results of Theorem 3.2.4 to determine the optimal observation times for this

non-separable function H(t, θ) using only the optimal observation time from the

exponential model.
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Example 3.2.2. Consider the following function,

H(t, θ) = tet
θ+θ.

This function H(t, θ) cannot be written in the form f(t)g(θ), and so does not satisfy

the requirements of Theorem 3.2.1. Hence, we must use Theorem 3.2.4 to determine

the optimal observation time.

Herein, we refer to the CDF F (t; θ) = 1−exp(−tetθ+θ), as the Priceless distribution.

Figures 3.2.2 and 3.2.3 provide a comparison of the Priceless distribution (red) to

the well-known and frequently used exponential (green) and Gamma (blue) dis-

tributions, with the same mean. The Priceless distribution appears to provide a

“middle-ground” between the two established distributions, in that the density at

time zero is between that of the exponential and Gamma distributions. Further-

more, for small time values, the Priceless distribution decays at a rate closer to that

of the Gamma distribution, rather than as rapidly as the exponential. As time in-

creases, the Priceless probability density function approaches zero quicker than the

exponential and Gamma PDF’s.
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Figure 3.2.2: Comparison of the exponential CDF (green with rate parameter

4.1827), the Gamma CDF (blue with shape parameter 1.5 and scale parameter

0.1594), and the Priceless CDF (red with θ′ = 1.0503), all with the same mean

0.2391.
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Figure 3.2.3: Comparison of the exponential PDF (green with rate parameter

4.1827), the Gamma PDF (blue with shape parameter 1.5 and scale parameter

0.1594), and the Priceless PDF (red with θ′ = 1.0503), all with the same mean

0.2391.

We wish to determine the optimal observation time for the Priceless distribution us-

ing the optimal observation time from the exponential distribution. Using Theorem

3.2.4, we require that HtHθ = HθtH at t = t∗ and θ = θ′. The partial derivatives of

H(t, θ) with respect to t and θ are given by,

Ht = et
θ+θ(θtθ + 1),

Hθ = tet
θ+θ(tθ log(t) + 1),

Hθt = et
θ+θ((θ + 1)tθ + tθ log(t)(θtθ + θ + 1) + 1).

Substituting these expressions into HtHθ − HθtH = 0, we get that the optimal
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observation time for this process, and our value of θ′, must satisfy,

t(et
θ+θ)2(θ(tθ)2 log(t) + θtθ + tθ log(t) + 1)

− t(etθ+θ)2((θ + 1)tθ + tθ log(t)(θtθ + 1) + 1) = 0.

Rearranging, we get that

tθ+1
(
et
θ+θ
)2

(θ log(t) + 1) = 0.

This holds for t = 0. However, we have no information at this point, and so this

trivial solution is not the observation time of interest. The optimal observation time

also does not occur when (et
θ+θ)2 = 0, as this only occurs as t → −∞ (and by

definition, t ≥ 0). Hence, this equation holds when the maximum observation time

t∗ satisfies, θ′ log(t) + 1 = 0. Hence,

t∗ = exp

(
− 1

θ′

)
. (3.2.6)

By Theorem 3.2.4, we have that t′θ′ = H(t∗, θ′). Recall, t′ is the optimal obser-

vation time for a process with Fisher information function I0(θ, t). Hence, t′θ′ =

W (−2e−2) + 2 = H(t∗, θ′). Hence,

H(t∗, θ′) = t∗ exp
(

(t∗)θ
′
+ θ′

)
= W (−2e−2) + 2.

Substituting our expression for the optimal time from equation (3.2.6), gives us that,

exp

(
− 1

θ′

)
exp

(
e−

θ′
θ′ + θ′

)
= exp

(
− 1

θ′
+ e−1 + θ′

)
= W (−2e−2) + 2.

Taking the log of both sides, and multiplying through by θ′ (by definition, θ′ > 0)

gives,

θ′2 − θ′
[
log
(
W (−2e−2) + 2

)
− e−1

]
− 1 = 0,

which is simply a quadratic in θ′. Hence, we find that the condition HtHθ = HtθH
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is satisfied when,

θ′ =
[log (W (−2e−2) + 2)− e−1] +

√
[log (W (−2e−2) + 2)− e−1]2 + 4

2

≈ 1.0503

and,

t∗ = exp

(
− 1

θ′

)
≈ 0.3859.

Note that H(t∗, θ′) = t∗ exp((t∗)θ
′
+ θ′) = 1.5936. . . = W (−2e−2) + 2 = t′θ′.

Again, we can see that this optimal time – determined without evaluating the Fisher

information – is the true optimal observation time for this process (see Figure 3.2.4).
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Figure 3.2.4: Fisher information for non-separable H(t, θ) with θ′ ≈ 1.0503, as a

function of time, with maximum at t∗ ≈ 0.3859.
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3.3 Multiple Observation Times

In the following section, we consider making more than one observation of these pro-

cesses. We wish to transform the set of optimal observation times T = [T1, . . . , Tk]

– with regards to the Fisher information – from the exponential case to more com-

plicated CDFs. Consider multiple inspection times for N items in a lifetime ex-

periment. The inspection times are denoted T1, T2, . . . , Tk, and the number of fail-

ures in each interval [Tj−1, Tj], j = 1, . . . , k, are represented by random variables,

X1, X2, . . . Xk+1, which follow a multinomial distribution. The number of failures

after time Tk, denoted Xk+1, is equal to N −
∑k

i=1 Xi. Let pi,j be the probability

of a failure occurring in the interval [Tj−1, Tj], j = 1, . . . , k, with respect to CDF

Fi(t; θ). That is,

pi,j = Fi(Tj; θ)− Fi(Tj−1; θ),

and,

pi,k+1 = 1− Fi(Tk; θ).

The Fisher information for this process is thus given by,

I
(N)
i (θ,T ) = N

k+1∑
j=1

1

pi,j

(
∂pi,j
∂θ

)2

. (3.3.1)

Note that this Fisher information expression is for an experiment with N subjects.

As in the previous section, the information for an experiment with an individual

subject is Ii(θ, t) = I
(N)
i (θ, t)/N .

The following result extends Theorem 3.2.1 to the case of multiple inspection times.

That is, Theorem 3.3.1 gives conditions on H(t, θ) such that we can use the optimal

observation times from a process modelled by F0(t; θ), to find the optimal observa-

tion times for a process modelled by F2(t; θ).
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Theorem 3.3.1. Consider the cumulative density functions, F0 = 1−exp(−tθ) and,

F2 = 1 − exp(−H(t, θ)), with corresponding Fisher information functions, I0(θ;T )

and I2(θ;T ), respectively. Then,

I2(θ,T ) = K(θ)× I0

(
θ;
H(T , θ)

θ

)
∀θ,T

⇐⇒

H(T , θ) = h(T )g(θ) ∀θ,T .

Proof. Following Ehrenfeld [1962] (or, substituting our expressions for pi,j into equa-

tion (3.3.1)), we get the Fisher information for a lifetime experiment with a single

item, inspection times T , and probability of failure by time t given by F0(t; θ), is

given by,

I0(θ,T ) =

(
k∑
j=1

(Tje
−Tjθ − Tj−1e

−Tj−1θ)2

(e−Tj−1θ − e−Tjθ)
+ T 2

k e
−Tkθ

)
. (3.3.2)

The Fisher information for a lifetime experiment with a single item and multiple

inspection times, and probability of failure given by F2(t; θ), is given by,

I2(θ,T ) =

(
k∑
j=1

[(
φ(Tj)H(Tj, θ)e

−H(Tj ,θ) − φ(Tj−1)H(Tj−1, θ)e
−H(Tj−1,θ)

)2

e−H(Tj−1,θ) − e−H(Tj ,θ)

]

+ φ(Tk)
2H(Tk, θ)

2e−H(Tk,θ)

)
, (3.3.3)

where φ(a) =
(
Hθ(a,θ)θ
H(a,θ)

)
. Equations (3.3.2) and (3.3.3) are equivalent up to a scalar

multiple under a transformation, when,

φ(T ) = K(θ) ∀i,T . (3.3.4)

Hence, in order to transform all the times from I0(θ, t) to times corresponding to

I2(θ, t), we require
Hθ(T , θ)θ

H(T , θ)
= K(θ),

for some function K(θ). Hence, from the proof of Theorem 3.2.1, we have that

H(T , θ) = h(T )g(θ), for h(T ), g(θ) > 0, and g(θ) differentiable.
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We attempted to transform only the maximum of the Fisher information I0(θ,T ), to

the maximum of I2(θ,T ) (as in Theorem 3.2.4 for a single inspection time). However,

we were unable to determine any conclusive results. The summation of terms, and

little knowledge of how H(T , θ) behaves in general with regards to θ, meant that

we were not able to derive any conditions such that the maximum of the Fisher

information could be transformed from I0(θ, t) to I2(θ, t). Theorem 3.3.1 however,

states that H(T , θ) = h(T )g(θ), allows the evaluation of the optimal observation

time from the corresponding optimal times for It(θ, t); a more general result than

has previously been established.

In the remainder of this section, we provide an example of determining the optimal

observation schedule. In order to obtain the set of optimal observation times, we re-

fer to the work of Pagendam and Pollett [2010a]. First, note that the log-likelihood

of the failure model that we have described above (Section 3.3) with multiple obser-

vation times, is given by,

`(θ | x,T ) = log

(
N !

xk+1!

)
+ xk+1Tkθ+

k∑
i=1

xi log(exp(−Ti−1θ)(1− exp(−(Ti − Ti−1)θ)))− log(xi!).

It can be shown that this expression is identical to the likelihood given by a death

process, where the state of the death process Y at time Ti is given by yi (such that

yi = N −
∑i

j=1 xj) and per-capita death rate θ, is given by,

`(θ | y,T ) =
k∑
i=1

log

(
yi−1

yi

)
−yi(Ti−Ti−1)θ+(yi−1−yi) log(1−exp(−(Ti−Ti−1)θ)).

Hence, the Fisher Information expressions for these two models will also be identical.

We borrow the notation of Pagendam and Pollett [2010a], and write the Fisher

information in terms of the gaps between subsequent observation times τi = Ti−Ti−1

as,

I(θ, τ ) = N

k∑
i=1

τ 2
i exp(−θ

∑i
j=1 τj)

(1− exp(−θτi))
.
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The following proposition from Pagendam and Pollett [2010a] gives an iterative

scheme with which to determine the optimal observation times with respect to the

Fisher information, in terms of the Lambert W-function, denoted W (·).

Proposition 3.3.2 (Pagendam and Pollett [2010a]). Suppose that θ = 1. Let

q1, q2, . . . , qk be the collection of positive numbers defined by qk = 2+W (−2 exp(−2))

and for i = 1, . . . , k − 1, qi = 2 + W (−qi+1 exp(−qi+1)). Then, the optimal gaps

τ1, . . . , τk are given by τk = qk and, for i = 1, . . . , k−1, τi = qi+1+W (−qi+1 exp(−qi+1)).

If the death rate θ 6= 1, we find the optimal observation gaps τ̂ corresponding to

θ = 1, then determine the optimal observation gaps by τ = τ̂/θ.

Example 3.3.1. Consider, once again, a lifetime experiment that follows a Weibull

distribution with parameters θ and n, and hence CDF F (t; θ) = 1−exp(−(tθ)n), θ, n >

0. However, we now wish to observe the process at k = 5 inspection times.

It is simple to observe that H(t, θ) is separable, and thus satisfies the require-

ment of Theorem 3.3.1. Rather than determining the Fisher information expres-

sion for this particular model, taking derivatives with respect to Ti, i = 1, . . . , k

and finding the times that maximise the Fisher information, we utilise the rela-

tionship between the optimal times from the exponential model and the general

model. We determine the gaps between optimal observation times τ1, . . . , τk as per

Proposition 3.3.2, for the exponential model. The optimal observation schedule for

the exponential model with θ = 1 is T = [0.4993, 1.0997, 1.8538, 2.8714, 4.4650].

The corresponding optimal observation schedule for the Weibull distribution with

θ = n = 2, is obtained by taking the optimal observation gaps for the exponen-

tial model τ̂ = [0.4993, 0.6004, 0.7540, 1.0176, 1.5936], and transforming them in the

following way.

Note that τ = τ̂/θ′ ⇒ τθ′ = τ̂ , and H(τ ∗, θ′) = τθ′. Hence, H(τ ∗, θ′) = τ̂ .

83



Hence,

(τ ∗θ′)2 = τ̂ ⇒ τ ∗ =

√
τ̂

θ′2

That is, the optimal observation spacings for the Weibull distribution with param-

eters θ′ = n = 2 is τ =
√
τ̂/θ′ = [0.3533, 0.3874, 0.4342, 0.5044, 0.6312], giving an

optimal observation schedule T = [0.3533, 0.7407, 1.1749, 1.6793, 2.3105].

3.4 Conclusion

In this chapter, we have proposed a simple way of determining the optimal obser-

vation time(s) for models that are more complicated than the standard exponential

model. We use the optimal observation schedule from the exponential model, which

has been well established (Ehrenfeld [1962], Pagendam and Pollett [2010a]) and the

function H(t, θ) from the more complicated models, to determine the new observa-

tion schedule. Previously, this was established for functions of time only (i.e., H(t),

see Ehrenfeld [1962]). Here, we have generalised this result to allow functions of

time and the model parameter θ, i.e., H(t, θ).

In the first instance, we showed that if our function H(t, θ) is separable (i.e.,

H(t, θ) = h(t)g(θ)), then we can transform all times between the Fisher information

functions corresponding to the exponential and more complicated models. While

this is a useful result, we are often only interested in obtaining the optimal observa-

tion time(s). For the single observation time, we were able to show that if H(t, θ)

satisfied a particular criterion at the optimal time, and for the particular parameter

of interest, then transforming the optimal observation time from the exponential

model was possible. Thus, determining the optimal observation time for more com-

plicated models is much simpler than previous methods (that is, having to find the

Fisher information function and classify each turning point).

Unfortunately, we were unable to extend this result to multiple observation times.

However, we have still established conditions under which the transformation of all
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times between the Fisher information functions corresponding to the exponential

and more complicated models can occur.

We note however, that these designs are all locally optimal. Recall from Section

2.4.1, locally optimal designs are designs which require information about the model

parameter θ we are interested in, in order to determine the optimal observation

time(s) to gain information about θ. This is a well documented issue in determining

frequentist optimal designs for non-linear models (see, for example Pagendam and

Pollett [2010a], Atkinson and Donev [1992]).

In the following chapter, and throughout the rest of this thesis, we consider Bayesian

optimal designs. As we see in the next section, (and was noted in Section 2.4.2),

Bayesian optimal designs do not suffer from this short-coming.
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Chapter 4

Optimal Experimental Design for

an Epidemic Model

The aim of this chapter is to review the Bayesian optimal experimental design

methodology we first visited in Chapter 2. We demonstrate the implementation of

the current ‘best’ method by determining the optimal Bayesian experimental designs

for the Markovian SIS epidemic model, and discover some advantages and disadvan-

tages of implementing this method. In particular, the algorithm is computationally

inefficient when evaluating the optimal design for the scenarios we consider. The

optimal experimental design for the SIS epidemic in a Bayesian framework has not

been considered previously. Recall that the optimal Bayesian experimental design

is specific to the prior distributions placed on the model parameters, and thus these

designs are merely a demonstration of the application rather than a comprehensive

analysis. Furthermore, we believe that the frequentist and Bayesian approaches are

considerably different, given the frequentist design is optimal for a particular value,

and the Bayesian design is optimal with regard to a distribution over the parame-

ters. Hence, we do not provide a comparison of the designs corresponding to each

of the two different frameworks.

An experimental epidemic (Pagendam and Pollett [2013]) is an epidemic where the
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researcher has control over a number of the design and model variables. In this

chapter, we consider the optimal observation times of an experimental epidemic

model. The particular experimental epidemic model we consider is the SIS epidemic

model. The optimal designs for the SIS model have been considered in a frequen-

tist framework by Pagendam and Pollett [2013], who utilised the Gaussian diffusion

approximation to the model likelihood (introduced in Section 2.3.2) to avoid eval-

uating the likelihood exactly. However, the optimal Bayesian experimental design

for the Markovian SIS epidemic model has not yet been considered.

We begin the chapter by describing the model of interest; the Markovian SIS epi-

demic model, previously described in Chapter 2.2. We then recap the Markov

chain Monte Carlo (MCMC) algorithm of Müller [1999] for determining the op-

timal Bayesian experimental designs (previously detailed in Chapter 2, Algorithm

2.5, but recapped below in Algorithm 4.1). However, we note that evaluation of

the exact likelihood of the model, p(x | θ, d), is computationally intensive. In turn,

evaluation of the posterior distribution – required to evaluate the utility – is com-

putationally expensive, due to the reliance on evaluating the likelihood many times

(in an MCMC scheme, for example). Hence, the approach of Müller [1999] is com-

putationally expensive, as we are required to evaluate the posterior distribution at

every iteration of the algorithm. We would like to avoid evaluating the likelihood

at each iteration of Algorithm 4.1. To this end, there exist a number of approaches

which we discuss below.

First of all, there is the moment-closure approximation approach utilised by Cook et

al. [2008] for the Markovian SI epidemic model. The moment-closure approximation

was based on work from Krishnarajah et al. [2005]. The moment-closure approx-

imation provides a closed-form approximation for the likelihood, and hence allows

evaluations of this likelihood to be performed relatively quickly. The moment-closure

method considered by Krishnarajah et al. [2005] is based on equations which describe

the evolution of the moments over time, where the moments are associated with a

particular, assumed distributional form for the distribution of the state of the popu-
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lation at all times. The moment-closure approximation for the SIS epidemic model

considered in Krishnarajah et al. [2005] was shown to not be completely reliable in

capturing the population dynamics, and choosing a particular distributional-form

that is suitable was not straight-forward; a mixture was required to adequately cap-

ture all model dynamics. Hence, we choose not to investigate this approximation

for the SIS epidemic model.

Next, we consider the Gaussian diffusion approximation utilised by Pagendam and

Pollett [2013] for the SIS epidemic model (introduced briefly in Chapter 2). However,

upon implementing this approximation, we discovered that even with the closed form

of the likelihood, its evaluation at every iteration of Algorithm 4.1 was still computa-

tionally expensive. Hence, obtaining a suitable number of samples from the MCMC

scheme in a feasible amount of time was not possible. Furthermore, the Gaussian

diffusion approximation is only suitable for processes with a large population size

(say, N > 100, Pagendam and Pollett [2013]). Hence, we are restricted to consider-

ing the optimal experimental design of experimental epidemics in large populations.

Furthermore, the Gaussian diffusion approximation is suitable for a class of Markov

chain models which satisfy a particular requirement (i.e., Markov chains that are

“density-dependent”, see Kurtz [1970]). While many common Markov chain models

are density-dependent, not all models satisfy this requirement. Furthermore, recall

that the main application of the Bayesian experimental design methodology in this

thesis is group dose-response challenge experiments. The dynamics of these experi-

ments do not satisfy many of the requirements of the approximations discussed here.

Hence, we would like to investigate a method which may be suitable for these group

dose-response challenge experiments. For these reasons, we turn our focus to the

approach of Drovandi and Pettitt [2013]. However, on implementing this method,

we note that this algorithm is still computationally expensive, even for small de-

sign problems. In the next chapter, we develop a new method for determining the

optimal Bayesian experimental design which is more efficient.

Note, whenever we refer to the algorithm of Müller [1999] we are referring to the
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underlying MCMC approach to evaluating the optimal experimental design; Cook

et al. [2008] and Drovandi and Pettitt [2013] are particular implementations of this

method.

4.1 Markovian SIS Epidemic Model

Recall the Markovian SIS epidemic model described in Section 2.2. Consider an

infection spreading throughout a population, from a number of initially infectious

individuals (that is, we have at least one infectious individual at the outset of the

epidemic). Individuals in the population recover from the infection without immu-

nity, and hence transition back to the susceptible class. The state space for this

Markov chain is S = {0, 1, 2, . . . , N}, which represents the number of infectious in-

dividuals in the population, where N is the size of the population. The transition

rates for the Markov chain are thus,

qi,i+1 = β
i(N − i)

N
, i = 0, . . . , N − 1,

qi,i−1 = µi, i = 1, . . . , N,

where β is the effective transmission rate of infection, and µ is the rate of recovery

per infectious individual. Due to the high level of correlation between β and µ in

the SIS epidemic model (Pagendam and Pollett [2013]), when performing inference

we consider estimation of ρ and α, where

ρ =
µ

β
and α = β − µ.

Our initial belief about the model parameters ρ and α are represented by the prior

distributions. We consider independent, truncated-normal prior distributions for

(ρ, α) (defined in Section 2.3.2) with means (0.25, 3) and variances (0.0025, 0.0625).

The parameter spaces are truncated to α ∈ (0, 20), and ρ ∈ (0, 1). The lower limits

on the parameter spaces are to ensure non-negativity of the transition rates. The

upper limit for α of 20 is chosen because we are very unlikely to see values more
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extreme than this in the examples we consider. The upper limit for ρ is to ensure

that the transmission rate β is greater than the recovery rate µ, so that there is a

non-zero probability of a major outbreak occurring (Ludwig [1975]). Figure 4.1.1

demonstrates the prior distributions for α and ρ.
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Figure 4.1.1: Prior distributions for α (red) and ρ (blue).

The mode of the prior distribution for (ρ, α), (0.25,3), corresponds to the effective

transmission rate β = 4 and an individual recovery rate of µ = 1. Figure 4.1.2

shows a typical realisation of the stochastic SIS epidemic model with population

size N = 50 and five initially infectious individuals, using the mode of each prior

distribution, ρ = 0.25, α = 3 (that is, β = 4 and µ = 1 ).
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Figure 4.1.2: A typical realisation of the stochastic SIS epidemic model with popu-

lation size N = 50, five initially infectious individuals, β = 4 and µ = 1.

As discussed in Pagendam and Pollett [2013], the SIS epidemic model can be

categorised into two main phases: (1) an initial period of drift towards a quasi-

equilibrium (t < 2, approximately, in Figure 4.1.2), and (2) fluctuations about this

quasi-equilibrium (t > 2, approximately, in Figure 4.1.2). The rate at which the

process drifts towards the quasi-equilibrium (phase (1)), is governed by α, whereas

the position of the quasi-equilibrium (phase (2)) is determined by ρ. Hence, an ob-

servation during the initial drift phase will provide information predominantly about

α, while an observation during the quasi-equilibrium phase will provide information

predominantly about ρ.
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4.2 Optimal Bayesian Experimental Designs via

MCMC

In this section, we recap the Bayesian optimal experimental design method proposed

by Müller [1999], initially defined in Chapter 2. For ease, we present the algorithm

again.

Recall, we wish to evaluate the following integral,

u(d) =

∫
x

∫
θ

U(θ,x, d)p(x | θ, d)p(θ)dθdx.

The expected utility, u(d), quantifies how ‘good’ design d is, i.e., the design’s utility.

Unfortunately, analytic evaluation of the expected utility function u(d) can rarely

be achieved. Müller [1999] proposed an MCMC sampling scheme from the following

joint probability distribution,

h(θ,x, d) ∝ U(θ,x, d)p(x | θ, d)p(θ).

Sampling from h(θ,x, d) in this way, allows us to obtain samples from a distribution

that is proportional to u(d), by considering the marginal of h(θ,x, d) in d. The ap-

proximate optimal experimental design is thus obtained as the mode of the function

proportional to u(d), as determined by the samples from the MCMC scheme.
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Algorithm 4.1. MCMC with stationary distribution h(θ,x, d), Müller [1999]

Input: Number of samples m, prior distribution of model parameters p(θ), and

proposal density q(·, ·).

1: Choose, or simulate an initial design, d1.

2: Simulate θ1 ∼ p(θ) and x1 ∼ p(x | θ1, d1), and evaluate u1 = U(θ1,x1, d1).

3: for i = 1 : m do

4: Generate a candidate design, d̃, from a proposal density q(di, d̃).

5: Simulate θ̃ ∼ p(θ) and x̃ ∼ p(x | θ̃, d̃), and evaluate ũ = U(θ̃, x̃, d̃).

6: Calculate,

α = min

{
1,
ũ q(d̃, di)

ui q(di, d̃)

}
.

7: Generate a ∼ U(0, 1).

8: if a < α then

9: Set (di+1, ui+1) = (d̃, ũ).

10: else

11: Set (di+1, ui+1) = (di, ui).

12: end if

13: end for

14:

Output: Sample of m designs, d.

Recall, Müller [1999] proposed an alternative algorithm which exaggerates the mode

of the distribution, making identification of the optimal design easier. The proposed

algorithm alters Steps 2 and 5 of Algorithm 4.1 to instead simulate J parameters

θij, j = 1, . . . , J , and corresponding data xij, j = 1, . . . , J , at the ith iteration. The

utility at the ith iteration is then evaluated as ui =
∏J

j=1 U(θij,x
i
j, d

i), meaning we

sample from a “powered-up” version of h(θ,x, d).
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4.2.1 Optimal Bayesian Experimental Design with an ABC

Posterior Distribution

In Bayesian experimental design, the utility function U(θ,x, d) is typically a function

of the posterior distribution. Recall, the posterior distribution is a function of the

prior distribution and the likelihood function. That is, the posterior distribution

is,

p(θ | x, d) =
p(θ)L(θ | x, d)∫
p(θ)L(θ | x, d)dθ

.

Hence, when evaluating the utility at Step 2 and Step 5 of every iteration of Al-

gorithm 4.1, we need to evaluate the likelihood. However, for non-linear stochastic

processes, as considered here, evaluation of the likelihood is often computationally

expensive, or intractable. Hence, we require a method of evaluating the posterior

distribution – and hence the utility – that does not require evaluation of the likeli-

hood function.

The approach we consider to avoid likelihood evaluations was proposed simultane-

ously by Hainy et al. [2013a] and Drovandi and Pettitt [2013]. We focus on the

implementation of Drovandi and Pettitt [2013]. They take advantage of Approxi-

mate Bayesian Computation (ABC) methods to determine the posterior distribution

of the model parameters, thus avoiding the need to evaluate the likelihood function.

Recall, ABC is a simulation based method that avoids evaluation of the likelihood by

simulating data from the model with suitably chosen parameters (typically sampled

from p(θ)), and accepting the parameter value as a sample from the posterior distri-

bution if the simulated data is “close” to the observed data (see Section 2.3.2).

Algorithm 4.2 details the ABC algorithm utilised by Drovandi and Pettitt [2013] to

obtain the ABC posterior distribution, and evaluate the utility required at Steps 2

and 5 of Algorithm 4.1. We define the discrepancy function ρ(y,x) to be a measure

of the difference between the observed data x and simulated data y, and ε to be

some tolerance that controls how “close” the observed and simulated data need to
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be in order to accept the corresponding model parameter. In Step 3 of Algorithm

4.2, ε is chosen such that the (minimum) number of samples used to determine the

ABC posterior is bpNprec (where b·c denotes the floor function). A trade-off exists

between accuracy of the posterior sample and the acceptance rate.

Algorithm 4.2. ABC algorithm: Fixed (minimum) number of samples

Input: Observed data x, simulated data y = (y1, . . . ,yNpre), corresponding param-

eters θ1, . . . ,θNpre , and (minimum) proportion of points to accept p.

1: Evaluate discrepancies ρi = ρ(yi,x), creating particles {θi, ρi} for i =

1, . . . , Npre.

2: Sort the particles according to the discrepancies ρi (such that ρ1 ≤ ρ2 ≤ · · · ≤

ρNpre).

3: Calculate tolerance ε = ρbpNprec.

4: Use the posterior sample of parameters θi such that ρi ≤ ε, to evaluate the

utility.

Output: Return utility evaluated for design d, with observed data x, U(x, d).

Drovandi and Pettitt [2013] exploit the typical ABC rejection algorithm by sampling

Npre prior parameter values θ, and simulating data y ∼ p(· | θ, d) for each parameter

value across all designs on a grid across the design space, prior to running Algorithm

4.1. The pre-simulated data is then stored, and called on when required to evaluate

the utility at Steps 2 and 5 of Algorithm 4.1. This greatly reduces the simulation

effort required, at the expense of being memory intensive. Thus, a total of Npre×|D|

simulations are performed and stored prior to starting the algorithm, and a further

m × J simulations are performed during the MCMC scheme. We utilise the same

discrepancy function as used by Drovandi and Pettitt [2013]. That is, for observed

data x = (x1, . . . , xn) and simulated data y = (y1, . . . , yn) , under design d – which

in the SIS epidemic model corresponds to observation schedule (t1, . . . , tn) – the

discrepancy is,

ρ(x,y | d) =
n∑
i=1

|yi − xi|
std(yi | ti)

,
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where std(xi | ti) is the standard deviation of the simulated data yi at observation

time ti.

4.3 Optimal Bayesian Experimental Design for the

Markovian SIS Epidemic Model

The optimal experimental design for the Markovian SIS epidemic model has been

considered previously in a frequentist framework (Pagendam and Pollett [2013]).

However, investigating the optimal experimental designs of this model in a Bayesian

framework, is yet to be considered. In the following, we implement the method of

Drovandi and Pettitt [2013] to evaluate the optimal experimental designs for the SIS

epidemic model. We note that the optimal Bayesian experimental designs presented

here are a demonstration, rather than comprehensive. This is due to the reliance of

the optimal design on the prior distributions of the model parameters.

In order to quantify a design, we use the same utility as proposed by Drovandi

and Pettitt [2013] (described in Section 2.4.2), in order to determine the optimal

experimental designs for the SIS epidemic model. That is, the optimal design is the

design that maximises the following expected utility,

u(d) =

∫ ∫
1

det(Var(θ | x, d))
p(θ,x | d)dθdx. (4.3.1)

This utility is suitable when the posterior distribution of the model parameters is

unimodal and not significantly skewed. The utility relies on the determinant of the

covariance matrix of the posterior sample.

The design space – in this case, the observation times – is gridded such that each

observation time is one of {0.1, 0.2, . . . , 9.9, 10.0}. We impose the restriction that

t1 < t2 < · · · < tn. The proposal of new design points at each iteration of Algorithm

4.1 was performed one-at-a-time using a Metropolis-Hastings algorithm with a Gibbs

sampling scheme, as per Drovandi and Pettitt [2013]. We obtain 100,000 samples
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from Algorithm 4.1, and choose to not take a thinned sample, as previously discussed

(see Section 2.3.2). Furthermore, we implement the powered version of the utility,

with J = 20. Hence, for each proposed design, we sample 20 parameter values from

the prior, and simulate 20 sets of data given the sampled parameter values and the

design, in order to evaluate the utility for that design.

The time taken to run the algorithm proposed by Drovandi and Pettitt [2013] for

each of one, two and three observation times of the Markovian SIS epidemic model

are presented below in Table 4.3.1. The time taken to produce the simulations prior

to running the MCMC are not included. The code was implemented in MATLAB R

2013b, on a Macbook Pro, running OSX10.10 with a 2.7GHz Quad-core Intel Core i7

processor, Turbo Boost up to 3.7GHz, and 16GB 1600MHz DDR3L SDRAM.

Table 4.3.1: Illustration of run-times for Drovandi and Pettitt [2013] algorithm, when

evaluating one, two and three optimal observations of the Markovian SIS epidemic

model.

|t| Computation Time

1 9.40 hours

2 22.83 hours

3 35.07 hours

Once the samples from the design space have been obtained, a number of post-

processing steps are required in order to evaluate the optimal design. In order to

determine the mode – and hence the optimal design – of the sampled distributions,

we follow the approach detailed by Drovandi and Pettitt [2013]. We use a multivari-

ate Gaussian smoothing kernel (see, for example, Wand and Jones [1994]), where

the variance matrix has diagonal entries given by the marginal bandwidths. That

is, the marginal bandwidths – e.g., h1, h2 – are the bandwidths for the marginal

distribution of each design variable – e.g., for t1, t2 – individually, using the default

settings of ksdensity in MATLAB, for example. The ‘optimal’ design is the design
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point corresponding to the highest density. This process is repeated using a number

of extra ‘smoothing factors’ (i.e., changing the bandwidth by a constant), producing

a set of candidate ‘optimal’ designs (one corresponding to each bandwidth). The

candidate optimal designs for one, two and three observations are given in Table

4.3.2.

Table 4.3.2: Candidate optimal experimental designs under the different ‘smoothing

factors’, for the SIS epidemic model when performing one, two or three observations.

|t| Candidate Optimal Designs

1 {5.8}, {5.9}, {6.0}, {6.1}, {6.2}, {6.3}.

2
{2.1, 5.5}, {2.2, 5.6}, {3.2, 8.3}, {3.2, 8.4}, {3.2, 8.5}, {3.2, 8.6}, {3.2, 8.7},

{3.2, 8.8}, {3.4, 7.3}, {3.4, 7.9}, {3.5, 7.4}, {3.5, 7.7}, {3.6, 7.6}.

3
{2.3, 5.3, 8.2}, {2.3, 5.3, 8.3}, {2.4, 5.4, 8.4}, {3.0, 5.8, 8.5}, {3.2, 6.0, 8.6},

{3.2, 6.1, 8.7}, {3.2, 6.0, 8.6}, {3.3, 6.1, 8.7}.

For each of the candidate designs in Table 4.3.2, we evaluate the approximate utility

as,

u(d) ≈ 1

n

n∑
i=1

U(xi, d),

for large n (in this case, we take n = 100, 000), where xi ∼ p(x | θ, d). The

design that corresponds to the highest utility from the set of candidate designs,

is the optimal. This approach was implemented for each of one, two and three

observations of the SIS epidemic model. The corresponding optimal designs are

listed below in Table 4.3.3.
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Table 4.3.3: Optimal observation times for one, two and three observations of the

SIS epidemic model, using the algorithm of Drovandi and Pettitt [2013].

|t| Optimal Design

1 {6.1}

2 {3.2, 8.4}

3 {3.2, 6.1, 8.7}

A particularly interesting feature of the optimal observation schedules listed in Table

4.3.3, is the sequence of the observation times for one, two and three observations.

When only one observation is allowed, the optimal observation time is roughly in

the middle of the available times. However, when two observations are permitted,

the times split up; one time is earlier and one is later. This is perhaps an indication

that the optimal design is targeting each parameter, as we discussed earlier. That

is, an earlier observation provides information about α, and a later observation time

provides information about ρ. Finally, when three observations are permitted, the

optimal observation times when two are permitted are kept (roughly), and a time

between these is included, which in this case, is the same as the optimal observation

time when we can only make one observation. In the next chapter, we investigate

how well these designs perform, when used for inference.

Figures 4.3.1, 4.3.2, and 4.3.3 demonstrate the sampled distributions for one, two

and three observations (respectively), using the approach of Drovandi and Pettitt

[2013]. We note that for each of one, two and three observations, the utility surface

is relatively flat; even using the powered-up version of the utility. Furthermore,

note that the contour surfaces shown are evaluated independently of the process

described above to evaluate the candidate optimal designs.

In Figure 4.3.1, the black dashed lines correspond to the candidate optimal designs

proposed via the smoothing process, and listed in Table 4.3.2, and the red line

corresponds to the optimal design determined via the approximate utility.
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Figure 4.3.1: The sampled utility surface for the SIS epidemic model when making

one observation, using the algorithm of Drovandi and Pettitt [2013]. The black

dashed lines correspond to the candidate designs, listed in Table 4.3.2. The solid

red line corresponds to the optimal design listed in Table 4.3.3.

In Figure 4.3.2, the black crosses correspond to the candidate designs proposed via

the smoothing process, and listed in Table 4.3.2, and the red star corresponds to

the optimal design.
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Figure 4.3.2: The sampled utility surface for the SIS epidemic model when making

two observations, using the algorithm of Drovandi and Pettitt [2013]. The black

crosses correspond to the candidate designs, listed in Table 4.3.2. The red star

corresponds to the optimal design listed in Table 4.3.3.

In Figure 4.3.3, the black crosses correspond to the candidate designs proposed via

the smoothing process, and listed in Table 4.3.2, and the red star corresponds to

the optimal design. Note that each figure is the conditional distribution. That is,

for the top figure (Time 1 against Time 2), we have conditioned on observing the

process when Time 3 is at its optimal value (i.e., at an observation time of 8.7).

Similarly, the second figure is conditioned on Time 1 being 3.2, and the final figure

is conditioned on Time 2 being 6.1.
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Figure 4.3.3: The sampled utility surface for the SIS epidemic model when making

three observations, using the algorithm of Drovandi and Pettitt [2013]. The black

crosses correspond to the candidate designs, listed in Table 4.3.2. The red star

corresponds to the optimal design listed in Table 4.3.3.
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4.4 Conclusion

In this chapter, we evaluated the optimal Bayesian experimental designs for the

Markovian SIS epidemic model, using the methodology proposed by Drovandi and

Pettitt [2013]. This is the first time the optimal experimental design has been con-

sidered for the Markovian SIS epidemic model in a Bayesian framework. However,

we note that in each case – one, two or three observations – the utility surface was

reasonably flat, and that there appears to be a number of ‘modes’, even with the

powered-up version of Algorithm 4.1. Hence, identification of the optimal design

was not obvious. In evaluating the average utility for each of the candidate de-

signs, we note that the optimal design chosen was not a stand-out. That is, for

one observation time all six candidate designs contained at least 99.9934% of the

expected utility (given by equation (4.3.1)), contained in the optimal design, for two

observation times all candidate designs contained at least 99.6298% of the expected

utility contained in the optimal design, and for three observation times all candidate

designs contained at least 99.8682% of the expected utility contained in the optimal

design. This suggests that there is a region of designs which all perform comparably

well, rather than an outstanding optimal design. This may be advantageous for

these epidemic models, as in practice, we may not be able to observe the process as

accurately as we have modelled here. In the next chapter, we provide a simulation

study of how well these optimal designs for the SIS model perform at recovering

true model parameters.

The approach taken by Drovandi and Pettitt [2013] in determining optimal Bayesian

experimental designs is an improvement in optimal design theory for models with

intractable likelihoods. Previous approaches, by Cook et al. [2008] for example,

required a more restrictive approximation to the model likelihood; and one that may

not be suitable for all models. The relative ease and efficiency with which an ABC

posterior distribution can be evaluated adds to the attractiveness of this method.

However, the algorithm of Drovandi and Pettitt [2013] (where the underlying method
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was proposed by Müller [1999]), also comes with a number of undesirable features.

For example, one must decide on a suitable proposal density for the designs, which

will govern the rate of convergence to the “true” distribution, and hence the amount

of time the algorithm will take to complete (i.e., suitably explore the design space).

There is the question of how many samples (designs) are to be accepted in order

to determine the utility surface accurately enough, and similarly, the “curse-of-

dimensionality”, which suggests the chain should run for significantly longer as the

number of design parameters increases, in order to ensure the design space has been

properly explored. Once a suitable number of samples has indeed been accepted in

the algorithm, one must then determine the mode of a (possibly) high-dimensional

distribution from an approximation: which is not a trivial problem, nor one that can

be solved quickly. For example, to evaluate the mode of the sampled distribution

(with one ‘smoothing factor’) for three observations took approximately 3 hours.

The overall computation time of the algorithm was also not very satisfactory, taking

9.40, 22.83 and 35.07 hours to obtain 1, 2 and 3 observation times, respectively.

In the next chapter, we describe a new method of determining the optimal Bayesian

experimental designs. This new method uses model simulations to avoid likelihood

calculations in a similar fashion to Drovandi and Pettitt [2013], and evaluates the

utility for every design, thus avoiding the need to evaluate the mode of a high-

dimensional sampled distribution. The new algorithm shows significant improve-

ments in computation time compared to the algorithm of Drovandi and Pettitt

[2013].
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Chapter 5

On the use of Approximate

Bayesian Computation to obtain

Optimal Designs Efficiently

In Chapter 4, we discovered some advantages and disadvantages associated with

the Markov chain Monte Carlo (MCMC) approach originally proposed by Müller

[1999], and its extension given by Drovandi and Pettitt [2013]. The aim of this

chapter is to introduce a new, efficient method of determining optimal Bayesian

experimental designs which uses only simulations from the model. The new method

utilises Approximate Bayesian Computation (ABC) methods in evaluating the op-

timal Bayesian experimental design for small design spaces more efficiently than

existing methods. Hence, we call this new method ABCdE (Approximate Bayesian

Computation designs Efficiently). As a demonstration of the effectiveness, we pro-

vide a comparison of this new method to existing methods. The improvement in

computational efficiency of our method comes about when searching across a small

design space.

The particular problem we address is when to observe an epidemic process in order

to gain the most information about the model parameters. We consider a death
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process and an SI epidemic model, previously considered in a Bayesian framework

by Cook et al. [2008] and Drovandi and Pettitt [2013], and also an SIS epidemic

model, previously considered in the frequentist framework by Pagendam and Pollett

[2013], and in a Bayesian framework in Chapter 4. In these examples, a design is

considered to be a vector of observation times of length n, which are constrained by

available resources.

To evaluate the expected utility, U(θ,x, d), recall the algorithm proposed by Müller

[1999] in Chapter 4. Müller [1999] proposed treating the expected utility function

as an unnormalised, marginal probability density function, by placing a joint dis-

tribution on (θ,x, d). An MCMC scheme is utilised to sample from the design

space proportional to the utility function. The optimal design is then the mode of

the sampled marginal distribution in the design space. Determining the mode of

this (possibly) multivariate distribution is complex, and in some cases, the multi-

modality of the surface can also cause concern. We implemented the approach

proposed by Drovandi and Pettitt [2013] for evaluating the mode for one, two and

three dimensional design spaces, however, Drovandi and Pettitt [2013] note that

their approach may not extend well to higher dimensions.

The algorithm of Müller [1999] is the current standard search algorithm for Bayesian

optimal experimental designs, with variations to evaluating the utility (for example,

Cook et al. [2008], Drovandi and Pettitt [2013], Hainy et al. [2013a]). However, as

we discovered in the previous chapter, there are some drawbacks to this methodol-

ogy. The standard issues that plague a Metropolis-Hastings algorithm also affect the

MCMC algorithm here. For example, one must decide on a suitable proposal density

for designs, which will govern the rate of convergence to the target density and hence

the amount of time the algorithm will take to complete. There is the question of

how many samples (designs) are to be accepted in order to determine the utility sur-

face accurately enough, and similarly, the “curse-of-dimensionality”, which suggests

the chain should run for significantly longer as the number of design parameters

increases, in order to ensure the design space has been properly explored. Once a
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suitable number of samples has indeed been accepted in the Metropolis-Hastings

algorithm across the design space, one must then determine the mode of a (pos-

sibly) high-dimensional distribution from an approximation: which is potentially

not a trivial – nor efficient – problem to solve, as we discovered in the previous

chapter.

We propose a new algorithm for determining the Bayesian optimal experimental

designs, which aims to avoid many of these issues.

Recall, when determining the Bayesian optimal experimental design, we wish to

evaluate,

u(d) = Eθ,x[U(θ,x, d)] =

∫
x

∫
θ

U(θ,x, d)p(x | θ, d)p(θ)dθdx,

where p(x | θ, d) is the likelihood function for θ given the data x, under design d,

and p(θ) is the prior distribution of the model parameters. The optimal design d∗

maximises the expected utility over the design space D, d∗ = argmax
d∈D

u(d).

The utility function we use throughout this chapter is the Kullback-Leibler diver-

gence. Recall, we can write this as,

u(d) =

∫
x

∫
θ

log

(
p(θ | x, d)

p(θ)

)
p(x | θ, d)p(θ)dθdx.

5.1 ABCdE Algorithm

For every design d across a grid, we sample Npre parameters θi from p(θ), and

pre-simulate Npre corresponding data sets {xi | θi, i = 1, . . . , Npre} from p(x |

θi, d).

Our method differs from Drovandi and Pettitt [2013] in that rather than simulating

a design, parameter value and corresponding datum at each stage of an MCMC

algorithm, we now use only this Npre × |D| matrix to evaluate our expected utility

across the gridded design space. This also differs from the approach of Hainy et

al. [2013b], as we do not simulate new data to evaluate our posterior distribution.
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Instead, we use our Npre × |D| matrix of data as both our observed and simulated

data – this ensures that we save on simulation effort, whilst making sure we obtain

the most information from what we have simulated.

Similar to Drovandi and Pettitt [2013] and Hainy et al. [2013b], we use an ap-

proximate posterior distribution – via Approximate Bayesian Computation (ABC)

methods – to evaluate our utility function. However, we choose to use an alterna-

tive, more efficient approach to evaluating the posterior distribution compared to

the ABC algorithm used by Drovandi and Pettitt [2013] (Algorithm 4.2). Specifi-

cally, the efficiency of our approach to evaluating the posterior distribution comes

about as it does not require sorting the data in order to find a fixed proportion of

samples. The ABC method used to determine the approximate posterior distribu-

tion is detailed in Algorithm 5.1.

Algorithm 5.1. ABC Algorithm: Fixed tolerance

Input: Observed data x, simulated data y = (y1, . . . ,yNpre), corresponding param-

eter values θ1, . . . ,θNpre , and tolerance ε.

1: Evaluate discrepancies ρi = ρ(x,yi), creating particles {θi, ρi} for i =

1, . . . , Npre.

2: Using the posterior sample of parameters θi such that ρi < ε, evaluate the utility.

Output: Utility for current design, having observed x, U(x, d).

For each design, we use each set of the pre-simulated data as the “observed datum”

one-by-one, and evaluate the utility using all the Npre data as “simulated data”.

This creates a set of posterior samples, having observed every set of simulated data

for a particular design. That is, for simulated data x1,x2, . . . ,xNpre under design

d, we determine ABC posteriors p̂(θ | x1, d), p̂(θ | x2, d), . . . , p̂(θ | xNpre , d) using

Algorithm 5.1. As we pre-simulated data across all designs, we simply pass the

pre-simulated data and corresponding (known) parameter values to Algorithm 5.1.

This increases memory requirements, but saves on simulation effort, as we do not
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simulate new parameter values and data each time, as would typically be done in

an ABC rejection-algorithm, or as in the ABCD algorithm of Hainy et al. [2013b]

(Algorithm 2.7). We evaluate the (approximate) utility using each of these Npre

posterior distributions, and take the average of these Npre values to be our measure

of the expected utility for that design (i.e., Monte-Carlo integration). The optimal

design is then the design that returns the largest expected utility. The full algorithm

is outlined below, in Algorithm 5.2.

Algorithm 5.2. ABCdE Algorithm

Input: Grid over D, number of simulations Npre, prior distribution p(θ), tolerance

ε, grid across parameter space.

1: Sample Npre parameters θ from p(θ).

2: For each of the Npre parameters, and under every design d in the design space

D, simulate the process and store XNpre×|D|(θ, d).

3: for i = 1 to |D| do

4: Consider the unique rows of data Y (θ, di) = unique(X(θ, di)).

Note: We let Ki be the number of such unique data, and nki be the number

of repetitions of the ki
th

unique data, for ki = 1, . . . , Ki.

5: for k = 1 to Ki do

6: Pass ‘observed data’ yk = [Y (θ, di)]k, and ‘simulated data’ X(θ, di), Npre

sampled parameters, and tolerance ε to Algorithm 5.1, and return contri-

bution U(yk
i
, di) to the expected utility, for ki

th
unique datum (‘observed

data’) and ith design.
7: end for

8: Store u(di) = 1
N

∑
ki nkiU(yk

i
, di); the average utility over all parameters

and data for design di.

9: end for

Output: The optimal design d∗ = argmax
d∈D

(u(d)).

A total of Npre × |D| simulations are performed in the ABCdE algorithm. In order
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to obtain the same level of accuracy as the ABCdE algorithm, we would need to set

G = H = Npre in the ABCD algorithm of Hainy et al. [2013b]. Hence, a total of

N2
pre × |D| simulations would be required, significantly increasing the computation

time.

When evaluating the utility at Step 6 of Algorithm 5.2, we choose to represent

the posterior distribution as a histogram of the returned parameters θ with bins

centred at the grid points of the parameter space. We choose this method to avoid

any possible issues introduced by using kernel density estimation.

By considering only the unique data sets at Step 4 of Algorithm 5.2, we avoid evalu-

ating the same posterior distributions multiple times. For any given set of observed

data, the parameters corresponding to the same set of simulated data will form the

ABC posterior. Hence, we can evaluate one such posterior distribution for each

unique data set and re-use this posterior distribution nki times. This can greatly

reduce the number of calculations required, hence speeding up the algorithm con-

siderably. This approach does allow one extra sample in each posterior distribution:

the value that created the observed data. However, we do not consider this to be an

issue as we simulate a large amount of data, and so this does not noticeably alter

the resulting posterior distribution. We have implemented our ABCdE algorithm by

creating the posterior distribution for each data set having removed the parameter

value that created it, and noted there were negligible differences in the resulting op-

timal designs, but a much greater computation time. Hence, we choose to proceed

with the more efficient algorithm.

Note that in contrast to the Metropolis-Hastings approach of Müller [1999], Cook et

al. [2008], and Drovandi and Pettitt [2013], the ABCdE algorithm is not dependent

on previous iterations of the algorithm. Hence, we have what is known as an embar-

rassingly parallel problem. That is, it takes little-to-no effort to run the algorithm

in parallel. With the recent work into parallel computing, and the introduction

of multi-core CPUs, and graphical processing units (GPUs) for parallel computing,

current efforts to make such tools more widely accessible to programmers will lead to
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significant improvements in the efficiency of this algorithm in the near future.

5.2 Examples

To demonstrate ABCdE, we consider three examples concerning stochastic epidemic

models. The first two have been considered by Cook et al. [2008] and Drovandi and

Pettitt [2013]. These will allow us to directly compare the resulting optimal designs

and their ability to recover the true model parameters when each is employed. The

final model we consider is the Markovian SIS epidemic model which we investigated

in the previous chapter. We use a continuous-time Markov chain to model each of

the processes, with state space for each model given by the number of ‘infectious’

individuals in the system: S = {0, 1, 2, . . . , N}. We also note that optimal designs

are dependent on the choice of prior distribution, and thus the examples considered

here are simply illustrative rather than comprehensive.

Markovian Death Model

Consider the Markovian death model as defined by Cook et al. [2008]. We have N

individuals in a population, none of which are initially infected (I(0) = 0). Indepen-

dently, individuals move to an infectious class I, at constant rate b1 (e.g., from an

environmental source). The number of individuals in the infectious and susceptible

classes at time t are given by I(t) and S(t), respectively, with S(t) = N − I(t). The

transition rates of the Markov chain are given by,

qi,i+1 = b1(N − i), i = 0, . . . , N − 1.

The prior distribution we consider is b1 ∼ logN(−0.005, 0.01), chosen such that the

mean lifetime of individuals in the population is 1, with an approximate variance of

0.1 (as per Cook et al. [2008]).

Note, the probability distribution function for the random variable X, which is
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log-normally distributed with log-mean µ and log-standard-deviation σ, denoted

logN(µ, σ), is defined as,

f(x;µ, σ) =


1

xσ
√

2π
exp

(
− (ln(x)−µ)2

2σ2

)
, x > 0,

0, elsewhere.

Optimal observation of the death model has been considered previously in a Bayesian

framework by Cook et al. [2008] and Drovandi and Pettitt [2013], and also in a

frequentist framework by Ehrenfeld [1962] and Pagendam and Pollett [2010a].

Figure 5.2.1 shows a typical realisation of the stochastic death process with popu-

lation size N = 50, using the mean of the prior distribution, b1 = 1. The number of

infectious individuals is monotonically non-decreasing over time, and the mean time

spent in each state of the process gets larger as the number of infectious individ-

uals increases. The death model is suitable for representing an infectious agent or

contagion that is not transmissible subject-to-subject, but instead is exposed to the

population at a constant rate via some environmental source. Once all individuals

in the population are infectious, the process cannot change state again (i.e., the

process is absorbed).
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Figure 5.2.1: A typical realisation of the stochastic death process with b1 = 1 and

N = 50.

Markovian SI Epidemic Model

In the Markovian SI epidemic model, the transition rate accounts for the contagious

nature of infectious diseases by incorporating the possibility of transmission from

subject-to-subject. Specifically, b1 represents the rate at which individuals are ex-

posed via the environmental source as in the death model, but now we also have

transmission between susceptible and infectious individuals at rate b2. Thus, the

transition rates of the Markov chain are given by,

qi,i+1 = (b1 + b2i)(N − i), i = 0, . . . , N − 1.

The rate b1 per susceptible, can be thought of as the rate of infection occurring

from an external source (as in the death model), and b2i the rate of infections per

susceptible occurring due to the infectious population.
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We consider prior distributions b1 ∼ logN(−3.6, 0.1024) and b2 ∼ logN(−4.5, 0.16)

(as per Cook et al. [2008]).

Optimal observation of the SI epidemic model has been considered previously in a

Bayesian framework by Cook et al. [2008] and Drovandi and Pettitt [2013], and also

in a frequentist framework by Pagendam and Pollett [2013].

Figure 5.2.2 shows a typical realisation of the stochastic SI process with population

size N = 50, using the mean of each prior distribution, b1 = 0.0275 and b2 = 0.01125.

Once again, the number of infectious individuals is monotonically non-decreasing

over time. However, we now see that early on in the process (t < 4) and later in

the process (t > 10), the amount of time spent in each state is much larger than in

the middle (4 < t < 10). The rate at which infection is transmitted is constant (b2),

but the rate at which a susceptible individual comes into contact with an infectious

individual is maximised when half the population is infectious, and is reduced when

there are few susceptible or infectious individuals. This behaviour is apparent in

the increased rate of individuals becoming infectious in the middle period of the

epidemic (increased slope). Once all individuals in the population are infectious,

the process cannot change state (i.e., it is absorbed).
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Figure 5.2.2: A typical realisation of the stochastic SI epidemic model with b1 =

0.0275, b2 = 0.01125, and N = 50.

Markovian SIS Epidemic Model

Consider now that there is no external source of infection, and that infectious in-

dividuals can recover from the infection without immunity, and transition back to

the susceptible class. This gives us the SIS epidemic model considered previously in

Sections 2.2 and 4.1. Recall, the transition rates for the Markov chain are,

qi,i+1 = β
i(N − i)

N
, i = 0, . . . , N − 1,

qi,i−1 = µi, i = 1, . . . , N,

where β is the effective transmission rate of infection, and µ is the rate of recovery

per infectious individual. Also, as discussed previously in Sections 2.2 and 4.1, due to

the high level of correlation between β and µ in the SIS epidemic model (Pagendam

and Pollett [2013]), when performing inference we consider estimation of ρ and α,
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where

ρ =
µ

β
and, α = β − µ.

As in Chapter 4, we consider independent truncated-normal prior distributions for

(ρ, α) with mean (0.25, 3) and variance (0.0025, 0.0625). Recall, these designs are

illustrative, and prior distributions were chosen purely to demonstrate the method-

ology. The parameter spaces are truncated to α ∈ (0, 20), and ρ ∈ (0, 1). The

lower limits on the parameters are to ensure non-negativity of the transition rates.

The upper limit for α of 20 is chosen because we are very unlikely to see values

more extreme than this in any of the examples we consider. The upper limit for

ρ is to ensure that the transmission rate β is greater than the recovery rate µ, so

that there is a non-zero probability of a major outbreak occurring (Ludwig [1975]).

Figure 5.2.3 shows a typical realisation of the stochastic SIS process with population

size N = 50 and five initially infectious individuals, using the mean of each prior

distribution α = 3, ρ = 0.25 (i.e., β = 4 and µ = 1).
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Figure 5.2.3: A typical realisation of the stochastic SIS epidemic model with N = 50,

five initially infectious individuals, β = 4 and µ = 1.

Recall, as discussed in Pagendam and Pollett [2013] (and Chapter 4), the SIS epi-

demic model can be categorised into two main phases: (1) an initial period of drift

towards a quasi-equilibrium (t < 2, approximately, in Figure 5.2.3), and (2) fluc-

tuations about this quasi-equilibrium (t > 2, approximately, in Figure 5.2.3). The

rate at which the process drifts towards the quasi-equilibrium (phase (1)), is gov-

erned by α, whereas the position of the quasi-equilibrium (phase (2)) is determined

by ρ. Hence, an observation during the initial drift phase will provide information

predominantly about α, while observation during the quasi-equilibrium phase will

provide information predominantly about ρ.
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5.3 Results

The following section provides a comparison of the methods of Cook et al. [2008],

Drovandi and Pettitt [2013] and ABCdE, when applied to the death and SI models

described in Section 5.2. We begin by providing the optimal observation schedules

determined by each of Cook et al. [2008] and Drovandi and Pettitt [2013], and

compare these designs to those determined using ABCdE, and a näıve approach.

A näıve design is considered in order to demonstrate the gain in using an optimal

design determined by one of the three methods. The näıve designs are chosen by

placing equally spaced observation times across the pre-specified design region.

We consider up to three observation times in each of the examples. We compare the

performance of the optimal designs, in terms of how well each recovers known model

parameters from simulated data, observed at each observation schedule. We use the

inference method corresponding to the algorithm used to determine the optimal

design, in order to evaluate the posterior distribution of model parameters (e.g., an

ABC posterior for the optimal design corresponding to the Drovandi and Pettitt

[2013] and ABCdE optimal designs). We record parameter estimates (maximum a

posteriori estimates (MAP)), and variances of the corresponding posterior samples.

We note that in each case, the optimal designs from ABCdE are similar to those

previously published under the alternative methodologies, and perform just as well

as the others in terms of both MAP and variances.

Finally, we provide the Bayesian optimal experimental designs for the SIS epidemic

using the ABCdE method, when one, two or three observations are permitted. We

provide a comparison of these optimal designs to those evaluated in Chapter 4 using

the approach of Drovandi and Pettitt [2013], and a näıve approach. We perform

the same analysis to compare the performance of these optimal designs as described

above for the death and SI models.

The ABCdE method requires the design space to be gridded. In order to provide

solutions to a similar accuracy to those of Cook et al. [2008] and Drovandi and
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Pettitt [2013], we choose to use a grid spacing of 0.1, and allow each observation

time to be in the range [0.3,6] for the death model, [1,15] for the SI model, and

[0.5,10] for the SIS model.

The utility employed by both Cook et al. [2008] and ABCdE is the Kullback-Leibler

divergence (equation (2.4.2)), whereas Drovandi and Pettitt [2013] use the inverse

of the determinant of the posterior covariance matrix, that is,

u(x, d) =
1

det(Var(θ | x, d))
.

We employ the same discrepancy function as that of Drovandi and Pettitt [2013],

when evaluating the ABC posterior distribution in the ABCdE algorithm. That

is, for observed data x = (x1, . . . , xn) and simulated data y = (y1, . . . , yn) , under

design d – which in these examples corresponds to observation schedule (t1, . . . , tn)

– the discrepancy is,

ρ(x,y | d) =
n∑
i=1

|yi − xi|
std(yi | ti)

,

where std(yi | ti) is the standard deviation of the simulated data yi at observation

time ti. Given we pre-simulate all of the data in Algorithm 5.2, we are able to

evaluate the standard deviation of the number of infectious individuals at each

observation time prior to running the algorithm (similar to the approach of Drovandi

and Pettitt [2013]).

5.3.1 Death Model

Optimal Designs and their Performance

Table 5.3.1 provides the optimal observation schedules for the Markovian death

model as determined by Cook et al. [2008], Drovandi and Pettitt [2013], ABCdE

and the näıve approach.

For the death model, Cook et al. [2008] used the exact model likelihood. This

provides a ‘gold-standard’ comparison, as no approximations are required (other
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than the Monte-Carlo error in the posterior distribution of model parameters), and

thus should be the closest indication of the true Bayesian optimal experimental

designs.

Table 5.3.1: Comparison of the optimal observation times for the death process,

from Cook et al. [2008], Drovandi and Pettitt [2013], ABCdE and a näıve approach.

|t| is the pre-determined number of observation times, and i is the ith time.

Design Method

|t| i Cook, Gilligan &

Gibson

Drovandi &

Pettitt

ABCdE Näıve

1 1 1.70 1.60 1.30 3.15

2 1 0.90 1.15 0.80 2.2

- 2 2.40 3.05 2.30 4.1

3 1 0.70 0.75 0.40 1.725

- 2 1.50 1.90 1.30 3.15

- 3 2.90 3.90 2.60 4.575

Figure 5.3.1 demonstrate the ability of the optimal observation schedule to recover

the true parameter value, under each estimation method. We evaluate 100 reali-

sations of the Markovian death process, under the true (known) parameter value.

We evaluate the posterior distributions under the corresponding observation sched-

ules for |t| = 1, 2, or 3, and record the maximum a posteriori estimate (MAP) and

variance of each posterior sample.

Figure 5.3.1(a) shows boxplots of the bias – the difference between our estimator

(MAP) and the true value b1 = 1 – and variances of the posterior distributions

recorded for each of the four methods for the death model. There appears to be

minimal bias in our estimate of b1 for each method. Each method appears to have

reasonably similar posterior variances (Figure 5.3.1(b)), but as one would expect,

the variance decreases (on average) as the number of observations increases. The
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variance of the prior distribution is 0.1, indicating a large reduction in the vari-

ance of the posterior estimate of b1. Note that the variance for the näıve method

has larger variance compared to the other methods, especially for two and three

observations.
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Figure 5.3.1: Bias (a) and variance (b) of posterior distributions for b1 in the death

model, when one, two or three observations are permitted.

Comparison of Computation Time

Here, we provide a demonstration of the improved efficiency of ABCdE at determin-

ing optimal Bayesian experimental designs for problems with a small design space.

There is no mention of computational time in Cook et al. [2008], while Drovandi

and Pettitt [2013] mention that they were able to run their code “on a high-end

desktop PC in a feasible amount of time”. We run the code supplied by Drovandi

and Pettitt [2013] (as is) on the same computer as we have run our ABCdE method,

and provide computation times as a comparison/indication of the speed-up in per-

formance of ABCdE. Note that the method of Drovandi and Pettitt [2013] is a

Metropolis-Hastings algorithm storing 100,000 samples. However, as is the nature

of the Metropolis-Hastings algorithm and the curse-of-dimensionality, the algorithm

should be run to attain a larger number of samples for higher numbers of design

points in order to ensure reasonable coverage of the design space. Hence, these times
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are only an indication of the time this method will take to run. For both methods,

we have not included the time taken to produce the pre-simulations.

The ABCdE algorithm was implemented in MATLAB R2013b, with the evaluation of

the discrepancy coded in a MEX function. Timings are recorded from a Macbook

Pro, running OSX10.10, with a 2.7GHz Quad-core Intel Core i7 processor, Turbo

Boost up to 3.7GHz, and 16GB 1600MHz DDR3L SDRAM.

Table 5.3.2: Illustration of run-times for Drovandi & Pettitt [2013] algorithm com-

pared to ABCdE.

Computation Time

|t| Drovandi & Pettitt ABCdE

1 4.2 hours 1.2 secs

2 10.2 hours 34 secs

3 15.5 hours 50 minutes

Table 5.3.2 demonstrates the massive gain in efficiency for ABCdE when the design

space is relatively small. There is a large increase in run-time between three and

four observations for ABCdE (approximately 50 hours). Hence, we note that the

efficiency of ABCdE is lost when the design space becomes too large – which occurs

either by considering a wider-range of designs, or increasing the fineness of the grid

over which we search. However, there are considerable gains in efficiency for one,

two and three observation times. The suitability of this method for small design

spaces is incorporated into our name for this algorithm — ABCdE.

We note, however, that we do not believe that being restricted to optimal experi-

mental design for small design spaces is a significant drawback in this case. Consider

implementing each of the optimal designs for one, two, three or four observations

of the Markovian death model, repeated 100 times. For each simulation, and each

design, we evaluate the utility (Kullback-Leibler divergence) having utilised that

experimental procedure. Note that the optimal design when four observations are
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permitted is (0.3, 0.7, 1.3, 2.7). Figure 5.3.2 demonstrates the distribution of the

utility under each design.
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Figure 5.3.2: Distribution of Kullback-Leibler divergence (KLD) for 100 simulations

of the Markovian death model, observed at the optimal design for one, two, three

and four observations.

As the number of observations increases, the measured utility levels off, converging

to the maximum information that can be obtained (i.e., via continuous observa-

tion). Inspection of Figure 5.3.2 shows that the KLD, on average, does not increase

significantly between three and four observations. Hence, we suggest that three

observations is sufficient for this process.
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5.3.2 SI Model

Optimal Designs and their Performance

Table 5.3.3 provides the optimal observation schedules as determined by Cook et al.

[2008], Drovandi and Pettitt [2013], and those determined by ABCdE as well as the

näıve designs, for the SI epidemic process.

For this model, Cook et al. [2008] use the moment-closure approximation to the

model likelihood. Hence, our comparisons of the optimal designs contrast those for

the death model, as each method is now employing an approximation. That is, there

is no ‘gold-standard’ approach with which to directly compare our results.

Table 5.3.3: Comparison of the optimal observation times for the SI process, from

Cook et al. [2008], Drovandi and Pettitt [2013], ABCdE, and a näıve approach. |t|

is the pre-determined number of observation times, and i is the ith time

Method

|t| i Cook, Gilligan &

Gibson

Drovandi &

Pettitt

ABCdE Näıve

1 1 9.2 12.1 8.8 8

2 1 4.1 4.6 3.8 5.6

2 2 9.6 12.1 8.8 10.3

3 1 2.9 3.7 1.5 4.5

3 2 7.2 8.7 3.6 8

3 3 10.9 15 9.3 11.5

Figure 5.3.3 demonstrates the ability of the optimal observation schedule to recover

the true parameter value, under each estimation method. We evaluate 100 real-

isations of the Markovian SI epidemic model, under the true (known) parameter

values, (b1, b2) = (0.02875, 0.01203). We evaluate the posterior distributions under

the corresponding observation schedules for |t| = 1, 2, or 3, and record the maximum
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a posteriori (MAP) estimate, variance and covariance of the parameters (b1, b2), for

each posterior sample.

Figure 5.3.3 shows boxplots of the bias, log of variances, and covariance of the

posterior samples recorded for each of the methods for the SI epidemic model. The

bias is the difference between our estimator – the MAP estimate – and the true

parameter value. The red lines represent zero bias, and the variance of the prior

distribution, in the bias and variance plots, respectively.

There is an overall negative bias in the MAP estimates of b1, using each method

(Figure 5.3.3(a)). The bias in the MAP estimates of b2 appear to be roughly centred

about zero, for all methods bar Cook et al. [2008], indicating the correct values are

recovered, on average (Figure 5.3.3(b)). The approach of Cook et al. [2008] appears

to consistently underestimate both b1 and b2. The variances of b1 and b2 also appear

to be higher using the method of Cook et al. [2008] (see Figures 5.3.3(c) and 5.3.3(d)).

The variances of the three other methods – Drovandi and Pettitt [2013], ABCdE,

and the näıve approach – are all similar in this instance. Furthermore, the variance

of the estimates for both b1 and b2 under the designs of Drovandi and Pettitt [2013],

ABCdE and the näıve approach are lower than the prior variance. The variance

of the estimates under the approach of Cook et al. [2008] all appear to be higher

than the prior variance. This is most likely an artefact of the moment-closure

approximation.
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(e) Covariance of estimate of b1 and b2.

Figure 5.3.3: Bias of estimates of b1 (a) and b2 (b), log-variance of b1 (c) and b2 (d),

and covariance of b1 and b2 (e), of the joint posterior distribution of (b1, b2) for the

SI model.
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5.3.3 SIS Model

Optimal Designs and their Performance

Table 5.3.4 provides the optimal observation schedules for the SIS epidemic pro-

cess using the method of Drovandi and Pettitt [2013], ABCdE, and a näıve ap-

proach.

Table 5.3.4: Optimal observation times for the SIS process utilising the approach of

Drovandi and Pettitt [2013], ABCdE, and a näıve approach. |t| is the pre-determined

number of observation times, and i is the ith time

Method

|t| i Drovandi & ABCdE Näıve

Pettitt

1 1 6.1 7.2 5.25

2 1 3.2 6.0 3.67

2 2 8.4 9.3 6.83

3 1 3.2 2.3 2.875

3 2 6.1 6.0 5.25

3 3 8.7 10.0 7.625

Figure 5.3.4 demonstrates the ability of our optimal designs to recover the true

model parameters. We simulate the SIS epidemic model 100 times, and evaluate

the posterior distribution using ABC methods. We compare our optimal design to

a näıve design. We evaluate the posterior distributions under the corresponding

observation schedules for |t| = 1, 2, or 3, and record the maximum a posteriori

(MAP) estimate, variance and covariance of the parameters (α, ρ), for each posterior

sample. The red lines represent zero bias, and the variance of the prior distribution,

in the bias and variance plots, respectively.

The bias in the MAP estimates of α and ρ appear to be centred about zero for all
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observation times, with a slight improvement in the estimate of ρ as more observa-

tions are made (Figures 5.3.4(a) and 5.3.4(b)). The variances of the estimate of α

appears to be roughly the same (a slight decrease in the median) for each observa-

tion time, with a slight increase in variability as the number of observation times

increases (Figures 5.3.4(c) and 5.3.4(d)). However, the variance in the estimates of ρ

decreases significantly as the number of observations increases, for both the ABCdE

design and the näıve design. The variance of ρ is significantly higher, and does not

decrease as the number of observations is increased, for the designs of Drovandi and

Pettitt [2013]. We provide further comment on this in the following discussion. The

covariance of the α and ρ estimates appears to increase as the number of observa-

tions increases under the näıve, and ABCdE designs (Figure 5.3.4(e)). Note that

the variance of the estimates of α barely decreases from the prior variance. The

variance of the estimates of ρ are significantly lower than the prior variance, under

each methods optimal design.
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Figure 5.3.4: Bias of estimates of α (a), and ρ (b), variance of α (c) and ρ (d), and

covariance between estimates of α and ρ (e), of the joint posterior distribution of

(α, ρ) for the SIS model.
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5.4 Discussion

The results of Cook et al. [2008] for the death model are determined using the algo-

rithm of Müller [1999], with the exact model likelihood. This allows a ‘gold-standard’

comparison, as there are no approximations to the model likelihood used. We can

see that the corresponding times for the death model (Table 5.3.1) for ABCdE follow

the same trend as those determined by the other two methods. The most notable

difference being that in each case (|t| = 1, 2, or 3), the times determined by ABCdE

are earlier than those corresponding to the other methods. We believe this differ-

ence to be a result of the use of ABC in conjunction with non-identifiability issues

at later observation times in the Markovian death and SI models. ABC methods

rely directly on the difference in simulated data (from the observed data), in order

to build the approximate posterior distribution. As such, later observation times

are not as useful, as it becomes more difficult to identify differences in simulated

data between different parameter values, for a fixed tolerance. That is, for the death

and SI models, if we observe the process too late, there is a high probability that

all individuals have already become infectious from a wide range of parameter val-

ues. Whilst this issue is relevant to all methods, it is more significant in the ABC

algorithm (both our implementation, and that of Drovandi and Pettitt [2013]).

For the death model (Figure 5.3.1(a)), each of the optimally determined designs

appear to recover the true parameter value quite well, while the näıve design may

perform marginally worse. Similarly for the variance of the posterior distributions

(Figure 5.3.1(b)). Each method appears to have reasonably similar posterior vari-

ances, but as one would expect, the variance decreases as the number of observations

increases. However, in this instance, the variance of the posterior distributions under

the näıve design are considerably higher than the variances of the other distribu-

tions. In all cases though, the variance of the estimate of b1 is significantly lower

than the prior variance.

The gain in efficiency when determining Bayesian optimal designs via ABCdE comes
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about when the design space is small. The size of the design space is a function

of both the number of design parameters being considered, and also the size and

resolution of the grid across which you wish to search for the optimal design. If we

consider a large design space, our method suffers from the curse-of-dimensionality,

similar to the algorithm of Müller [1999] (as well as Cook et al. [2008], and Drovandi

and Pettitt [2013]). Hence, problems with a small design space – that is, a small

grid and/or a coarse resolution over which to search for the optimal design – and

problems with a small number of unique data sets to consider under each design –

that is, a small population size, or simulations that do not vary significantly — will

be the most suitable for the ABCdE algorithm. In such cases, massive reductions in

computation time will be achieved, as evidenced by the running times of the ABCdE

algorithm compared to Drovandi and Pettitt [2013] for the death model (see Table

5.3.2). However, as noted, there was not a significant reduction in the information

gained by performing one less observation (i.e., three rather than four) for the death

model.

In the examples we considered in this chapter, we chose to use the same grid coarse-

ness as in Cook et al. [2008] and Drovandi and Pettitt [2013] to ensure a comparable

level of accuracy. We have only presented results for up to three observation times.

More observation times would be simple to consider; no alteration to the method

needs to be made other than considering a larger number of designs – although at

a potentially greater computational cost. We note that in determining optimal de-

signs in a practical setting, one must take into account the feasibility of the sampling

times, and the time-scale of the model. For example, if it is possible to only sample

at one time during a day, there is no benefit in specifying a grid so fine we consider

observing the process at each hour of the day.

The optimal designs for the SI epidemic process are obtained using three differ-

ent approximations to the model likelihood – the moment-closure approximation

of Cook et al. [2008], the ABC algorithm of Drovandi and Pettitt [2013] and the

ABC algorithm detailed in Algorithm 5.1 (Marjoram et al. [2003]). We note that
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the resulting optimal designs obtained via ABCdE follow the same trend as those

of the other two methods. Notably, increasing from one to two observation times

appears to simply introduce a new observation early on, while keeping the second

observation time the same for all three approaches. Once again, we note that the

observation times obtained via ABCdE are all earlier than the corresponding obser-

vation times determined by the other two methods, for the same reasons as stated

previously.

The bias in the MAP estimates of b2 appear to be roughly centred about zero, for

all methods bar Cook et al. [2008], indicating the correct values are recovered, on

average (Figure 5.3.3(b)). The value of b1 appears to be underestimated using each

method, however it does appear as though the bias is moving towards zero as more

observations are made (Figure 5.3.3(a)). The parameter b1 may be more difficult to

estimate, due to the infection events being dominated by transmission (b2), rather

than external infection (b1), once the process has reached a reasonable number of

infectious individuals. The approach of Cook et al. [2008] appears to consistently

underestimate both b1 and b2, and result in higher posterior variances of b1 and b2.

This is perhaps an artefact of the moment-closure approximation to the likelihood.

The variances of the three other methods – Drovandi and Pettitt [2013], ABCdE,

and the näıve approach – all appear to be similar in this instance, each displaying

a reduction in the variance compared to the respective prior distribution variances.

The covariances obtained from the posterior distributions using the methods cor-

responding to Drovandi and Pettitt [2013], ABCdE and the näıve approach are all

similar. The covariance of the posterior distributions obtained from the method of

Cook et al. [2008] appears to be roughly centred about zero. This is possibly a result

of the closure at the second moment. Surprisingly, it appears as though the näıve

design performs quite well in this case. If we consider the observation schedules

in Table 5.3.3, the näıve designs, which were chosen in an uninformed manner, are

reasonably similar to the optimal designs determined using each of the three estab-

lished methods, and so we should not expect them to perform significantly worse in
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this instance.

Consider the SIS epidemic model. Note that the utility surface for this model is

quite flat. For example, for two observation times, roughly 70% of the considered

observation schedules on our grid contained at least 95% of the expected utility that

was contained in the optimal observation schedule (and 50% of designs contained

at least 97.4% of the expected utility). Hence, any observation schedules which lie

on the flat region of the surface are going to all perform reasonably well. This is

the case with the näıve design used here. Thus, we do not expect to see a large

difference in the performance of the näıve design compared to the designs evaluated

using the other two methods.

As noted earlier, observations during the early drift phase of the SIS epidemic provide

information predominantly about the parameter α, while later observations during

the equilibrium provide information predominantly about ρ. This was discussed in

Pagendam and Pollett [2013], when considering frequentist optimal designs. In a fre-

quentist framework, we specify the model parameters that we wish to determine the

optimal design for, and so the potential epidemic trajectories are reasonably similar.

However, as we have a prior distribution on the model parameters, the initial drift

phase has a wide range of trajectories it can follow, depending on which parame-

ters (α, ρ) were used to simulate the process. Thus, choosing an observation time

early enough to catch the drift phase of all simulated epidemics is difficult. Hence,

we note that the optimal observation times are much later than the corresponding

frequentist designs would be, if evaluated at the mode of the prior distributions.

This is also reflected in the only marginal reduction in variance for the estimate of

α.

The bias in the estimates of α and ρ are similar for each method and each number

of observations, with the approach of Drovandi and Pettitt [2013] moderately less

variable about zero bias. However, the variation in the estimate of the bias of α

for the ABCdE and näıve approaches seem to increase as more observations are

made.
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Consider the variance of the SIS model parameter α in Figure 5.3.4(c). As more

observations are made, the inter-quartile range (IQR) of the variance estimate of α

increases for the ABCdE and näıve approaches. We suggest that this is a result of the

discrepancy function used to evaluate the ABC posterior, and the nature of the SIS

model. As more observations are allowed, and the tolerance is adjusted accordingly,

we are increasing the chance of the following situation: We make two observations

of the SIS epidemic model y = (y1, y2), and compare these two observations to a

set of simulated data, say x = (x1, x2), from parameter values θs, that are vastly

different to those that created our observed data, say θo. The distance between

the observed and simulated at the first point is very similar (or the same), and so

contributes little (or nothing) to the discrepancy. That is, our discrepancy is,

ρ(y,x) =
|y1 − x1|
std(x1|t1)

+
|y2 − x2|
std(x2|t2)

= Something small +
|y2 − x2|
std(x2|t2)

.

Given the initial trajectories are all similar for a range of parameter values, this

is not unlikely. However, the second observations (y2 and x2) differ greatly, and

due to the scaling by the standard deviation in the discrepancy function (and that

this difference can be as big as the total tolerance we allowed, due to the similarity

of the initial observation and simulation), the parameters θs corresponding to this

simulation are accepted as a sample from the posterior. This can occur for a larger

range of parameter values than when we make one observation, as we set a smaller

tolerance and this one observation must be close enough.

This pattern is also observed in the variance of ρ, however, there is an initial decrease

in the IQR from one to two observations. This is due to the fact that with only one

observation, the parameter ρ – which is related to the equilibrium (the equilibrium

being centred about N(1 − ρ)) – is heavily influenced by the stochastic variation

about the equilibrium. Observing the process twice, rather than once, effectively

“averages out” these stochastic variations about the equilibrium, allowing a more

accurate estimate of ρ. Hence the IQR decreases from one to two observations –

but as with the IQR of the variance in α – the IQR increases from two to three

observations.
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To investigate this hypothesis, we performed the same analysis (with the same set

of 100 observed data sets), but using a discrepancy that chose to use the maximum

difference between observed and simulated data sets, scaled by the standard devia-

tion at that point. Thus only accepting parameters if the biggest difference between

observed and simulated data was small enough. In this instance, the IQR of the

variance of the parameter estimates was consistent as we increased the number of

observations.

Also of note, is that the variance for ρ decreases significantly, on average, as more

observations are made with the ABCdE and näıve approaches. This makes sense

from an intuitive point of view, as we would expect to obtain better estimates of

the model parameters as more observations are made. The variance of the estimate

of α only appears to decrease marginally – especially when compared to the prior

variance – however, this reduction as more observations are made is statistically

significant. The variances for α using the method of Drovandi and Pettitt [2013]

however, are not significantly different across the number of observations. The

variance for ρ decreases significantly for two observations compared to both one

and three observations. This is perhaps as a result of the ABC method utilised

by this method, for similar reasons as above, with the slight difference that the

ABC posterior consists of the parameters corresponding to the ‘closest’ proportion

of data, rather than within a fixed tolerance.

Finally, the covariance for all methods for one or two observations appear to be

closely centred about zero. For three observations however, there appears to be

a small, positive correlation, on average, between the model parameters for the

ABCdE and näıve approaches.

Besides the huge gains in efficiency for low-dimensional design problems, ABCdE has

some other attractive features. First, the use of an ABC posterior distribution means

it avoids the cumbersome likelihood evaluations. Furthermore, there is no need to

evaluate possibly high-dimensional multivariate modes of sampling distributions;

an issue that was flagged by Drovandi and Pettitt [2013]. As ABCdE does not
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require an MCMC algorithm, there is no issue of convergence, or choosing a suitable

proposal density, and similarly, no need to decide a suitable point to consider the

“burn-in” phase. Also, considering non-uniformly spaced times across the design

space does not require any extra effort, as there is no need to specify a proposal

distribution across the design space.

In the conclusion to this thesis, we provide a discussion on the direction we wish to

take the ABCdE method, and the potential improvements that can be made.
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Chapter 6

Optimal Experimental Design of

Group Dose-response Challenge

Experiments

In this chapter, we consider the optimal experimental design for group dose-response

challenge experiments. We begin with an introduction to group dose-response chal-

lenge experiments, and why these particular experiments are of interest. We propose

a range of mathematical models to represent these experiments, accounting for dif-

ferent, real-world, aspects. Finally, we look at the optimal experimental designs for

each of these models, and provide a sensitivity analysis for each of these optimal

designs. We note that the focus of this chapter is on the optimal designs, and the

practical implications of the designs, rather than the statistical properties of the

designs as was considered in the previous chapter.

6.1 Group Dose-response Challenge Experiments

Group dose-response challenge experiments are experiments in which we expose sub-

jects to a range of doses of some infectious agent, or bacteria (or drug), and measure
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the number that are infected (or, the response) at each dose. These experiments are

used to determine a range of statistics that are of interest, for example, to food pro-

duction companies and the World Health Organization, in order to influence policy.

Examples of such statistics are the minimum dose required to kill 50% of the popu-

lation (LD50), or the minimum dose required to infect 50% of the population (ID50).

These statistics are used to assess and monitor the levels of certain bacteria and

infectious agents, that may be present in livestock. We wish to contain the bacteria

or infectious agent in the livestock to be within a safe level, in order to reduce, or

eradicate, the chance of spreading the infection to humans when the livestock are

used for human consumption (FAO and WHO [2009]).

Of particular interest in this chapter, are group dose-response challenge experiments

to monitor the spread of the bacteria Campylobacter jejuni amongst chickens. C.

jejuni is zoonotic, meaning it spreads from animals to humans. C. jejuni is well

recognised as one of the most common causes of enteric (intestinal) disease in humans

(e.g., gastroenteritis). In general, the Campylobacter genus of bacteria are now

the most common cause of food borne diarrhoeal disease in the developed world –

surpassing Salmonella and Shigella spp. – with the C. jejuni species being the most

common cause (Ringoir et al. [2007]). The long infectious period (3-6 days), coupled

with the possible long-term effects and the possibility of recurrence of infection makes

C. jejuni particularly important from a socio-economic perspective (FAO and WHO

[2009]).

Hence, of particular importance is the ability to accurately determine the dose-

response relationship, and other characteristics, of C. jejuni in chickens with the

aim to minimise, or eradicate, the risk of transmission to humans. This chapter is

concerned with determining the optimal design for these dose-response experiments,

in order to best estimate the dose-response characteristics.

The first step in determining the optimal experimental design for these experiments,

is determining suitable models to represent the C. jejuni dynamics amongst a flock

of chickens. In determining a suitable model, we must ensure we account for the
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experimental aspects we wish to determine as part of our optimal designs. First

and foremost, we are interested in the optimal doses to allocate to the chickens in

order to gain the most information about the dose-response relationship. Hence,

we must represent the dose-response relationships we believe are possible given the

bacteria being studied. This is achieved by determining suitable prior distributions

for the model parameters, which result in a range of possible dose-response curves we

may observe. Having given the chickens a dose of the bacteria, we must determine

when to observe the process, to establish how many chickens became infectious at

each dose. There are three important considerations when determining the optimal

observation time for these group dose-response challenge experiments. First, in order

to observe if a chicken has become infected, they must be killed. Hence, we only

have one observation for each chicken. Second, as noted by Conlan et al. [2011],

infectious chickens transmit the bacteria to susceptible chickens via copraphagic

activity (oral ingestion of faeces). Hence, any transmission events that occur will

increase the number of infectious chickens we observe for a given dose, thus skewing

the dose-response relationship to appear steeper, and reducing the estimate of the

ID50. Hence, we wish to observe the process early enough in order to not allow

any transmission events to occur. However, the earlier observation time due to

transmission is in direct competition with the third and final consideration: the

latent period. That is, we must also take into account the latent period for the

infectious bacteria (i.e., the amount of time between being exposed to the bacteria

and showing symptoms); it is unrealistic to assume that the chickens instantaneously

become infectious, having been exposed to the bacteria. Thus, in determining the

optimal observation time, we must allow sufficient time for the chickens to pass

through this latent period, but still observe the process early enough to ensure

that there has not been significant amounts of transmission between infectious and

susceptible chickens.

Note that the most informative experiment of this kind would be to keep each

inoculated chicken separate, thus not allowing any transmission to occur. However,
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as chickens are social animals, ethically they are required to be kept in groups (see

page 143 of Home Office UK [2014]).

In order to cover these three important aspects – dose-response relationship, latent

period, and transmission – we propose a number of models that progressively include

these aspects. We begin by considering a simple dose-response model (Medema et

al. [1996]), in Section 6.2.1, which only accounts for the probability of individuals

becoming instantaneously infected (i.e., no latent period or transmission). In Section

6.2.2, we consider the model proposed by Conlan et al. [2011], which takes into

account the transmission of the bacteria between chickens in the flock. We note

however, that this model does not take into account the latent period of the bacteria,

which is of particular importance when we wish to determine the optimal time to

observe the experiment. Hence, in Section 6.2.3, we develop a latent model which

accounts for the delay between an individual becoming exposed to the bacteria,

and becoming infectious, without the potential for transmission. Finally, in Section

6.2.4, we create a “complete” model, which accounts for both the latent period and

the transmission between individuals.

6.2 Modelling Group Dose-response Challenge

Experiments

In this section, we derive mathematical models which incorporate the disease dy-

namics discussed previously. We aim to build up to a model which takes into account

the two most important aspects of the spread of C. jejuni in chickens: the latency

period between exposure and infectiousness, and transmission from infectious to

susceptible chickens.

Throughout, we use the same model for the probability of infection, Pinf, for a single

chicken given a dose D, as given in Conlan et al. [2011]. That is, the probability

that an individual chicken given dose D becomes infected is given by the commonly
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used hypergeometric model,

Pinf(D,α, β) = 1− 1F1(α, α + β,−D),

where 1F1 is the Kummer confluent hypergeometric equation of the first kind, which

is given by,

1F1(α, α + β,−D) =

∫ 1

0

e−Dt
Γ(α + β)

Γ(α)Γ(β)
tα−1(1− t)β−1dt. (6.2.1)

The hypergeometric model is a function of two shape parameters, α and β. Further

details regarding the derivation of Pinf can be found in Conlan et al. [2011].

6.2.1 Simple Model

The first model we consider takes into account only the dose-response relationship;

assuming that infection after receiving the dose is instantaneous (i.e., no latency

period), and that there is no transmission between the infectious and susceptible

chickens. Given this is the simplest model we consider, we refer to it throughout as

the simple model.

Assume we have a fixed number of chickens N in a group. Each chicken, for a

given dose, has the same probability of infection (or staying susceptible), and as

there is no transmission, each chicken is independent of the others in the group.

Thus, for a group that received dose D, the number of colonised birds C has a

binomial distribution with parameters N and Pinf(D,α, β) (which we abbreviate to

Pinf hereafter). That is,

P (C = m) =

(
N

m

)
Pm

inf(1− Pinf)
N−m.

Figure 6.2.1 below illustrates the progression of the chickens through the dose-

response model. The initially healthy (H) chickens become instantaneously either

infectious (I, with probability Pinf), or not (S, with probability 1− Pinf).
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H

1− Pinf Pinf

Figure 6.2.1: Diagram illustrating the progression of chickens through the dose-

response model.

6.2.2 Transmission Model

The following model was proposed by Conlan et al. [2011]. This model incorporates

the initial dose-response relationship considered in Section 6.2.1, with the transmissi-

bility of the bacteria, via a continuous-time Markov chain. We use a compartmental

model, where the chickens begin as healthy (H), and with probability 1− Pinf, the

infection from the dose fails to take hold and the chickens move to the susceptible

class(S); with probability Pinf the infection takes hold and the chickens move to

the infectious class. Once in the infectious class, chickens can transmit the bacteria

to the susceptible chickens at a rate proportional to the number of susceptible and

infectious chickens in the population.

We incorporate the transmission via an SI epidemic model. The SI epidemic model,

with effective transmission rate βT , has transition rate,

qi,i+1 =
βT i(N − i)

N
, for i = 1, . . . , N − 1,

and zero otherwise. We denote the transition function of this process as χ(t, βT ) =

eQt. The conditional probability of going from l infectious chickens, to m infectious

chickens via transmission, in t units of time, is the (l,m) element of χ(t, βT ).

We use the law of total probability to find the probability of m colonised chickens,

partitioning on the number of chickens, l, that were colonised by the initial dose
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they received; with the remaining m − l becoming colonised via transmission from

other chickens. That is,

P (C(t) = m) =
m∑
l=0

P (l colonisations via dose)

×P ((m− l) colonisations via transmission in time t | l colonisations via dose)

=
m∑
l=0

(
N

l

)
Pinf(D;α, β)l(1− Pinf(D;α, β))N−l [χ(t, βT )](l,m) .

Figure 6.2.2 below provides an illustration of the dynamics of the transmission

model. Chickens are instantaneously infectious (I, with probability Pinf), or not

(S, with probability 1− Pinf). Once chickens are infectious, they are able to trans-

mit the infection to the susceptible chickens, at a rate proportional to the number

of susceptible and infectious chickens in the population.

S I

H

βSI
N

1− Pinf Pinf

Figure 6.2.2: Diagram illustrating the progression of chickens through the transmis-

sion model.

6.2.3 Latent Model

The next model we consider builds on the simple model, to include the latency

period of infection. We choose to use a compartmental model, where the chickens

begin as healthy (H), and with probability 1−Pinf, the infection from the dose fails

to take hold and the chickens move to the susceptible class (S); with probability

Pinf the infection takes hold and the chickens move to the first exposed class (E1).

Once in the exposed class, the chickens progress through the k > 1 exposed classes
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to reach the infectious class (I), where they can be observed as being infectious.

As there is no transmission in this model, the chickens that are not infected by the

initial dose, stay in the susceptible class for the duration of the process. Figure 6.2.3

illustrates the progression of chickens through the latent model.

S E1 E2 · · · Ek I

H

γ γ γ γ

1− Pinf Pinf

Figure 6.2.3: Diagram illustrating the progression of chickens through the latent

model.

The inter-event times in a Markov chain model are exponentially distributed, with

rate given by the rate of leaving that state. Hence, the distribution of time spent in

each exposed class in the latent model is exponential with mean 1/γ. By choosing

k > 1 exposed classes, the distribution of time spent in the latent period (all exposed

classes) follows an Erlang distribution with shape parameter k, and rate γ. The

Erlang distribution typically mirrors the latency period of diseases better than the

standard exponential distribution, as it has density centred about the mean time

spent in the latent period, rather than having a large density associated with moving

through the latent period quickly, as is the case for the exponential distribution

(e.g., Wearing et al. [2005], Ross et al. [2009]). See Figure 6.2.4 for a demonstration

of the difference between the exponential and Erlang distributions, with the same

mean.
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Figure 6.2.4: Comparison of the exponential (λ = 1/2), and Erlang (k = 4, γ = 2)

distributions, both with mean (µ = 2).

If we observe a chicken while they are in any of the exposed classes, then they are

not classed as infectious. This is an assumption we have made, which may reflect

that the infectious bacteria within the exposed chicken have not yet replicated to a

sufficient extent to cause illness/infectiousness, and thus, are not detectable. Hence,

the probability that a single chicken is observed as being infected at time t is given

by the product of two probabilities: the probability that it will become infectious

given dose D, i.e., Pinf(D,α, β), and the probability that it has progressed through

the k > 1 infectious classes to state I by time t (where t ∼Erlang(k,γ)). That is,

the probability of observing a chicken as infectious at time t is,

Pdet(t;D,α, β, k, γ) = P (infected ∩ in state I by time t | D)

= P (infected | D)P (in state I by time t | infected)

= Pinf(D;α, β)×
(
γktk−1e−γt

Γ(k)

)
.
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As we are still not considering transmission, each chicken is independent of the

others. Hence, for the latent model, each chicken is a Bernoulli trial with probability

of success Pdet. Hence, we have that the number of colonised chickens by time t,

C(t), is,

P (C(t) = m) =

(
N

m

)
Pdet(t;D,α, β, k, γ)m(1− Pdet(t;D,α, β, k, γ))N−m.

6.2.4 Complete Model

The final model we consider takes into account both the latency period of the in-

fection, as well as transmission between infectious and susceptible chickens. We

propose a SEkI Markov chain epidemic model, where chickens begin the process

as healthy. Then, similar to the latent model, the individuals move into either the

exposed class (with probability Pinf, i.e., infection takes hold), or susceptible class

(with probability 1−Pinf, i.e., infection fails to take hold). We choose to have more

than one exposed class (k > 1) to allow the distribution of time spent in the latent

period to follow an Erlang distribution, as discussed previously. Once a chicken has

passed through the k exposed classes, they transition into the infectious class. In

contrast to the latent model, once a chicken is in the infectious class, they can begin

to transmit the infection to susceptible chickens. Figure 6.2.5 provides a graphical

representation of this process. Note that in contrast to the latent model, chickens

can now move from the susceptible class to the exposed class, at a rate proportional

to the number of susceptible and infectious chickens in the population.
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Figure 6.2.5: Diagram illustrating the progression of chickens through the complete

model.

As in the latent model, we assume that chickens in any of the susceptible or k

exposed classes when the process is observed, are not deemed to be infectious. That

is, we can only determine if a chicken was successfully infected by observing them

in the infectious class.

Recall, in Section 2.2 we noted that we need only consider all but one of the com-

partments, as we have a fixed population size; hence, the state corresponding to the

infectious class is omitted from our state space and rate description. We define the

transition rates for the SEkI Markov chain model on state space,

S = {(s, e1, . . . , ek) : 0 ≤ s, e1, . . . , ek ≤ N, s+ e1 + · · ·+ ek ≤ N}

as follows:

q(s,e1,...,ek),(s−1,e1+1,...,ek) = β
s(N − s−

∑k
l=1 el)

N
,

q(s,...,ej ,ej+1,... ),(s,...,ej−1,ej+1+1,... ) = γej, for j = 1, . . . , k − 1,

q(s,...,ek),(s,...,ek−1) = γek.

As in the previous models, an individual chicken begins as ‘exposed’ with probability

Pinf. Hence, the probability of m initially exposed chickens follows a binomial dis-

tribution with N trials, and probability of success Pinf(D;α, β). That is, the initial
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state of our process is given by,

P (s = N −m, e1 = m, e2 = 0, . . . , ek = 0) =

(
N

m

)
Pm

inf(1− Pinf)
N−m.

This provides the initial state of the process from which the progression of chickens

through the latent class, and subsequent transmission events, occurs.

6.2.5 Specification of Model and Design Parameters for Bayesian

Optimal Experimental Design

Throughout this chapter, we choose to consider only Bayesian optimal experimental

designs of these group dose-response challenge experiments. In Chapter 5, we estab-

lished the suitability of our new method, ABCdE, for determining optimal Bayesian

experimental designs in a computationally efficient manner. Hence, we only consider

the optimal experimental designs returned using this method. Given the Expected

Kullback-Leibler divergence (EKLD) is the most commonly used utility, we consider

the optimal designs under this utility. Upon determining the optimal experimental

designs for each of the models, we perform a sensitivity analysis to investigate the

behaviour of these optimal designs to changes in the model and design parame-

ters.

Recall, we are considering the following models for the group dose-response challenge

experiments:

1. Simple Model,

2. Transmission Model,

3. Latent Model, and

4. Complete Model.

We are interested in determining optimal Bayesian experimental designs with respect

to the number of groups to allocate the chickens, the doses to allocate those groups,
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and the time to observe the experiment (where applicable). Typical values of these

design parameters are presented in Table 6.2.1.

Table 6.2.1: Typical values of design parameters considered when determining the

optimal experimental designs for the various models.

Design aspect Applicable to models Typical Values

Number of groups 1-4 {2,3,4,5}

Dose allocation 1-4 {2.50,2.75,3.00,. . . ,6.00}

Observation times 2-4 {0,1,. . . ,5}

Note, we consider only the number of groups, rather than the number of groups

and the number of chickens in each group. We assume that the number of chickens

is fixed, and divided evenly amongst the number of groups. For each model that

we consider, we have a total of N = 40 chickens which we wish to divide evenly

among two, three, four, or five groups. We note that in three groups we only use a

total of 39 chickens, but accept this as we wish to consider equal group sizes. Note

that throughout this thesis, we refer to the dose in units of log10 colony forming

units (CFU), i.e., we refer to a dose of 104 CFU, as a dose of 4. For simplicity, we

assume throughout this chapter that no two groups can be administered the same

dose.

The optimal designs returned contain the optimal number of groups, the optimal

dose of bacteria to give each of those groups, and where applicable, the optimal time

to test each group of chickens to determine the number of infectious chickens. We

focus our attention to doses between 2.5 and 6 (recall, which is on the log10 scale

for dose), as these are proposed as reasonable doses of C.jejuni to administer to

chickens (e.g., Sahin et al. [2003], Line et al. [2008]). However, we note that the

dose is strain-specific, and thus dependent on the choice of prior distributions for

the model parameters.

We consider evaluating the optimal experimental design under two sets of circum-
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stances. First, we consider the optimal experimental design when interested in

obtaining information about the dose-response model parameters, α and β. How-

ever, it may be of interest to obtain information about the transmission rate of the

infectious bacteria, βT . Hence, in Section 6.4.2, we consider estimating the dose-

response model parameters, α and β, as well as the transmission rate parameter βT ,

simultaneously, in the complete model.

We represent our prior belief about α by U(0.15, 0.25) (Figure 6.2.6(a)), and our

prior belief of β by log-N(4.825, 0.25) (Figure 6.2.6(b)). Using these prior distribu-

tions, we are able to determine the possible dose-response curves that may result

from varying combinations of α and β. Figure 6.2.7 shows the viable dose-response

curves as a result of our choice of prior distributions for α and β.
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(a) Prior distribution for α.
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Figure 6.2.6: Prior distributions for dose-response model parameters, α and β.
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Figure 6.2.7: Possible dose-response curves based on the prior distribution end points

for α, and the 95% highest density interval for β. The blue-shaded region corre-

sponds to viable dose-response curves under different combinations of α and β.

Note that for our choice of prior distributions on the model parameters, α is quite

small, and β is quite large. Hence, we choose to employ the following, simple

approximation to the previous form of Pinf. Consider the confluent hypergeometric

function 1F1(α, α + β,−D) in equation (6.2.1). Let t = y/β, and hence dt = dy/β.

Then we have,

1F1(α, α + β,−D) =

∫ β

0

e−yD/β
Γ(α + β)

Γ(α)Γ(β)

(
y

β

)α−1(
1−

(
y

β

))β−1
dy

β
.

For large β,
(

1−
(
y
β

))β−1

is approximately equal to e−y. Hence we have,

1F1(α, α + β,−D) ≈
∫ β

0

e−yD/β
[

Γ(α + β)

βαΓ(β)

](
yα−1

Γ(α)

)
e−ydy.
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Employing Stirling’s approximation1 to the expression inside the square brackets,

we get,

Γ(α + β)

βαΓ(β)
≈
√

2π(α + β)α+β−1/2e−α−β√
2π(β)β−1/2e−β

× 1

βα

=
(α + β)α+β−1/2e−α

(β)α+β−1/2

= e−α
(

1 +
α

β

)α+β−1/2

= 1,

since
(

1 + α
β

)α+β−1/2

is approximately equal to eα for large β, and small α relative

to β. Hence, we have,

1F1(α, α + β,−D) ≈
∫ β

0

e−yD/β
(
yα−1

Γ(α)

)
e−ydy

=

∫ β

0

e−y(1+D/β)

(
yα−1

Γ(α)

)
dy.

Let u = y
(

1 + D
β

)
, and hence dy =

(
1 + D

β

)−1

du. Then, we have,

1F1(α, α + β,−D) ≈
∫ β+D

0

 u(
1 + D

β

)
α−1

e−u

Γ(α)

du(
1 + D

β

)
=

(
1 +

D

β

)−α ∫ β+D

0

e−uuα−1

Γ(α)
du.

Since e−uuα−1

Γ(α)
is the pdf for a random variable with a Gamma(α,1) distribution, and

for large β, ∫ β+D

0

e−uuα−1

Γ(α)
du ≈

∫ ∞
0

e−uuα−1

Γ(α)
du = 1,

we get that,

1F1(α, α + β,−D) ≈
(

1 +
D

β

)−α
.

Hence, given dose D, and model parameters α and β, we can write the probability

of infection as,

Pinf(D,α, β) ≈ 1−
(

1 +
D

β

)−α
. (6.2.2)

1Stirling’s Approximation for the gamma function: Γ(z) =
√

(2π/z)(z/e)z(1 + O(1/z)). The

error of order 1/z is ignored, since we consider large β.
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This form of Pinf is a suitable approximation to the confluent hypergeometric form,

for β >> α and β >> 1 (due to the approximations used in determining this form).

The values we consider for α and β throughout this chapter satisfy this restriction,

and so the approximation is suitable. We utilise this form of Pinf hereafter.

As previously discussed, we use an Erlang distribution to represent the distribution

of time taken to pass through the latent period for the latent and complete models.

The Erlang distribution is equivalent to the Gamma distribution when the shape

parameter is an integer. We begin by considering an Erlang distribution with number

of exposed classes (shape parameter) k = 2, and rate of transition between these

classes (rate parameter) γ = 1. This corresponds to a mean time spent in the latent

class of k/γ = 2 (and variance k/γ2 = 2). Figure 6.2.8 below depicts the cumulative

distribution function for this Erlang(2,1) distribution.
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Figure 6.2.8: The cumulative distribution function (CDF) for the Erlang(2,1) dis-

tribution, used to model the time taken to pass through the latent period.
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We choose the prior distribution for βT as log-N(0.7, 0.05), such that we have a

strong belief that the transmission parameter is centred about 2 (Figure 6.2.9).
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Figure 6.2.9: Prior distribution for transmission parameter βT , in the CTMC SEkI

model.

6.3 Bayesian Optimal Experimental Design for the

Simple, Transmission and Latent Models

In this section, we present the optimal experimental designs for the simple, latent

and transmission models. We note that these three models are intended as stepping-

stones to the complete model considered in Section 6.4. We provide an analysis of

the optimal designs for each of these models, and a brief sensitivity analysis for each,

in order to investigate the influence on the optimal design, when we vary a number

of the model and design aspects.
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6.3.1 Optimal Design for the Simple Model

Recall, the simple model consists of only the dose-response relationship. That is,

the chickens are exposed to the bacteria and are instantaneously either infectious,

or healthy, with probability given by equation (6.2.2). For this model, we wish

to determine the optimal number of groups, and the optimal dose allocation to

those groups, in order to gain the most information about the dose-response model

parameters, α and β.

The ABCdE algorithm has been detailed previously (Chapter 5). The data that we

use for the ABCdE algorithm (Algorithm 5.2) is obtained by simulating observations

from a binomial distribution, where the number of trials is given by the group

size (20, 13, 10 or 8, corresponding to 2, 3, 4, or 5 groups respectively), and the

probability of infection is given by Pinf in equation (6.2.2).

Table 6.3.1 contains the top five designs, and the worst design, for the simple dose-

response model. We present the optimal number of groups, and the set of doses

to apply to the groups. We also present the percentage of information (Expected

Kullback-Leibler Divergence) each design contains, with respect to the optimal de-

sign.

Table 6.3.1: The top five designs, and the worst design, for the dose-response model,

with percentage of information compared to the optimal design.

Design Number of Groups Optimal Doses Percentage of EKLD

1 5 {3.25, 3.50, 3.75, 4.00, 4.25} 100%

2 5 {3.00, 3.25, 3.50, 3.75, 4.00} 99.57%

3 5 {3.25, 3.50, 3.75, 4.00, 4.50} 99.19%

4 5 {3.00, 3.50, 3.75, 4.00, 4.25} 99.13%

5 5 {3.00, 3.25, 3.50, 3.75, 4.25} 99.02%
...

...
...

...

9384 2 {2.5, 5.5} 18.31%
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We can see in Table 6.3.1 that each of the top five designs contain > 99% of the

information contained within the optimal design, and each is very similar to the

optimal — the doses vary slightly but are contained within a similar region. This

suggests that there are a range of designs that provide similar levels of information,

and in a practical setting, this may be desirable. That is, supplying the chickens with

doses anywhere in the range 3.00 − 4.50 provides a similar amount of information,

and so providing slightly different doses to those suggested by the optimal design is

not going to significantly reduce the information gained from the experiment.

Note that five groups is the maximum number of groups that we consider. It appears

from the results here, that the maximum number of groups is where the optimal

design lies. However, one can intuitively see that having one chicken at 40 different

doses would not be optimal, as we only observe the response once in each group.

This means we would observe an all-or-nothing response in each of the groups, and

make estimation of the dose-response curve difficult. Thus, we believe that there

must be a point at which there are too few chickens in a group to provide sufficient

information. In order to investigate this proposition, we could take two approaches.

First, we could increase the number of groups considered (i.e., consider six groups

of six chickens, or seven groups of five chickens, etc.). However, this would require

considering significantly more designs. Alternatively, we could reduce the number of

available chickens for the experiment (N < 40). These two approaches are equivalent

for testing our proposition. In Section 6.3.2, we consider supplying fewer chickens

to the experiment, and the effect this has on the optimal design.

Consider the viable dose-response curves in Figure 6.2.7. Note that the optimal

doses in Table 6.3.1 appear to correspond to the region of greatest variation in

dose-response curves. That is, if we consider the difference in the two extreme dose-

response curves, as shown in Figure 6.3.1, we can see that our optimal design suggests

that we should target the region that differs the most (i.e., 3 < dose < 5). Consider

observing the process at either end of the dose-response curve (dose < 2 or dose > 8).

Here, any number of dose-response curves (with a wide range of corresponding α, β
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parameters) will return very similar numbers of infectious individuals, and thus it

will be hard to identify the true model parameters at these doses. In contrast,

observing the relationship where the difference in resulting dose-response curves is

the greatest, means that the corresponding parameters are easier to identify. This

results in smaller variation in our estimates of the model parameters, and thus, more

information about the model parameters.
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Figure 6.3.1: Difference in possible dose-response curves based on the prior distri-

bution end points for α, and the 95% highest density interval end points for β.

However, it may also be the case that the optimal designs (with respect to dose)

are located where we have the greatest variation in Pinf, as this leads to the greatest

identifiability of Pinf. That is, for a binomial experiment with parameters N and Pinf,

the variance is given by Var(I) = NPinf(1−Pinf), which is maximised when Pinf = 0.5.

For the prior distributions chosen here, Pinf = 0.5 coincides with the region of

greatest variation in dose-response curves (Pinf = 0.5 at a dose of 3.61 and the

difference in Pinf in Figure 6.3.1 is maximised at a dose of 3.62). Hence, it is not clear
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from these initial results if the optimal experimental design aims to observe Pinf =

0.5, in order to best estimate Pinf, or targets the region where the dose-response

curves vary the most, as a result of the greatest variation – and hence identifiability

– of α and β, being the parameters we are interested in estimating.

We wish to investigate what region of the dose response curve the method, with

the current utility, is targeting, in order to determine how the optimal design is be-

ing chosen. In Section 6.3.2, we investigate an alternative prior distribution which

provides greater separation between the two dose regions corresponding to the max-

imum variation in Pinf, or greatest variation in dose-response curves.

6.3.2 Sensitivity Analysis for the Simple Model

In this section we provide a brief sensitivity analysis for the simple model. As we

have no transmission or latent period in this model, we are concerned with only

altering the number of chickens available for the experiment, and the choice of prior

distribution for the dose-response model parameters.

Number of Chickens:

Here, we consider altering the number of available chickens for the experiment from

N = 40, to N = 20. We consider two groups of 10 chickens, three groups of six

chickens, four groups of five chickens, and five groups of four chickens. Recall, we

wish to investigate if there is a point at which having too few chickens within a single

group outweighs the extra information obtained by having an extra observation on

the dose-response curve. Table 6.3.2 contains the top five designs, and the worst

design, for the dose-response model with N = 20 chickens, as well as the percentage

of information contained within each design compared to the optimal.
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Table 6.3.2: The top five designs, and the worst design, for the dose-response model

with N = 20 chickens.

Design Number of Groups Dose Allocation Percentage of EKLD

1 4 {2.50, 5.25, 5.50, 5.75} 100.00%

2 4 {2.50, 5.25, 5.50, 6.00} 98.02%

3 4 {2.50, 5.25, 5.75, 6.00} 96.09%

4 4 {5.25, 5.50, 5.75, 6.00} 95.98%

5 4 {2.50, 5.50, 5.75, 6.00} 94.17%
...

...
...

...

4098 2 {5.75, 6.00} 37.97%

The optimal design here is to allocate the 20 chickens amongst four groups, rather

than five groups. Note that both four and five groups utilise all chickens available,

however, the optimal design suggests that allocating the 20 chickens amongst the

four groups is more informative than using fewer chickens in each group, but with

one more group (i.e., one extra point on the dose-response curve). The best design

considered where chickens were allocated into five groups contained only 82.6% of

the information contained in the optimal design. The fact that a design with four

groups was deemed to be optimal supports our original hypothesis that there is a

point at which having too few chickens in a group becomes more detrimental than

having an extra estimate of the dose-response curve.

We note that the optimal dose allocation in this case has split; there is one small

dose, and three larger doses. We propose that this is due to the smaller group sizes

for this experiment, compared to the original experiment. Due to the discrete nature

of the process, if we were to allocate a number of similar doses (e.g., as in the origi-

nal experiment), then it is highly likely that we would not see any difference in the

number of infectious individuals in each group, as the probability of infection is too

similar. Hence, the optimal design in this instance proposes allocating doses that

are considerably different, in order to potentially observe different numbers of infec-
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tious individuals in each group, allowing for better estimation of the dose-response

model parameters. Furthermore, there are three large doses, compared to one small

dose. This may once again be due to the discrete nature of the process. If we were

to administer a small dose to too many groups, we would potentially encounter the

same issue, as the probability of observing no infectious individuals in those groups

is increased (as there are less chickens in each group).

Prior Distribution:

Here, we investigate the influence of the prior distribution on the resulting optimal

experimental designs. Notably, we wish to determine if the optimal experimental

designs that are returned via ABCdE are choosing doses such that we target Pinf =

0.5, or where the difference in dose-response curves, as a result of α and β, is at

its greatest. In order to investigate this, we choose a prior distribution for β to be

U(104, 105). This distribution shifts the resulting dose-response curves to a point

where there is a discernible difference in the dose at which Pinf = 0.5 (dose of 6.2)

and the dose at which the difference in dose-response curves is maximised (dose of

5.64). Note that we consider N = 40 chickens once again. The range of viable

dose-response curves can be seen in Figure 6.3.2. The range of doses supplied to the

ABCdE method is moved, from {2.00, 2.25, . . . , 6.00}, to {5.00, 5.25, . . . , 7.50}.
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Figure 6.3.2: Viable dose-response curves based on the end-points of the prior dis-

tributions for α and β.

The top five designs, and the worst design, for the simple model corresponding to

this choice of prior distribution for β, are presented in Table 6.3.3.

Table 6.3.3: The top five designs, and the worst design, for the dose-response model,

with an alternative prior distribution for β.

Design Number of Groups Dose Allocation Percentage of EKLD

1 5 {5.75, 6.00, 6.25, 6.50, 6.75} 100.00%

2 5 {5.75, 6.00, 6.25, 6.50, 7.00} 99.36%

3 5 {5.50, 5.75, 6.00, 6.25, 6.50} 99.27%

4 5 {6.00, 6.25, 6.50, 6.75, 7.00} 99.12%

5 5 {5.50, 6.00, 6.25, 6.50, 6.75} 99.05%
...

...
...

...

1012 2 {5.00, 5.25} 24.64%

161



The optimal dose allocation in Table 6.3.3 is centred about a dose of 6.2. This

corresponds to the point at which the variation is maximised – Pinf = 0.5 – rather

than a dose of 5.64, where the difference in dose-response curves is maximised. This

suggests that either the ABCdE method, or the use of the Expected Kullback-

Leibler divergence as our utility, is targeting the point at which the variance of

Pinf – the input for the binomial distribution – is maximised, rather than where

the parameter inputs for that probability are most easily identified. We believe

this is a result of the Expected Kullback-Leibler divergence as the choice of utility.

The design that maximises the Expected Kullback-Leibler divergence maximises the

‘separation’ between the posterior and prior distributions of the model parameters;

effectively maximising the ‘learning’ about the model parameters. Maximising the

difference in these distributions however, does not take into consideration the main

aim of designing the experiment: so that we may perform parameter inference having

conducted the experiment. While this may not be an issue in this model, where we

have only Pinf as an input to the model, it may become more problematic in the latent

model (Section 6.3.5) where we have both the probability of infection (Pinf) and the

probability of passing through the latent period (P (in state I by time t | infected))

as inputs to the simulation model. In Chapter 7, we consider an alternative utility,

to investigate if in fact this issue is attributable to the Expected Kullback-Leibler

divergence.

6.3.3 Optimal Design for the Transmission Model

The model in this section consists of the initial dose-response relationship, which

occurs instantaneously as in the simple model, and chickens that become infectious

can then transmit the infection to those chickens that did not become infected by

the dose in the first instance. Once again, we are interested in determining the

optimal number of groups, the optimal dose allocation to those groups, and the

optimal observation time. Intuitively, we expect the observation time to be as early

as possible to avoid any chickens becoming infected via transmission, and to give us
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the most information possible about the dose-response relationship.

Table 6.3.4 contains the top five designs, and the worst design, for the transmission

model. We present the optimal number of groups, the set of doses to apply to the

groups, and the optimal observation time. The percentage of information (EKLD)

contained within each design compared to the optimal design is also presented.

Table 6.3.4: The top five designs, and the worst design, for the transmission model,

with percentage of information compared to the optimal.

Design
Number Dose Optimal Percentage

of Groups Allocation Time of EKLD

1 5 {3.50, 3.75, 4.00, 4.25, 4.50} 0 100%

2 5 {3.25, 3.50, 3.75, 4.00, 4.25} 0 99.54%

3 5 {3.50, 3.75, 4.00, 4.25, 4.75} 0 99.24%

4 5 {3.25, 3.50, 3.75, 4.00, 4.50} 0 99.08%

5 5 {3.25, 3.75, 4.00, 4.25, 4.50} 0 98.95%
...

...
...

...

9856 2 {3.50, 6.00} 1 12.07%

As expected, the best designs all correspond to instantaneous observation — that

is, the best observation time is zero. This agrees with our intuition, which is to not

allow any transmission events to occur, as they will simply cloud our estimate of

the instantaneous dose-response relationship. The worst design is again associated

with a smaller number of groups, and the latest possible observation time (we only

considered observation times of zero or one for this model, in order to confirm

our intuition). Note, that the second best design in Table 6.3.4 corresponds to the

optimal design when considering the simple model in Section 6.3.1. The transmission

model with observation time of 0 is equivalent to the simple model, and so these

differences must purely be a result of the different simulations.

When considering the complete model in Section 6.4, we consider the case where
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we wish to estimate the dose-response parameters α, and β, and the transmission

parameter βT , simultaneously. We expect the desire to obtain information about the

transmission parameter βT , will influence the optimal observation time, as we now

wish to observe some transmission events in order to provide a reasonable estimate

of the transmission parameter.

6.3.4 Sensitivity Analysis for the Transmission Model

At an observation time of zero, the transmission model is equivalent to the simple

model considered in Section 6.3.1. Hence, the results of the sensitivity analysis have

already been presented in Section 6.3.2, and are not repeated here.

6.3.5 Optimal Design for the Latent Model

The model in this section consists of the initial dose-response relationship, as in the

simple model, however the chickens must pass through a latent period before they

can be observed as infectious. Again, we wish to determine the optimal number of

groups, and the optimal dose allocation to those groups. However, we now also wish

to determine the optimal time to observe the process. Given we are only interested

in information about the dose-response relationship at this stage (and there is no

transmission), we expect that the optimal observation time will be as late as possible,

so as to allow as many chickens as possible to display their infectiousness.

Table 6.3.5 contains the top five designs, and the worst design, for the latent model.

We present the optimal number of groups, the set of doses to apply to the groups, and

the optimal observation time. We also give the percentage of information (EKLD)

contained in each design with respect to the optimal design.
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Table 6.3.5: The top five designs, and the worst design, for the latent model, with

percentage of information compared to the optimal design.

Design
Number Dose Observation Percentage

of Groups Allocation Time of EKLD

1 5 {3.25, 3.50, 3.75, 4.00, 4.25} 5 100.00%

2 5 {3.50,3.75,4.00,4.25,4.50} 4 99.96%

3 5 {3.25,3.50,3.75,4.00,4.25} 4 99.64%

4 5 {3.75,4.00,4.25,4.50,4.75} 3 99.50%

5 5 {3.50,3.75,4.00,4.25,4.75} 4 99.49%
...

...
...

...

19712 2 {3.25, 3.5} 2 17.42%

Note that an observation time of 2 was the smallest we considered for this problem.

An observation time of 0 would supply no information – as any initially infected

chickens will still be in the exposed class with probability 1 – and we deemed an

observation time of 1 as too early, since the mean of the latent period is 2.

The optimal design in Table 6.3.5 follows our intuitive understanding of the pro-

cess. We should provide the same doses that were deemed optimal for the simple

dose-response model, and wait as long as possible before observing the process to

maximise the probability of the chickens passing through the latent period. How-

ever, the optimal design is the only design with an observation time of 5; the other

four designs presented have an observation time of 4 or 3. This appears to suggest

that designs which supply slightly higher doses, but observe the process slightly

earlier are as informative as our optimal design. This conflicts with what we have

previously discussed as the intuitive solution to this problem: choosing the latest

possible time to observe the process. However, this is again due to the fact that the

Expected Kullback-Leibler divergence is targeting designs which allow Pdet(t) = 0.5,

coupled with the fact that the grid we have used for the doses is not fine enough

to allow more than one dose regime (at the optimal observation time of 5), that
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provides more information than these other, sub-optimal designs. In Chapter 7, we

investigate if this issue is due to the choice of utility, by investigating the optimal

designs from a different utility. However, we briefly explain the cause of this issue

below.

Previously, the probability supplied to the binomial model was simply Pinf. Here, the

probability supplied to the binomial model is Pdet(t) — made up of the probability

of infection Pinf, and the probability of passing through the latent period by time t,

P (in state I by time t | infected). Hence, we have the product of two probabilities

which are targeting of 0.5. This can be achieved by: targeting doses that give Pinf =

0.5, and choosing an observation time such that P (in state I by time t | infected) =

1 (or as close to 1 as possible); choosing a time that gives P (in state I by time t |

infected) = 0.5 and doses that give Pinf = 1; or a combination of these two extremes.

Given the possible doses do not allow Pinf > 0.8, the second scenario is unlikely.

However, it appears as though the designs where we have a combination – Pinf is

approximately 0.5 - 0.75 and P (in state I by time t | infected) is about 0.8 (time 3)

to 0.91 (time 4) – are as informative as our intuitive solution.

To demonstrate this potential issue, we exaggerate the grid spacing issue, by imple-

menting a step size of 0.5 log10CFU, and evaluate the optimal design for the latent

model; shown in Table 6.3.6. Consider Figure 6.3.3. At an observation time of five

(blue), the doses that can be allocated (with a step size for dose of 0.5) tightly

about Pdet(t) = 0.5, are more spread out, and on a steeper slope; hence, giving a

wider range of Pdet(t) values. Thus, some of the groups will observe significantly

more, or significantly less, than half the chickens as being infectious (on average).

However, if we reduce the observation time to three (red), the dose-response curve

has a much shallower slope, and so doses can be allocated on this coarse grid that

target observing half the group as being infectious.
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Figure 6.3.3: Comparison of dose-response curves when observing the process at

time five (blue) and time three (red), with black markers representing doses 3, 3.5,

4, 4.5, 5 and 5.5 log10CFU.

The influence of the shallower dose-response curve, coupled with the coarse grid, is

what is influencing our sub-optimal designs in Table 6.3.5. The doses 3.25− 4.25 at

an observation time of 5, best target Pdet(t) = 0.5. However, any slight alteration

to the doses at this time results in a group observing significantly more or less

than half of the group as infectious (thus, not targeting Pdet(t) = 0.5). Hence,

using the Expected Kullback-Leibler divergence as our utility, along with this grid

spacing, the second-to-fifth best designs are chosen such that Pdet(t) = 0.5, by

reducing the observation time to reduce the slope of the dose-response curve, and

increasing the dose to compensate. Thus, considering a finer grid across the dose

allows better exploration of the behaviour of the sub-optimal designs. While they

are not presented here, we note that the majority of the top designs, when a finer

grid was used, returned an optimal observation time of five.
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Table 6.3.6: The top five designs, and the worst design, for the latent model, when

evaluated on a coarse grid for dose (step size of 0.5 across dose).

Design
Number Dose Observation Percentage

of Groups Allocation Time of EKLD

1 5 {3.50, 4.00, 4.50, 5.00, 5.50} 3 100.00%

2 5 {3.50, 4.00, 4.50, 5.00, 6.00} 3 99.29%

3 5 {4.00, 4.50, 5.00, 5.50, 6.00} 3 98.86%

4 5 {3.50, 4.00, 4.50, 5.50, 6.00} 3 98.59%

5 5 {4.00, 4.50, 5.00, 5.50, 6.00} 2 98.57%
...

...
...

...
...

1488 2 {2.00, 3.50} 2 16.01%

This choice of utility means our optimal designs are chosen such that we observe the

most separation between the posterior distribution and prior distribution. However,

this may not mean that we obtain the optimal design in terms of inference about the

parameters α and β: which is our main aim. In Chapter 7, we provide an alternative

utility, and investigate its suitability in determining optimal designs for the purpose

of inference.

Nonetheless, for the remainder of this chapter, we proceed with the Expected

Kullback-Leibler divergence as it is a well-established, and commonly used, choice

of utility for optimal experimental design.

6.3.6 Sensitivity Analysis for the Latent Model

In this section we provide a brief sensitivity analysis of the dose-response model with

a latent period. Given there is still no transmission in this process, we consider only

altering the number of chickens available for the experiment, the prior distribution

of dose-response model parameters, and the distribution of the latent period.
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Number of Chickens:

Once again, we consider altering the number of available chickens for the experiment

from N = 40, to N = 20. We consider between two and five groups of chickens, of

equal numbers. Again, the aim is to determine if there is a point at which having

too few chickens within a single group outweighs the extra information obtained by

having an extra group, or extra observation on the dose-response curve. Table 6.3.7

contains the top five designs, and the worst design, for the dose-response model with

N = 20 chickens, along with the percentage of information contained within each

design compared to the optimal.

Table 6.3.7: The top five designs, and the worst design, for the latent model, with

an alternative number of available chickens.

Design
Number Dose Observation Percentage

of Groups Allocation Time of EKLD

1 4 {2.50, 5.50, 5.75, 6.00} 5 100.00%

2 3 {3.50, 3.75, 4.00} 5 88.79%

3 3 {3.50, 3.75, 4.00} 4 88.28%

4 3 {3.75, 4.00, 4.25} 4 88.16%

5 3 {3.50, 3.75, 4.25} 4 88.11%
...

...
...

...
...

19712 2 {2.50, 2.75} 2 30.18%

Note that the optimal observation time of five is the same as that of the original

latent model. However, the dose allocation has adjusted in a similar fashion to that

of the corresponding sensitivity analysis for the simple model (Table 6.3.2). That

is, one group receives a smaller dose than in the original experiment, and the other

three groups receive a higher dose. This is due to the discrete nature of the process,

as stated previously. Note that the second-to-fifth best designs are all with only

three groups, rather than four, and that the doses are grouped together once again.

This supports the hypothesis that with less chickens in each group, the design ad-
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justs to obtain separation by lowering the dose of one group, as now we once again

have more chickens in each group and do not require this separation.

Prior Distribution:

As we considered for the simple model, we once again wish to investigate the in-

fluence of the prior distribution on the optimal experimental design for the latent

model.

We consider the same alternative prior distribution as previous (Section 6.3.2) —

β ∼ U(104, 105). Table 6.3.8 contains the optimal design for the latent model with

this alternative prior distribution for β.

Table 6.3.8: Optimal experimental design for the latent model, with an alternative

prior distribution for β.

Design
Number Dose Observation Percentage

of Groups Allocation Time of EKLD

1 5 {5.75, 6.00, 6.25, 6.50, 6.75} 5 100.00%

1 5 {6.00, 6.25, 6.50, 6.75, 7.00} 5 99.65%

1 5 {6.00, 6.25, 6.50, 6.75, 7.00} 4 99.64%

1 5 {5.75, 6.00, 6.25, 6.50, 7.00} 5 99.55%

1 5 {5.75, 6.25, 6.50, 6.75, 7.00} 5 99.29%
...

...
...

...
...

4048 2 {5.50, 5.75} 2 20.27%

The optimal design for the latent model with the different prior distribution on β

corresponds to our understanding from the simple model (Table 6.3.3). Once again,

the optimal dose allocation has not changed, and the optimal observation time is as

late as possible. Again, the optimal dose allocation for this model is centred about

Pdet(t) = 0.5.
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Distribution of Latent Period:

In the following, we consider four alternative latent period distributions to the orig-

inal Erlang(2,1); that is, an Erlang distribution with two exposed classes (shape

k = 2), and rate γ = 1 of transitioning between those classes. First, we consider

altering the mean time spent in the latent class by varying the rate at which indi-

viduals pass through the latent classes, while keeping the number of latent classes

constant. Then, we consider varying the number of latent classes and transition

rates such that the mean time spent in the latent class is fixed.

The Erlang distribution with k = 1 and rate γ is equivalent to the exponential

distribution with rate γ. The exponential distribution is perhaps a less realistic

representation of the true distribution of time spent in the latent period for an

infectious disease, however, it is often used in practice as it is more computationally

efficient than other, more complicated models. Hence, we consider the exponentially

distributed latent period in order to compare the resulting optimal designs, when

the distribution of time is perhaps mis-specified.

Figure 6.3.4 shows the cumulative distribution functions for each of the Erlang

distributions considered for the latent period listed in Table 6.3.9.
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Figure 6.3.4: The cumulative distribution functions for each of the latent period

distributions with shape k, and rate γ.

Table 6.3.9: Erlang distributions used throughout the sensitivity analysis of the la-

tent period. The Erlang(2,1) distribution denoted ∗, is the latent period distribution

used in the original analysis.

Name k γ Mean Variance

Erlang(2,1)∗ 2 1 2 2

Erlang(2,2) 2 2 1 1/2

Erlang(2,2/3) 2 2/3 3 9/2

Erlang(1,1/2) 1 1/2 2 4

Erlang(3,3/2) 3 3/2 2 4/3
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Table 6.3.10: Optimal experimental designs for the latent model, with a range of

latent period distributions.

Latent Period Number of Optimal Optimal

Distribution Groups Doses Observation Time

Erlang(2,1) 5 {3.25, 3.50, 3.75, 4.00, 4.25} 5

Erlang(2,2) 5 {3.50, 3.75, 4.00, 4.25, 4.50} 2

Erlang(2,2/3) 5 {3.75, 4.00, 4.25, 4.50, 4.75} 5

Erlang(1,1/2) 5 {3.50, 3.75, 4.00, 4.25, 4.50} 5

Erlang(3,3/2) 5 {3.75, 4.00, 4.25, 4.50, 4.75} 3

The optimal designs for the Erlang(2,2/3) and the Erlang(1,1/2) are similar. The

doses are in a similar range to that of the original optimal design, and the observation

times of 5 are as expected.

The optimal dose allocation for the Erlang(3,3/2) and Erlang (2,2) are similar to that

of the original optimal design, but the observation times of 3 and 2 respectively, are

earlier than expected, for the same reasons discussed in the previous section. That

is, the method is targeting designs which allow it to detect (on average) half of the

individuals infectious, by reducing the observation time and increasing the dose, due

to the grid spacing.

As demonstrated in Figure 6.3.3, the probability of passing through the latent period

influences the slope of the dose-response curve, and this is slightly different for each

curve at time 5. Note, that for the Erlang(1,1/2) and Erlang(2,2/3), the probability

of having passed through the latent class (and being observed as being infectious)

at time 5 is less than the corresponding probability for the original Erlang(2,1)

distribution. This results in a shallower dose-response curve, and thus the doses

which return Pdet(t) = 0.5 (on average), as desired by the utility, are able to be

allocated by the method. However, for the Erlang(2,2) and Erlang(3,3/2), the dose-

response curve is steeper, and thus the proportion of infectious individuals in each

173



group (at observation time 5), are more spread about Pdet(t) = 0.5. Hence, the

method chooses an earlier observation time so that it can target this region. This

indicates that we have not chosen a sufficiently fine grid over the dose for this

model.

In order to confirm that the latest possible time was in fact optimal, and that the

grid across dose was simply not fine enough to observe it, we ran the ABCdE method

with a finer grid spacing. We evaluated the optimal designs for the models where the

latent periods had an Erlang(3,3/2) and Erlang(2,2) distribution, with dose gridded

to be {3.00, 3.10, 3.20, . . . , 5.00}. The optimal designs returned for each had a dose

allocation of {3.40, 3.60, 3.70, 3.80, 3.90} and an optimal observation time of 5, as

expected. Hence, we once again note that care must be taken when determining the

optimal design to ensure that the truly optimal design can be observed given the

proposed grid.

Furthermore, note that at observation time 5, the probability of passing through the

latent period for the Erlang(2,1) > probability for the Erlang(1,1/2) > probability

for the Erlang(2,2/3). In contrast, the dose allocation for the design corresponding

to the Erlang(2,2/3) > dose allocation corresponding to Erlang(1,1/2) > dose allo-

cation corresponding to the Erlang(2,1). Hence, it appears that a decrease in the

probability of successfully making it through the latent period results in an increase

in the dose allocation in order to account for this reduced proportion of individuals

that will, on average, be detected as infectious.

6.4 Bayesian Optimal Experimental Design for the

Complete Model

Recall, the complete model combines the previous two models, and so the chickens

once exposed to the infection, must pass through a latent period before they are

infectious. Once infectious, the chickens can then transmit the infection to those
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chickens that did not become infectious from the initial dose. We are once again

interested in determining the optimal number of groups, the optimal dose allocation

to those groups, and the optimal observation time, in order to obtain the most

information about the dose-response model parameters α and β. Determining the

optimal design in this case is not as straight-forward as in the previous two scenarios.

When we incorporated transmission only, the optimal observation time was early

enough in order to minimise the chance of any infection events occurring (or not

allow any at all). Conversely, when we incorporated only a latent period, we observed

the process late enough that the chickens had sufficient time to pass through the

latent period and be detected as being infectious. In this scenario, where we have

both a latent period and transmission, the optimal observation time must be early

enough to reduce the chance of transmission events occurring, but also late enough

to allow sufficient time for the chickens to pass through the latent period, and thus

be detected as being infectious.

Table 6.4.1 contains the top five designs, and the worst design, for the complete

model. We present the optimal number of groups, the set of doses to apply to the

groups, and the optimal observation time. The percentage of information (EKLD)

contained in each design, compared to the optimal, is also presented.
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Table 6.4.1: The top five designs, and the worst design, for the complete model,

with percentage of information compared to the optimal.

Design
Number Dose Observation Percentage

of Groups Allocation Time of EKLD

1 5 {4.25, 4.50, 4.75, 5.00, 5.25} 2 100%

2 5 {4.25, 4.50, 4.75, 5.00, 5.50} 2 99.99%

3 5 {4.25, 4.75, 5.00, 5.25, 5.50} 2 99.92%

4 5 {4.50, 4.75, 5.00, 5.25, 5.50} 2 99.87%

5 5 {4.00, 4.25, 4.50, 4.75, 5.00} 2 99.86%
...

...
...

...
...

24640 2 {3.75, 6.00} 5 17.42%

The sub-optimal designs here follow the same trend as seen for previous models.

That is, the doses are all in a similar region as the optimal, and the observation time

is similar. Of particular interest here is that the worst design is two groups once

again, but that the observation time associated with the worst design is the latest

possible time, five. This suggests that waiting too long is detrimental to estimation

of the dose-response model parameters. This is most likely a result of too much

transmission having occurred, and thus we cannot identify the dose-response model

parameters. The amount of information contained in the top five designs is relatively

consistent.

The earlier optimal observation time is chosen as we aim to minimise the occurrence

of transmission. However, the chickens require sufficient time to pass through the

latent period, before they can be observed as infectious. Hence, the observation

time must be later than when we had transmission only (Table 6.3.4), but earlier

than when we had only a latent period (Table 6.3.5). The increase in the doses is

to account for the earlier observation time. A higher dose allocation increases the

initial number of initially exposed chickens, thus increasing the number of chickens

we may observe as being infectious at the end of the experiment.
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6.4.1 Sensitivity Analysis for the Complete Model

Number of Chickens:

We consider the optimal experimental design for the complete model where we have

only N = 20 chickens available. The optimal design for this model is given in Table

6.4.2 below.

Table 6.4.2: The top five designs, and the worst design, for the complete model with

N = 20 chickens.

Design
Number Dose Observation Percentage

of Groups Allocation Time of EKLD

1 5 {2.75, 3.00, 3.25, 3.50, 3.75} 4 100.00%

2 5 {2.50, 2.75, 3.00, 3.25, 3.50} 4 99.71%

3 5 {2.75, 3.00, 3.25, 3.50, 4.00} 4 98.14%

4 5 {2.50, 2.75, 3.00, 3.25, 3.75} 4 98.06%

5 5 {2.50, 3.00, 3.25, 3.50, 3.75} 4 97.38%
...

...
...

...
...

24640 2 {2.50, 2.75} 1 15.13%

The first notable feature of the optimal design is that, in contrast to the simple

model, we have that five groups of four chickens is considered to be the optimal

grouping. A possible explanation for this is that, unlike the simple model, we

have transmission events that can occur in this model. Any transmission events

that occur cloud our estimate of the dose-response relationship, and so we wish to

avoid them. One way that the probability of a transmission event occurring can

be reduced, is to decrease the number of chickens that are in the susceptible class.

Here, the optimal design suggests splitting the chickens into more groups, resulting

in a smaller number of chickens in each group, and hence reducing the probability

of transmission events occurring. The extra information obtained by having extra

chickens in less groups (as in the simple model), is now negated by the possibility
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of transmission events occurring.

Furthermore, recall for the simple and latent models, the corresponding sensitivity

analyses resulted in the dose allocation being split; with one group being adminis-

tered a smaller dose, and the remaining groups being administered a higher dose.

This same pattern is not evident for this model. However, the optimal observation

time is later than for the original experiment.

Prior Distribution:

Once again, we consider the optimal experimental design for the complete model

where the prior distribution for β is given by U(104, 105). The top five designs, and

the worst design, for this model are given in Table 6.4.3 below.

Table 6.4.3: The top five designs, and the worst design, for the complete model with

an alternative prior distribution for β.

Design
Number Dose Observation Percentage

of Groups Allocation Time of EKLD

1 5 {6.50, 6.75, 7.00, 7.25, 7.50} 2 100.00%

2 5 {6.25, 6.75, 7.00, 7.25, 7.50} 2 99.70%

3 5 {6.25, 6.50, 7.00, 7.25, 7.50} 2 99.55%

4 5 {6.25, 6.50, 6.75, 7.25, 7.50} 2 99.46%

5 5 {6.25, 6.50, 6.75, 7.00, 7.50} 2 99.44%
...

...
...

...
...

5060 2 {7.25, 7.50} 1 15.13%

In this instance, altering the prior distribution has shifted the optimal doses to the

right, as expected. The optimal observation time however, has not changed. This

is not surprising, as the latent period distribution and transmission rate have not

changed, only the parameters that govern the dose-response relationship. Hence, the

dose allocation has moved such that it targets similar regions of the dose-response
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curve as before, but the time stays the same as the same amount of time is required

to pass through the latent period, and the same amount of transmission can occur.

Distribution of Latent Period:

In the following section, we consider the same variations of the distribution of time

spent in the latent period as we considered in Section 6.3.6. For ease, the Erlang

distributions are listed again in Table 6.4.4, and illustrated in Figure 6.4.1. The

optimal designs corresponding to each of these latent period distributions for the

complete model are presented in Table 6.4.5
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Figure 6.4.1: The cumulative distribution function for each of the latent period

distributions with shape k, and rate γ.
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Table 6.4.4: Erlang distributions used throughout the sensitivity analysis of the la-

tent period. The Erlang(2,1) distribution denoted ∗, is the latent period distribution

used in the original analysis.

Name k γ Mean Variance

Erlang(2,1)∗ 2 1 2 2

Erlang(2,2) 2 2 1 1/2

Erlang(2,2/3) 2 2/3 3 9/2

Erlang(1,1/2) 1 1/2 2 4

Erlang(3,3/2) 3 3/2 2 4/3

Table 6.4.5: Optimal experimental designs for the complete model, with a range of

latent period distributions.

Latent Period Number of Optimal Optimal

Distribution Groups Doses Observation Time

Erlang(2,1)∗ 5 {4.25, 4.50, 4.75, 5.00, 5.25} 2

Erlang(2,2) 5 {4.75, 5.00, 5.25, 5.50, 6.00} 1

Erlang(2,2/3) 5 {4.50, 4.75, 5.00, 5.25, 5.50} 4

Erlang(1,1/2) 5 {4.25, 4.50, 4.75, 5.00, 5.25} 2

Erlang(3,3/2) 5 {2.50, 2.75, 3.75, 4.00, 4.25} 3

The optimal observation times for each of the different latent period distributions

appears to correspond directly to the probability of passing through the latent period

by that time. That is, for each of the Erlang(2,1), Erlang(2,2), and Erlang(1,1/2)

distributions, the probability of passing through the latent period by their corre-

sponding observation times is roughly 0.6 in each case. The optimal observation

time for the Erlang(2,2/3) distributed latent period is 4, which corresponds to a

probability of passing through the latent period by that time of approximately 0.7.

However, we note that an observation time of 3 featured prominently in the top
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100 designs when the latent period was Erlang(2,2/3) distributed; 96 of the top

100 designs had a corresponding optimal time of 3. This suggests that the optimal

design was perhaps influenced by the stochastic variation in the simulations used to

evaluate the utility, and an observation time of 3 is perhaps more suitable, noting

also that the top 84 designs contained greater than 99% of the information contained

in the optimal design, so a small variation in the simulations may have a relatively

large influence. An observation time of 3 for the Erlang(2,2/3) distributed latent

period corresponds to a similar probability of passing through the latent period, as

the other distributions we have already discussed. The optimal design correspond-

ing to the Erlang(3,3/2) distribution however, appears to not follow the same trend.

The optimal observation time corresponding to this latent period distribution is 3,

which corresponds to a probability of approximately 0.8 of having passed through

the latent period; considerably higher than the other latent period distributions.

To check if the coarseness of the grid on time was influencing this, we re-ran the

ABCdE method with a grid of {2, 2.2, 2.4, ..., 3.0} on time. However, the method

still chose 2.8 as the optimal time, corresponding to a probability of approximately

0.78. We are unsure as to why the optimal observation time corresponding to this

latent period distribution does not follow the same trend of the optimal observation

time corresponding to the other latent period distributions.

We have some indication (from the optimal design corresponding to the Erlang(2,2/3)

latent period distribution) that the method may identify that increasing the number

of initially exposed chickens reduces the probability of a transmission event occur-

ring, and adjusts the dose allocation in order to avoid transmission events. We

investigate this further by altering the transmission rate in the following.

Transmission Rate:

In this section, we consider the influence of altering the transmission rate on the

resulting optimal experimental designs. Recall, we are not estimating the transmis-

sion rate at this stage, so we wish to observe the process as early as possible in order
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to avoid any transmission events occurring, however, we must wait for the chickens

to have passed through the latent period before we can observe them as being in-

fectious. Hence, one would expect that increasing the transmission rate may force

the optimal observation time earlier – to avoid the possibility of transmission events

occurring – while reducing the transmission rate may allow a later observation time

– as a transmission event is less likely.

Table 6.4.6 contains the top five designs, and the worst design, for the complete

model with an increased effective transmission rate, βT = 4.

Table 6.4.6: The top five designs, and the worst design, for the complete model with

βT = 4.

Design
Number Dose Observation Percentage

of Groups Allocation Time of EKLD

1 5 {3.75, 4.00, 4.25, 4.50, 4.75} 2 100.00%

2 5 {3.75, 4.00, 4.25, 4.50, 5.00} 2 99.96%

3 5 {3.50, 3.75, 4.00, 4.25, 4.50} 2 99.86%

4 5 {3.75, 4.00, 4.25, 4.75, 5.00} 2 99.82%

5 5 {4.00, 4.25, 4.50, 4.75, 5.00} 2 99.75%
...

...
...

...
...

9464 2 {6.25, 6.50} 3 13.98%

We note that increasing the effective transmission rate to βT = 4 has influenced

only the dose allocation; the optimal observation time is still 2. However, we note

that determining these optimal designs on a finer grid for time would demonstrate

the difference in the optimal observation time. The decrease in dose allocation in

Table 6.4.6 compared to the original model – when only the transmission rate has

increased – suggests that our method is trying to reduce the number of infectious

individuals at the observation time, in order to reduce the number of transmission

events that can occur. Note also, that the worst design for this experiment is to
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wait as long as possible (a time of 3 was the latest we considered), and to apply the

largest possible doses. Conducting this experiment would result in a large number

of initially infectious chickens, and as much time as possible for transmission events

to occur, potentially skewing our estimate of the dose-response relationship.

Table 6.4.7 contains the top five designs, and the worst design, for the complete

model with a decreased effective transmission rate, βT = 1.

Table 6.4.7: The top five designs, and the worst design, for the complete model with

βT = 1.

Design
Number Dose Observation Percentage

of Groups Allocation Time of EKLD

1 5 {3.00, 4.00, 4.25, 4.50, 4.75} 3 100.00%

2 5 {2.75, 3.00, 4.00, 4.25, 4.50} 3 99.65%

3 5 {3.00, 4.00, 4.25, 4.50, 5.00} 3 99.37%

4 5 {2.75, 3.00, 4.00, 4.25, 4.75} 3 99.15%

5 5 {3.00, 4.00, 4.25, 4.50, 5.25} 3 98.89%
...

...
...

...
...

24640 2 {5.25, 5.50} 4 14.83%

Decreasing the amount of transmission that can occur (βT = 1 compared to βT = 2),

has resulted in an increased optimal observation time as expected. That is, the rate

at which the transmission occurs has decreased, thus, reducing the amount of trans-

mission that will occur before we observe the experiment. Hence, we can observe

the process later without increasing the risk of transmission occurring. An unusual

feature of this optimal design, with βT = 1, is that the optimal dose allocation for

group 1 (or group 1 and group 2, as with designs 2 and 4), is considerably lower

than in the other groups. We propose that this has occurred due to the discreteness

of the response in this experiment, as discussed previously.
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6.4.2 Estimation of Dose-response and Transmission Param-

eters Simultaneously

Of particular interest to public health researchers and epidemiologists is the rate at

which the bacteria transmits from the infectious to the susceptible individuals. In

the following, we consider estimating both the dose-response relationship parameters

α and β, and the transmission rate parameter βT , simultaneously. Previously, we

were only interested in the dose-response relationship, and as such, the optimal

observation time was as early as possible to minimise the number of transmission

events that would cloud our estimate of the dose-response relationship parameters.

In contrast, we now wish to observe some transmission events in order to gain

information about the transmission rate parameter.

To determine an optimal design with respect to estimating the transmission rate βT

as well as the dose-response model parameters α and β requires no adjustment to the

ABCdE method. For our choice of utility, the expected Kullback-Leibler divergence,

we need only to define a prior distribution on βT (defined in Section 6.2.5), and then

consider the Kullback-Leibler divergence between the joint prior distribution, and

the joint posterior distribution of (α, β, βT ).

When considering previous models, we have also included a sensitivity analysis to

establish behaviour of the optimal designs under alteration to certain aspects of the

model. However, for this model, we are merely interested in demonstrating that it is

possible to estimate the dose-response and transmission parameters, simultaneously.

We provide a comparison between the optimal designs under the two scenarios:

considering only the dose-response model parameters (Table 6.4.1), and considering

the dose-response model parameters and transmission, simultaneously.

Table 6.4.8 contains the top five designs, and the worst design, for the complete

model, when estimating α, β and βT simultaneously. We present the optimal number

of groups, the set of doses to apply to the groups, and the optimal observation time.

The percentage of information (EKLD) contained in each design, with respect to
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the optimal design, is also presented.

Table 6.4.8: The top five designs, and the worst design, for the complete model when

estimating α, β and βT simultaneously, with percentage of information compared to

the optimal.

Design
Number Dose Optimal Percentage

of Groups Allocation Time of Utility

1 5 {3.25, 3.50, 3.75, 4.00, 4.25} 2 100.00%

2 5 {3.00, 3.25, 3.50, 3.75, 4.00} 2 99.61%

3 5 {3.00, 3.50, 3.75, 4.00, 4.25} 2 99.37%

4 5 {3.00, 3.25, 3.75, 4.00, 4.25} 2 98.91%

5 5 {2.75, 3.25, 3.50, 3.75, 4.00} 2 98.88%
...

...
...

...
...

1116 2 {2.75, 3.00} 2 56.32%

Recall the optimal design when we were only concerned with estimating the dose-

response model parameters α and β was to allocate doses {4.25, 4.50, 4.75, 5.00, 5.25},

and observe the process at time 2 (Table 6.4.1). In contrast, we are now interested

in estimating the transmission parameter βT , as well. That is, we wish to observe

some transmission events as well, in order to estimate the rate of transmission. The

only alteration in the resulting optimal design appears to be a decrease in the al-

located doses. We are unsure as to the cause – or reason – for this difference. A

potential explanation is that the difference results in an increase in the number of

initially susceptible individuals, and hence, more transmission events are possible.

However, the early observation time indicates that there is perhaps not enough time

to have many transmission events (given a chicken must progress through the latent

period before an infection event can occur, and that chicken must also pass through

the latent period before the infection event can be observed). We are continuing to

investigate the reasons behind this optimal design.
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Once again, we note that the sub-optimal designs are similar to the optimal; the dose

allocations are all roughly between 3.00 and 4.25. The observation times associated

with the top designs is 2 in each case. We note, however, that the optimal observation

time is dependent on the number of groups. If we consider the optimal design within

each of four, three and two groups, we note that the corresponding observation

times are 2, 3 and 4, respectively. That is, the more groups we consider (i.e., the

less chickens in each group), the earlier the observation time. This suggests that an

increase in the number of chickens in each group allows a later observation time,

when estimating α, β and βT . That is, with only 8 chickens in a group, the amount

of transmission that occurs by a certain time means that we are likely to observe all

chickens in the group as infectious if we observe the process later. However, with 20

chickens in each group, we are able to wait longer to observe the process in order to

estimate both the transmission and dose-response model parameters.

6.5 Discussion

In this chapter, we considered the optimal experimental designs for the group dose-

response challenge experiments, concerning C. jejuni in chickens. We provided an

introduction to group dose-response challenge experiments, and their significance.

We chose a number of models to represent these experiments: a simple model which

accounts for only the instantaneous dose-response relationship; a transmission model

which accounts for the instantaneous dose-response relationship and the subsequent

transmission events which occur once individuals are infectious; a latent model which

accounts for the dose-response relationship as well as the distribution of time to

pass through the latent period (without transmission); and finally, the complete

model which accounts for both the latent period and transmission aspects of the

experiments.

The optimal designs included in this chapter are meant purely as a demonstration,

given the dependence on the range of model and design inputs. However, for each
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model, we have briefly explored the influence of varying these model and design

inputs, by performing a sensitivity analysis. We varied the number of chickens

available to the experiment, the prior distribution, the latent period distribution

and the transmission rate, where appropriate.

We discovered that there exists a point at which including too few chickens in

a group, while giving another observation on the dose-response curve, is not as

informative as having more chickens in less groups.

Altering the prior distribution allowed us to further explore the behaviour of the

chosen utility – the Expected Kullback-Leibler divergence – and discover that for

some models, the Expected Kullback-Leibler divergence appears to target designs

which will detect half the group as infectious (on average). In the next chapter,

we investigate an alternative utility to determine if this feature is purely a trait of

the Expect Kullback-Leibler divergence as a utility, and not a result of the ABCdE

method.

The sensitivity analysis of the latent period distribution clearly demonstrated the

necessity of a sufficiently fine grid for design parameters when using the ABCdE

method with the Expected Kullback-Leibler divergence utility. The method demon-

strated a tendency to return a design as optimal, when our intuition suggested

another design would be more informative, due to the grid on the design space be-

ing too coarse. While this does appear to be a drawback, it is not an uncommon

issue surrounding any method which discretises a continuous space. In practice,

an experimenter implementing any design should first consider if the design makes

sense, and further investigate the region where the optimal design lies. It may be

that re-running the method on a smaller, finer grid around the region that appears

to be optimal as a follow-up is the best approach. In the concluding remarks for

this thesis (Chapter 8), we propose a future research direction which would aim to

improve the ABCdE method in order to perform this iterative process automatically,

to determine the optimal designs to within a given precision. However, we note that

the issue of returning intuitively sub-optimal designs could be simply dealt with by
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relaxing our constraint that no two groups can receive the same dose. By allowing

two groups to have the same dose, we propose that the issue surrounding allocation

of doses under a particular observation time would be resolved.

Altering the transmission rate in both the transmission and complete models pro-

vided simple, intuitive results. For any transmission rate, the optimal design for

the transmission model always corresponded to an optimal observation time of 0;

not allowing the possibility of any transmission events to occur at all. Hence, we

did not repeat the results of the sensitivity analysis in the thesis, given the results

were equivalent to those of the simple model. For the complete model, reducing the

transmission rate resulted in a later observation time. Intuitively, we expected this

to occur given that a smaller effective transmission rate corresponds to a smaller

probability of a transmission event occurring. Thus, the experiment can be run

for longer, to allow a greater probability of the chickens to pass through the latent

period, while still early enough to minimise the amount of transmission that can

occur.

Finally, we demonstrated the influence of trying to estimate both the dose-response

model parameters and the transmission parameter, simultaneously. We noted that

there was no alteration to our method required to consider estimation of another

model parameter. The optimal design when we considered estimating the trans-

mission rate βT , at the same time as the dose-response model parameters α and

β, returned a similar optimal design compared to the case where we did not wish

to estimate βT , but with a slightly different dose allocation. The dose allocation

that was recommended suggested smaller doses, which could potentially result in a

larger number of initially susceptible individuals (as a smaller proportion of indi-

viduals were initially infected), thus giving a greater opportunity for transmission

events to occur. However, we are continuing to investigate the behaviour of the

optimal design in this instance.
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Chapter 7

Optimal Experimental Design for

Group Dose-response Challenge

Experiments: An Alternative

Utility Function

As noted in the previous chapter, we suspect that some features of the optimal

experimental designs we obtained are specific to the choice of utility — the Expected

Kullback-Leibler divergence (EKLD). This chapter is concerned with testing that

hypothesis. In order to determine if the utility was the influencing factor – and not

the ABCdE method – we choose an alternative utility for determining the optimal

experimental designs within the ABCdE method.

7.1 Mean Absolute Percentage Error

Given the aim of experimental design is to determine designs which allow us to best

estimate the model parameters, we want a utility which focusses on this aspect. We

choose to represent the information from the posterior distributions in a summary
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statistic, namely the median of the sampled distribution. We choose the median as

a more robust estimate than the mean, while still avoiding the complex problem of

determining the mode of a bivariate distribution.

We want to minimise the difference between this estimate from the posterior dis-

tribution, and the true value. Given that we pre-simulate all the data used in

the ABCdE method, for each set of observed data we know the true parameter

value. Hence, we can evaluate the difference between the point estimate from the

posterior distribution and the true value. That is, for sampled parameter value(s)

θi = [θi1, θi2, . . . , θip], we simulate data xi under design d, and evaluate the ABC pos-

terior p̂(θ | xi, d), and specifically, the summary statistic θ̂i = [θ̂i1, θ̂i2, . . . , θ̂ip].

The most commonly used function for this purpose – evaluating the discrepancy

between the point estimate and the true value – is the squared-loss function. How-

ever, the squared-loss function is heavily influenced by outliers. Thus, any potential

outliers will have a considerable effect on the utility measure, and thus, the measure

will be sensitive to the simulations used. A large utility in this case has the poten-

tial to be a result of one large outlier, rather than a large difference in all estimates.

For these reasons, we choose to focus on the absolute error between the known and

estimated parameter values. Finally, to account for the difference in scale of the pa-

rameter values for our model (i.e., β >> α), we choose to look at relative differences

in the absolute error. Hence, we choose to minimise the following utility,

u(d) =
1

N

N∑
i=1

p∑
j=1

|θij − θ̂ij|
θij

, (7.1.1)

where N is the number of pre-simulations performed under each design d.

The utility function in equation (7.1.1) is commonly referred to as the “mean abso-

lute percentage error” (MAPE), and is frequently used in forecasting and time series.

The ‘best’ model in a forecasting framework, is the one that minimises the MAPE

(between the true and forecast values, as opposed to true and ‘forecast’ model pa-

rameters as we have used here). We can think of the optimal experimental design

problem as a forecasting problem – we use simulations to account for (most of) the
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possible outcomes, and choose the design which will minimise the MAPE, giving us

the best estimates of the model parameters. This is one such utility, we direct the

reader to Huber [1981] for a range of other potentially suitable functions.

Note that the ABCdE algorithm (Algorithm 5.2) defined in Chapter 5 aims to

maximise the utility. Hence, to be consistent with previous results in this thesis, we

report the reciprocal of the MAPE utility.

To investigate this new utility, we choose to apply it to the latent model in order to

determine if the same issues arise as we noticed in Section 6.3.5. For completeness,

we also employ this utility function to the complete model, to assess the influence

this alternative utility measure has on the optimal experimental design.

We note that we expect this utility to be reasonably flat, given that we are consid-

ering only the scaled, absolute differences in our estimate and the true parameter

value. The squared-loss function, for example, would provide a more curved utility

surface.

7.2 Optimal Experimental Designs

7.2.1 Latent Model

For the latent model, we once again consider determining the optimal number of

groups, the optimal dose allocation, and the optimal observation time. Recall, in the

previous chapter, the use of the Expected Kullback-Leibler divergence (EKLD) as

the utility meant that we had to take care with the size of the grid spacing, given its

preference for designs which resulted in half of each group being infectious. Recall

that a design with an earlier observation time, but higher dose, was deemed to be

as informative (or sometimes more informative), than a design which we intuitively

believe to be more informative; where we observe the process at the final observation

time. The top five designs, and the worst design, for the latent model using the

191



MAPE utility are given in Table 7.2.1.

Table 7.2.1: The top five designs, and the worst design, for the latent model with

percentage of utility compared to the optimal.

Design
Number Dose Observation Percentage

of Groups Allocation Time of Utility

1 5 {3.50, 4.00, 4.25, 4.50, 4.75} 5 100.00%

2 5 {3.50, 3.75, 4.25, 4.75, 5.00} 5 99.981%

3 5 {3.50, 3.75, 4.25, 4.50, 4.75} 5 99.980%

4 5 {3.50, 3.75, 4.50, 4.75, 5.00} 5 99.974%

5 5 {3.50, 3.75, 4.00, 4.25, 4.75} 5 99.973%
...

...
...

...
...

1116 2 {4.50, 5.00} 3 94.206%

We note that the utility contained in the worst possible design considered, is only

5.8% lower than the utility for the optimal design. This indicates the relative flatness

of this utility surface.

In relation to the optimal design, there are two notable differences compared to the

optimal designs resulting from the EKLD utility measure (Table 6.3.5). First, the

optimal dose allocation is slightly higher for this utility, compared to the design

when EKLD was the utility measure. Second, we do not appear to have the issue of

choosing designs with an earlier observation time, due to the grid spacing. In fact,

all designs with five groups, and with an observation time of five were ranked as the

best possible designs, based on this utility; as we would expect. The worst design is

again only two groups, with the earliest possible observation time considered.

192



7.2.2 Complete Model

Once again, we consider determining the optimal number of groups, the optimal

dose allocation, and the optimal observation time. We consider this example in

order to provide some brief insight into the effect of an alternative utility on the

optimal designs for the complete model, and compare this to the optimal designs

obtained using the EKLD utility in Section 6.4. Note that we consider the optimal

design with regard to obtaining the most information about the dose-response model

parameters α and β, only (i.e., not the transmission parameter, βT ).

The top five designs, and the worst design, for the complete model using the MAPE

utility, are given in Table 7.2.2.

Table 7.2.2: The top five designs, and the worst design, for the complete model with

percentage of utility compared to the optimal.

Design Number Dose Observation Percentage

of Groups Allocation Time of EKLD

1 5 {3.00, 4.50, 4.75, 5.25, 5.50} 3 100.00%

2 5 {2.75, 3.00, 4.75, 5.25, 5.50} 3 99.997%

3 5 {2.75, 3.00, 5.00, 5.25, 5.50} 3 99.970%

4 5 {3.00, 4.75, 5.00, 5.25, 5.50} 3 99.950%

5 5 {2.75, 3.00, 4.50, 5.25, 5.50} 3 99.938%
...

...
...

...
...

4719 2 {5.00, 5.25} 4 97.229%

The optimal experimental design for the complete model, using the alternative util-

ity, differs slightly to the optimal design for the final model using the Expected

Kullback-Leibler divergence as the utility. Recall, the optimal dose allocation for

the final model, when using the EKLD, was {4.25, 4.50, 4.75, 5.00, 5.25}, with an

optimal observation time of 2 (Table 6.4.1). In contrast, using the MAPE utility

has lead to a decrease in the dose allocation for the first group, and a slight increase
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for two of the higher groups. The dose allocation is not grouped tightly about the

point at which we might observe half of each group as infectious, and rather, more

spread either side of this point. The optimal observation time has also increased to

3.

The worst design, in this case, is to provide high doses to only two groups, resulting

in a large number of initially exposed individuals, and then waiting a longer time

(observation time of 4), to observe the process. By this time, there could potentially

have been many transmission events, skewing the estimate of the dose-response

relationship.

Again, we note that the utility surface corresponding to the MAPE is relatively

flat.

7.3 Discussion

In this chapter, we investigated the use of the “mean absolute percent error” as a

utility function for Bayesian optimal experimental design, using the ABCdE method.

We discovered through our investigations in Chapter 6 that the Expected Kullback-

Leibler divergence as a utility function, while useful, was perhaps not the best suited

to these experiments. Hence, we decided to use an alternative utility which we

believed to better represent that which we wish to use the designs for: statistical

inference. Initially, we applied this utility to the latent model. Previously, the EKLD

had some difficulty determining the design we intuitively knew to be optimal for the

latent model (waiting until the latest possible time to observe the process). We

note that the same issues did not arise using the MAPE as the utility function. It

appears as though the MAPE does not aim to maximise the variance in the number

of groups (i.e., choose the point at which half of the groups were infectious, on

average), as was occurring when the EKLD was the utility function. If the optimal

designs corresponding to the MAPE have targeted design regions which maximise
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the variance, this is purely by coincidence. The form of the MAPE – the relative bias

– means that it is aiming to only minimise the bias in the model parameter estimates,

and not directly considering the variance at all. While in contrast, the EKLD is a

function of the entirety of the posterior and prior distributions, hence, it takes

into account both the location and variance. While it may not be the best possible

utility function, we believe the MAPE is a better choice of utility for determining the

optimal experimental designs for these group dose-response challenge experiments,

when using the ABCdE method. Significant work needs to be done in order to give

researchers a suitable approach to choosing a sensible utility for determining the

optimal experimental design of different processes, particularly when considering

obtaining “information” about model parameters.

Throughout Chapters 6 and 7, we have investigated the optimal Bayesian exper-

imental designs for group dose-response challenge experiments using the ABCdE

method. In Chapter 6, we initially investigated the optimal designs for the simple,

latent and transmission models, in order to build up to the complete model. We per-

formed sensitivity analyses on each model in order to gain insight into the influence

of each design and model parameters on the optimal designs. Finally, we determined

the optimal experimental design for the complete model, and also provided a sensi-

tivity analysis with respect to a number of model and design parameters. The initial

analyses, and subsequent sensitivity analyses undertaken in Chapters 6 and 7 lead

us to a number of interesting conclusions surrounding the optimal design of group

dose-response challenge experiments. First, there is an ‘optimal’ number of groups,

for a fixed number of subjects. We established that there is a point at which having

more groups of chickens – and hence more estimates of the dose-response curve –

is less beneficial than having fewer groups, each with more chickens. Furthermore,

we noted that the optimal observation time almost always corresponded to the tail

probability, of having passed through the latent period by a certain time, being at

least a particular value. Finally, altering the transmission rate resulted in optimal

designs which agreed with our intuition. That is, a decrease in the transmission rate
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resulted in a later observation time, as less transmission events occur in the same

amount of time. Finally, we established that one can easily determine the optimal

experimental designs using ABCdE, when trying to estimate both the transmission

and dose-response model parameters, simultaneously.

What is an extremely attractive feature of Bayesian optimal designs, also leaves us

with some frustration. That is, the optimal Bayesian designs are specific to the prior

distributions, and other modelling choices. While we have been able to establish

some relationships between model and design aspects, this dependency means we

are unable to establish an overall ‘optimal’ design for group dose-response challenge

experiments. An interesting direction for future research may be to perform the

same analyses as we have throughout Chapters 6 and 7, with uninformative – or at

least very broad – prior distributions. This would allow us to establish the optimal

designs based on no (or very little) prior information, and provide a starting point

for those wishing to conduct group dose-response challenge experiments.
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Chapter 8

Conclusion

The aim of this thesis was to investigate, and implement, optimal experimental de-

sign methods for a number of common biological experiments. In particular, we

considered a range of experimental epidemic models, and a number of models repre-

senting the dynamics of group dose-response challenge experiments. The following

discussion provides a brief summary of the research in this thesis, the main results

that have been established and their implications, and some directions for future

research in this field.

8.1 Summary

In Chapter 3, we provided an extension to the results established by Ehrenfeld

[1962] for the optimal observation of survival-type experiments. The result of this

work allows the simple evaluation of the optimal observation time corresponding to

a broader class of survival distributions than previously possible. The new result

established in this chapter will be submitted for publication.

In Chapter 4, we evaluated the optimal experimental design for the Markovian SIS

(susceptible-infectious-susceptible) epidemic model in a Bayesian framework. We

note that this is the first instance of the optimal design being considered for this
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model in a Bayesian framework. On implementing the current ‘best’ method in the

literature, we established a number of advantages and disadvantages of this method,

and discovered the need for a new, more efficient algorithm.

Chapter 5 detailed this new method which we called ABCdE. This new method

returns the optimal Bayesian experimental design in significantly less computation

time compared to existing methods, for experiments with a small design space. A

paper concerning the new method, and its application to a number of Markovian

epidemic models, has been submitted for publication. While we predominantly

considered the application of this method to Markov chain models, it is suited to

evaluating the optimal designs for a wide range of stochastic models.

We implemented ABCdE to investigate the optimal design for group dose-response

challenge experiments in Chapter 6. A number of novel models were proposed to

represent the dynamics of these experiments. We discovered a number of results

concerning the influence of different model choices, and the influence on the optimal

design when these were altered. We also discovered through a brief investigation

in Chapter 7 that the most commonly used utility function – the Kullback-Leibler

divergence – is perhaps not the best for these group dose-response challenge exper-

iments. A paper concerning the modelling and optimisation of these experiments

will be submitted for publication.

While Chapters 3, 4 and 7 provide new, and novel results, the major contributions

to this thesis are in Chapters 5 and 6. The ABCdE algorithm provides a method for

researchers to investigate the optimal experimental design of a wide range of systems

where the underlying processes is represented by a stochastic model, in significantly

less computation time than was previously possible. Furthermore, we have applied

the ABCdE method to group dose-response challenge experiments. In doing so,

we proposed a new Markovian model to represent the important dynamics of this

problem. Previously, the transmission aspect of these experiments has been consid-

ered by Conlan et al. [2011], however we have also incorporated the latent period;

a prominent feature of infectious diseases which is imperative when considering an
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optimal observation time, for example. The optimal designs and sensitivity analyses

evaluated for these experiments provide some insight into the dependencies of the

optimal experimental design on a variety of model choices.

8.2 Future Research

While the complete model we proposed for the group dose-response challenge ex-

periments in Chapter 6 was the most representative model, improvements can be

made. Specifically, we assumed that chickens could only be observed as infected if

they were in the infectious class at the time the experiment was observed. However,

a more realistic model would associate a probability of the chicken being observed

as infected while still in an exposed class, or perhaps even when in the infected class

(i.e., imperfect observation). With regard to the optimal designs of this model, a

more comprehensive sensitivity analysis could be conducted in order to better un-

derstand the relationships between model choices and the corresponding optimal

designs (e.g., vary multiple model aspects simultaneously).

When estimating multiple parameters using ABCdE (e.g., estimating α, β and βT

in Section 6.4.2), we consider the information contained within a design, when at-

tempting to estimate all model parameters. This was achieved by evaluating the

Expected Kullback-Leibler divergence between the joint posterior and the joint prior

distributions of all models parameters. We are currently investigating the relation-

ship between the utility corresponding to the joint posterior – which we typically

base our choice of optimal design on – and the marginal utilities. By marginal util-

ity, in the case of the Expected Kullback-Leibler divergence, we mean the divergence

between the marginal posterior distribution for each model parameter, and its cor-

responding univariate prior distribution. We will then determine the relationship

between individual utility contributions and the joint utility, and the corresponding

optimal designs. The main aim of this analysis would be to investigate the following

scenario. Suppose we are trying to estimate two model parameters, θ1 and θ2, and
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have two possible designs, d1 and d2. Assume d2 has lower utility overall — i.e., it

is sub-optimal. However, d2 could provide significantly more information about pa-

rameter θ2 – which is harder to estimate overall – than d1. However, d1 has a higher

overall utility, because it estimates θ1 well, and the utility contribution correspond-

ing to θ1 has a much greater scale. Hence, there is the potential to sacrifice some

information about a parameter that is already estimated well (e.g., θ1), in order

to significantly increase the amount of information about a parameter that is not

estimated as well (e.g., θ2), by implementing a sub-optimal design (e.g., d2).

While ABCdE is significantly more efficient at determining the optimal Bayesian

experimental design for small design spaces, we have noted the loss of efficiency for

problems with large design spaces. There are a number of potential improvements

that could be made, but we discuss two here. First, we could implement an iterative

scheme, whereby the algorithm initially evaluates the utility for designs across a

coarse grid on the design space; thus, identifying regions of potential high utility.

The algorithm then further explores these regions, using a finer grid. This process is

continued until the optimal design is identified to a specified precision. However, the

potential issue surrounding the choice of utility we established in Chapter 7 needs

to be consolidated before considering this approach. We propose that this could be

resolved by relaxing the constraint regarding multiple groups being allocated the

same dose, and are currently investigating this possibility. The second approach,

takes into consideration a “Gibbs sampling” type idea. That is, within our ABCdE

framework, we consider evaluating the optimal design across one design parame-

ter, holding the others fixed at their current values. We then update each design

parameter one-by-one, determining the optimal design for each. On top of the im-

provements that could be made to the ABCdE algorithm directly, implementing the

algorithm using any of a number of parallel computing tools (e.g., GPUs), would

greatly improve the efficiency of the ABCdE algorithm.

Besides improving the efficiency of the ABCdE algorithm, we would also like to

establish the influence of the re-sampling approach we have taken to evaluating the

200



utility for each design. Recall, we pre-simulate Npre data sets for every design, cor-

responding to parameters sampled from the prior distribution. These simulations

are used to evaluate Npre posterior distributions for each design, one-by-one treat-

ing each simulation as observed and using the remainder of the simulations as the

‘simulated’ data, in a typical ABC algorithm. We would like to investigate what

influence this dependency between samples has when evaluating the utility.

We have not yet considered how to extend our algorithm to efficiently evaluate

the optimal experimental design, when considering a high-dimensional underlying

model. The ABC approach we have implemented in ABCdE does not extend well

to high-dimensional distributions. An avenue of improvement for the ACBdE algo-

rithm in this vein is based on the work of Li et al. [2015]. Li et al. [2015] improve

the accuracy of ABC posterior distributions for high-dimensional problems via a

Gaussian copula. The improved accuracy is achieved by estimating marginal densi-

ties for all pairs of model parameters, via a 2-dimensional Gaussian copula. These

estimates are then combined to approximate the overall posterior distribution. So

long as the bivariate densities are estimated well via standard ABC methods, this

approach easily, and successfully, extends ABC methods to higher dimensions. Ap-

plying this approximation at the model parameter level of the ABCdE algorithm

would be beneficial for optimal experimental design problems where the underlying

model is high-dimensional. For the same level of accuracy, this approach has the

potential to drastically improve the efficiency of the high-dimensional ABC posterior

distributions, and hence the ABCdE algorithm. However, this concept could also

give rise to a method for efficiently evaluating the optimal experimental design for

problems with a large design space instead. Essentially, one could potentially extend

this concept to approximate the expected utility surface, in a similar way.
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