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Abstract
Drug-drug interaction (DDI) identification is a crucial aspect of

pharmacology research. There are many DDI types (hundreds),

and they are not evenly distributed with equal chance to occur.

Some of the rarely occurred DDI types are often high risk and

could be life-critical if overlooked, exemplifying the long-tailed

distribution problem. Existing models falter against this distribu-

tion challenge and overlook the multi-faceted nature of drugs in

DDI prediction. In this paper, a novel multi-modal deep learning-

based framework, namely TFDM, is introduced to leverage multiple

properties of a drug to achieve DDI classification. The proposed

framework fuses multimodal features of drugs, including graph-

based, molecular structure, Target and Enzyme, for DDI identi-

fication. To tackle the challenge posed by the distribution skew-

ness across categories, a novel loss function called Tailed Focal

Loss is introduced, aimed at further enhancing the model perfor-

mance and address gradient vanishing problem of focal loss in

extremely long-tailed dataset. Intensive experiments over 4 chal-

lenging long-tailed dataset demonstrate that the TFMD outperforms

the most recent SOTA methods in long-tailed DDI classification

tasks. The source code is released to reproduce our experiment

results: https://github.com/IcurasLW/TFMD_Longtailed_DDI.git
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1 Introduction
With the rapid increase of drug types, thousands of interactions be-

tween drugs have been investigated including adverse and coupling

interactions. Unfortunately, a multitude of patients have suffered

adverse outcomes, including severe harm and even death, due to is-

sues arising from drug dispensation and a lack of awareness regard-

ing drug-drug interactions (DDIs)[35]. Furthermore, the process

of investigating the interaction between drugs is time-consuming,

financially burdensome, and labour-intensive in nature[41, 43, 19].

This limitation in identifying new DDIs also happens with the ad-

vancement of medication. Thus, a robust and precise computational

method is expected to predict the potential DDIs.

Recent years have witnessed the emergence of numerous ma-

chine learning approaches aimed at enhancing the accuracy and

efficacy of DDI prediction. Existing machine learning-based meth-

ods have explored the use of Simplified Molecular Input Line Entry

System (SMILES) [38, 9, 17], knowledge graph [24, 25], topological

similarity [6], side effects [10] for DDIs prediction and achieved

a satisfactory result. However, they usually ignore the extremely

long-tailed pattern of the distribution of DDIs types, as illustrated

in Figure 1. The DDI types in the long-tailed region tend to pose

greater risks, particularly for patients with chronic illnesses and un-

derlying health conditions. Many of the existing methods are either

not designed as multi-classification tasks tailored to handling long-

tailed DDI data or are computationally intensive, leading to limited

applicability in real-world scenarios. Therefore, the existing meth-

ods usually produce a model with high bias to head class, which is

dangerous in DDIs prediction task as the tailed DDIs are usually

more vital than the head. In addition, although these methods have

demonstrated effectiveness to a certain extent, they often overlook

the semantic significance of the SMILES system and collaborative

interplay between different drug features.

Moreover, long-tailed recognition has been identified as a sig-

nificant and challenging task in many real-world scenarios such

as medical diagnoise and object detection [45, 28, 5, 32, 4]. Cost-

Sensitive method with a specific-designed loss function is one of
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Figure 1: Naturally Long Tailed Distribution of Drug-Drug
Interaction in DDI-DB171 dataset

the feasible streams to accommodate long-tailed problem. How-

ever, many wildly-used loss function such as Focal Loss [23], Class

Balanced Loss[8] and Balanced SoftMax [30] only focus on the

datasets with class imbalanced rates (CIR) in the range of 50 to

200 and weights the minority classes based on the frequency in

the dataset. They employed loss reduction and inverse of class

frequency to manipulate the gradient contribution of tail classes.

Nonetheless, the gradient reduction mechanisms often result in

sub-optimal solutions due to gradient vanishing, and the inverse-

frequency strategy tends to produce over-corrected models biased

towards tail classes. Furthermore, empirical evidence suggests that

existing long-tailed loss functions struggle to generalize effectively

on extremely long-tailed datasets, such as those encountered in

drug-drug interaction (DDI) prediction, where the imbalance factors

can reach 30,000 and beyond.

To address the above limitations, we propose a Tail-Focused

Multi-Modal Framework (TFMD) for DDIs task. TFMD not only

effectively utilises a range of drug information modalities, includ-

ing biochemical graphs of drugs, targets, and enzymes, but also

introduces molecular spatial structure of drug for prediction us-

ing SMILES. Instead solely on the straightforward concatenation

of features extracted from distinct modalities, TFMD introduces a

modality enhancement fusion approach. This strategy enhances the

learning procedure by skillfully amalgamating both the semantic

essence of molecule spatial structure representations and the spatial

significance of its chemical graph. To maximize the utilization of

multimodal information, the distinct information from each modal-

ity is late-fused to consolidate the influences of targets and enzymes

to drive the ultimate prediction. Leveraging the capabilities of this

multi-modal framework. So that TFMD is able to effectively capture

the inherent data features and intricate interconnections that exist

among various modalities.

Moreover, we draw inspiration from the Focal Loss[23], known

as a representative re-weighting method in handling imbalanced

class data distribution. Traditionally, focal loss tends to diminish the

penalty across all classes, inadvertently leading to gradient vanish-

ing and sluggish model convergence in extremely long-tailed data

distribution. To address these limitations, we devised a novel Tailed

Focal loss (TFL) function, tailored to emphasise the significance

of less frequency DDIs types within the long-tail distribution and

maintain gradient. In short, the main contributions of this work are

summarized as follows.

• A novel Tail-Focused Multi-Modal Framework for DDI tasks,

the framework adeptly combines various drug information

modalities, particularly the molecular spatial structure of

drugs, through modality enhancement, effectively capturing

complex interconnections among these modalities.

• A Tailed Focal Loss (TFL) is proposed, the TFL overcomes

gradient issues, emphasizing less frequent DDI types within

the extremely long-tail distribution, with main contributions

outlined.

• Intensive experiment is conducted to demonstrate the ef-

fectiveness of TFMD achieves state-of-the-art performance

across four demanding long-tail distributed datasets, signifi-

cantly surpassing the performance of other SOTA methods.

2 Related works
2.1 Similarity-based Methods
Similarity-based methods measure the similarity of two drugs by

considering the features of drugs such as chemical structure, tar-

get, enzyme, and reaction pathway. The researchers who endorse

the similarity-based method believe that drugs with similar char-

acteristics are likely to exhibit interactions. DeepDDDI [31] uses

Multi-layer Perception (MLP) framework to construct a structural

similarity profile (SSP). A binary fingerprint is extracted from chem-

ical structure to learn the internal relations based on the Jaccard

similarity of two drugs in terms of SMILES, which is calculated by

the number of common chemical fingerprints and the number of

union fingerprints of two drugs as shown in Eq. (1). A and B are

bit vectors with binary values, in which 1 represents the presence

of a chemical substructure and 0 otherwise. Furthermore, Deng et.

al [9] improved the work by a multi-modal framework, DDIMDL,

leveraging not only the SMILES but also the target, enzyme and

pathway features as supplement information. DDIMDL simply late-

aggregate the votes from modalities without actual fusion can also

lead to low performance of model [1, 40]. MDDI-SCL [21] and MDF-

SA-DDI [22] further explore the similarity methods by leveraging

supervised contrastive learning and auto-encoder to further im-

prove the performance. However, hashing the SMILES string to the

bit binary vectors can potentially abandon the spatial and semantic

information presented in SMILES chemical language.

𝐽𝑎𝑐𝑐𝑎𝑟𝑑 𝑆𝑖𝑚𝑖𝑙𝑎𝑟𝑖𝑡𝑦 =
𝐴 ∩ 𝐵

(𝐴 ∪ 𝐵) − (𝐴 ∩ 𝐵) (1)

Similarity-based methods have shown their effectiveness on

DDI prediction tasks, and highlighting the importance of chemical

structure and other related information such as enzyme and target

can improve performance. However, DDIMDL andDeepDDI hashed

the molecule spatial structure to a binary bit vector can potentially

ignore the informative spatial and semantic information within the

SMILES system.

2.2 Graph-based Methods
Graph-basedMethods consider the knowledge graph and the spatial

information of the chemical structure as the main factors causing

 

3396



Devil in the Tail: A Multi-Modal Framework for Drug-Drug Interaction Prediction in Long Tail Distinction CIKM ’24, October 21–25, 2024, Boise, ID, USA

interaction. The researchers who endorsed graph-based methods

believed that the information from knowledge graph of drugs and

chemical structure can reveal the potential correlations between

atoms and keys by aggregating neighbourhood information to em-

bed the latent features of drugs [24, 37]. KGNN [24] employed a

GraphSAGE architecture to locally aggregate information from

2-Hop neighbours to embed the drugs. LaGAT [13] applied a multi-

head graph attention neural networks architecture to learn the

attended features around the drugs. DSN-DDI[20] exploited the

intra and inter-view graph embedding method that learns the drug

embedding by aggregating information in itself graph and the graph

of interacted drugs. However, KGNN, LaGAT, DSN-DDI formulated

DDI prediction as a binary classification problem. Even worse, La-

GAT was evaluated on a balanced binary dataset which ignored

the long-tailed nature of DDIs prediction. MDNN [25] and MUF-

FIN [6] extended the binary classification to a multi-classification

task. MUFFIN converted the SMILES to a knowledge graph and

bio-medicine graph, and embedded the graphs using the two pre-

trained models, TransE [2] and GIN [15] respectively. Specifically,

MUFFIN took the cross-product and dot-product of embedding of

knowledge graph and bio-structure graph to obtain feature maps,

and extract the interaction relationships by a stack of convolutional

layers. However, MDNN and MUFFIN failed to address the long-

tailed nature of DDI data, and the inappropriate feature fusion lacks

interpretation from the perspectives of biology and chemistry.

2.3 Long-tailed Learning
Long-tailed Learning is one of the challenging problems in classifi-

cation, aiming to learn a unbiased deep model from an imbalanced

and multi-class classification dataset, also known as long-tailed

dataset [45] as shown in Figure. 1. It is particularly useful in object

detection since only a few objects are the interests of problems.

Typical classification loss such as Cross Entropy ignores the imbal-

ance dataset distribution and tends to generate uneven gradient

contribution from different classes, leading to a biased model that

performs poorly on tailed classes. To address long-tailed problems,

one promising approach is to re-weight the gradient contribution

from tailed and head samples by a sophisticated loss function. Focal

Loss (FL Loss) [23] and Class Balanced Loss (CB Loss) [8] employed

a similar strategy to reduce loss generated by both head and tailed

samples by an adaptive weight term. This weighted term permutes

the gradient contribution of tail and head classes by reducing the

losses on head samples. However, this approach empirically works

well in less imbalanced datasets. We will discuss the reason in

Section 2.5 and empirically demonstrate the effects of this strat-

egy on different imbalanced rates. In addition, another strategy

approaching the long-tailed problem is to weight the loss by the

inverse of class frequency. Weighted Cross Entropy Loss (WCE

Loss) constructs weighted terms by the inverse of class frequency

in the dataset. Balanced Softmax Loss (BS Loss) [30] essentially

penalized samples by an additional log inverse of class frequency to

the loss. Similarly, LDAM Loss [3] also penalized the tail samples by

a normalized inverse frequency term. However, this approach often

over-emphasizes tailed samples and produces a biased model to

tail classes, which loses the generalization ability of head samples

with lower overall performance and performs poorly on extremely

long-tailed problems.

2.4 SMILES (Simplified Molecular Input Line
Entry System)

is a widely used chemical information language with specific gram-

mar to store chemical information based on graph theory for further

processing by machine [38]. SMILES represented the fundamental

idea of chemical compounds using a linear sequence of characters.

Each atom in chemical compounds can be represented as element

symbols and the bounds between each atom are represented by spe-

cific characters [33, 12, 38]. The SMILES notation has specific rules

for complicated chemical features such as double bonds, aromatic

rings, and functional group, chirality. These rules ensure that the

graph properties of the molecule is accurately represented in this

molecule spatial structure.

2.5 Cost-Sensitive method for Long-Tailed
Learning

Cost-Sensitve method is a promising approach to address the long-

tailed challenge in many domains such as Computer Vision, Natu-

ral Language Processing, and medical diagnoise [45, 44, 34]. It is

achieved by a sophistical loss function to re-weight the gradient

contribution from head and tail samples. We take Focal Loss as an

example to demonstrate the idea of the cost-sensitve method and

how it permutes the gradients of tail and head classes by weights.

Formally, Focal Loss can be expressed as Eq. 2, where 𝑃𝑦 is the

true probability of the supervised signal. Focal Loss employs a re-

weighting strategy that diminishes the gradients of all classes, with

a more substantial reduction for head samples to emphasize the

gradient contributions of tail samples. Let’s assume a head sample

produced high confident 𝑃𝑦 e.g. 0.9 due to a large number of sam-

ples in the dataset and a tail produced low confident 𝑃𝑦 e.g. 0.1 and

𝛾 is set to 2 as suggested by [23]. The focal terms (1 − 𝑃𝑦)𝛾 tend

to reduce the loss of the head sample by 0.01 times while the loss

deduction on the tail sample is only 0.81.

𝐹𝐿 = −(1 − 𝑃𝑦)𝛾 𝑙𝑜𝑔(𝑃𝑦) (2)

The effectiveness of Focal Loss in managing the long-tailed dis-

tribution stems from its capacity to dynamically adjust the impact

of each sample based on its predicted probability. This dynamic ad-

justment ensures that the model does not become overly confident

in predictions for head classes and dominate the learning process.

By prioritizing the learning of tail samples, Focal Loss helps in

achieving a more balanced performance across classes, which is

crucial for tasks involving significant class imbalance.

Table 1 presents the expressions for Cross Entropy (CE) Loss and

five widely-used loss functions for long-tailed learning. Specifically,

Focal Loss and Class-Balanced Loss introduce the loss reduction

terms (1 − 𝑃𝑦)𝛾 and
1−𝜆
1−𝜆𝑛𝑦 to the standard Cross Entropy, where

these terms are always less than 1 to deduct the loss of all classes

and more deduction on head classes. The weight term in Class-

Balanced Loss is more pronounced than in Focal Loss because it

directly raises 𝜆 to the power of 𝑛𝑦 to achieve greater loss reduction.
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Table 1: Summary of Long-Tailed Loss Function Expression. In the table,𝑃𝑦 indicates the probability of ground true label. 𝑃𝑡
indicates the probability of tailed classes. 𝑛𝑦 is the number of samples in the ground true class. 𝑛𝑖 is the number of samples in
class 𝑖. 𝜆 is the parameter used to determine the effective number in CB Loss, set as 0.999 for the optimized solution suggested
by [8]. Δ𝑖 is the margin of class 𝑖, which can be determined by 𝐶

𝑛
1/4
𝑖

, where 𝐶 is a hyper-parameter to be tuned in the range of 0

to 1. 𝑧𝑖 is the logits of class 𝑖. 𝛾 is a focal parameter set to 2 as suggested by [23].

Loss Standard Formulation Expand Formulation Loss of Tail Class

Cross Entropy −𝑙𝑜𝑔(𝑃𝑦) - −𝑙𝑜𝑔(𝑃𝑡 )

Weighted Cross Entropy −
∑𝑘

𝑖=1 𝑛𝑖
𝑛𝑦

𝑙𝑜𝑔(𝑃𝑦) - −∑𝑘
𝑖=1 𝑛𝑖𝑙𝑜𝑔(𝑃𝑡 )

Focal Loss [23] −(1 − 𝑃𝑦)𝛾 𝑙𝑜𝑔(𝑃𝑦) - −(1 − 𝑃𝑡 )𝛾 𝑙𝑜𝑔(𝑃𝑡 )
Class-balanced Loss [8] − 1−𝜆

1−𝜆𝑛𝑦 𝑙𝑜𝑔(𝑃𝑦) - − 1−𝜆
1−𝜆𝑛𝑦 𝑙𝑜𝑔(𝑃𝑡 )

Balanced Softmax Loss [30] −𝑙𝑜𝑔
(

𝑛𝑦𝑒𝑥𝑝 (𝑧𝑦 )∑𝑘
𝑖=1 𝑛𝑖𝑒𝑥𝑝 (𝑧𝑖 )

)
−
[
𝑙𝑜𝑔

(
𝑃𝑦

)
+ 𝑙𝑜𝑔

(
𝑛𝑦∑𝑘
𝑖=1 𝑛𝑖

)]
−
[
𝑙𝑜𝑔 (𝑃𝑡 ) + 𝑙𝑜𝑔

(
1∑𝑘

𝑖=1 𝑛𝑖

)]
LDAM Loss [8] −𝑙𝑜𝑔

(
𝑒𝑥𝑝 (𝑧𝑦−Δ𝑦 )∑𝑘
𝑖=1 𝑒𝑥𝑝 (𝑧𝑖−Δ𝑖 )

)
−
[
𝑙𝑜𝑔

(
𝑃𝑦

)
+ 𝑙𝑜𝑔

(∑𝑘
𝑖=1 𝑒𝑥𝑝 (Δ𝑖 )
𝑒𝑥𝑝 (Δ𝑦 )

)]
−
𝑙𝑜𝑔 (𝑃𝑡 ) + 𝑙𝑜𝑔 ©­«

∑𝑘
𝑖=1 𝑒𝑥𝑝 ( 𝐶

𝑛
1/4
𝑖

)

𝑒𝑥𝑝 (𝐶 )
ª®¬


Nevertheless, this strategy can potentially lead to gradient vanish-

ing, resulting in slow training and suboptimal solutions. Weighted

Cross Entropy (WCE Loss), Balanced Softmax Loss (BSM Loss),

and LDAM Loss utilize the inverse of class frequency. WCE Loss

simply multiplies the inverse of class frequency

∑𝑘
𝑖=1 𝑛𝑖
𝑛𝑦

with the

standard CE Loss as a weight to increase the gradient contribution

of tail samples. Similarly, BSM Loss implicitly regularizes CE using

the logarithm of class frequency log( 𝑛𝑦∑𝑘
𝑖=1 𝑛𝑖
), as stripped in the

Expanded Formulation in Table 1. LDAM Loss also incorporates

the logarithm of class frequency log(
∑𝑘

𝑖=1 𝑒𝑥𝑝 (Δ𝑖 )
exp(Δ𝑦 ) ), where Δ𝑖 is de-

termined by the inverse of the number of samples in class 𝑛𝑖 . This

approach is particularly challenging to generalize well on datasets

with significant discrepancies between head and tail samples, espe-

cially on extremely long-tailed datasets with 30,000 classes or more.

The frequency of tail samples approaches
1∑𝑘

𝑖=1 𝑛𝑖
in extremely long-

tailed datasets. The inverse frequency can generate overwhelming

gradients from tail samples, leading to overcorrection, which tends

to ignore the significance of head samples. This phenomenon can

be empirically demonstrated by extremely high recall and low F1

and precision scores.

3 Prpoposed Method
3.1 Problem Definition
There are potential DDI between drugs𝑑𝑖 in a drug set𝐷 . We consid-

ered DDI prediction as a multi-classification problem, and defined

the DDI matrix𝑀𝑑 with shape |𝐷 | × |𝐷 | where |𝐷 | is the number

of drugs. In the DDI matrix, zero indicates no interaction between

two drugs and 𝑌𝑖 indicates a specific DDI type. We integrate MILES

graph representation 𝑔𝑖 , SMILES sequential representation 𝑠𝑖 , tar-

get representation 𝑡𝑖 and enzyme representation 𝑒𝑖 to predict DDIs,

denoted by feature matrices 𝐺 , 𝑆 , 𝑇 , 𝐸 respectively. For each drug

𝑑𝑖 , there are features 𝑓𝑖 ∈ [𝑔𝑖 , 𝑠𝑖 , 𝑡𝑖 , 𝑒𝑖 ].

3.2 Overview of TFMD
Tailed Focal Multi-Modal Model for Drug-Drug Interaction (TFMD)

is built based on the hypothesis from biomedical perspective, aiming

to learn the actual pattern with more effective training. TFMD

consists of three parts, modalities enhancement, short-cut fusion

and Tailed Focal Loss for long-tailed data distribution. To better

understand the design of TFMD, we state the following hypothesis

proven by practical biomedical evidences [27, 11, 36]:

Hypothesis 1. Variations on SMILES chemical structure can po-
tentially produce different, even diametrically opposed, efficacy out-
comes.

Hypothesis 2. The drugs sharing the same target and enzyme
can potentially produce competition interactions such as inactive
behaviours.

TFMD propose a modality enhancement technique that accepts

the two modality to enhance the strong modality with weak modal-

ity. Specifically, TFMD enhances graph and target modality with

SMILES and enzyme respectively. We claimed that the GNN model

may fail to capture the actual spatial information about the drugs

since the GNN model assumed that the graph is permutation in-

variant, ignoring the important spatial properties such as chirality

presented in SMILE string. Those particular spatial information

in molecular science, however, can significantly change the prop-

erty of a drug and impact the interaction between molecules [26].

SMILES symbols can provide the particular 3D spatial information

of a drug structure. Therefore, we considered molecule spatial struc-

ture as a supporting feature to supply spatial information to graph

and enhance the feature representation at each stage. Moreover,

many biological molecules, such as protein, enzyme, target and

DNA often bind to one specific enantiomer excluding the mirror

counterpart molecules resulting in competition interactions such as

inactive behaviours [11]. By enhancing target representation with

enzymemodality, we facilitate themodeling of interactions between

shared targets and enzymes. This dual enhancement approach is

underpinned by the hypothesis that incorporating spatial informa-

tion and target-enzyme interactions can lead to more informative
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Figure 2: The framework of the proposed method (TFMD): (a) Model Architecture: Graph and Target modalities are considered
as strong modality and enhanced by smiles sequential representation and enzyme representation respectively. Enhancement
module consists of four independent MLP to extract the feature representation of all the features. The initial modalities are
max-pooled to obtain the unique and distinct features of each modality, and then concatenated with fused representation at
the end. All the features are concatenated and fed to a 4-layers NN classifier (Right End) for multi-classification prediction
depending on the training dataset. (b) & (c) Loss Comparison: Given a tail class 𝑐𝑡 , TFL exhibited considerable gradients and
higher loss than FL and CE loss. The gradient offset mechanism in TFL recovers gradient back to the level of CE at least and
maintain considerable gradient as 𝑃𝑦 → 1 instead of vanishing as shown in (c).

DDI interaction model. In addition, the latent representations de-

rived from each modality are subjected to a max-pooling operation,

which captures the most distinctive and unique fine-grained fea-

tures of each modality. These features are then concatenated with

the enhancement modalities. In addition, inspired by focal loss, we

proposed a novel loss function, Tailed Focal Loss (TFL) enabling

the model to focus more on tailed sample and address gradient

vanishing problem of FL [14] and further boost the performance in

extremely long-tailed scenario. TFL adopt an intuitive strategy to

offset the gradient reduction of FL, retaining considerable gradients

and faster convergence.

3.3 Modality Fusion
SMILES string is initially embedded into 𝑔𝑖 by pre-trained GNN

and 𝑠𝑖 by pre-train molecular transformer trained on 100 million

SMILES string from ZINC-15 dataset [16, 29]. Target and enzyme

are firstly encoded by binary vector, where 1 indicates presence

of a specific target or enzyme. Thus, the embedding of target and

enzyme are produced by Jaccard similarity measures with other

drugs in the dataset. For each drug 𝑑𝑖 with graph 𝐻 , the overall

graph representation 𝑔𝑖 of 𝑑𝑖 can be represented as the aggregation

of all the nodes ℎ𝑣 ∈ 𝐻 . The node representation ℎ𝑘𝑣 is updated over

𝑘 iterations by aggregating neighbour nodes ℎ𝑘𝑢 and representation

of itself ℎ𝑘−1𝑣 in 𝑘 − 1 iteration [15]. The aggregation and mes-

sage passing process is conducted by multiple weight-share neural

networks. Formally, the nodes representation after 𝑘 iterations is:

ℎ𝑘𝑣 = 𝜎 (ℎ𝑘−1𝑣 , 𝐴𝐺𝐺 (ℎ𝑘−1𝑢 | ∀𝑢 ∈ 𝑁 (𝑣))) (3)

where 𝜎 is the non-linearity function (e.g. ReLU), 𝑁 (𝑣) is the num-

ber of neighbors of node 𝑢, 𝐴𝐺𝐺 is the aggregation function.

To obtain the overall representation of drug 𝑑𝑖 , a READOUT

function is applied to pool the nodes features ℎ𝑘𝑢 such as average

pooling and max pooling[42, 15]

𝑔𝑖 = 𝑅𝐸𝐴𝐷𝑂𝑈𝑇 (ℎ𝑘𝑣 | ∀𝑣 ∈ 𝐻 ) (4)

Before each fully connected block in fusion module, we concate-

nated the corresponding 𝑔𝑘
𝑖
with 𝑠𝑘

𝑖
to fuse the particular spatial

information including chirality, functional groups to 𝑔𝑘
𝑖
and 𝑡𝑘

𝑖

with 𝑠𝑘
𝑖
to enhance the representation in latent space. Finally, the

initial embeddings of each modality 𝑔0
𝑖
, 𝑠0
𝑖
, 𝑡0
𝑖
, 𝑒0

𝑖
are pooled by a

max-pooling layer and concatenated to the fused representation,

producing final embedding 𝐹𝑢 . Therefore, two drugs 𝑑𝑞 and 𝑑𝑝
producing potential interaction are concatenated to form the inter-

action representation.
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Algorithm 1 TFMD Algorithm

1: Input:Available drug features 𝑓𝑖 ∈ [𝑔𝑖 , 𝑠𝑖 , 𝑡𝑖 , 𝑒𝑖 ] andDDIMatrix

𝑀𝑑 with drug 𝑑𝑖
2: Output: Predicted DDI types 𝑌𝑖 for drug-pairs (𝑑𝑝 , 𝑑𝑞)
3: while TFMD not Converge do
4: for 𝑑𝑖 in 𝐷 do
5: 𝑔𝑘

𝑖
← 𝜎 (𝐶𝑂𝑁𝐶𝐴𝑇 (𝑔𝑘−1

𝑖
, 𝑠𝑘−1
𝑖
))

6: 𝑡𝑘
𝑖
← 𝜎 (𝐶𝑂𝑁𝐶𝐴𝑇 (𝑡𝑘−1

𝑖
, 𝑒𝑘−1
𝑖
))

7: 𝑓 𝑘
𝑖
← 𝜎 (𝑓 𝑘−1

𝑖
)

8: end for
9: 𝑓 0

𝑖
← 𝑀𝑎𝑥𝑃𝑜𝑜𝑙 (𝑓 0

𝑖
)

10: 𝐹𝑢 ← 𝐶𝑂𝑁𝐶𝐴𝑇 (𝑔𝑘
𝑖
, 𝑠𝑘
𝑖
, 𝑡𝑘
𝑖
, 𝑒𝑘
𝑖
, 𝑔0

𝑖
, 𝑠0
𝑖
, 𝑡0
𝑖
, 𝑒0
𝑖
)

11: for (𝑑𝑞, 𝑑𝑝 ) ∈ 𝑀𝑑 do
12: 𝑃𝑦 (𝑌𝑖 |𝐹𝑢 ) ← 𝑀𝐿𝑃 (𝑑𝑞, 𝑑𝑝 )
13: 𝑙𝑜𝑠𝑠 ← 𝑇𝐹𝐿(𝑃𝑦 (𝑌𝑖 |𝐹𝑢 ), 𝑌𝑖 )
14: end for
15: end while

3.4 Tailed Focal Loss
In extremely long-tailed setting, the number of tailed class 𝑁𝑡 is

dramatically lower than the number of head class 𝑁ℎ , 𝑁𝑡 ≪ 𝑁ℎ ,

and head classes dominate the dataset with large number of samples

𝑁ℎ � 𝑁 . Therefore, the frequency of the tail classes becomes
1∑𝑘

𝑖=1 𝑛𝑖
.

Consequently, this allows for the simplification of existing loss

functions in extremely long-tailed setting and obtain the loss for

tail class as shown in Table. 1.

For WCE Loss, the loss of the tail class will be dependent on the

number of samples in the dataset. Similar to BS Loss and LDAM

Loss, the loss of tail class adds a term that depends on the sample

size of the dataset to standard CE loss. Empirical evidence in ex-

tremely long-tailed settings suggests that this approach can lead to

overcorrected models characterized by high recall but low precision

due to the substantial imbalance factors. LDAM attempts to alle-

viate this overcorrection by introducing square roots and softmax

functions to mitigate the effects of large sample sizes. However,

even this approach often results in suboptimal performance in ex-

treme long-tailed scenarios. Focal Loss and Class-balanced Loss,

on the other hand, stand for loss reduction strategy to reverse the

gradient contribution of head and tail classes. Focal Loss maintains

a consistent loss expression for both head and tail classes, utilizing

the focusing parameter to attenuate the loss based on the confi-

dence 𝑃𝑦 . The upper bound of Class-balanced Loss is cross entropy.

Unlike focal loss, CB loss depends on the number of samples in

classes to deduct loss usually generates a worse gradient vanishing

compared to Focal Loss, leading gradient vanishing during back-

propagation and resulting in exceedingly slow training due to the

gradient reduction mechanism [14, 18].

To this end, we proposed a novel loss function, Tailed Focal Loss

(TFL), that adds an additional loss term, 𝑙𝑜𝑔(𝑃𝛽𝐹𝑇𝑠 (𝑐𝑦 )𝑦 ), to avoid

gradient vanishing by offsetting the gradient reduction of tailed

samples in FL, where 𝑃𝑦 is the predictive probability of ground-true

label, 𝐹𝑇𝑠 (𝑐𝑦) is a threshold function that determines whether or

not the input class is a tailed class 𝑐𝑦 and 𝛽 is the hyper-parameter

to emphasize how strong the penalty applied to tailed classes. The

threshold function 𝐹𝑇𝑠 (𝑐𝑦) returns 1 if the corresponding class 𝑐𝑦
is a tailed class, and 0 otherwise. The recommended value for 𝛽 is 2

given by experiments. For those head class, we calculated the loss

as usual focal loss with 𝛾 = 2. The impacts of 𝐹𝑇𝑠 (𝑐𝑦) and 𝛽 will be

discussed by incremental experiments in the experiment section.

In Figure 2 (b) and (c), we depict the loss and gradient plots of FL,

TFL, and their variants to elucidate the impact of 𝛽 and 𝛾 , alongside

the gradient loss phenomenon. It becomes evident that the gradients

and penalty begin to decline markedly while 𝑃𝑦 remains small in

FL, leading to under-confidence and sluggish training. Conversely,

Tailed Focal Loss (TFL) initiates with more substantial gradients

and maintains substantial gradients even as 𝑃𝑦 gains confidence.

This dynamic approach effectively prevents gradient vanishing and

allocates greater focus to tailed classes. We augment the gradient

contribution from tailed classes through an additional term tailored

to these specific classes. Formally, the proposed TFL loss function

is defined as follows:

𝑇𝐹𝐿 = −[(1 − 𝑃𝑦)𝛾 𝑙𝑜𝑔(𝑃𝑦) + 𝑙𝑜𝑔(𝑃
𝛽𝐹𝑇𝑠 (𝑐𝑦 )
𝑦 )] (5)

To determinewhether or not a class 𝑐𝑡 belongs to a tailed class, all

classes are sorted based on their corresponding number of samples

|𝑐𝑖 | in descending order, and the sample normalized position 𝑃𝑐𝑦 is

determined by the ratio of the cumulative summation of samples

from the head class to the current class

∑𝑀
𝑖=0 |𝑐𝑖 | and the total

number of DDIs

∑𝑁𝑐

𝑗=0
|𝑐 𝑗 |, where𝑀 is the index of current class in

the sorted classes rank, 𝑁𝑐 represents the number of DDI classes

in dataset. If the normalized position of the class 𝑐𝑦 surpasses a

specified threshold 𝑇𝑠 , (e.g., 0.9), the class is deemed to belong to

the tailed group. 𝑇𝑠 decided the number of tail class 𝑁𝑡 that will be

emphasized, the greater𝑇𝑠 is, the less tail class will be. Meanwhile, a

higher 𝛽 generate higher gradient and strong adjustment of gradient

proportion from tailed class. We considered𝑇𝑠 as a hyper-parameter

providing the best performance at 0.9 in our experiments across all

datasets.

𝑃𝑐𝑦 =

∑𝑀
𝑖=0 |𝑐𝑖 |∑𝑁
𝑗=0 |𝑐 𝑗 |

, 𝐹𝑇𝑠 (𝑐𝑦) =
{
1, if 𝑃𝑐𝑦 > 𝑇𝑠 .

0, otherwise.
(6)

We claim that FL cannot retain sufficient adjustment to the pro-

portion of gradient amount in long-tailed scenario due to gradient

vanishing. TFL, on the other hand, addresses the problem by in-

troducing a tail regularizer. Intuitively, the additional regularizer

in TFL specifically "double" penalize the tailed samples and offer

a supplement of gradient to tailed classes. Unlike the gradient re-

duction mechanism in FL, TFL offsets the gradient reduction of

tailed classes. In the following session, we show the gradient upper

bounds of FL and TFL to compare the analytic solution of threshold

𝑃𝑦 where the gradient vanishing occurs. Eq. (8) and (11) are the

derivatives of FL and TFL given a tailed sample. It is obvious that

the FL reduce the gradients by (1 − 𝑃𝑦)𝛾−1 for any input 𝑃𝑦 > 0

leading to an upper bound gradient shown in Eq. (9).

Such that, we can find the upper bound of 𝑃𝑦 where the gradient

vanishing starts in Focal Loss by equalizing the gradient of FL to the

gradient of CE in Eq. 10. If 𝜆 = 2 in practice, gradient contribution

from tailed samples of FL will be less than CE at 𝑃𝑦 = 0.61, higher

𝜆 leads to worse gradient vanishing:
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Table 2: Performance Comparison over DDI-DB110 and DDI-DB171

Method
DDI-DB110 DDI-DB171

Accuracy Precision Recall F1 AUC AUPR Accuracy Precision Recall F1 AUC AUPR

SVM 0.3306 0.8042 0.0213 0.0955 0.8080 0.0835 0.3463 0.8708 0.0202 0.0476 0.7381 0.0938

DeepDDI [31] 0.6022 0.6092 0.2105 0.3540 0.9208 0.2739 0.5919 0.7493 0.1735 0.2532 0.8873 0.2390

DDIMDL [9] 0.5513 0.5418 0.2463 0.3031 0.9801 0.5239 0.5606 0.3708 0.1759 0.2174 0.9664 0.4599

MUFFIN [6] 0.8661 0.7246 0.5674 0.6109 0.9945 0.7987 0.8807 0.5548 0.5307 0.4833 0.9844 0.6617

MDF-SA-DDI [22] 0.8415 0.8512 0.7124 0.7627 0.9771 0.8246 0.8903 0.9115 0.5663 0.6195 0.9913 0.8208

DDI-SCL [21] 0.9201 0.8696 0.8784 0.8690 0.9976 0.9199 0.5843 0.7123 0.6206 0.5860 0.9446 0.6665

TFMD 0.9439 0.9287 0.8919 0.9028 0.9970 0.9366 0.9410 0.9205 0.7806 0.7995 0.9959 0.8941

Table 3: Performance Comparison over DDIMDL and MUFFIN

Method
DDIMDL MUFFIN

Accuracy Precision Recall F1 AUC AUPR Accuracy Precision Recall F1 AUC AUPR

SVM 0.3761 0.8496 0.0305 0.0912 0.7921 0.0699 0.2808 0.8146 0.0177 0.0907 0.6921 0.0485

DeepDDI [31] 0.8457 0.7624 0.6037 0.6493 0.9837 0.6656 0.8974 0.8715 0.7807 0.8016 0.9914 0.8420

DDIMDL[9] 0.8173 0.7935 0.5919 0.6596 0.9864 0.7511 0.8583 0.8595 0.7305 0.7384 0.9969 0.8729

MUFFIN [6] 0.8258 0.6111 0.5310 0.5498 0.9954 0.7305 0.9360 0.8970 0.8035 0.8351 0.9989 0.9296

MDF-SA-DDI [22] 0.9109 0.8812 0.8460 0.8263 0.9756 0.8967 0.9408 0.9506 0.9071 0.9353 0.9982 0.9584

DDI-SCL [21] 0.9019 0.8333 0.8216 0.8205 0.9974 0.8831 0.9553 0.9414 0.9411 0.9391 0.9976 0.9651

TFMD 0.9190 0.8933 0.8659 0.8486 0.9906 0.9013 0.9728 0.9648 0.9455 0.9458 0.9949 0.9666

Tailed Focal Loss, on the other hand, avoids the gradient van-

ishing problem by offsetting the gradient reduction. To simplify

notation, we consider only the gradient of the tailed classes, such

that 𝐹𝑇 (𝑐𝑦) = 1. Similarly, we obtain the gradient upper bound of

TFL as shown in Eq. 12.

𝜕𝐹𝐿

𝜕𝑃𝑦
= 𝛾 (1 − 𝑃𝑦)𝛾−1𝑙𝑜𝑔(𝑃𝑦) − (1 − 𝑃𝑦)𝛾

1

𝑃𝑦
(7)

= (1 − 𝑃𝑦)𝛾−1
[
𝛾𝑙𝑜𝑔(𝑃𝑦) −

1

𝑃𝑦
+ 1

]
(8)

≤ 𝛾𝑙𝑜𝑔(𝑃𝑦) −
1

𝑃𝑦
+ 1 (9)

− 1

𝑃𝑦
= 𝛾𝑙𝑜𝑔(𝑃𝑦) −

1

𝑃𝑦
+ 1⇒ 𝑃𝑦 = 𝑒

− 1

𝛾
(10)

𝜕𝑇𝐹𝐿

𝜕𝑃𝑦
= (1 − 𝑃𝑦)𝛾−1

[
𝛾𝑙𝑜𝑔(𝑃𝑦) −

1

𝑃𝑦
+ 1

]
− 𝛽

𝑃𝑦
(11)

≤ 𝛾𝑙𝑜𝑔(𝑃𝑦) −
1

𝑃𝑦
+ 1 − 𝛽

𝑃𝑦
(12)

𝛾 log(𝑃𝑦) −
1

𝑃𝑦
+ 1 − 𝛽

𝑃𝑦
= − 1

𝑃𝑦
⇒ 𝛾 log(𝑃𝑦) =

𝛽 − 𝑃𝑦
𝑃𝑦

(13)

⇒ 𝑃𝑦 = 𝑒

𝛽−𝑃𝑦
𝛾𝑃𝑦 = 𝑒

𝛽

𝛾𝑃𝑦 /𝑒
1

𝛾 ⇒ 𝛽

𝛾

1

𝑃𝑦
𝑒
𝛽

𝛾
1

𝑃𝑦 =
𝛽

𝛾
𝑒

1

𝛾
(14)

To compare with FL, we also determine 𝑃𝑦 shown in E. 16, where

the gradient vanishing starts by equalizing the graident of CE. We

employ LambertW Function [7] to isolate 𝑃𝑦 , whereW(𝑥𝑒𝑥 ) = 𝑥 .

Therefore, the intersection of TFL and CE is equal to 𝑃𝑦 = 1 given

𝛽 = 1 and 𝛾 = 2 same as FL, which ensures that the gradient

vanishing is eliminated in the range of 𝑃𝑦 ∈ [0, 1]. Higher 𝛽 leads to

a higher gradient offset from tailed sample. We obtain the optimal

solution by setting 𝛽 = 3. TFL will not lead to overcorrection

problem as WCE loss and LDAM loss since the offset gradient is

only from the minority class and controlled by 𝛽 .

𝛽

𝛾

1

𝑃𝑦
𝑒
𝛽

𝛾
1

𝑃𝑦 =
𝛽

𝛾
𝑒

1

𝛾 ⇒W( 𝛽
𝛾

1

𝑃𝑦
𝑒
𝛽

𝛾
1

𝑃𝑦 ) =W( 𝛽
𝛾
𝑒

1

𝛾 ) (15)

⇒ 𝛽

𝛾

1

𝑃𝑦
=W( 𝛽

𝛾
𝑒

1

𝛾 ) ⇒ 𝑃𝑦 =
𝛽

𝛾W( 𝛽𝛾 𝑒
1

𝛾 )
(16)

4 Experiments
4.1 Dataset
Our experimental dataset originates from the publicly accessible

benchmark repository DrugBank (V5.1.10) [39], encompassing 4,336

approved drugs. From this pool, we specifically chose 1,178 drugs

possessing relevant features, covering a spectrum of 199,052 drug-

drug interactions (DDIs) spanning 171 DDI types. The selected

drugs are used to form two extremely long-tailed datasets, DDI-

DB110, DDI-DB171 with 110 and 171 DDI classes respectively. The

DDI-DB110 is the subsets of DDI-DB171, sampling from first 110

DDI types where the DDI types are ranked based on the number of

DDIs in descending order. It is worthy to note that the DDI-DB171

dataset is an extremely challenging dataset to train since there

are 44 classes are less than 10 samples, and 14 classes have only

2 samples. We employed Class Imbalance Ratio (CIR) defined as

the ratio between the number of majority class and the number

of minority class to describe the degree of imbalance. We also

applied our method to two baseline datasets, DDIMDL [9] and

MUFFIN [6], in which two state-of-the-art methods were evaluated

on. In addition, the number of drugs in DDIMDL is factually not
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(a) Incremental Experiment on 𝛽

(b) Incremental Experiment on𝑇𝑠

Figure 3: Incremental Experiments for Parameter Tuning

aligned with the original paper since we only considered drugs

producing interaction in DDIMDL dataset and removed one drug:

DB00515, due to incompatibility issues with the SMILE string and

the chemical graph structure production libraries dgl and dgllife.

Finally, DDIMDL dataset yields 569 drugs in our experiments. Table.

4 shows the statistics of the four datasets.

Table 4: Statistics of the four datasets for method evaluation

Name DDI Class Drug Feature CIR

DDIMDL 37243 65 569 GSTEP 3270

MUFFIN 172426 81 1569 GS 5243

DDI-DB110 198631 110 1178 GSTE 3304

DDI-DB171 199052 171 1178 GSTE 31390

GSTEP in Feature indicates G(Graph), S(SMILES), T(Target), E(Enzyme), P(Pathway)

4.2 Evaluation Metrics
The DDI prediction is considered as a multi-classification problem

in a ’one vs rest’ manner, which performs the classification per class

as a binary classification. To fairly evaluate the overall performance

of the compared methods, Accuracy, Precision, Recall, F1, Area

Under the ROC (AUC) and Area Under Precision-Recall Curve

(AUPR) are selected to evaluate not only the performance in head-

samples, but also in the tail-samples. Macro averaging is used to

report the overall performance of all classes. AUPR is more sensitive

to imbalanced data than AUC.

4.3 Baseline Model
DDI Baselines: We compare 1 traditional statistical baseline, SVM

and 5 representative SOTA models, DeepDDI[31], DDIMDL[9],

MUFFIN[6], MDF-SA-DDI[22], DDI-SCL[21]. DDIMDL is multi-

modal model integrated different source of information of drugs

with simple late fusion. MUFFIN exploited bimodal fusion with

CNN as feature extraction. DDI-SA-DDI utilized auto-encoder and

multi-head attention mechanism to fuse DDI vectors. DDI-SCL

is a contrastive learning model in the context of DDI classifica-

tion. Besides, DDI-SA-DDI and DDI-SCL are driven by focal loss to

relieve imbalanced data distribution. MUFFIN, MDF-SA-DDI and

DDI-SCL have demonstrated their effectiveness and outperformed

other methods such as KGNN [24]. Some DDI approach such as

MDNN [25] do not release their publicly available repository for re-

production purpose. For this reason, we do not compare all baseline

models.

Loss Function Baselinses:We select cross entropy and 5widely

used long-tailed learning loss function from computer vision:Weighted

Cross Entropy (WCE), Focal Loss (FL Loss) [23], Class-balanced

Loss (CB Loss) [8], Balanced Softmax Loss (BS loss) [30], LDAM

Loss [3]. FL Loss and Class-balanced Loss employed gradient re-

duction to manipulate the gradient contribution from head and

tail samples. WCE Loss, BS Loss and LDAM Loss employed the

information from sample frequency to permute the penalty of tail

and head.

5 Results Discussion
5.1 Performance Comparison
The experiment results in Table 2 and 3 indicated that TFMD sig-

nificantly outperform other baseline models over all the evaluation

metrics. The traditional methods such as SVM and DDIMDL failed

to handle the tailed class due to the disillusionary recall, F1 and

AUPR score. MUFFIN, MDF-SA-DDI, DDI-SCL have expressed rela-

tively good performance on DDIMDL, MUFFIN, and DDI-DB110

datasets. It is worthy noticing that although MDF-SA-DDI and

DDI-SCL are also empowered by focal loss with consistent 𝛾 value,

TFMD still outperforms all baselines on all the dataset, indicating

the effectiveness and robustness of our modality fusion design to

long-tailed data distribution. Although TFMD lose the AUC on

DDIMDL, MUFFIN and DDI-DB110 datset, we still demonstrate

significant improvement and the best generalization on other met-

rics. Moreover, TFMD further boosts the overall performance and

dramatically improve F1 score to 0.7995 in DDI-DB171, while other

baselines are entirely failed due to their vulnerability to long-tailed

issues.

5.2 Effectiveness of Tailed Focal Loss
As depicted in Eq. 11, the additional loss term theoretically boosts

the gradient of tailed classes by addressing the gradient reduction

mechanism and gradient vanishing problem in standard FL. We

compared different loss functions for long-tailed learning in Table.

5. Incremental experiments shown in Fig. 3 indicate that a higher

value of 𝛽 leads to increased gradients but better performance,
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Table 5: Performance Comparison of Loss Function

Loss DDI-DB110 DDI-DB171

Accuracy Precision Recall F1 AUC AUPR Accuracy Precision Recall F1 AUC AUPR

CE 0.9473 0.9202 0.8835 0.8998 0.9970 0.9343 0.9353 0.9150 0.4752 0.4886 0.9798 0.7215

WCE 0.8762 0.7957 0.9318 0.8458 0.9962 0.9349 0.6604 0.7061 0.8574 0.7534 0.9818 0.8367

FL[23] 0.9436 0.9372 0.8841 0.8990 0.9968 0.9332 0.9311 0.9214 0.7028 0.7334 0.9901 0.8458

CB[8] 0.9205 0.8669 0.9181 0.8838 0.9961 0.9406 0.3535 0.4467 0.7302 0.4448 0.9411 0.7058

BS[30] 0.9466 0.8480 0.9255 0.8760 0.9969 0.9342 0.9316 0.6249 0.8143 0.7693 0.9882 0.8215

LDAM[3] 0.9456 0.9422 0.8734 0.8901 0.9918 0.8842 0.9396 0.8996 0.7156 0.7434 0.9719 0.6724

TFL 0.9439 0.9287 0.8919 0.9028 0.9970 0.9366 0.9410 0.9205 0.7806 0.7995 0.9959 0.8941

Table 6: Performance Comparison of TFMD’s Variants

TFMD
DDI-DB171

Accuracy Precision Recall F1 AUC AUPR

TFL-G 0.8684 0.8378 0.6926 0.6762 0.9806 0.7869

TFL-S 0.8190 0.8221 0.6085 0.6066 0.9845 0.6775

TFL-T 0.8021 0.8341 0.6518 0.6474 0.9857 0.7822

TFL-E 0.5986 0.6232 0.3220 0.3604 0.9616 0.3677

TFL-GS 0.8775 0.8801 0.6959 0.7003 0.9809 0.7863

TFL-TE 0.8851 0.8717 0.6941 0.6871 0.9869 0.7847

TFL-GSTE 0.9410 0.9405 0.7806 0.7995 0.9959 0.8941

posing a risk of gradient explosion if 𝛾 is excessively elevated.

While a higher threshold 𝑇𝑠 limits the number of tailed classes

addressed by TFL. Conversely, a lower 𝑇𝑠 implies a broader range

of classes being emphasized by TFL. It’s important to note that

setting𝑇𝑠 = 0 essentially equates the loss to cross-entropy, whereas

not classifying any class as ’tailed’ (with 𝑇𝑠 = 1) reverts TFL to the

standard focal loss. In DDI-DB 110, TFL may not be the strongest

loss on Accuracy, Precision and Recall to other loss functions, but

the most generalized ability as indicated by the highest F1, AUC and

AUPR scores. TFL demonstrate the most balanced Recall-Precision

trade-off and highest AUPR, indicating our loss function achieve the

optimal solution to balanced head and tail samples with least bias

compared to other loss. In addition, we implement the experimental

setting with Cross Entropy, the performance is relatively good

even outperforming CB Loss and WCE Loss settings, indicating

that our performance not only relys on the TFL loss but also the

comprehensive designs of our model framework. In DDI-DB171

TFL demonstrates significant improvement over all long-tailed loss,

the most challenging dataset in our experimental setting. WCE

Loss, CB Loss, BS Loss over-emphasize the tail samples and lose

the generalization to head samples. We can find the primary reason

from the formulation of the loss shown in Table. 1. The inverse

frequency strategy failed to consider the model ability without

logits information. Those loss functions usually over-correct the

importance of head sample and is sensitive to the large discrepancy

between the number of head and tail classes. Although FL Loss and

LDAM Loss demonstrate the most competitive performance, the

gradient reduction mechanism hinders FL Loss from the optimal

solution due to serious gradient vanishing. LDAM, on the other

hand, relief the over-correction problem by introducing a softmax

with the temperature that smooths the gradient. It is still difficult to

balance the head and tail samples from the results of DDI-DB171.

5.3 Ablation Study
In real-world scenarios, ensuring the availability of all features is

challenging. To investigate the impacts of different features and

their combinations, we compared the performance of TFMD and

its six variants, as presented in Table 6. Notably, the graph variant

and the target variant achieved the highest F1 scores among the

single-feature variants, with scores of 0.6762 and 0.6474, respec-

tively, aligning with our prior assumptions and intuition. The GS

variant, which incorporates both graph and spatial information,

demonstrated a 3% improvement in F1 score over the graph-only

variant. This result highlights the supportive effectiveness of spa-

tial information in molecular string representations. Although the

enzyme feature alone proved to be relatively weak, its combination

with the target feature revealed significant interactions, enhancing

the performance of the single-target variant by 4% in both F1 score

and recall. The consistent superior performance of multi-feature

variants over individual features underscores the necessity of each

component in achieving optimal results. These findings suggest

that leveraging multiple features in combination provides a more

comprehensive understanding and improved predictive capability

compared to using any single feature in isolation.

6 Conclusion
Overall, the proposed method addresses the long-tailed distribution

and gradients vanishing issues in extremely long-tailed dataset of

focal loss using a novel loss function and outperform the existing

loss function adapted from computer vision. Our proposed archi-

tecture outperforms over all baseline models in four challenging

datasets. Our model architecture is more comprehensive and in-

terpretable than other methods from chemistry perspective, as it

correctly leveraged the graph and particular spatial information in

SMILES system, Target, Enzyme of drugs to construct a strongly

fused feature set for decision making.
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