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A B S T R A C T 
 

 

 
Multimodal Deep Learning for Decoding Visual and Neural Representation 

Xianglin Zheng 

 
Multimodal deep learning aims to model and integrate diverse 

data types, such as images and neural signals, to decode complex rep- 
resentations in tasks like image captioning and object classification. 
Traditional models often rely on large labelled datasets and focus on 
single modalities, which limits their ability to handle real-world com- 
plexities. This thesis explores deep learning and multimodal learn- 
ing techniques to bridge the gap in visual and neural data process- 
ing, with a focus on novel approaches to image captioning, modality 
mapping, and visual neural decoding, as demonstrated through three 
distinct works. 

First, a new framework for unsupervised image captioning is intro- 
duced, addressing the challenge of visual-text misalignment. By lever- 
aging adversarial word-level modelling, this method captures object 
relationships within images to improve caption accuracy, achieving 
both global and local alignment between modalities.The second work 
focuses on mapping between images and EEG signals for object classi- 
fication. By decoding EEG data associated with visual stimuli, this ap- 
proach enhances object classification through cognitive signals, incor- 
porating temporal features and effective connectivity to improve clas- 
sification performance.Lastly, a trimodal contrastive learning model 
is proposed to decode visual neural representations by integrating vi- 
sual, linguistic, and neural data. This approach provides a deeper un- 
derstanding of how the brain processes visual information, enabling 
robust decoding of neural signals for tasks like object recognition. 

Together, these contributions advance the field of multimodal deep 
learning by providing innovative methods for deep learning and modal- 
ity integration, pushing the boundaries of image captioning, EEG- 
based classification, and brain-inspired computing. 
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I propose to consider the question, 
’Can machines think?’ 

— Turing, A. M. [183] 
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I N T R O D U C T I O N 
1 

 

 
1.1 motivation 

 
This thesis explores the problem of developing multimodal deep learn- 
ing models to decode both visual and neural representations, draw- 
ing inspiration from the mechanisms of the human visual system. By 
shifting from a traditional “top-down” approach to a “bottom-up” 
framework, this research investigates how the physiological signal 
recordings of human visual processing-such as electroencephalogra- 
phy (EEG)-can enhance automated visual tasks. Through this integra- 
tion, the study aims to leverage insights from human visual exper- 
tise to improve the synergy between human and machine vision, ulti- 
mately advancing computational models that better emulate human 
perception. 

 
1.1.1 Multimodal Learning and Visual Representation 

 
Vision plays a central role in human information processing, with ap- 
proximately 80% of external information received through the visual 
system [184]. Consequently, equipping machines with the ability to 
"see" and interpret visual information as humans do has long been a 
significant challenge in Artificial Intelligence (AI). 

In recent years, computer vision (CV) technologies have advanced 
rapidly, enabling machines to autonomously extract meaningful in- 
formation from digital images and videos. Techniques such as image 
processing, pattern recognition, machine learning, and deep learning 
now drive this process. CV is a key focus within AI, with applica- 
tions ranging from autonomous driving and medical imaging to fa- 
cial recognition, video surveillance, and augmented reality. 

A critical aspect of CV is visual representation, which typically in- 
volves using deep neural networks to extract and encode visual infor- 
mation into distinct features for tasks such as classification, detection, 
and recognition [64, 87]. Convolutional Neural Networks (CNNs) are 
commonly used for this purpose. In CCNs, images are passed through 
successive convolutional layers, which apply filters to detect features 
of varying complexity, starting from basic shapes like edges to more 
sophisticated elements such as object parts and textures as the net- 
work deepens [97]. Pooling layers help reduce the spatial dimensions 
of feature maps, improving computational efficiency while preserv- 
ing the most relevant information. The final layers of the network 
interpret these high-level features to classify the image, for exam- 
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ple, distinguishing between different objects like animals or vehicles. 
High-quality representations can clearly differentiate between image 
categories, whereas low-quality ones may lead to confusion. CNNs 
have achieved remarkable success in various vision applications. For 
instance, face recognition models based on CNNs, such as Deep- 

Face and FaceNet, have achieved over 99% accuracy on standardised 
datasets like LFW (Labelled Faces in the Wild), making them suitable 
for security systems and smartphone authentication [156, 178]. In au- 
tonomous driving, CNNs such as YOLO (You Only Look Once) and 

Faster R-CNN reliably detect and classify objects, including pedestri- 
ans, vehicles, and road signs, providing critical support for real-time 
decision-making in complex environments [149, 151]. In object detec- 
tion tasks, for instance, feature pyramid networks (FPNs) enhance de- 
tection accuracy by integrating visual coding at multiple scales [211]. 

However, in today’s deep learning landscape, relying on a single 
modality to process information has proven insufficient for address- 
ing the complexities of real-world environments. Unimodal approaches 
typically excel in handling specific types of data but struggle to inte- 
grate contextual information from other sources [27]. For example, a 
model that relies only on visual data for image classification may per- 
form poorly in tasks involving text or audio information. In contrast, 
the human brain integrates multiple sensory inputs, including visual, 
auditory, and tactile data, and draws upon context and experience to 
interpret complex information. This multisensory fusion enables hu- 
mans to make accurate perceptions and decisions, even in noisy or 
incomplete environments. Inspired by this, multimodal learning has 
emerged as a growing area of interest within machine learning. By 
combining visual data with other modalities, such as text or audio, 
multimodal models leverage the strengths of each modality to im- 
prove image comprehension, thus enhancing both the robustness and 
expressiveness of the models [130]. For instance, in sentiment anal- 
ysis, combining text and audio has significantly improved emotion 
recognition accuracy, with multimodal models achieving up to a 10% 
increase in accuracy over text-only approaches [142, 182]. Similarly, 
in visual question answering, models integrating visual and textual 
data outperform unimodal models by more than 15% in accuracy 
on standardised datasets such as VQA [7, 43]. In image captioning 
tasks, multimodal models that incorporate visual and linguistic infor- 
mation generate more semantically rich outputs, producing captions 
that are not only descriptive but also contextually appropriate [198, 
203]. These examples underscore how multimodal learning enables 
more accurate and context-sensitive interpretations, particularly in 
complex environments. 

Image captioning goes beyond object recognition by also identi- 
fying attributes and relationships between objects within an image. 
Based on extracted visual features, the model generates descriptive 
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text (see Figure 1.1), making it applicable to areas like image search, 
content generation, and assistance for the visually impaired. Researchers 
have made significant advances in this field [6, 28, 90, 120, 198, 200], 
largely following the encoder-decoder framework first proposed by 
Vinyals et al. [189], which draws inspiration from machine transla- 
tion techniques. Generally, this framework consists of an encoder that 
employs a CNN to read the input image and a recurring neural net- 
work (RNN) decoder to generate text descriptions by translating the 
encoded representations (as shown in Figure 1.1). To automatically 
generate descriptive sentences from input images, these studies use 
paired image-sentence annotations to train the end-to-end neural net- 
work in a fully supervised manner. However, these models rely on 
large datasets of paired image-sentence annotations for supervised 
training, which can be expensive and time-consuming to collect, de- 
spite the availability of public datasets like MSCOCO [113] and Visual 
Genome (VG) [96]. MSCOCO, for example, only includes around 100 
common object categories, limiting the scope of models trained on it 
to handle real-world problems. Therefore, developing unsupervised 
methods or innovative training strategies that enable models to learn 
the relationships between images and text without explicit annota- 
tions remains a major challenge in this area. 

 

 
Figure 1.1: Encoder-Decoder framework for image captioning. The process 

begins with a CNN acting as the encoder, which processes the in- 
put image to extract a feature vector representing the key visual 
features. This feature vector is then fed into an RNN decoder. 
The decoder starts with a special <start> token and generates a 
sequence of words to describe the image. Each RNN cell predicts 
the next word in the sequence, eventually leading to a complete 
caption, such as "A person riding a motorcycle on a dirt road." 

 

 
1.1.2 Decode Visual Neural Representation 

 
Despite significant progress, it remains challenging to enable ma- 
chines to interpret images at a higher semantic level, as humans do. 
Humans benefit from extravisual perception, relying on a lifetime of 
experience. For instance, we naturally focus on objects using our cen- 
tral vision, an intuitive process rooted in years of evolution. Unlike 
machines, which require examples and instructions to learn, humans 
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understand the world through an innate, unsupervised learning pro- 
cess. 

Through years of research, neuroscience has unveiled many of the 
neural mechanisms underlying brain functions, particularly in visual 
processing. For example, the studies by David Hubel and Torsten 
Wiesel, Nobel laureates in 1981 [75, 76], revealed that visual informa- 
tion is processed hierarchically in the brain. The brain works through 
a continuous and iterative process. After the retina receives raw vi- 
sual stimulus, the primary visual cortex (V1) extracts basic features 
like edges and orientations. Subsequently, higher areas, such as V2, 
abstract these features further into contours and shapes. This process 
iterates in stages until the brain forms a perception of complete im- 
ages, objects, and scenes [40]. 

Early deep neural networks were inspired by this hierarchical struc- 
ture, with their layers mimicking the brain’s feedforward visual path- 
ways. However, significant differences remain between how humans 
and CNNs process visual information. Studies have shown that CNNs 
still lack the robustness of human perception, particularly in gen- 
eralising to unseen distortions and processing negative images [46, 
73]. To achieve AI systems that can rival human intelligence, deeper 
exploration into the brain’s information processing mechanisms are 
needed, especially to understand how the brain activity patterns are 
in relation to perception, cognition, emotion, and memory. This raises 
the question of whether the human brain, as an ‘advanced’ image en- 
coder, can provide more modal information for the computer vision 
models. 

Recent advancements in cognitive psychology, neuroscience, and 
brain imaging technologies, such as EEG, functional magnetic res- 
onance imaging (fMRI), and magnetoencephalography (MEG), has 
made it possible to explore visual neural representations more deeply. 
These technologies allow the development of computational mod- 
els that decode neural representations associated with visual input. 
When the brain processes visual information, it quickly encodes im- 
ages into neural responses, a process known as "encoding" [67, 88]. 
The reverse process, predicting visual stimuli from known brain ac- 
tivity, is referred "decoding" [127]. By capturing and decoding these 
brain signals, we can gain insights into the brain’s focus on specific 
image features and its overall response to visual stimuli. This not only 
helps to uncover the mechanisms of perception but also enhances im- 
age processing in multimodal learning by integrating brain signals 
with computer vision models. 

Figure 1.2 illustrates the mapping between external stimuli, visual 
encoding in the brain, and the decoding of visual neural represen- 
tations. Numerous studies have focus on the field to decode visual 
neural representations by interpreting the neural patterns activated 
during visual tasks [2, 60, 70, 71, 77, 106, 157, 159]. Specifically, when 
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the brain perceives a stimulus, it encodes the attributes of the stimu- 
lus, activating specific neurons and forming distinct brain activation 
patterns. Once sufficient brain activity data is collected, a mapping 
function can be developed to predict visual stimuli based on neural 
signals. Each image category corresponds to specific neural activation 
patterns, allowing the decoder to identify visual stimuli from brain 
activity and convert these physiological signals into image categories. 
When the brain responds strongly to specific parts of an image, those 
areas likely contain features critical to visual perception. This can can 
enhance the accuracy of tasks like image classification and object de- 
tection. For instance, research has shown that certain categories, such 
as faces or objects, are represented in specialised regions of the brain’s 
cortex, as indicated by studies using hemodynamic responses [26, 59, 
78]. 

 

 
Figure 1.2: Illustrate the task of visual encoding and decoding of neural rep- 

resentations in the brain. When the human brain perceives a stim- 
ulus, it encodes the attributes of the stimulus, activating specific 
neurons and creating distinct patterns of brain activity. Once a 
sufficient amount of brain activity data in response to stimuli is 
collected, it is possible to train a mapping function between brain 
activation and visual stimuli. Since each image corresponds to a 
specific category, the trained decoder can then be used to trans- 
late physiological signals into image categories. 

 
This concept of interactive approaches involving the "human-in- 

the-loop" paradigm is not entirely new. Various experiments have 
examined visual neural representation and decoding across different 
levels, from low-level features such as orientation and colour, to mid- 
level features like depth, and high-level semantic categories [37, 71, 77, 
84, 157, 159, 166]. Most research in this area has used fMRI due to its 
high spatial resolution, which provides detailed spatial information 
about brain activity. However, fMRI is expensive, requires stringent 
experimental conditions, and has low temporal resolution, limiting 
its real-time applications. An electroencephalogram (EEG), by con- 
trast, offers very high temporal resolution, capturing brain activity at 
the millisecond level, which is vital for real-time image processing. 
Moreover, EEG equipment is portable, affordable, and less restrictive, 
making it more suitable for large-scale studies. Despite these advan- 
tages, EEG-based research on visual neural representation is still lim- 
ited. This thesis aims to address this gap by using EEG to decode vi- 
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sual neural representations. By classifying EEG signals, this research 
seeks to develop brain-inspired computational models that can clas- 
sify or detect visual stimuli from brain activity. This approach not 
only contributes to the development of AI models but also advances 
our understanding of the cognitive processes underlying human vi- 
sual perception. 

 
1.2 the research gap 

 
There are several key research gaps in the development of multimodal 
models for decoding visual and neural representations, particularly 
in two tasks: unsupervised image captioning and EEG-based decod- 
ing of visual neural representations. 

1) Unsupervised image captioning has gained attention due to the 
limitations of traditional models, which rely on large, anno- 
tated datasets that are costly and time-consuming to produce. 
In contrast, unsupervised approaches, which use unpaired im- 
ages and text, offer a more flexible and cost-effective alterna- 
tive, making them highly scalable and applicable to new data. 
The main challenge is to minimise the misalignment between 
visual content and the generated language representation. This 
arises from the disjoint feature space of image sets and sentence 
corpora, which weakens the direct correspondence between the 
two modalities. Existing methods attempt to create a global 
mapping between visual and textual data, but this often leads 
to poor local alignment [55, 56], where models struggle to gen- 
erate captions that accurately reflect the details within images. 
Additionally, corpus bias further complicates this, causing mod- 
els to rely on generic patterns in the text data rather than the 
actual visual input [41, 100]. 

To add more local alignment, several approaches have used 
weak supervision with object detection to improve the semantic 
accuracy of captions. While this has enhanced object recogni- 
tion, it has been less successful in capturing the relationships 
between objects. For example, Figure 1.3 shows four images of 
the same subject and object, a person and bike. Models may 
correctly identify a person and a bicycle from the object de- 
tector, but fail to distinguish the relationships as it may gen- 
erate different descriptions, like Figure 1.3(A) [person riding a 
bike], Figure 1.3(B) [person holding a bike], Figure 1.3(C) [per- 
son behind a bike], Figure 1.3(D) [person next to a bike], etc. 
This inability to capture the nuances of object relationship re- 
sults in captions that lack semantic accuracy. Addressing these 
challenges requires improving both global and local alignment 
through techniques such as adversarial training and visual at- 
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tention mechanisms. These advancements would enable models 
to better capture the visual relationship knowledge in images, 
improving the overall quality and consistency of generated cap- 
tions. 

 

Figure 1.3: The relationship of two objects is crucial for image captioning 

 
2) In the context of decoding visual neural representations based 

on EEG classification, significant gaps persist. While research 
on EEG-based object recognition has progressed [2, 11, 84, 140, 
141, 166], most machine learning approaches primarily rely on 
unprocessed EEG waveforms, which represent the brain’s spon- 
taneous electrical activity. Generally, EEG data is often contam- 
inated by noise and artifacts, making it crucial to pre-process 
the raw data before classification. Moreover, effective feature ex- 
tractions are also essential to classification, as they enable the 
identification of brain patterns associated with visual stimuli. 
Classification based on EEG feature extraction is more likely to 
achieve higher accuracy compared to classification using raw 
EEG data [117]. Without robust feature extraction, the classifica- 
tion accuracy of these models remains limited. 

2.1) Temporal features are commonly used in traditional EEG anal- 
ysis, such as event-related potentials (ERP), which reflect the 
brain’s response to specific visual stimuli [45]. ERPs are im- 
portant for understanding the timing and sequence of neural 
processing. However, the current implementations do not fully 
exploit the use of ERP features in visual tasks, which limits 
the accuracy of EEG classification. Incorporating deep learning 
models, particularly RNNs, that can capture temporal dynamics 
may improve the performance of EEG classification. 

2.2) Another important feature involves brain network connectiv- 
ity patterns. Traditional deep learning models, such as CNNs 
and RNNs, process EEG data in one-dimensional sequences or 
two-dimensional grids, failing to capture the complex interac- 
tions between different brain regions [165, 180]. These models 
are more commonly utilised to extract temporal and spatial do- 
main feature representations, overlooking non-Euclidean rela- 
tionships that crucial to brain function. While several Graph 
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Neural Networks (GNNs)-based methods attempt to address 
this by modeling functional connectivity, they often focus on 
statistical associations rather than directed causal relationships 
[65, 74]. A few studies have explored effective connectivity, such 
as Granger causality; however these methods require extensive 
manual tuning, and primarily focus on time-lagged causality, 
neglecting instantaneous interactions. Therefore, there is a clear 
need for models that can automatically learn both time-lagged 
and instantaneous causal relationships, offering a more accurate 
and efficient representation of brain connectivity for EEG-based 
classification tasks. 

2.3) Additionally, there is an under-exploitation of the multimodal 
semantic knowledge embedded in EEG data. Most research has 
focused on unimodal supervised learning frameworks, neglect- 
ing the potential benefits of of combining brain activity with 
other modalities, such as text, to jointly learn visual, brain, and 
linguistic features. Cognitive neuroscience suggests that the brain 
processes visual stimuli through a dual coding mechanism, com- 
bining visual and textual elements [13, 133]. However, few stud- 
ies have explored the capability of EEG visual representation 
across multiple modalities. 

In conclusion, significant research gaps remain in unsupervised im- 
age captioning, the effective use of EEG features for visual recogni- 
tion, and the integration of multimodal semantic knowledge in EEG- 
based decoding. Addressing these gaps could lead to major advance- 
ments in developing models that more closely resemble human cog- 
nitive processes in visual understanding. 

 
1.3 research questions 

 
The overarching research aim of this thesis is to investigate how multi- 
modality can be effectively modelled in tasks involving image cap- 
tioning and the decoding of visual neural representations. This re- 
search seeks to understand the relationships between images, text, 
and EEG data, focusing on how these modalities can be mapped 
and integrated through unsupervised and multimodal learning tech- 
niques. 

This work is guided by three primary research questions (RQs) that 
build on each other: 

 
RQ1 (How can modality mapping between image and text be mod- 
elled in image captioning tasks?) 

 
This question involves the following sub-quetions: 
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• RQ1.1: How to model a pure unsupervised modality mapping 

framework without relying on annotated image-sentence datasets 
while achieving both local and global alignment in image cap- 
tioning? 

• RQ1.2: How does incorporating adversarial learning, such as 
GANs, enhance the performance of global alignment in unsu- 
pervised image captioning? 

• RQ1.3: How can visual relations contribute to enhancing local 
alignment of the generated caption with specific visual content 
in an image? 

 
RQ2 (How can modality mapping between image and EEG be mod- 
elled in visual-related classification tasks?) 

 
This question involves the following sub-quetions: 

• RQ2.1: How does the feature extraction process from EEG sig- 
nals and image data affect the multimodal object classification? 

• RQ2.2: What is the impact of utilising temporal features of EEG 
(such as visual evoked potentials (ERPs)) on the feature repre- 
sentation and classification accuracy? 

• RQ2.3: What is the impact of using graph-based neural network 
models in representing effective brain networks on the classifi- 
cation performance of multimodal data? 

• RQ2.4: How does the modelling of time-lagged and instanta- 
neous causal relationships in EEG signals improve the represen- 
tation of brain network for visual classification? 

 
RQ3 (How to design multimodal ;earning of image, text and EEG in 
decoding visual neural representation?) 

 
This question involves the following sub-quetions: 

• RQ3.1: How does the integration of brain, visual, and linguis- 
tic features through trimodal learning enhance the decoding of 
visual neural representations from EEG signals? 

• RQ3.2: What is the effect of contrastive learning on aligning 
EEG, image, and text data for enhancing visual object classifica- 
tion from neural representations? 

• RQ3.3: How does randomised experimental design influence 
the robustness of trimodal models in decoding neural represen- 
tations across different visual categories? 
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As can be seen, these research questions are related. First, RQ1 ex- 

plores the modelling of modality mapping between images and text 
in image captioning tasks using unsupervised learning techniques. 
This foundational investigation is essential for understanding how vi- 
sual and linguistic information interact without explicit supervision. 
The insights from this question provide a framework for RQ2, which 
extends modality mapping to images and EEG signals in object classi- 
fication tasks. By linking brain activity with visual data, this question 
seeks to uncover how the brain processes visual stimuli and how this 
can be translated into classification models. Finally, RQ3 integrates 
the findings from the previous questions to address the more com- 
plex task of multimodal learning. Here, the focus is on modelling 
the combined relationships between images, text, and EEG data, to 
decode visual neural representations more effectively. 

Together, these research questions are critical for advancing our un- 
derstanding of modality mapping and its role in multimodal learning, 
particularly in tasks that bridge visual and neural data. The ability to 
model these relationships has significant implications for fields such 
as brain-computer interfaces, image recognition, and cognitive com- 
puting. 

 
1.4 research objectives 

 
The work presented in this thesis aims to fill the important research 
gap in the current study of decoding visual and neural representation, 
as mentioned in Section 1.2. The main research objectives (OBJs) that 
will be discussed throughout this thesis are: 

• OBJ1: Formulating an Unsupervised Image Captioning Frame- 
work 

To answer RQ1.1 - 1.3, OBJ1 aims to explore a well-performed 
unsupervised image captioning framework by identifying the 
gap between information misalignment in the image and the 
generated sentence, especially the visual relation between de- 
tected objects. 

• OBJ2: Formulating an EEG-based Object Classfication Model 
with Extracted Temporal Feature 

To answer RQ2.1 - 2.2, OBJ2 aims to explore an evoked signal- 
guided object classification model by extracting more distinct 
EEG features from the distilled event-related potential (ERP) 
and utilising deep neural network (i.e., RNN) to merge the fea- 
ture extraction and classifier. 

• OBJ3: Formulating an visual-related EEG Classfication Model 
with Effective Connectivity Feature 
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To answer RQ2.1 and 2.3 - 4, OBJ3 aims to explore an GNNs- 
based EEG classification model by capturing effective connectiv- 
ity to decode discriminate brain networks and enhance graph 
representation for four visual related tasks. 

• OBJ4: Formulating a Trimodal Learning Framework for De- 
coding Visual Neural Representations from EEG 

To answer RQ3.1 - 3.3, OBJ3 aims to explore a novel trimodal 
contrast learning model by the joint learning of brain-visual-text 
features, with specially designed instance-, modality-level mod- 
elling to achieve more consistent brain-visual-linguistic joint rep- 
resentations. 

 
1.5 chapter overview 

 
This section provides an overall structure of this thesis, and the ap- 
proach to each RQ is explained in detail in the corresponding chap- 
ters. The thesis is organised into distinct sections as described here: 

 
chapter 1: introduction  Introduces the motivation behind 
the research for enabling the multimodal learning to facilitate visual 
and neural representation, where this research is placed among the 
literature. 

 
chapter 2: literature review Review of key literature to form 
a solid foundation for the experimental study being conducted in this 
thesis. Some key research areas are covered in this chapter including 
visual representation, image captioning, brain-inspired visual repre- 
sentation and decoding visual neural representation with EEGs. 

 
chapter 3: adversarial word-level modelling for modal- 
ity mapping between image and text in unsupervised im- 
age captioning An adversarial word-level visual relation align- 
ment model for unsupervised image captioning to explore rich se- 
mantic captions is presented here to answer to answer RQ1.1 - 1.3, 
together with the experiments and results. 

 
chapter 4: modality mapping between image and eeg in 
brain-inspired object classification Two brain-inspired vi- 
sual classification models are presented here to answer RQ2.1 - 2.4, 
together with the experiments and results. 

 
chapter 5: trimodal contrastive learning for decod- 
ing visual neural representation A novel trimodal con- 
trast learning model for decoding visual neural representations from 
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EEG is presented here to answer RQ3.1 - 3.3, together with the exper- 
iments and results. 

 
chapter 6: discussions  Insights collected from this research 
are discussed here, focusing on key components that assess aspects 
of multimodal learning to improve visual and neural representations. 
Further, some fundamental limitations of the study are addressed. 

 
chapter 7: conclusions and directions for future re- 
search Thesis conclusions and directions for future research are 
discussed here, summarising the advancements in multimodal deep 
learning for visual and neural representation. This chapter also high- 
lights implications of this research and outlines future opportunities 
for advancing multimodal learning. 



 

 

L I T E R AT U R E R E V I E W 
2 

 

 
2.1 visual representation 

 
Visual representation, particularly in the context of image process- 
ing, refers to how machines interpret and understand visual data, 
typically by transforming raw pixel data into high-dimensional fea- 
tures. Generating high-quality visual representations is fundamental 
to image classification tasks. Different images possess distinct visual 
features, which allow classifiers to predict the category of an image 
based on these features. An effective representation can better distin- 
guish between different image classes, while a low-quality represen- 
tation may lead to category confusion. This has emerged as a central 
research focus within computer vision and is extensively applied in 
various tasks, including object localisation, detection, and segmenta- 
tion [64, 87]. 

The concept of visual representation has its roots in traditional 
image processing techniques, where handcrafted features, such as 
edges, corners, and textures, were designed manually by experts. His- 
torically, before the advent of deep learning, visual representation 
was achieved using handcrafted feature extraction methods. Tech- 
niques such as Scale-Invariant Feature Transform (SIFT) and His- 
togram of Oriented Gradients (HOG) were some of the most popular 
approaches used to describe local structures in an image. SIFT, for 
instance, identified key points and computed descriptors that were 
invariant to scale and orientation, making it a powerful tool for tasks 
such as object recognition and image matching [118]. Similarly, HOG 
represented an image by capturing the gradient direction or intensity 
of edges, which was effective in detecting objects in images [29]. How- 
ever, these handcrafted features were often task-specific and lacked 
the flexibility to generalise across different domains. 

With the rise of CNNs, image representation began to be learned 
automatically through data-driven approaches rather than relying on 
handcrafted features. CNNs extract hierarchical feature representa- 
tions by learning from the raw pixel values of an image, moving 
from simple features (like edges) in the lower layers to more abstract 
and complex features (such as faces or objects) in the higher layers. 
This hierarchical structure allows CNNs to capture a wide range of 
patterns and generalise across various visual tasks, thus significantly 
improved the performance. 

A typical CNN starts with an input image that is passed through a 
series of convolutional layers, which apply filters to detect various fea- 
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tures. For instance, in the early stages of a CNN, convolutional layers 
apply filters to the input image to detect simple features like edges 
and corners. As the network deepens, these layers start to recognise 
more intricate features, such as object parts or textures. Finally, fully 
connected layers at the top of the network interpret the high-level fea- 
tures to classify the image into specific categories, such as distinguish- 
ing between animals, vehicles, or other objects [97]. Pooling layers are 
employed in between to reduce the spatial dimensions of the feature 
maps, improving computational efficiency while preserving the most 
relevant information. Followed fully connected layers at the end are 
responsible for making predictions based on the extracted features. 

The following Figure 2.1 illustrates how CNNs process an image 
through multiple layers, progressively extracting more complex fea- 
tures: For example, in a task like classifying images of animals, the 
first few layers of a CNN might detect simple edges or textures like 
fur patterns. Deeper layers would identify parts of the animal, such 
as ears, eyes, or tails, and finally, the top layers would combine this 
information to recognize the full object, whether it’s a cat, dog, or 
bird. 

 

Figure 2.1: The illustration of CNNs process for visual representation. 
 

The evolution of visual representation can be clearly observed when 
comparing traditional methods like HOG and SIFT to CNNs. The for- 
mer required domain expertise to design features specific to certain 
tasks, while the latter automatically learns feature hierarchies from 
large datasets. This ability to learn representations end-to-end has al- 
lowed CNNs to outperform traditional methods on a wide range of 
vision tasks. In particular, AlexNet’s breakthrough performance on 
the ImageNet dataset in 2012 was a clear demonstration of CNNs’ 
ability to extract rich and meaningful visual representations [97]. 

AlexNet, consisting of five convolutional layers and three fully con- 
nected layers (as shown in Figure 2.2), achieved unprecedented suc- 
cess in the ImageNet Large Scale Visual Recognition Challenge (ILSVRC), 
demonstrating the strong feature learning capability of CNNs on 
large-scale datasets [97]. CNNs automatically learn hierarchical fea- 
ture representations from raw image data, which eliminates the need 
for handcrafted feature extraction methods. This ability to learn both 
low-level features such as edges and textures and high-level semantic 
features such as shapes and objects across different layers has been 
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fundamental to their success. Following the success of AlexNet, re- 
searchers have focused on further optimizing CNNs to enhance their 
performance. 

 

Figure 2.2: Illustration of AlexNet architecture (adapted from [97]). 
 

VGG made a significant improvement by increasing network depth 
(16 and 19 layers), showing that deeper networks can learn more 
complex hierarchical features, achieving excellent classification per- 
formance on ImageNet [161]. One of VGG’s key contributions was 
the use of smaller convolution filters, allowing the model to capture 
finer details of image features. Subsequently, ResNet introduced skip 
connections to address the problem of vanishing gradients in deep 
networks, enabling deeper networks without performance degrada- 
tion. ResNet’s architecture (as shown in Figure 2.3), ranging from 50 
to 152 layers, significantly enhanced performance in both image clas- 
sification and object detection tasks [63]. Inception networks, on the 
other hand, introduced multi-scale convolution filters to capture both 
fine and broad features within the same module, further improving 
CNNs’ effectiveness in visual tasks [177]. 

In the domain of object detection, CNNs have also made significant 
contributions. The R-CNN model was one of the first to successfully 
apply CNNs to object detection tasks by generating region proposals 
and classifying each region [49]. Despite its success in performance, 
R-CNN had computational inefficiencies. Fast R-CNN and Faster R- 
CNN improved upon this by integrating region proposal generation 
with the classification network (see Figure 2.4), significantly reduc- 
ing computational costs and improving detection speed and accu- 
racy [47, 151]. Additionally, real-time object detection models such 
as YOLO (You Only Look Once) and SSD (Single Shot MultiBox De- 
tector) further advanced the field. These models treat object detection 
as a single regression problem, directly predicting bounding boxes 
and classifications from feature maps, pioneering end-to-end object 
detection methods [116, 149]. 

Despite the significant achievements of CNNs in single-modal in- 
formation processing, traditional single-modal approaches still have 
limitations in learning general features. These methods are typically 
specialized for handling specific data types. For example, a model 
trained solely on visual data may struggle with tasks that require 



16 literature review 
 

 

 

 

 
Figure 2.3: Illustration of ResNet architecture (adapted from [63]). 
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Figure 2.4: Illustration of Fast R-CNN and Faster R-CNN architecture 
(adapted from [115]). 

 
understanding textual or audio data. Single-modal models often lack 
the ability to capture the rich context provided by integrating differ- 
ent types of sensory information, which is crucial for many real-world 
tasks. 

To overcome the limitations of single-modal learning, researchers 
introduced multimodal learning, which integrates data from multiple 
modalities such as visual, textual, and auditory inputs to learn richer 
feature representations. Early multimodal CNN models focused on 
combining visual and textual data for tasks like image captioning, vi- 
sual question answering (VQA), and video understanding [8]. These 
models typically use separate CNNs to extract visual features and 
RNNs or transformers to process textual data, with a final fusion 
step to combine the learned features. 

Recently, transformer architectures, which have become dominant 
in natural language processing (NLP), have been extended to mul- 
timodal learning. Models like CLIP and Vision Transformers (ViTs) 
have been trained on both visual and textual data, enabling them to 
learn general feature representations that can be applied across var- 
ious tasks. For example, CLIP uses contrastive learning to align im- 
ages and text in a shared feature space, enabling zero-shot learning 
for image classification and object detection tasks [146]. In object de- 
tection, multimodal learning improves performance, especially when 
visual data alone is insufficient. Multimodal models can combine 
RGB and depth data (from LiDAR or stereo cameras) to detect objects 
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in 3D space, which is critical for applications like autonomous driv- 
ing. Additionally, multimodal methods have been applied to tasks 
such as activity recognition, where visual data is combined with au- 
dio and motion data to accurately classify actions [131]. 

In conclusion, CNNs have significantly advanced the field of com- 
puter vision over the past decade, particularly in image classification 
and object detection. By learning hierarchical feature representations, 
CNNs have outperformed traditional machine learning models. How- 
ever, the limitations of single-modal information processing have led 
to the rise of multimodal learning, which integrates data from multi- 
ple sources to build more generalizable and robust models. As multi- 
modal learning continues to develop, it holds the potential for further 
breakthroughs in visual representation and understanding. 

 
2.2 deep learning and multimodal learning methods 

 
2.2.1 Deep Learning 

 
Building on the previous section, which covered convolutional neu- 
ral networks (CNNs) and their role in visual representation, this sec- 
tion delves deeper into four specific types of deep neural networks. 
In addition, it explores the principles of reinforcement learning and 
the emerging field of multimodal learning, highlighting their rele- 
vance and applications in decoding visual and neural representation. 
Together, these concepts offer a comprehensive understanding of ad- 
vanced machine learning techniques and their interdisciplinary po- 
tential. 

 
2.2.1.1 RNNs and Long Short-Term Memory (LSTM) 

In many NLP tasks, the network need to predict the next word in 
a sentence conditioned on the words came before it, which is for- 
malised as a sequence or time-series task. RNNs are proposed to han- 
dle such tasks because they perform the same task for every element 
of a sequence, with the output being depended on the previous com- 
putations [38]. RNNs acquire the ability to remember long-term infor- 
mation about what has been calculated so far in time-series tasks. 

RNNs are a class of neural networks specifically designed to pro- 
cess sequential data by introducing loops within the architecture, al- 
lowing information to persist over time. Unlike feedforward neural 
networks, RNNs possess memory, making them suitable for tasks 
such as time-series prediction, speech recognition, and natural lan- 
guage processing. The architecture of a simple RNN can be described 
as: 

ht = f(Wxhxt + Whhht−1 + bh) 
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where ht is the hidden state at time step t, xt is the input, Wxh and 

Whh are the input-to-hidden and hidden-to-hidden weight matrices 
respectively, and bh is the bias term. The function f is usually a non- 
linear activation function, such as the hyperbolic tangent (tanh) or 
rectified linear unit (ReLU). 

Despite the success of RNNs in processing sequential data, they en- 
counter several limitations, notably the problem of vanishing and ex- 
ploding gradients during training. This issue arises when backprop- 
agating through time (BPTT), which involves calculating gradients 
over many time steps. The gradients tend to either vanish (become 
too small to influence learning) or explode (grow too large, causing 
unstable learning). The result is that vanilla RNNs struggle to cap- 
ture long-range dependencies effectively. Formally, the update of the 
hidden state depends on the repeated application of the same weight 
matrix: 

 

∂L = ∂W 
t=1 

∂L ∂ht 
∂ht ∂W 

As the term ∂ht involves the repeated multiplication of weight ma- 
trices, it leads to either exponential decay or growth, causing vanish- 
ing or exploding gradients. 

 
long short-term memory (lstm) To address these limitations, 

the LSTM network was introduced by Hochreiter and Schmidhuber 
[66] in 1997. LSTMs are a specialised form of RNNs designed to over- 

come the vanishing gradient problem, enabling the network to cap- 
ture long-term dependencies. The key innovation lies in the introduc- 

tion of memory cells and gated mechanisms that control the flow of 
information. The difference between the RNN and LSTM is shown in 
Figure 2.5. A special connection called cell state was added between 

time steps to help information flowing through them as far as needed. 
In each connection, there is also a gate which controls whether to let 

a piece of information go through it or not-this allows LSTM to either 
remember or forget information in the previous time steps. While 
there are many variants of classic LSTM, e.g., gated recurrent unit 
(GRU) [24], we found that LSTM performed acceptably both at the 
image captioning framework and EEG feature extaction in our work. 

An LSTM cell consists of three gates: the input gate, the forget 
gate, and the output gate. These gates regulate what information to 

store, discard, or output at each time step. Mathematically, the LSTM 
equations are as follows: 

Forget Gate: 

ft = σ(Wf · [ht−1, xt] + bf) 

T L 
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Figure 2.5: A general framework of a basic RNN cell (left) and an LSTM 
(right) memory cell [36]. 

 
The forget gate determines what portion of the previous cell state 

Ct−1 should be carried forward. The sigmoid activation function σ 
squashes the values between 0 and 1, enabling the network to decide 
whether to keep or discard information. 

Input Gate: 

it = σ(Wi · [ht−1, xt] + bi) 

C̃ t = tanh(WC · [ht−1, xt] + bC) 

The input gate decides which values to update in the memory cell. 
The candidate cell state C̃ t is computed and modulated by the input 
gate it. 

Cell State Update: 

Ct = ft ∗ Ct−1 + it ∗ C̃ t 

The cell state Ct is updated based on the outputs of the forget gate 
and input gate. This allows the LSTM to carry forward relevant infor- 
mation over time, ensuring long-term dependencies are preserved. 

Output Gate: 

ot = σ(Wo · [ht−1, xt] + bo) 

ht = ot ∗ tanh(Ct) 

The output gate determines the final output ht at each time step, 
based on the updated cell state Ct and the hidden state from the 
previous time step. The memory cell effectively enables the LSTM to 
maintain a continuous flow of information across time steps without 
suffering from the vanishing gradient issue. 

 
lstm training and optimisation The training process for 
LSTM networks follows the standard backpropagation through time 
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(BPTT) approach, though with the added advantage that the gated 
structure mitigates gradient degradation over long sequences. The 
optimisation is usually performed using stochastic gradient descent 
(SGD) or its variants, such as Adam or RMSprop, with a loss function 
typically defined as: 

L = 1 
L 

ℓ(y , ŷ ) 
N i i 

i=1 

where yi is the ground truth, ŷ i is the predicted output, and ℓ rep- 
resents a loss function, often the cross-entropy loss for classification 
tasks or mean squared error (MSE) for regression tasks. 

 
2.2.1.2 Generative Adversarial Network (GAN) 

The GAN model is a generative model first proposed in [50], which 
was commonly applied in image and natural language generation. 
This architecture involves two sub-models: a generator model for 
generating new examples and a discriminator model for classifying 
whether generated examples are real, from the domain, or fake, gen- 
erated by the generator model. 

1) Generator G: Model that is used to captures the data distribu- 
tion and generate new plausible examples from the problem 
domain. 

2) Discriminator D: Model estimates the probability that a sample 
came from the training data rather than the generator (real or 
fake). 

GANs are based on a game theoretic scenario in which the generator 
network must compete against an adversary. The generator network 
directly produces samples. Its adversary, the discriminator network, 
attempts to distinguish between samples drawn from the training 
data and samples drawn from the generator [51]. 

In the training process, the training procedure for G is to maximise 
the probability of D making a mistake. For example in an image gen- 
eration task, the goal of the generator G is to generate real pictures 
as much as possible to deceive the discriminator D. The goal of D is 
to distinguish the pictures generated by G from the real pictures as 
much as possible. In this way, G and D constitute a dynamic "game 
process." What is the result of the final game? In the most ideal state, 
G can generate a picture G(z) that is "realistic" enough, where z is 
input noise variables. 

In other words, D and G play the following two-player minimax 
game with value function V(G; D): 

min max V(D, G) = Ex∼Pdata (x)[log D(x)] + Ez∼Pz(z)[log(1 − D(z))] 
G D 
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(2.1) 

where x denotes the real image from the training data. Figure 2.6 
describes this training procedure. 

 

Figure 2.6: A general framework of GAN [51] 
 

In the case where G and D are defined by multilayer perceptrons, 
the entire system can be trained with backpropagation and the param- 
eters can be updated using Stochastic gradient descent. The whole 
training process alternates between G and D. 

 
2.2.1.3 Graph Neural Networks 

Graph Neural Networks (GNNs) are a class of neural networks that 
are inherently designed to work with graph-structured data [197]. Un- 
like traditional neural networks that operate on Euclidean data such 
as images or sequences, GNNs are capable of directly processing and 
learning from non-Euclidean data, such as social networks, molecu- 
lar structures, and knowledge graphs. In the context of multimodal 
deep learning, GNNs play a critical role in understanding complex 
relational structures between data modalities. This section reviews 
the original methodology underlying GNNs, highlighting their core 
components, operational mechanisms, and mathematical foundation. 

 
graph representation At the heart of GNNs is the graph, which 
is a data structure represented as G = (V, E), where V denotes a set 
of nodes (or vertices) and E represents a set of edges connecting the 
nodes. Each node v ∈ V can have its own feature vector xv ∈ RF, 
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where F is the dimension of the feature space, and edges (u, v) ∈ E 
can also have associated weights wu,v ∈ RW. The adjacency matrix 
A ∈ R|V|×|V| encodes the connectivity between nodes, where Aij de- 
notes the presence or absence of an edge between nodes i and j. 

The graph structure allows GNNs to capture both the features of 
individual nodes and the relationships between them, making them 
particularly effective in problems that involve relational data. 

 
 

Figure 2.7: A Multi-layer Graph Convolutional Network. Source: https: 
//tkipf.github.io/graph-convolutional-networks 

 
gnn architecture overview  The core idea behind GNNs is 
the iterative message-passing mechanism, where nodes aggregate in- 
formation from their neighbors to update their own representations. 
The general formulation of a GNN layer is: 

h(k+1) = σ
 

W(k) · AGGREGATE
 

{h(k) : u ∈ N(v)}
  

 
Here, h(k) represents the hidden state of node v at layer k, W(k) is a 
learnable weight matrix, σ is an activation function (e.g., ReLU), and 
N(v) denotes the neighbors of node v. The function AGGREGATE 
is key to the GNN architecture, determining how information from 
neighboring nodes is aggregated, which can be a summation, mean, 
or more complex functions depending on the specific GNN variant. 

The message-passing process in GNNs can be described as the 
propagation of information across the graph through node features 
and edge relationships. At each layer, a node aggregates messages 
from its neighbors and updates its representation. Formally, for each 
node v, the message m(k) received from its neighbors at the k-th layer 
is given by: 

m(k) = 
L 

W(k) · h(k) 
v e u 

u∈N(v) 



24 literature review 
 

e 

v 

v 

v 

v n v v 

2 2 

 
where W(k) is a matrix of edge-specific weights. The updated node 
representation h(k+1) is then computed by applying a non-linear 
transformation, typically using a neural network layer such as a multi- 
layer perceptron (MLP): 

h(k+1) = σ
 

W(k) · h(k) + m(k)
  

This process is repeated for a fixed number of layers, allowing the 
GNN to capture both local and global structures in the graph. 

 
graph convolutional networks (gcn) One of the founda- 
tional GNN models is the Graph Convolutional Network (GCN), which 
extends the concept of convolution from Euclidean domains to graph 
domains (as shown in Figure 2.7). The GCN layer can be viewed as a 
localized convolution operation over the graph. Mathematically, the 
GCN layer updates the node representations as follows: 

H(k+1) = σ
 

D̃ − 1 Ã D̃ − 1 H(k)W(k)
  

where Ã = A + I is the adjacency matrix with added self-loops, D̃ 

is the diagonal degree matrix of Ã , and H(k) represents the matrix 
of node embeddings at layer k. This operation ensures that node fea- 
tures are smoothed over their local neighborhoods, allowing the GCN 
to capture more abstract representations of the graph structure. 

 
node and graph-level prediction  GNNs are versatile in 
their applicability, supporting both node-level and graph-level tasks. 
In node-level tasks, such as node classification, the objective is to pre- 
dict the label of individual nodes. This is achieved by applying sev- 
eral GNN layers followed by a softmax function over the final node 
embeddings: 

ŷ v = softmax
 

h(K)
  

where K is the number of GNN layers.For graph-level tasks, such 
as graph classification, the node embeddings are typically pooled to 
produce a fixed-size graph representation: 

hG = READOUT
 

{h(K) : v ∈ V}
  

The readout function can be a simple summation or a more sophis- 
ticated mechanism like attention pooling. 

 
training gnns Training GNNs typically involves supervised or 
semi-supervised learning. In the supervised setting, the loss function 
is computed based on the prediction of labels for either nodes or 
graphs. A common choice for the loss function in node classification 
is the cross-entropy loss: 
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dk 

L = − 
L 

yv log ŷ v 
v∈VL 

 
where VL represents the set of labeled nodes, yv is the true label 

of node v, and ŷ v is the predicted label. Gradient-based optimization 
techniques, such as stochastic gradient descent (SGD), are used to 
update the GNN parameters during training. 

 
2.2.1.4 Transformer 

The Transformer architecture, first introduced by [187], has revolu- 
tionised the field of deep learning, especially in natural language pro- 
cessing (NLP). An overview of the transformer architecher is shown 
in Figure 2.8. Unlike earlier models that relied heavily on recurrence 
and convolutions, the Transformer dispenses with both, leveraging 
self-attention mechanisms to process sequences in parallel. This shift 
not only improved computational efficiency but also set the stage for 
further advancements in multimodal tasks, including the decoding of 
visual and neural representations. This review provides an in-depth 
exploration of the original Transformer architecture, focusing on the 
mechanisms of self-attention, positional encoding, and multi-head at- 
tention, with a clear explanation of the associated equations. 

 
self-attention mechanism  At the heart of the Transformer 
is the self-attention mechanism, which allows the model to focus on 
different parts of an input sequence (see Figure 2.9). Self-attention 
computes the relevance of each element in a sequence with respect 
to the others. For each token, queries Q, keys K, and values V are 
generated through linear transformations: 

Q = XWQ, K = XWK, V = XWV 

where X is the input sequence, and WQ, WK, and WV are learnable 
weight matrices. The attention score between two tokens is calculated 
by taking the dot product of their respective queries and keys, scaled 
by the square root of the dimensionality of the keys: 

 
QKT  

 

 

This scaling factor, 1  , prevents the dot products from becom- dk 
ing too large, thereby ensuring stable gradients during training. The 
softmax function normalises these scores into a probability distribu- 
tion, enabling the model to focus more on the relevant parts of the 
sequence. 

 
positional encoding While self-attention allows for parallel 
processing of tokens, it does not inherently capture the order of to- 
kens in a sequence. To address this limitation, positional encoding is 

Attention(Q, K, V) = softmax V 
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Figure 2.8: An overview of the Transformer [187]. 

 
added to the input embeddings, ensuring the model retains positional 
information. Positional encodings are computed using sine and co- 
sine functions of different frequencies, with each position pos in the 
sequence represented as: 

PE = sin
  pos  

, PE = cos
  pos   

Here, i is the dimension index, and dmodel is the dimension of the 
model. This formulation ensures that the positional encodings are 
unique for each position and that they can generalise to sequences 
of varying lengths. By incorporating this information into the input, 
the Transformer can distinguish between different positions in the 
sequence, which is crucial for tasks requiring sequential order. 

 
multi-head attention One of the major innovations of the 
Transformer is the multi-head attention mechanism. Instead of rely- 
ing on a single self-attention operation, the Transformer computes 
attention in parallel across multiple “heads,” each of which captures 
different aspects of the input relationships. The attention mechanism 

(pos,2i+1) 
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Figure 2.9: The illustration of self-attention mechanism in the Transformer 

[187]. 

 
described earlier is replicated across h heads, with each head having 
its own set of learnable parameters: 

MultiHead(Q, K, V) = Concat(head1, head2, . . . , headh)WO 

where each head is computed as: 

headi = Attention(QWQi , KWKi , VWVi ) 

The results from each head are concatenated and passed through 
a final linear transformation using WO. This approach allows the 
model to attend to different parts of the sequence simultaneously, 
capturing a wider range of dependencies and relationships between 
tokens. Importantly, multi-head attention improves the model’s abil- 
ity to focus on different subspaces of the input space, leading to richer 
representations. 

 
feed-forward networks Following the multi-head attention 
mechanism, the Transformer employs feed-forward neural networks (FFNs) 
to further process the attention outputs. These are applied indepen- 
dently to each position in the sequence and consist of two linear trans- 
formations with a ReLU activation in between: 
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FFN(x) = max(0, xW1 + b1)W2 + b2 

The FFN is applied identically to each token, enabling non-linear 
transformations of the attention output. Notably, the dimensionality 
of the intermediate layer (determined by W1) is often much larger 
than the input and output dimensions, enhancing the model’s capac- 
ity to learn complex patterns. 

 
layer normalisation and residual connections   To facil- 
itate stable and efficient training, the Transformer incorporates resid- 
ual connections and layer normalisation. Residual connections allow each 
sub-layer (multi-head attention or FFN) to learn corrections rather 
than completely new transformations. For an input x and a sub-layer 
F(x), the residual connection is defined as: 

output = LayerNorm(x + F(x)) 

By adding the input back to the output of each sub-layer, residual 
connections help mitigate the vanishing gradient problem and allow 
for deeper networks. Layer normalisation, in turn, normalises the out- 
puts of each sub-layer, ensuring consistent magnitudes of activations 
and improving convergence during training. 

 
transformer architecture The Transformer consists of en- 
coder and decoder stacks, each composed of multiple layers of the 
previously described components. The encoder processes the input 
sequence, while the decoder generates the output sequence, often for 
tasks such as translation or text generation. 

Each encoder layer consists of two main sub-layers: multi-head self- 
attention and FFN. In contrast, each decoder layer includes an addi- 
tional multi-head attention sub-layer, where the decoder attends to 
the encoder’s output. The overall architecture of the encoder and de- 
coder can be summarised as: 

EncoderLayer = MultiHeadSelfAttention + FFN 

DecoderLayer = MultiHeadSelfAttention + MultiHeadEncoderAttention + FFN 

These layers are stacked N-times (usually 6 or 12) to form the full 
Transformer model, where each layer builds progressively more ab- 
stract representations of the input sequence. The decoder’s ability to 
attend to the encoder’s outputs enables the model to generate se- 
quences in an autoregressive fashion. 

 
training and optimisation  The Transformer is trained using 
a variation of the cross-entropy loss, where the output is compared to 
the ground truth sequence. To stabilise training, the authors of the 
original paper employ label smoothing, a technique that prevents the 
model from becoming overconfident in its predictions. 
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For optimisation, the Adam optimiser is used with a warm-up learn- 

ing rate schedule, where the learning rate increases linearly for the 
first 4000 steps and then decays proportionally to the inverse square 
root of the step number. This strategy ensures that the model trains 
smoothly without significant oscillations in the loss function. 

 
2.2.2 Reinforcement Learning (RL) 

 
Reinforcement Learning (RL) is a machine learning paradigm where 
an agent learns optimal actions through interactions with an envi- 
ronment by trial and error (as shown in Figure 2.10). Unlike super- 
vised learning, RL operates without labelled data, making it suitable 
for dynamic and uncertain environments. The goal of the agent is 
to maximise cumulative rewards over time, which is essential for 
decision-making tasks such as game playing, robotics, and control 
systems. This review outlines the foundational concepts, methodolo- 
gies, and mathematical formulations behind RL, with an emphasis 
on Markov Decision Processes (MDPs), value functions, and key al- 
gorithms. [175]. 

 

Figure 2.10: A general framework of RL [175]. 
 

Markov Decision Process At the foundation of RL is the Markov 
Decision Process (MDP), a mathematical model for decision-making 
problems where outcomes are partly random and partly under the 
control of the decision-maker. An MDP is defined by the tuple (S, A, P, R, γ), 
where S is the set of states, A is the set of actions, P(s′|s, a) denotes 
the probability of transitioning from state s to state s′ given action a, 
R(s, a) is the reward function, and γ ∈ [0, 1] is the discount factor that 
determines the importance of future rewards. 

The agent’s objective is to find a policy π(a|s) that maximises the 
expected cumulative reward over time, also known as the return: 

 

Gt = 
L∞ 

k=0 

 

γkrt+k+1 



30 literature review 
 

" 

a′ 

(
 
] 

a s′ 

 
Here, rt+k+1 represents the reward at time step t + k + 1, and γk 

discounts future rewards to ensure that immediate rewards are more 
significant. 

Value Functions and Bellman Equations In RL, value functions 
are critical for evaluating the quality of states and actions. The state- 
value function Vπ(s) gives the expected return from state s following 
policy π: 

Vπ(s) = Eπ [Gt | st = s] = Eπ  
L∞ 

k=0 

γkrt+k+1 | st = s
L 

Similarly, the action-value function, Qπ(s, a), estimates the expected 
return for taking action a in state s: 

Qπ(s, a) = Eπ [Gt | st = s, at = a] 

The Bellman equations provide a recursive relationship between 
the value of a state and the value of subsequent states. For the state- 
value function: 

Vπ(s) = 
L 

π(a|s) 
L 

P(s′|s, a) 
(
R(s, a) + γVπ(s′)

] 

For the action-value function: 

Qπ(s, a) = R(s, a) + γ 
L 

P(s′|s, a) 
L 

π(a′|s′)Qπ(s′, a′) 
s′ a′ 

These equations are essential for policy evaluation and optimisa- 
tion. 

Reinforcement Learning Algorithms One of the most prominent 
algorithms in RL is Q-learning, which is a model-free approach aimed 
at learning the optimal action-value function, Q∗(s, a). The update 
rule for Q-learning is as follows: 

Q(s, a) ← Q(s, a) + α 
(
r + γ max Q(s′, a′) − Q(s, a)

L 

 
Where α is the learning rate, r is the reward, and s′ is the next state. 

This algorithm is off-policy, meaning it can learn the optimal policy 
regardless of the current policy being followed. 

Another key algorithm is SARSA (State-Action-Reward-State-Action), 
which is an on-policy method. SARSA updates the action-value func- 
tion based on the actual action taken by the agent: 

Q(s, a) ← Q(s, a) + α  r + γQ(s′, a′) − Q(s, a) 

In contrast to Q-learning, SARSA follows the current policy when 
updating the action-value function, making it more sensitive to explo- 
ration strategies. 
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Actor-Critic Methods Actor-Critic methods combine the advan- 

tages of value-based and policy-based approaches. The actor selects 
actions based on a policy, while the critic evaluates the actions using 
a value function. The policy is updated using the gradient of the ad- 
vantage function A(s, a), which measures how much better an action 
is compared to the expected action: 

A(s, a) = Q(s, a) − V(s) 

The actor’s policy is updated by: 

θ ← θ + α∇θ log πθ(a|s)A(s, a) 

Here, θ represents the parameters of the policy, and α is the learn- 
ing rate for the actor. 

 
2.2.3 Multimodal learning 

 
Multimodal learning aims to integrate data from different modali- 
ties (such as images, text, audio, video, etc.) to enhance a model’s 
understanding of visual representation [130, 162, 169]. Traditional 
methods of visual representation typically rely on single-modal in- 
formation, such as extracting features solely from images. However, 
this approach can result in missing information or modality-specific 
issues, limiting the model’s ability to fully capture the multidimen- 
sional aspects of complex scenes. By introducing multimodal learn- 
ing, information can be obtained from various perspectives, enabling 
the model to develop a more comprehensive understanding and rep- 
resentation of input data. By merging complementary information 
from different modalities, the limitations of single-modality methods 
are mitigated. In real-world tasks, many problems are inherently mul- 
timodal. For example, images and text together provide both visual 
and semantic information, while combining images and audio offers 
a synergy between visual and auditory perception. By integrating in- 
formation from these modalities, models can learn richer and more 
distinctive representations. As a field of research, multimodal learn- 
ing has been developing for a long time, well before 2012. However, 
significant advancements in multimodal learning have indeed accel- 
erated since around 2012, primarily due to the rapid progress in deep 
learning and the availability of large-scale datasets across various 
modalities. 

Before 2012, early work on multimodal learning involved statisti- 
cal methods for integrating information from different data types, 
such as combining audio and video for tasks like speech recogni- 
tion. However, with the rise of deep learning in 2012, starting with 
breakthroughs like the AlexNet model for image recognition, there 
has been a marked shift toward using neural networks to learn repre- 
sentations across multiple modalities in an end-to-end manner. This 



32 literature review 
 

 
allowed for the effective integration of different types of data, and has 
achieved great success in downstream tasks in vision and language 
[54, 81, 145], including visual recognition, caption generation, and 
more. Such models can not only make use of the visual features of 
images, but also enhance the understanding of images with the help 
of semantic information in text. Therefore, the field of multimodal 
learning for visual representation has undergone significant develop- 
ment, with various methodologies and applications explored. In par- 
ticular, the core areas of interest include multimodal representation, 
modality mapping, alignment, multimodal fusion, and co-learning, 
all of which have been increasingly integrated with deep learning 
techniques. 

Multimodal representation learning focuses on translating multi- 
ple modalities, such as images, text, and audio, into a unified fea- 
ture space. Early approaches in this area, like the work by Zhang 
and Wang [208], propose a curriculum learning method for semi- 
supervised image classification using multimodal data to strengthen 
the robustness of visual recognition systems. This method leverages 
the complementary strengths of different modalities to improve the 
accuracy of image classification. Moreover, models such as CLIP, in- 
troduced by [146], present a major leap in integrating vision and lan- 
guage models, allowing image and text pairs to be represented in a 
shared latent space, thus greatly enhancing tasks like zero-shot clas- 
sification and image retrieval. 

Modality mapping has also seen progress, with studies focusing 
on mapping information from one modality to another. This is crit- 
ical for tasks like image captioning, where textual descriptions are 
generated from visual inputs. Stefanini, Cornia, and Baraldi [172] 
conducted a comprehensive survey on image captioning techniques, 
highlighting the role of pre-training on large-scale multimodal datasets 
to improve the semantic richness of generated descriptions. Simi- 
larly, Zhu et al. [214] explore prompt-based learning for unpaired 
image captioning, where visual inputs are mapped to textual outputs 
without requiring paired datasets, showing the flexibility of modality 
mapping techniques in different application scenarios. 

Alignment, the task of identifying correspondences between ele- 
ments in different modalities, remains a crucial area of research. In 
[207], the authors explore how visual, semantic, and view consisten- 
cies across different modalities contribute to enhanced classification 
performance. This form of alignment ensures that semantically re- 
lated elements across modalities are correctly linked, thereby improv- 
ing model interpretability and accuracy in cross-modal tasks. Addi- 
tionally, approaches like the work of [164] on multimodal GANs for 
unpaired image captioning incorporate joint semantic optimization, 
aligning visual and textual features to generate high-quality descrip- 
tions even without paired datasets. 
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Multimodal fusion, the process of integrating information from 

different modalities to create a comprehensive representation, has 
been extensively studied. For instance, the study by Wang, Li, and 
Zhu [191] on few-labeled visual recognition for self-driving applica- 
tions uses a combination of visual and semantic representations to 
improve the robustness of recognition systems. This fusion of modal- 
ities ensures that the learned representations are more informative, 
leading to improved performance in downstream tasks like object 
detection and scene understanding. Furthermore, the integration of 
multimodal features has been shown to improve medical image analy- 
sis, as demonstrated by Dhanalakshmi, Maanasaa, and Maalikaa [33], 
where multimodal MRI data are fused to detect and classify brain 
tumors more accurately. 

Co-learning, which involves transferring knowledge between modal- 
ities, has gained prominence in applications where one modality lacks 
sufficient data. A notable example is the use of multimodal learn- 
ing in zero-shot learning, where models trained on one modality can 
generalize to tasks involving another modality. The work of Zhang, 
Cheng, and Tian [206] on multimodal distance metric learning show- 
cases how the combination of visual and semantic information can 
improve performance in zero-shot recognition tasks. Co-learning has 
also been applied in self-driving systems, where visual and seman- 
tic features are jointly learned to enhance decision-making in au- 
tonomous vehicles. 

 
2.3 image captioning 

 
In today’s life, images are everywhere, we can find images in almost 
every webpage like news sites, in mobile apps typical like social 
media platforms, and in other important areas such as the medical 
field which uses images to record and analyse disease. Images are 
regarded as a common way to convey information because they are 
more intuitive and more attractive to readers compared with other 
ways, and a more important reason is that humans are good at de- 
coding image information. However, the scale of image data on the 
Internet is incredibly increasing in recent decades, and it could have 
great impacts if machines can understand the meaning of different 
images and interpret some forms of image captions if humans need 
automatic image captions from it. For instance, image captioning can 
be applied for automatic image indexing in a large image dataset, 
and also can help impaired people better understand the content of 
images on the Internet. 

Image captioning is a research hotspot of machine learning, which 
is a combined task of computer vision and natural language process- 
ing, where the caption not only needs to recognise both the objects as 
well as their attributes but also expresses the relationships between 
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each object in an image, and then outputs a description in a natu- 
ral language. See Figure 2.11 for some image captioning examples. 
The in-depth exploration of image caption shows a great potential to 
facilitate the research on the visual understanding of machine, and 
therefore, this task has been widely investigated in recent years. 

 

 
Figure 2.11: Image Captioning Examples 

 
In the early stage, the image captioning methods were developed 

based on traditional machine learning. For example, Farhadi et al. 
[39] extracted image features by some handcrafted features like His- 
togram of Oriented Gradients (HOG) and used Support Vector Ma- 
chines (SVM) to classify the objects, in the end, they attempted to 
mapping the image features to the sentence scene. Kulkarni et al. 
[99] employed a Conditional Random Field (CRF) to infer objects, 
attributes, and prepositions, which are then used to fill in the gaps. 
In another side, these methods have in common with rules/template- 
based approaches. After extracting the image features, the descrip- 
tions are generated by fixed language rules or filled to the template 
slots which are artificially defined for generating image captions. How- 
ever, both the fixed rules and templates for generation are task-specific. 
In addition, extracting features from a large and diverse set of data is 
not feasible, which makes these methods hard to be applied to com- 
plex problems in the real world. 

State-of-the-art captioning models predominantly rely on deep ma- 
chine learning techniques, enabling automatic feature learning from 
training data and the ability to process large, diverse image datasets. 
For instance, CNNs are commonly employed for image feature extrac- 
tion, while classifiers using SoftMax measurements are applied for 
categorisation. RNN are commonly used to generate captions. The 
following two sections will review deep learning-based methods for 
image captioning, which are divided into two categories: (1) super- 
vised image captioning and (2) unsupervised image captioning. 
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2.3.1 Supervised Image Captioning 

 
In the past few years, there has been a growing number of publica- 
tions focus on image captioning. Since the "Show and Tell" study in 
[189] proposed the first study to attempt an end-to-end neural net- 
work on image captioning (see Figure 2.12 for details on the model 
structure), which consists of an encoder that uses CNN to read the 
input image and an RNN decoder (Fig Figure 2.13) to generate sen- 
tence descriptions by translating the representations learned from 
the encoder, enormous pieces of researches followed this encoder- 
decoder method to improve the captioning performance. Then, the 
introduction of the attention-based model has taken this progress a 
big step forward. It is a fact that human visual systems watch im- 
ages rather than catch the entire visual information at first glance, but 
naturally, focus on the salient regions to effectively scratch the infor- 
mation needed. Incorporate with such an attention mechanism, Xu 
et al. [198] proposed two attention-based image caption generators 
and also visually showed "where" and "what" the attention model 
focused on when reading an image. Similarly, Anderson et al. [6] 
proposed a combined bottom-up and top-down attention captioning 
model that enables the model to consider not only the desired objects 
but also other unexpected or salient stimuli. More recently, some no- 
table work applied reinforcement learning (RL) methods for image 
captioning. For example, Rennie et al. [153] proposed a self-critical 
sequence training algorithm to optimize the test captioning metrics. 
Xu et al. [199] proposed a multi-level policy and reward within the 
RL framework conditioned on the captioning model, language met- 
rics, and visual-semantic function for optimisation. 

 

Figure 2.12: The overall encoder and decoder framework propsed in [189]. 
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Figure 2.13: An image captioning model in detail, where a CNN encodes the 

image into features, and LSTM networks serve as the decoder 
to generate a descriptive caption for the image word by word. 

 
2.3.2 Unsupervised Image Captioning 

 
In terms of unsupervised image captioning in a step-by-step devel- 
opment, from 2019, Yang et al. [200] has introduced the inductive 
language bias from external dictionary corpus into the scene graph 
auto-encoder to help the model less focus on visual perception bias 
of the dataset. Similarly, Chen, Lucchi, and Hofmann [22] has put an 
approach that also used an external text corpus to establish a semi- 
supervised caption framework. However, they are still trained in an 
end-to-end supervised manner. 

Indeed, the achievement for a good outcome of unsupervised im- 
age captioning is very challenging, but it is worth developing and 
train a purely but reliable unsupervised caption model with an inde- 
pendent image set and sentence corpus. The main superiority of unsu- 
pervised captioning includes reducing the reliance on labelled image- 
sentence datasets, which indicates the potential to dig out more infor- 
mation from the original input itself, compared with the supervised 
learning method. To date, several unsupervised models have been 
proposed for image captioning training. Similar to [200], Gu et al. [55] 
proposed their scene-graph-based learning method but for unpaired 
image captioning, in which the features that parsed from the image 
scene graph and the sentence scene graph are mapped to bridge the 
gap between unpaired images and sentences. 

Thus, rather than leverage with a scene graph, some unsupervised 
approaches attacking the image captioning task with advanced stud- 
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ies of adversarial neural network. For example, Feng et al. [41] pro- 
posed a pure unsupervised image captioning model based on the 
GAN architecture and integrated it with object concept to generate 
captions that are more natural and difficult to be distinguished from 
real sentences in the external corpus. Then, Laina, Rupprecht, and 
Navab [100] proposed a domain alignment model to translate image 
representations into the embedding space learned from the language 
model in the image by leveraging visual concepts, and eventually 
decode these embeddings into descriptions. To move further, Guo 
et al. [56] adopted Recurrent Relational Memory Network (R2M) to 
learn the potential temporal correlation between objects on certain 
text corpus, and then fine-tuned the network to make much more ap- 
propriate sentences about the visual context in the image. Although 
the network has considered the temporal information about relation- 
ships between objects that are dug most from corpus sentences, it 
might miss the intrinsic spatial sides of images crucial for relation- 
ship prediction. However, in our work, we built from [41] and used 
the adversarial text generation method to achieve unsupervised train- 
ing, and the critical improvement of our study is that we integrated 
the object and relationship information for relation reward function 
design, instead of involving in object concept knowledge only. 

 
2.4 brain-inspired visual representations 

 
In the human brain, the processing of visual information does not 
solely rely on individual visual inputs. The brain often integrates mul- 
tiple sensory inputs, such as visual, auditory, and tactile information, 
combining them with environmental context and past experiences 
to achieve complex information integration and understanding. This 
multi-sensory information fusion allows the brain to make accurate 
perceptions and decisions, even when faced with ambiguous, noisy, 
or incomplete information. This multimodal characteristic of infor- 
mation processing has inspired research in machine learning. Brain- 
inspired multimodal learning of visual representation integrates in- 
formation from various sensory modalities, such as brain signals and 
visual data, to develop systems that simulate how the brain processes 
visual stimuli, enhancing the ability of machines to understand and 
reason in complex environments. This approach utilizes techniques 
such as electroencephalography (EEG), which records brain activity 
with high temporal resolution, and applies machine learning meth- 
ods to decode visual neural information from these signals. By com- 
bining EEG data with visual inputs, there is potential to create mod- 
els that represent how the brain interprets and responds to images, 
thereby improving the accuracy of machine learning models in tasks 
like object recognition or visual classification. In this chapter, we dis- 
cuss the inspiration provided by the brain’s visual system for artifi- 
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cial intelligence and the application of EEG signals in decoding visual 
neural representations. 

 
2.4.1 Brain and Artificial Intelligence 

 
For humans, the benefit of visual exteroceptive perception is evident. 
For instance, individuals typically focus directly on objects they wish 
to identify, effectively utilising their foveal vision. Through years of 
research, neuroscience has revealed many neural foundations of brain 
functions, especially in understanding how the visual system pro- 
cesses information. For example, the studies by David H. Hubel and 
Torsten Wiesel, Nobel laureates in Physiology or Medicine in [75, 76] 
(1981), showed that information processing in the brain’s visual sys- 
tem is hierarchical. The brain works through a continuous, iterative, 
and abstract process. After the retina receives the raw visual stimulus, 
the primary visual cortex (V1) first processes the information, extract- 
ing edge and orientation features. Subsequently, the V2 area further 
abstracts the information to identify contours and shapes. Through 
this iterative abstraction process, higher levels of the brain finally 
convert the information into visual perception of images, objects, and 
scenes [40], as shown in Figure 2.14. The cognitive behavior of the 
brain involves the collaboration of multiple neural circuits. Local neu- 
ral circuits are responsible for processing specific functions, while 
long-range neural circuits coordinate between different brain regions. 
For instance, the interaction between the prefrontal cortex and the 
hippocampus is crucial for memory formation and decision-making 
processes. The collaboration of neural circuits across different brain 
regions allows humans to handle complex cognitive tasks such as lan- 
guage comprehension and problem-solving. Research into the higher 
functions of the human brain is not only significant for diagnosing 
and treating brain diseases but also serves as an inspiration for devel- 
oping brain-inspired artificial intelligence technologies. 

Since its inception, the field of artificial intelligence (AI) has aimed 
to simulate, extend, and enhance human intelligence. In recent years, 
many significant advancements in AI reflect a growing trend: even 
partial inspirations from neuroscience can significantly improve the 
intelligence of existing AI models and systems. Deep neural networks 
(DNNs), for example, are designed based on analogies to the brain’s 
hierarchical processing. Particularly, CNNs mimic the hierarchical 
structure of the visual cortex, processing visual inputs layer by layer. 
Each network layer extracts increasingly abstract features, from edges 
to complex shapes, leading to the recognition of high-level objects or 
scenes. This characteristic of layer-by-layer processing has enabled 
CNNs to excel in visual information processing, particularly in tasks 
such as image classification and object detection [48, 61, 62, 97]. This 
neuroscience-inspired design provides a solid theoretical foundation 
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Figure 2.14: Hierarchical visual processing in the brainis is hierarchi- cal–
one layer feeds into the next, computing progressively more 
complex features. This is the inspiration for the “layered” 
design of feed-forward neural networks. Source: 
https://doi.org/10.6084/m9.figshare.106794.v3 

 
for AI models. Hassabis et al. [58] discussed how the brain’s learn- 
ing mechanisms, memory systems, and hierarchical processing mod- 
els have inspired the design of modern deep neural networks. For 
instance, the backpropagation algorithm in DNNs corresponds to 
synaptic plasticity in the brain. Synaptic plasticity refers to the ad- 
justment of the strength of connections between neurons based on 
experience and learning, which is analogous to how the backpropa- 
gation algorithm in DNNs adjusts network weights to gradually op- 
timize the processing of input data [111]. However, some researchers 
have recognised notable differences between how humans and cur- 
rent CNNs process visual object information [46]. Specifically, studies 
evaluating CNNs on negative images [73] and comparing their gener- 
alisation to previously unseen distortions with human performance 
[46] have demonstrated that CNNs still fall short of human-level ro- 
bustness in object recognition. Therefore, achieving AI that truly ap- 
proaches or surpasses human-level intelligence requires deeper explo- 
ration and learning from the brain’s information processing mecha- 
nisms. A crucial aspect of this research is understanding how brain 
activity patterns are linked to complex human brain functions such as 
perception, cognition, emotion, and memory. To establish these links, 
we need to leverage physiological signals. 
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2.4.2 Physiological Signals-EEG 

 
In the field of neuroscience, the collection of physiological signals 
refers to the process of recording and measuring brain activity using 
various devices (see figure below). These signals reflect the brain’s 
physiological state and neural activity while performing different 
tasks. Techniques for acquiring neural signals are generally divided 
into invasive and non-invasive methods. Invasive methods involve di- 
rectly implanting electrodes into the brain to capture detailed neural 
data, while non-invasive methods record brain activity and metabolic 
changes through devices like EEG or functional magnetic resonance 
imaging (fMRI). EEG, as a non-invasive method, records electrical sig- 
nals from the brain’s surface using electrode arrays and is one of the 
most widely used techniques for neural signal collection. This paper 
focuses on using EEG data to study the relationship between brain ac- 
tivity patterns and complex brain functions, such as visual perception 
and affective computing. 

EEG works by placing multiple electrodes on the scalp to detect cor- 
tical electrical activity from the brain’s neurons, primarily capturing 
voltage fluctuations with high temporal resolution, has been widely 
used in many brain-computer interface (BCI) studies in recent years 
[9, 147]. Electrodes are typically arranged in a standardized manner 
(such as the international 10-20 system) to record electrical signals 
from various brain regions. When neurons are active, the ionic cur- 
rents produce electrical signals, which are conducted through the 
electrodes on the scalp and recorded. EEG headgear can collect sig- 
nals in multiple non-overlapping frequency bands (e.g. Delta, Theta, 
Alpha, Beta and Gamma). This is based on strong in-band connec- 
tivity with different behavioural states [210] and different frequency 
bands present diverse features and patterns that reflect different neu- 
ral functions and cognitive states. EEG is widely applied in studying 
various neural and cognitive tasks due to its millisecond-level tem- 
poral resolution, enabling it to capture rapid neural dynamics. The 
risk to the subject is very low compared to invasive and other non- 
invasive techniques that require high intensity magnetic field expo- 
sure. The figure below shows typical EEG data, including examples 
of EEG waveforms recorded during different cognitive tasks (e.g., vi- 
sual tasks). 

Due to its non-invasive nature, convenience, and low cost, EEG 
holds an irreplaceable role in many brain-computer interface (BCI) 
applications and is widely used in classifying cognitive tasks such 
as emotion recognition, motor imagery, and fatigue detection. For 
instance, in emotion recognition tasks, EEG is used as part of affec- 
tive computing to analyze brain responses associated with emotional 
stimuli, effectively categorizing individuals’ emotional states. Stud- 
ies have shown that different emotional states, such as happiness, 
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sadness, or stress, trigger distinct EEG patterns. Murugappan, Mu- 
rugappan, and Ibrahim [126] explored the relationship between EEG 
signals and emotions, discovering that EEG signals from the frontal 
and parietal regions show significant differences between emotional 
states. These signals can be further classified into discrete emotional 
categories using machine learning techniques, providing a power- 
ful tool for emotion recognition. Motor imagery refers to the pro- 
cess of mentally simulating movement without actual physical ex- 
ecution. EEG is widely applied in BCI systems for motor imagery 
tasks, allowing users to control external devices, such as robotic arms 
or computer cursors, using brain signals. Pfurtscheller and Neuper 
[139] conducted early research on EEG motor imagery classification, 
identifying characteristic brainwave patterns, particularly in the al- 
pha and beta rhythms, associated with imagined movements. Fatigue 
detection is another important application of EEG, particularly in oc- 
cupational and transportation settings. Prolonged cognitive or physi- 
cal activity can lead to brain fatigue, which can be detected through 
changes in alpha, beta, and theta wave activities in EEG signals. [80] 
demonstrated that EEG can accurately detect fatigue states, which 
has applications in real-time monitoring of driver alertness and simi- 
lar contexts. 

 
2.4.3 Visual Neural Representations 

 
Understanding how humans effortlessly achieve object recognition in 
daily life and modelling the mechanisms or discriminative feature 
spaces used for categorisation has long been a challenging topic in 
cognitive neuroscience [30, 53, 137]. Researchers have found that dur- 
ing visual cognitive processes, the brain performs functions such as 
feature extraction, shape description, and memory matching [45]. Fur- 
ther studies [57, 132, 160] have shown that analysing brain activity 
recordings in conjunction with the human visual system offers in- 
sights into how visual objects are represented in the brain’s cortex. 
For example, hemodynamic responses have revealed that specific im- 
age categories (e.g., human faces and objects) are predominantly rep- 
resented in specialised cortical regions [26, 59, 78]. Building on these 
findings, recent research has explored processing visual classification 
tasks by analysing neurophysiology and neuroimaging data recorded 
during human visual cognitive activities [2, 60, 84, 106, 166]. These 
studies have demonstrated the potential to identify the feature spaces 
humans utilise for visual representation. This makes us wonder if we 
can treat the human brain as a "high-level" image encoder and intro- 
duce human visual representation into multimodal computer vision 
models. 

When the human brain processes visual information, it rapidly and 
efficiently encodes images, converting visual stimuli into neural ac- 
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tivity. This process is known as neural information encoding [68, 89, 
128, 171, 185]. When a new image stimulus is provided, it is possible 
to predict the brain’s response based on this encoding relationship. 
Figure 1.3 illustrates the mapping between external stimulus space, 
brain response space, and semantic space. Early computational neu- 
roscience research focused primarily on exploring how the brain pro- 
cesses neural information from an encoding perspective, but more re- 
cent studies have shifted towards decoding neural information by in- 
terpreting brain activity [21, 128]. Specifically, decoding visual neural 
representation involves interpreting and mapping the feature space 
used by the brain for visual classification, achieved by analyzing phys- 
iological signals (e.g., EEG) that record brain activity. Researchers 
apply machine learning algorithms and neural networks to extract 
specific neural patterns related to visual stimuli from these signals, 
thereby decoding the neural representations formed during visual 
perception. Current research on neural information decoding can be 
divided into three categories, depending on the complexity and level 
of decoding: classification, retrieval, and reconstruction. Classification 
involves determining which category a presented image belongs to 
among known categories. Retrieval focuses on identifying which spe- 
cific image from a known set is being viewed. Reconstruction aims 
to accurately reconstruct the presented image based on brain sig- 
nals. This paper will focus on decoding visual neural representation 
through classification tasks. 

Compared to other techniques like fMRI and magnetoencephalog- 
raphy (MEG), EEG provides a significant advantage in temporal res- 
olution, allowing real-time tracking of the brain’s responses to visual 
stimuli. This makes EEG particularly effective for tasks requiring high 
temporal precision in visual stimulus processing. While fMRI offers 
high spatial resolution, its lower temporal resolution limits its ability 
to capture rapid brain responses to transient visual events. In con- 
trast, EEG can trace brain activity on a millisecond scale, capturing 
the early neural processes involved in visual stimulus processing. A 
qualitative difference between EEG signals evoked, on one subject, by 
visual stimuli of two different object classes is shown in Figure 2.15. 
Since EEG can record the brain’s neural activity in real-time during 
visual processing, using this data to study how the brain encodes 
external stimuli and decode visual information is valuable for de- 
veloping brain-inspired computational models that enhance machine 
perception. In this study, we will focus on decoding visual neural 
representation by classifying EEG signals. 

 
2.5 decode visual neural representation with eegs 

 
In the experiments to decode visual neural representations with EEG, 
researchers present visual stimuli (e.g., natural images or videos) to 
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Figure 2.15: Examples of brain signals evoked by visual stimuli of two differ- 
ent ImageNet object classes [166]. This study utilised 72 images, 
with twelve selected from each of six categories: human body, 
human face, animal body, animal face, fruits and vegetables, 
and inanimate objects. 

 
elicit brain responses, and simultaneously record the corresponding 
EEG signals. These visual stimuli are typically designed so that each 
stimulus corresponds to a specific category of visual information. For 
example, in [85], participants were shown a set of 72 images from six 
object categories (see Figure 2.16), while their brain responses were 
recorded. Participants viewed a series of images in a controlled envi- 
ronment, with the images ranging from simple shapes to more com- 
plex objects. During each image presentation, EEG devices recorded 
the participants’ brain signals, and the authors analysed the signals 
using classification algorithms to decode the brain activity and iden- 
tify the category of images the participants were viewing. 

 

Figure 2.16: Examples of visual stimulus used in [85]. 
 

Subsequently, Spampinato et al. [166] used a deep learning ap- 
proach to decode EEG signals. In their study, participants were shown 
2,000 object images from 40 categories of the ImageNet dataset while 
their EEG signals were recorded. The researchers employed a CNN 
to process these EEG signals and trained the model to classify the 
visual objects viewed by participants. Their study demonstrated the 
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potential of deep learning in visual decoding tasks, especially for clas- 
sifying complex neural signals. 

These experiments highlight several key steps in using EEG for 
visual stimulus decoding: first, a carefully designed experimental en- 
vironment ensures that each visual stimulus elicits a specific brain 
response; second, EEG devices record these responses in real-time; 
and finally, various machine learning models are employed to de- 
code visual representation from EEG signals. These models typically 
rely on the extraction of relevant features from EEG data and the ap- 
plication of classification algorithms to distinguish between different 
visual stimuli. 

Generally, EEG data is often contaminated by noise and artifacts, 
making it crucial to preprocess the raw data before feature extraction. 
Moreover, appropriate feature extraction and classification methods 
are essential to effectively decode visual information from the EEG 
signals. In this section, we discuss the standard preprocessing steps 
used in EEG analysis and four major feature extraction methods: time- 
domain analysis, frequency-domain analysis, time-frequency analy- 
sis, and brain network analysis. A variety of deep learning models 
for EEG classification are also discussed here. 

 
2.5.1 Preprocessing 

 
EEG data preprocessing is a vital step to remove artifacts, improve 
signal quality, and prepare the data for analysis. Preprocessing typi- 
cally involves several stages, as described below: 

Filtering Filtering is one of the most fundamental preprocessing 
steps in EEG analysis. Band-pass filters, typically between 0.1 Hz and 
40 Hz, are used to remove low-frequency drifts and high-frequency 
noise, such as power line interference (50/60 Hz). High-pass filtering 
removes drifts, while low-pass filtering eliminates muscle artifacts 
and other high-frequency noise [194]. FIR (Finite Impulse Response) 
and IIR (Infinite Impulse Response) filters are commonly used to en- 
sure that the EEG data focuses on frequencies that reflect neural ac- 
tivity relevant to decoding visual stimuli. 

Electrode Localization and Re-referencing Proper electrode place- 
ment is based on international standards like the 10-20 system to 
ensure accurate and consistent data across subjects. Re-referencing is 
a common step to reduce noise, such as that coming from the refer- 
ence electrode itself. The most common approaches include average 
reference (using the average of all electrodes) and linked mastoid ref- 
erence. 

Independent Component Analysis (ICA) ICA is a powerful tool 
used to separate independent sources from EEG data, such as eye 
blinks and muscle activity, that can contaminate brain signals [31]. 
This method decomposes the EEG signal into statistically indepen- 
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dent components, allowing the identification and removal of artifacts 
without losing valuable neural information. 

Down-sampling EEG is often recorded at a high sampling rate 
(e.g., 500-1000 Hz), but down-sampling to a lower rate (e.g., 128-256 
Hz) can reduce the computational load without compromising sig- 
nal integrity. After artifact removal, down-sampling reduces data size 
while preserving critical information [15]. 

Bad Channel Interpolation Certain electrodes may record poor- 
quality signals due to faulty connections or hardware issues. Interpo- 
lating the signals from neighboring electrodes can replace bad chan- 
nels, which improves the overall quality of the dataset. Bad channels 
are identified based on high variance or noise level. 

Segmentation EEG data is often divided into time-locked epochs 
corresponding to specific events, such as visual stimuli. This allows 
researchers to focus on event-related potentials (ERPs) or other tem- 
porally related phenomena [121]. Segmentation ensures that only rel- 
evant portions of the signal are analysed. 

Baseline Correction Baseline correction removes slow signal drifts 
by subtracting the mean signal in a pre-stimulus period from each 
epoch. This adjustment ensures that variations in baseline activity do 
not interfere with subsequent analyses, providing a cleaner signal for 
feature extraction. 

Artifact Rejection Despite ICA and other preprocessing steps, some 
artifacts may remain. Methods such as thresholding or visual inspec- 
tion can help remove remaining noise from the data [82]. 

 
2.5.2 Feature Extraction 

 
Once the EEG data has been preprocessed, feature extraction tech- 
niques are applied to decode the relevant neural information. Differ- 
ent methods focus on various aspects of the signal, such as time, fre- 
quency, or brain connectivity. In the context of decoding visual infor- 
mation, four main approaches are commonly used: time-domain anal- 
ysis, frequency-domain analysis, time-frequency analysis, and brain 
network analysis. 

Time-Domain Analysis Time-domain analysis focuses on the di- 
rect characteristics of the EEG signal over time, such as amplitude 
and latency. 

Event-related potentials (ERPs) are a common example of time- 
domain features that can be extracted by averaging EEG signals in 
response to visual stimuli (Luck, 2014). The peak amplitude and la- 
tency of ERP components (such as P300 or N170) can reflect differ- 
ent stages of visual processing (Woodman, 2010). Interestingly, when 
humans are exposed to different visual or auditory stimuli, EEG sig- 
nals can capture varied responses in the form of evoked potentials 
[45]. However, the raw EEG waveforms reflect the brain’s sponta- 
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neous activity in its natural state, making it challenging to discern 
the event-related information embedded within visual cognitive pro- 
cesses [45]. To address this, the event-related potential (ERP) was in- 
troduced to isolate real-time evoked response waveforms triggered by 
stimuli (e.g., specific visual or motor activities). These responses typi- 
cally exhibit lower amplitudes compared to spontaneous EEG signals 
[45] and are extracted by averaging multiple trials to enhance the 
signal related to the event. The ERP involves a signal amplification 
that adds up and averages specifically time-locked epochs that may 
present a lower signal-to-noise ratio (SN)2 than those of the original 
waveforms (see Figure 2.17). 

 

 
Figure 2.17: The averaging of several EEG segments into the ERP waveform.. 

 
Most current machine learning approaches for visual classification 

have largely overlooked the exploration of EEG-evoked potentials 
generated spontaneously. Even with advancements in deep learning, 
it remains challenging to identify distinctive patterns of evoked poten- 
tials directly from raw EEG waveforms associated with visual stimuli. 
This limitation suggests that neglecting visual-related evoked poten- 
tials may contribute to an uncertain feature representation space for 
visual classification, thereby restricting improvements in classification 
accuracy. Only two early-stage studies [144, 190] have preliminarily 
investigated evoked-guided models by extracting ERPs from EEG sig- 
nals for visual classification. These studies utilised four ERP compo- 
nents (P1, N1, P2a, and P2b) as inputs for a linear classifier. However, 
they relied on extensive preprocessing involving multiple spatial and 
temporal components and did not incorporate deep learning to en- 
hance evoke-guided feature representations. 

Time-domain analysis also includes the use of statistical methods, 
such as principal component analysis (PCA), to identify relevant time- 
domain features [168]. 
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Frequency-Domain Analysis Frequency-domain analysis examines 

the distribution of signal power across different frequency bands. 
EEG signals are typically divided into five primary frequency bands: 
delta (0.1-4 Hz), theta (4-8 Hz), alpha (8-13 Hz), beta (13-30 Hz), 
and gamma (30-100 Hz). The power spectral density (PSD) of each 
frequency band is computed to study brain oscillatory activity. Vi- 
sual processing is particularly associated with changes in the alpha 
and gamma bands. For example, alpha suppression is often observed 
during tasks involving attention and visual processing [93]. Gamma- 
band activity, on the other hand, has been linked to visual object 
recognition and conscious perception [179]. The PSD can be com- 
puted using methods such as the Fourier Transform, Welch’s method, 
or wavelet-based approaches. These methods provide insights into 
how neural oscillations in different frequency bands contribute to vi- 
sual information processing. 

Time-Frequency Analysis Time-frequency analysis bridges the gap 
between time and frequency domains by examining how frequency 
components evolve over time. Short-Time Fourier Transform (STFT) 
and wavelet transform are popular methods for time-frequency anal- 
ysis, providing insights into transient changes in brain activity [181]. 
STFT uses a sliding window to compute the Fourier Transform across 
short segments of the signal, while wavelet analysis offers better reso- 
lution for higher frequencies, making it particularly useful for analysing 
rapid, transient events in visual perception. 

Brain Network Analysis Brain network analysis explores the func- 
tional and effective connectivity between different brain regions. Func- 
tional connectivity measures such as coherence, phase-locking value 
(PLV), and weighted phase-lag index (wPLI) assess synchronization 
between EEG signals recorded from different electrodes, providing in- 
sights into how different regions of the brain coordinate their activity 
during visual tasks [42, 170]. 

Effective connectivity measures, such as Granger causality and dy- 
namic causal modeling (DCM), go beyond correlation by assessing 
directed influences between brain regions, revealing how information 
flows during visual processing [173]. 

 
2.5.3 EEG-based Visual Classification Models 

 
EEG-based visual classification models have attracted significant at- 
tention in recent years, particularly in brain-computer interface (BCI) 
systems used for tasks such as image, music, and speech recognition 
[11, 19, 174]. EEG signals, recorded through scalp electrodes, provide 
a non-invasive way to capture brain activity, making them valuable 
for decoding visual neural representations. 

Early research sought to decode image-related EEG signals, aiming 
to classify brain responses to visual stimuli. For instance, Philiastides, 
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Ratcliff, and Sajda [140] and Philiastides and Sajda [141] worked on 
classifying single-trial EEG responses to photographs of faces and 
cars. Kaneshiro et al. [84] extended this with a linear classifier that 
processed EEG data related to six different object categories, achiev- 
ing around 40% classification accuracy. 

The integration of deep learning techniques, such as CNNs, signif- 
icantly advanced this field. For instance, Bashivan et al. [11] trans- 
formed EEG signals into topographical maps and applied deep neu- 
ral networks, improving classification performance. Khaleghi, Rezaii, 
and Beheshti [91] further enhanced this approach by developing a 
functional connectivity-based geometric deep network that uses Cheby- 
shev graph convolution for EEG-based visual decoding, showing the 
effectiveness of multimodal representations in improving classifica- 
tion accuracy [91]. 

RNN and LSTM networks were also introduced to further enhance 
the accuracy of EEG-based visual classification. Spampinato et al. 
[166] developed an automated classification framework using RNNs 
to compute EEG features and a CNN-based regressor to map images 
onto these features. Despite its innovation, this framework faced crit- 
icism due to its block design, where presenting stimuli of the same 
class sequentially could inflate classification accuracies through tem- 
poral correlations rather than genuine brain activity [2, 106]. Subse- 
quent research, such as [2], addressed this issue by adopting a rapid- 
event design with randomised stimulus presentations, resulting in 
more reliable classification outcomes. The application of LSTM mod- 
els in these studies further demonstrated their ability to improve de- 
coding accuracy of visual activities from EEG data. Zheng et al. [212] 
proposed an ensemble deep learning framework using LSTM-guided 
EEG visual classification, showing significant improvement by lever- 
aging multiple networks for enhanced classification accuracy [212]. 

 
graph neural networks for eeg representation  Tradi- 
tional approaches to EEG analysis primarily relied on extracting tem- 
poral and spectral features using methods such as power spectral 
density [98, 143], common spatial patterns [136], fuzzy entropy [18], 
and wavelet transforms [12]. However, with the rise of deep learning, 
CNN and RNN-based models, such as EEGNet [102] and DepCon- 
vNet [155], have been increasingly employed to automatically extract 
high-level features from EEG data. These models capture both spatial 
and temporal characteristics, enhancing the performance of classifiers 
in a range of BCI tasks. 

While CNNs and RNNs perform well on data with Euclidean struc- 
tures, they are less suited for EEG data, which often involves non- 
Euclidean relationships between channels. Graph Neural Networks 
(GNNs) have proven to be more effective for this purpose, as they 
can model the complex inter-channel connections present in EEG 
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data. By constructing an adjacency matrix based on adaptive topolo- 
gies or coherence measures, GNNs can represent the brain’s network 
structure more accurately. These models have demonstrated superior 
performance in tasks like emotion recognition and motor imagery [74, 
103, 165]. Ding et al. [34] introduced LGGNet, which uses local-global 
graph representations for EEG data to capture both local and global 
topological information, further enhancing EEG classification tasks 
[34]. Similarly, Jang, Moon, and Lee [79] developed a deep learning 
model that extracts graph structures from raw EEG data, improving 
classification by leveraging graph connectivity [79]. 

Granger causality (GC) is widely used to assess effective brain con- 
nectivity between EEG channels. For example, Varsehi and Firooz- 
abadi [186] introduced a channel selection model based on GC corre- 
lations in a motor imagery task, while Manomaisaowapak, Nartkul- 
pat, and Songsiri [122] applied GC to visual-evoked EEG potentials, 
characterising brain connectivity using state-space representation. How- 
ever, these methods often require extensive parameter validation to 
extract causal connections. Recently, deep learning methods have shown 
promise in causal inference by automatically learning these connec- 
tions, reducing the need for manual tuning [129]. 

 
multimodal learning with eeg Multimodal learning has emerged 
as a powerful technique to improve EEG-based classification by inte- 
grating data from various sensory inputs. This approach creates a 
shared representation of different modalities, such as visual and tex- 
tual information, leading to improved performance in downstream 
tasks across fields like vision and language [54, 81, 130, 145, 162, 
169]. One prominent method in multimodal learning is cross-modal 
contrastive learning, which aligns different modalities through con- 
trastive loss, such as CLIP loss [145]. For example, Li et al. [104] ap- 
plied contrast loss to align image and textual representations, thereby 
enhancing cross-modal attention and improving learning across both 
domains. 

In EEG research, multimodal approaches have been used to de- 
code visual stimuli from brain activity. Palazzo et al. [134] proposed 
a framework combining deep EEG and image encoders to optimise 
compatibility between visual stimuli and brain representations. Simi- 
larly, Ye et al. [201] developed a self-supervised cross-modal learning 
model to retrieve visual stimuli from EEG data. Peng et al. [138] ad- 
vanced this field by developing the Multimodal Brain Graph Trans- 
former (mBGT), which integrates EEG and fNIRS data using graph- 
based encoding to handle multimodal tasks effectively, highlighting 
the potential of graph learning in multimodal settings [138]. Further- 
more, Chen and Wei [20] introduced the Mind’s Eye framework, utilis- 
ing a graph attention module for multimodal EEG-image contrastive 
learning, showing significant improvements in zero-shot EEG-based 



50 literature review 
 

 
image classification [20]. These models underscore the potential of 
multimodal learning to enhance the decoding of visual neural repre- 
sentations, leading to more accurate and robust classification systems. 



 

 

A D V E R S A R I A L W O R D - L E V E L M O D E L L I N G F O R 
3 

M O D A L I T Y M A P P I N G B E T W E E N I M A G E A N D T E X T 
I N U N S U P E RV I S E D I M A G E C A P T I O N I N G 

 
 

Our exploration into multimodal deep learning begins with a study 
that bridges the understanding of images and text, specifically through 
image captioning. This initial work aims to capture the intricate re- 
lationships between visual and language representations, drawing 
insights from both modalities. By focusing on the alignment of vi- 
sual features and textual descriptions, this work lays the foundational 
framework for understanding broader multimodal interactions, cru- 
cial to the overall vision of decoding and interpreting neural and 
visual information. 

 
3.1 introduction 

 
In recent years, use of convolutional neural networks (CNNs) have 
led to significant achievements in pure computer vision tasks, yet it 
is still difficult for machines to fully understand images on a seman- 
tic level. Image captioning, as a combined task of computer vision 
and natural language processing, has been shown to be promising 
for translating complex visual perceptions into natural sentences [6, 
72, 198, 200] and has demonstrated critical applications in semantic 
image retrieval [125] as well as assisting visually impaired people 
[196]. 

The objective of the image captioning task is to generate natu- 
ral language descriptions for a given image. Traditionally, this task 
has been performed with supervised learning from paired image- 
sentence datasets [6, 28, 90, 120, 198, 200]. To reduce the dependence 
on extensive annotation datasets, several studies have attempted to 
train an unsupervised model without relying on any ground-truth 
caption samples. For example, Gu et al. [55] and Guo et al. [56] fo- 
cused on beneficial global captioning at the sentence level by map- 
ping the image and corpus text into a joint semantic space. However, 
the undesirable quantitative results they obtained implied a major 
challenge in bridging the two independent modalities purely through 
the shared global features under an unsupervised setting in a caption- 
ing task. 

To address the issue raised above, there has been a trend towards 
weak supervision with the object concepts detected in the given im- 
age [41, 100]. However, these methods suffer from weak local align- 
ment and corpus bias. Therefore, they fail to describe exact visual 
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Figure 3.1: An example of the four possible visual relations (A) "ride" (B) 
"hold" (C) "behind" and (D) "next to" between the same pair of 
objects: a person and bike. 

 
relationships by referring only to the object features, and they may 
often yield words in the generated sentences that are visually incon- 
sistent with the image. For example, in Figure 3.1, it is obvious that 
the same object categories appear in all instances, i.e., person and 
bike, but the "predicate" between these pairwise objects is different 
in each image. The captioner can generate various possible descrip- 
tions, such as are shown in (a) the person is riding a bike, (b) 
the person is holding a bike, (c) the person is behind a bike, and 
(d) the person is next to a bike. As the "captioner" chooses words 
by imitating the corpus, it is challenging to learn which is the correct 
sentence that contains the corresponding relationship to the image. 
This might be difficult when there is bias in the corpus; e.g., if ride 
is observed more often between person and bike than any other re- 
lations, the generator will tend to output mismatched captions, as by 
applying the relation in Figure 3.1(a) to the other three instances. 

To overcome the aforementioned mismatch problem in unsuper- 
vised image captioning, we aim to promote complementary global 
and local alignment by focusing more on the visual relations between 
pairwise objects. Furthermore, a knowledge distillation approach is 
applied to capture the apparent relation features in the form of <sub- 
ject, predicate, object>. This enables both the object and relation con- 
ception to be gathered from pairwise object interactions, which are 
crucial for building an image’s contextual semantics [110, 204]. Subse- 
quently, the recognised visual relation triplet form can be aligned be- 
tween the visual relation and textual words without requiring gram- 
matical rules to be followed as in image-text alignment, thereby fa- 
cilitating more fine-grained and interpretable local matching to assist 
the global captioning training. 

To enhance local alignment while retaining the global captioning 
capability, in this work, we proposed an adversarial word-level visual 
relation alignment model for unsupervised image captioning. Specifi- 
cally, we adopted a generative adversarial network (GAN) as a global 
matching model trained on a reference sentence corpus. Then, to fur- 
ther guide the adversarial training and encourage its discriminator 
to distinguish between semantic and visually consistent captions, we 
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Figure 3.2: The developed adversarial and word-level visual relation align- 
ment model for the unsupervised image captioning task. It con- 
sists of a sentence generator, a discriminator, and a visual relation 
detector. The GAN is formalised as an RL process that can jointly 
update the parameters by leveraging the visual attention reward 
estimated from the detected relations. 

 
considered the whole unsupervised image captioning process as a 
reinforcement learning (RL) optimisation problem. Furthermore, we 

incorporated adversarial and visual attention rewards via a policy- 
gradient method to align the adversarial network between the dis- 
tilled visual relation information and generated sentences. In this 
unsupervised setting, we implemented the proposed model to learn 

without the ground-truth captions of the input image and continually 
follow adversarial training to generate accurate captions until the ref- 
erence sentences are indistinguishable. The model was extensively 
evaluated on two large-scale image captioning datasets, and the per- 
formance was compared with baselines and state-of-the-art methods. 

The main contributions of this study can be summarised as fol- 
lows: 

• We developed an unsupervised image captioning model to ex- 
plicitly learn from the complementary global and local word- 
level alignment between the image and text modalities. 

• We developed adversarial and visual attention rewards that ex- 
plore the matching degree between the detected visual relations 
and the generated sentence for each image to help the mapping 
process focus on the salient visual relation features. 

• creating a prototype model which achieved competitive perfor- 
mance compared to existing unsupervised methods on two dif- 
ferent prevailing corpus settings. 

 
3.2 method 

 
For the unsupervised image captioning task, the image dataset is de- 
fined as I = {I1, ..., INm }, and the extended sentence corpus is defined 
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as E = {E1, ..., ENs }, where Nm and Ns are the total numbers of im- 
ages and sentences, respectively. Note that I and E are not matched 
one-to-one. This task aims to build a model that generates natural 
descriptions of an image by learning from the sampled language cor- 
pus. As shown in Figure 3.2, our proposed model is trained based on 
GAN to bridge the connections between the different parsing modal- 
ities of I and E and integrated reward functions to support training 
and optimisation using an RL process. 

 
3.2.1 The adversarial network 

 
In the initial step, each input image I is encoded as a feature repre- 
sentation vector Iˆ: 

Î  = E(I) (3.1) 

where E is a CNN image encoder: Inception-V4 [176]. 
Generator The generator G in the GAN decodes the obtained im- 

age feature Iˆ to generate descriptive words and construct them into a 
coherent captioning sentence. This is developed based on sequential 
long short-term memory (LSTM) cells [189], which applies the mem- 
ory mechanism to share the same parameters at each step t among 
LSTM cells to reduce the training complexity. In particular, at the first 
step t = −1, the extracted image feature Iˆ is sent to the sequential 
LSTM as the initial input x−1. Later, at each time step t, the LSTM ac- 
cepts the predicted word from the previous LSTM cell as input with a 
one-hot word embedding zt. The whole network is trained to predict 
the next generated word xt+1 by outputting a probability distribu- 
tion pt+1 at time t. Then, xt+1 is sampled to a one-hot vector zt+1 
from the counted vocabulary. The complete procedure will generate 
a captioning sentence C = {z1, ..., zNc } with word length Nc, which is 
defined as follows: 

x−1 = Iˆ (3.2) 
xt = Wezt, t ∈ {0...Nc − 1} (3.3) 
pt+1 = LST MG(xt), t ∈ {0...Nc − 1} (3.4) 
zt+1 ∼ pt+1, t ∈ {0...Nc − 1} 

where x−1 is the initial input image feature Iˆ of the generator, We is 
the word embedding matrix, and LST MG is the sequential LSTM cells 
of the generator. ∼ denotes the sampling process from the counted 
vocabulary. Note that we denote z0 and zNc as the start word to- 
ken <SOS>and the stop token <EOS>, respectively. These two words 
instruct the generator to start generating a sentence and to end a com- 
pleted sentence. 
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Discriminator The discriminator D is developed to distinguish whether 

the generated sentence C is a real sentence from the corpus, which 
has the same structure as the generator with sequential long short- 
term memory (LSTM) cells. At each time step t, the LSTM accepts 
the tth word from generated sentence C or corpus sentence E as in- 
put xt with word embedding and predicts a high probability for real 
data and a low probability for fake data. The complete procedure can 
be defined as: 

qt = LST MD(zt), t ∈ {0...Nc} (3.5) 

where qt is the output probability indicating that the word zt sam- 
pled from xt is judged as real by the discriminator and LST MD is the 
LSTM discriminator. 

 
3.2.2 The adversarial reward 

 
The sentences generated by the image captioning model must be plau- 
sible to human readers, which can be achieved through the adversar- 
ial network. The generator needs to take an image feature as the in- 
put and generate one sentence conditioned on the image feature. The 
discriminator determines whether a sentence was generated by the 
model or is a real sentence from the corpus. The generator tries to 
fool the discriminator by generating sentences that are as natural as 
possible. To achieve this goal, a reward is given to the generator at 
each time step that is defined as an adversarial reward. The reward 
value for the tth generated word is the logarithm of the probability 
estimated by the discriminator: 

 

t 
adv = log(qt). (3.6) 

By maximising the adversarial reward, the generator gradually learns 
to generate plausible sentences. For the discriminator, the correspond- 
ing adversarial loss is formalised as: 

 

 

Ladv 

Ns 

= −[ 1  
log(q̂ 

Ns 
t=1 

Nc 
) + 1  

log(1 − q̂ 
t Nc t=1 

t)] (3.7) 

 
3.2.3 The visual attention reward 

 
To generate visually consistent image captions, the method must recog- 
nise the visual relationships in the image and involve this information 
in the generated sentence. Here, we distill the knowledge from a pre- 
trained visual relation detector to guide the image captioning model. 
The detector is adapted to detect and localise all objects presented in 
the input image I and to predict the relationships between any two 

r 
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Figure 3.3: Illustration of the visual attention model. Each component of the 
detected visual relation from the visual relation detector (Dr) is 
subsequently fed into the model. We can extract the cumulative 
maximum visual attention reward by mapping the component 
word to the reference sentence words that is outputted from the 
generator (G). 

 
of the observed objects. Generally, the predicted relationship is char- 
acterised in triplet form including the subject, predicate and object. 
Concretely, given an image I, the detection process starts with object 
recognition based on Faster R-CNN [152] to decode the objects in the 
image, which is formalised as: 

[OI, BI] = Faster R − CNN(I) (3.8) 

where OI and BI are the observed object class distribution and the 
corresponding bounding box for the spatial location, respectively. 

For each input image, the visual relation detector outputs a set of 
relationships L = {l1, ..., li, ..., lNr } to represent the relationships be- 
tween every paired object. li denotes the ith relation triplet of L in 
the form of (si − pi − oi, ci) and Nr is the total number of relation- 
ships. This complete process can be defined given as: 

L = Dr(OI, BI) (3.9) 

where Dr denotes the visual relation detector, Please note that "no 
relation" between two objects in L is considered "background" in the 

existing visual relation detector, but we excluded "background" to 
reduce the unnecessary calculation steps when evaluating the reward. 

The visual attention reward is designed to guide the adversarial 
network in forming close local alignments. Specifically, it refers to a 

simple yet powerful function used to evaluate how the generated sen- 
tence C matches the detected visual relationships L at the word level. 
We characterise the mapping process as a visual attention model, and 

the illustration is shown in Figure 3.3. For each relation triplet li in 
L, We first arrange the discrete words from subject si, predicate pi 
and object oi, into a sequential fragment sentence F = {u1, . . . , uNli 

}, 
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rva = 
L 

 

va 

 
where Nli denotes the total word count of li. Then the fragment sen- 
tence F will be input with the generated sentence C to the visual 
attention model, which can obtain a normalised attention weight α 
that maps to the generated sentence words. We encode this process 
as the scaled dot-product attention [187] to assign weights to specific 
input sequence as follows: 

 

k k k Nc 1 
(α1 , α2 , . . . , αNc ) = Softmaxt=1( √σzt ⊙ Weuk), uk ∈ {u1, . . . , uNli 

} 

(3.10) 

where We is the word embedding matrix used in the generator, indi- 
cating that the attention weights will be calculated from the mapping 
distances of word embeddings to determine the similarity measure. 
⊙ is the elementwise product, and σ denotes the dimension of We as 
a constant scaling factor. Next, the key idea is to compute the max- 
imum attention weights for each word in F and to give the reward 
as: 

 
Nli 

ri = max(αk, αk, . . . , αk ) (3.11) 
va 

k=1 
1 2 Nc 

We take the maximum weights of the different relationship com- 
ponents in order so that the "subject", "predicate" and "object" words 
will be presented sequentially in the generated sentence. After ob- 
taining the first maximum weight of the "subject" and recording the 
corresponding word that maps to it, the next maximum weight of the 
"predicate" will be obtained by mapping to the rest of the sentence 
words, and the same process will yield the next computation for the 
"object". This rule is reasonable because the word order of "subject" 
and "object" is crucial for encoding a relationship from an intuitive 
point of view; e.g., < person − ride − bike > is completely different 
from < bike − ride − person >, and we should avoid matching these 
three detected concepts with a generated sentence repeatedly. Some- 
times the generated sentence may present more than one relationship, 
which indicates that if the related subject or the object of two differ- 
ent relationships changes, the understanding of the image may not 
be accurate. 

Finally, this attention process will be iterated from the first to the 
last relation triplet for an image, and the overall visual attention re- 
ward rva for the given image will be: 

 
Nr 

i  × ci. (3.12) 
i=1 
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When the relation set is derived only from the ground-truth dataset, 
we define the reward rˆva with ci = 1 by default as: 

 
Nr 

i . (3.13) 
i=1 

 
3.2.4 Optimisation 

 
The adversarial reward and visual relation reward are jointly consid- 
ered in training our proposed image captioning model. The training 
process takes the whole model as an RL policy and trains the gener- 
ator using the policy gradient [175], and the gradients are estimated 
with respect to the trainable parameters given the combined rewards. 
The parameters of the generator and discriminator are updated alter- 
nately. Let θ be the trainable parameters of generator G; the objective 
function is given as: 

 n n 

∇θL(θ) = − E[
L
(
L 

γs(rs + λrrs ) + λimrs − bt)∇θ log(sTpt)] 
t=1 s=t 

+ λsen∇θLsen(θ)  
(3.14) 

where γ is the decay factor and bt is the baseline reward computed 
using the self-critic method. rs and Lsen(θ) are estimated according 
to the bidirectional image-sentence reconstruction, and λr, λim, and 
γsen are the hyperparametric weights of different terms. 

In the training of the GAN network, the generator and discrimi- 
nator are trained simultaneously. The objective of the discriminator 
D is to maximise the probability of correctly labelling both real sen- 
tences drawn from the reference corpus, and fake data generated by 
the generator G. In contrast, the generator aims to maximise the prob- 
ability of fooling the discriminator into misclassifying the generated 
sentences as real data. Through this iterative process of dual optimisa- 
tion, the generator and discriminator learn to improve their respective 
abilities to generate and distinguish between real and fake captioning 
sentences. The pseudo-code of this model is defined as: 

 
3.3 experiments and results 

 
In this section, we will first introduce the experimental settings and 
then show our evaluation details and the performance comparisons 
with existing unsupervised image captioning methods. 

We ran the experiments as follows. First, we performed a quantita- 
tive analysis in two kinds of unsupervised settings with independent 
images and text corpora for a fair comparison with current methods. 
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Algorithm 1 Visual relation alignment by adversarial word-level mod- 
elling for unsupervised image captioning 

Require: image I; corpus E = E{1:EN }; generator G; discriminator 
D; an image encoder E; visual relation detector Dr 
Initialise G and D with random weights θ 
Pre-train Dr 
for number of training iterations do 

Encode image feature Iˆ ← E(I); 
Generate a sentence C = {z1, ..., zNc } by Eq. 3.2-3.4; 
Predict probability q{1:Nc} D(z{1:Nc}) 
Update D by minimising the loss: 
LD ← −[  1 Ns 

t=1 log(q̂ t) +  1 Nc 
t=1 log(1 − q̂ t)] (refer to Eq. 

3.7) 
Compute the adversarial reward radv by Eq. 3.6 
Compute the visual attention reward rva by Eq. 3.8 - 3.13 
Update G by minimising the loss: 
∇θL(θ) ← −E[

r:n n 
s=t 

s  s 
adv + λrrs ) + λimrs − 

bt)∇θ log(sTpt)] + λsen∇θLsen(θ) (refer to Eq. 3.14) 
end for 

 
Second, we evaluated the impact of different visual relation detectors 
in our unsupervised image captioning model. Then, we performed 
ablative analysis on the MSCOCO cross-Visual Genome (VG) dataset 
Krishna et al. [96] in an unpaired setting to evaluate the effectiveness 
of the components in the proposed model. Finally, the qualitative re- 
sults are shown in the different settings. 

 
3.3.1 Experimental setup 

 
Dataset 

Training image sets: MSCOCO [113] is a widely used image dataset 
for image captioning tasks that contains over 330,000 images across 
91 object categories, with more than 200,000 of these images anno- 
tated with 5 captions, generated by human annotators. This large- 
scale dataset is specifically designed to reflect a wide variety of ev- 
eryday scenes, with captions that describe not only individual objects 
but also the relationships between them within diverse contexts. Fig- 
ure 3.4 displays three example images from MSCOCO along with 
their corresponding captions. We applied the split defined in Karpa- 
thy and Fei-Fei [86], with 113,287 images for adversarial training, 
5,000 images for validation, and the remaining 5,000 images for test- 
ing. Additionally, we trained the visual relation detector on a VG 
dataset that provides ground-truth relationship triplets < object, predicate, subject > 
for each image and then filtered the objects and relationships by re- 
taining the 150 most frequent objects and 50 most frequent predicates. 
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Figure 3.4: Three example images from MSCOCO with corresponding cap- 
tions. 

 
Training corpus sets: The current unsupervised approaches gener- 

ally use two training corpora, that of Feng et al. [41] with MSCOCO 
captions and that of Laina, Rupprecht, and Navab [100] with Google’s 
Conceptual Captions dataset (GCC); we evaluated our model on both 
corpora to compare each kind of method. This step guarantees that 
the corpus is related to the descriptive sentences of the images. 

Evaluation metrics A single numerical score can evaluate how "good” 
image captioning methods are by comparing the provided reference 
sentences and the generated outputs. In this study, the widely used 
metrics BLEU (B1, B2, B3, B4) [135], METEOR (M) [32], ROUGE (R) 
[112], CIDEr-D (C) [188] and SPICE (S) [5] are used to evaluate the 
quality of the generated captions. 

Implementation details In the preprocessing stage, the selected im- 
ages were processed by filtering the objects and relationships and re- 
taining the 150 most frequent object categories and 50 most frequent 
predicate categories, which followed the initialization guidelines pro- 
posed by Feng et al. [41] to tokenise the caption sentences and set 
the hyperparameters. Specifically, the weighting hyperparameters λc, 
λim, and λsen were set to 10, 0.2, and 1, respectively. γ was set to 
0.9, and the Adam optimiser [92] was used with a learning rate of 
0.0001. These steps could increase the visual relation’s impact on the 
optimisation process. 

Visual relation detector To assess the performance of our proposed 
model with visual relations, we used a basis detector, MOTIFS [204], 
to represent statistical visual relation detection methods. It is a scene 
graph parsing method with global context detection motivated by the 
statistical analysis of VG. Specifically, it uses a Faster R-CNN to de- 
tect and localise the objects in the input image, and then predicts the 
relationships between any two objects using a global context detec- 
tion module. The predicted relationships are characterised in triplet 
form as <subject, predicate, object>, where subject and object are the 
object categories and predicate is the type of relation between them. 
The relation detector outputs a set of relationships with a confidence 
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score for each image and filters out the background relations that are 
trivial or less informative. 

The visual triplet relationships were selected based on the maxi- 
mum attention weights for each component word of the triplet in the 
generated sentence. The attention weights were calculated from the 
mapping distances of word embeddings between the triplet and the 
sentence, using a scaled dot-product attention function. The attention 
process iterates from the first to the last relation triplet for an image, 
and the overall visual attention reward was computed as the sum of 
the individual rewards multiplied by their confidence scores. By tak- 
ing advantage of pretrained MOTIFS on VG, we employed the visual 
attention reward for optimisation, denoted as MOTIFS RS (rva). 

 
Table 1: Performance comparisons with existing unsupervised methods un- 

der the experimental setting of [41]. 

Metrics 
Method 

B1 B2 B3 B4 M R C S 

Gu et al. [55] 46.2 24.0 11.2 5.4 13.2 - 17.7 - 
Feng et al. [41] 58.9 40.3 27.0 18.6 17.9 43.1 54.9 11.1 
Laina, Rupprecht, and Navab [100] 61.7 42.8 28.6 19.3 20.1 45.4 63.6 12.8 
Shambharkar et al. [158] 60.3 41.1 27.8 18.9 18.2 43.3 55.2 - 
Song et al. [164] 62.6 43.2 29.2 20.0 19.9 45.1 63.6 12.9 
Honda et al. [69] 49.5 27.3 13.1 6.3 14.0 34.5 31.9 8.6 
Gao et al. [44] 63.4 43.2 29.5 17.9 24.5 45.1 53.5 - 

Ours:         
MOTIFS RS (rva) 66.3 45.9 30.4 21.0 21.2 47.5 60.9 12.9 

 

 
3.3.2 Main results 

 
To compare with the current state-of-the-art approaches, we tested the 
proposed model with two different corpora, as mentioned in Section 
3.3.1, in an unsupervised setting. In the testing stage, for consistency 
with other models, the evaluation performance was tested on the split 
of the MSCOCO dataset. 

Table 1 shows the performance across four existing unsupervised 
image captioning methods following the corpus setting of Feng et al. 
[41], and Table 2 lists the results of our model compared with three 
methods under the setting of Laina, Rupprecht, and Navab [100]. The 
results demonstrated that our proposed model outperformed the ex- 
isting methods in most of the metrics, indicating the effectiveness 
and robustness of the proposed reward functions for visual relation 
alignment. 
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Table 2: Performance comparisons with existing unsupervised methods un- 

der the experimental setting of [100]. 

Metrics B1 
Method 

B2 B3 B4 M R C S 

Laina, Rupprecht, and Navab [100]  - - - 6.5 12.9 35.1 22.7 - 
Guo et al. [56] 51.2 29.5 15.4 8.3 14.0 35.0 29.3 9.6 
Honda et al. [69] 50.4 29.5 14.4 7.6 13.5 37.3 31.8 8.4 

Ours: 
MOTIFS RS (rva) 52.1 

 
30.3 

 
15.8 

 
8.5 

 
14.4 

 
36.0 

 
30.3 

 
9.8 

 
Table 3: Ablation study on MSCOCO across the VG dataset test split. The 

adversarial network, object and relation detector are trained on the 
images and ground-truth relationships of the VG dataset. 

Metrics 
Method 

B1 B2 B3 B4 M R C S 

Init-GAN 45.1 24.5 11.1 5.7 12.4 30.6 34.8 8.2 
Init-GAN + Adv 52.5 34.1 21.2 15.2 15.6 39.1 44.7 9.8 
Init-GAN + Adv + Obj 56.4 38.9 25.1 17.2 16.8 42.7 54.5 11.0 

Full 64.9 44.1 27.8 19.0 19.5 43.4 58.8 11.7 

 
3.3.3 Ablative analysis 

 
We applied four models and evaluated their performance based on 
the VG dataset with the corpus of Feng et al. [41] excluded using a 
visual relation detector. To enable the two image datasets to contain 
the ground-truth captions as well as relationships, we extracted a set 
of images that exist in both VG and MSCOCO for the adversarial 
network training, resulting in 46,000 images for training and 10,000 
images for testing. 

The four models are listed as follows: model (1) is initialized based 
on GAN without a reward, referred to as (Init-GAN), which is used 
to verify the feasibility of the proposed initialization pipeline of the 
adversarial model [41]. Model (2) is based on GAN with an adversar- 
ial reward, referred to as radv (GAN + Adv). Model (3) uses an object 
concept reward, referred to as (GAN + Adv + Obj). It is a pretrained 
unsupervised image captioning model [41] on the VG dataset for the 
object concept reward. Model (4) uses the full model with relationship 
ground truth with rˆva, referred to as (Full). 

The results of the above four models are presented in Table 3. We 
observed that these four models generated reasonable results with 
high CIDEr scores, but "GAN” and "GAN + Adv” led to worse re- 
sults. Their poor performance might be due to that the pure GAN 
sturucture or adversarial objective only enforces global sentence gen- 
eration and does not ensure semantic correlation with the image con- 
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tent. Furthermore, we found that the full model with visual atten- 
tion reward improved the average metric scores more than the object- 
concept reward model (GAN + Adv + Obj), which verified that our 
local relation-word alignment is beneficial for the connection between 
the image and sentence feature space, thereby proving to be promis- 
ing in boosting the optimisation performance for unsupervised image 
captioning tasks. 

 
3.3.4 Analysis with different visual relation detectors 

 
Our prototype model for unsupervised image captioning aims to min- 
imise the misalignment between visual content and generated sen- 
tences through the visual relation alignment, which is also designed 
to be compatible with commonly used detectors. Thus the effective- 
ness of the visual relation alignment is significantly influenced by the 
performance of different visual relation detectors. Some of the com- 
monly used methods are based on statistical analysis that predicts 
the most frequent relationships in the dataset such as MOTIFS [204]. 
On the other hand, other research for relationship detection such as 
VRD [119] and NLG [109] relies on language priors derived from se- 
mantic word embeddings to predict the semantic connection between 
objects. Hence we want to know the impact of visual relation detec- 
tors in unsupervised image captioning tasks under Feng et al. [41] 
corpus setting. The results of the experiments are presented in Ta- 
ble 4. The findings reveal that our model with the MOTIFS detector 
outperforms the VRD and NLG detectors in all metrics, although the 
variation in performance among the detectors is relatively small. This 
suggests that the proposed visual relation alignment with visual at- 
tention reward is adaptable to various detectors. 

 
Table 4: Performance comparisons of different visual relation detectors for 

our unsupervised image captioning model on the test split of 
MSCOCO. 

Method B1   B2   B3   B4   M   R   C   S 
VRD RS (rva) 64.7 44.5 29.0 18.4 19.2 43.3 57.8 11.1 
NLG RS (rva) 65.6 45.3 30.8 18.5 20.4 46.0 60.3 11.8 
MOTIFS RS (rva) 66.3 45.9 30.4 21.0 21.2 47.5 60.9 12.9 

 
 

3.3.5 Qualitative analysis 
 

Figure 3.5 shows some qualitative captioning examples of captioning 
models. We present the results generated by four image captioning 
models (Only Obj, RS GT(rˆva), MOTIFS RS(rva) w/ MSCOCO, MO- 
TIFS RS(rva) w/ GCC) for three sampled images. For example, in 
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Figure 3.5: Qualitative captions generated from unsupervised image cap- 
tioning models. 

 

Figure 3.6: Illustrations of the error analysis generated from unsupervised 
image captioning models. 

 
the first image on the left of Figure 3.5, the "Only Obj” models rep- 
resented the correct object "car” but failed to depict the relationships 
with other objects in the image. In contrast, the remaining three mod- 
els successfully recognised some relationships in the captions, and 
the last two models were more likely to predict precise relations in- 
stead of general geometric relations, such as "driving”. The two "MO- 
TIFS RS” models could choose more clear and meaningful relations 
to generate captions. For instance, in the third image Figure 3.5, it is 
intuitive to predict the relationships between the key objects "cat” and 
"sink”, and we found that all models generated a plausible caption. 
The last two models could also outline a semantic relation, such as 
"laying”. 

Furthermore, we conducted an error analysis using our model un- 
der two experimental settings to provide insights on how the model 
could be improved, as shown in Figure 3.6. The relatively low perfor- 
mance in ROUGE and CIDEr-D compared with that of [69] might be 
caused by the biased visual relation detection trained from VG. The 
"bias" indicates that the detected relationships are trivial and less in- 
formative, e.g., because "on" is used rather than "sitting at/standing on", 
which implies that the captioning model is more likely to contain 
such relations in a shorter sentence. 

Analysis of the visual attention reward We captured the cumu- 
lative average visual attention reward that was calculated from the 
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Figure 3.7: The average visual attention reward of each sentence gained dur- 
ing the training process. 

 
output of each training iteration in the two MOTIFS RS experiments. 
As shown in Figure 3.7, both curves presented a stable increase in 
the reward values as the training progressed. This increase shows 
that the global and local gaps between the image and text modalities 
narrowed. After approximately 500 iterations, the "MOTIFS RS(rva) 
w/ MSCOCO” value was consistently higher than that of "MOTIFS 
RS(rva) w/ GCC”. This is reasonable because the MSCOCO caption 
corpus contains the ground-truth references of the training image, but 
the image-caption assignments of GCC are from a different dataset, 
which brings much more unpaired noise for the adversarial training 
process. 

 
3.4 conclusions 

 
Unsupervised image captioning is one of the most challenging tasks 
in visual representation, as it requires minimising the misalignment 
between visual content and the generated language representation. 
Existing approaches primarily focus on global mappings between the 
independent visual and textual modalities, but they often struggle 
with weak local alignment and corpus bias, leading to less visually 
consistent captions. 

In this part of work, we addressed these challenges by proposing 
an adversarial word-level visual relation alignment model. By formal- 
ising the image captioning process as a reinforcement learning (RL) 
optimisation problem, we introduced visual attention and adversar- 
ial rewards through a policy-gradient method to improve both global 
and local alignment. The visual attention reward, driven by distilled 
knowledge from the visual relation detector, served as a critical in- 
termediary, aligning generated captions with visual features and en- 
abling the discriminator to better distinguish plausible descriptions. 
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Extensive experiments on the MSCOCO and Visual Genome datasets 

demonstrated the effectiveness of this approach, with our model out- 
performing existing unsupervised methods across various evaluation 
metrics. While the model showed strong performance, further re- 
search is needed to explore its generalisation capabilities on more 
diverse or specialised datasets with varying visual styles or thematic 
content. 



 

 

M O D A L I T Y M A P P I N G B E T W E E N I M A G E A N D E E G 
4 

I N B R A I N - I N S P I R E D O B J E C T C L A S S I F I C AT I O N 
 
 

In the previous chapter, we introduced the problem of multimodal 
learning of image and text in unsupervised image captioning and 
illustrated an algorithm to address it. Now, we shift our focus to ex- 
plore how humans can be directly involved in computer vision tasks. 
Specifically, our journey into brain-inspired object classification ex- 
plores how neural signals can enrich visual understanding through 
multimodal learning. 

This chapter presents two EEG-based visual classification models 
that harness temporal and effective connectivity features. By integrat- 
ing EEG temporal dynamics and graph-based neural representations, 
these models aim to enhance the interpretability and performance of 
object recognition tasks and other visual-related tasks, demonstrating 
the potential of human cognitive signals to enrich visual representa- 
tion and improve the interpretability of deep learning methods. 

 
4.1 an evoked potential-guided deep learning brain rep- 

resentation for visual classification 
 

A novel approach in visual classification seeks to decode the feature 
representations of visual objects based on human brain activity. Elec- 
troencephalography (EEG) recording, collected from the brain’s cor- 
tex, has become a popular method for examining cognitive processes 
during image classification tasks. In this study, we introduced a deep 
learning framework, guided by visual evoked potentials (ERPs) from 
EEG data, termed the ERP-Long short-term memory (LSTM) frame- 
work. This model leverages EEG signal-based ERPs for visual object 
classification. More specifically, we initially extracted ERP sequences 
from multiple EEG channels in response to visual stimuli. Subse- 
quently, we trained an LSTM network to learn the feature represen- 
tation space for object classification. In our experiment, we used an 
image dataset and recorded over 50,000 EEG trials from 10 subjects 
who viewed images from six different categories, totaling 72 unique 
exemplars [84]. 

 
4.1.1 ERP-LSTM Framework 

 
The overview of the ERP-LSTM framework is presented in Figure 4.1. 
It is organized into two stages for visual classification. In Stage 1, we 
processed the raw EEG data from a visual experiment and extracted 

 

 
67 



68 modality mapping between image and eeg 
 

n 

i 1 2 n i 

i n n 

ej , ej , . . . , ej 

 
 

 

Figure 4.1: Overview of the ERP-LSTM framework 

 
ERPs to isolate signals associated with visual stimuli. In Stage 2, the 
LSTM network was trained to learn the feature space of these ERP se- 
quences, followed by a Softmax layer that classified the visual objects 
into categories. 

 
4.1.1.1 Stage 1: ERPs Extractions from EEG 

The key to EEG-based visual object classification is the extraction of 
representative signal features. In the first stage of our framework, 
we obtained representative visual-related ERP features by improving 
the signal-to-noise ratio (SNR) of raw EEG signals through smooth- 
averaging. A series of EEG segments from identical trials were aver- 
aged to create a single waveform. Specifically, this averaging process 
retained consistent segment features (the ERPs) while diminishing 
those that varied across segments (refer to the top left of Figure 4.1). 

In formal terms, let dj = 
{
T j, T j, . . . , T j 

_
, i × n = N, dj be the 

ith subset of temporal EEG signals across multiple channels when 
a subject observes the jth exemplar image. N is the number of EEG 
trials to be averaged, which contains n EEG trials, where trial T j ∈ Rc 
(c is the number of channels). 

The averaging process follows this formula: 

ej =
 L 

T j
  

/n, T j ∈ d 
 

(4.1) 
 

where ej represents the ERP sequence averaged from dj. 
i i{ _ 

     
which serves as input to the LSTM encoder module described in the 
subsequent section, enabling it to learn feature representations for 
visual classification. 

Let E be the sum of extracted multi-channel ERPs, E 
 

1 2 i , 

j 
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4.1.1.2 Stage 2: Feature Representations and Classification 

To capture the spatial and temporal characteristics from the ERP data, 
we applied an LSTM encoder module, illustrated in the lower por- 
tion of Figure 4.1, following Spampinato’s architecture of a “common 
LSTM + output layer” [166]. The encoder takes as input the multi- 
channel ERP signals extracted in the previous stage. 

At each time step t, the first layer takes the input s(·, t) (represent- 
ing the values across all channels at time t), allowing all ERP data 
from multiple channels to feed into a shared LSTM layer. After sev- 
eral LSTM layers, a ReLU layer is added to facilitate mapping of the 
feature space. The output of the LSTM encoder is a one-dimensional 
feature representation for each ERP. After obtaining these feature vec- 
tors, a Softmax layer is employed to classify the LSTM-derived fea- 
tures across different visual categories. 

The LSTM encoder module’s performance is evaluated using cross- 
entropy loss, measuring the discrepancy between the predicted class 
distributions and the actual class labels. The cross-entropy loss H(p, q) 
is defined as follows: 

H(p, q) = − 
L
(p(x) log q(x) + (1 − p(x)) log(1 − q(x))) (4.2) 

x 

where p(x) represents the probability distribution of the ground-truth 
class label, and q(x) is the output probability distribution of the Soft- 
max classification layer. denotes the probability output from the Soft- 
max classification layer. This loss is back-propagated through the net- 
work to optimise the model parameters via gradient descent. 

In summary, the ERP-LSTM framework utilizes an LSTM encoder 
to transform ERP sequences into feature representations, with a Soft- 
max layer then classifying these features into the respective visual 
categories. 

 
4.1.2 The Experiment 

 
4.1.2.1 Dataset 

In this study, we used an image datasetalong with EEG data collected 
from 10 subjects viewing images from various categories [84]. The 
dataset includes 72 images, classified into six categories: (1) Human 
Body (HB), (2) Human Face (HF), (3) Animal Body (AB), (4) Animal 
Face (AF), (5) Fruit and Vegetable (FV), and (6) Inanimate Object (IO). 
In Figure 4.2, we display example images from each of the six cate- 
gories (HB, HF, AB, AF, FV, IO) used for visual classification. 

The experiment involved each subject completing two sessions, each 
consisting of three blocks. Within each block, all 72 images were pre- 
sented 12 times in a random order. During each trial, a single image 
appeared on the screen for 500 ms, followed by a 750 ms blank grey 
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Figure 4.2: Sample photographs from the six categories 

 
screen as an interval. Consequently, each subject underwent 72 trials 
per image, totaling 5,184 trials per participant, leading to a total of 
51,840 trials across all subjects. Each trial was labeled according to 
the visual event category (the relevant one of the 6 categories) and 
image exemplar (one of the 72 specific images). 

The EEG recording was collected using unshielded 128-channel 
EGI HCGSN 110 nets, preprocessed with a Butterworth filter set to 
a frequency range of 1 Hz to 25 Hz, and then temporally downsam- 
pled to a final rate of 62.5 Hz (496 ms). For artifact reduction, the four 
frontal cortex channels were removed, leaving 124 channels for ERP 
analysis. 

 
4.1.2.2 Experimental Settings 

In this experiment, we divided the 72 EEG trials into 6 sets, with each 
set containing 12 trials. The trials within each set were averaged to 
extract an ERP sequence, labeled according to the corresponding im- 
age and category. This process yielded six ERP sequences for each 
image, producing the ERP space E for all extracted 124-channel ERP 
sequences. The ERP space E was divided into a training set and a test- 
ing set in an 80:20 ratio, with 80% of ERP sequences used for training 
and 20% for testing. To further evaluate classification performance, 
we implemented two approaches: cross-subject and within-subject 
classification. Cross-subject classification involved training the model 
on data from certain subjects and testing it on data from different 
subjects, assessing generalizability across individuals. Within-subject 
classification, by contrast, trained and tested the model on data from 
the same subject, allowing us to evaluate the model’s ability to cap- 
ture subject-specific patterns. 
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Table 5: Performance of six-category visual classification 

Accuracy EEG-LSTM[28] ERP-LSTM(our) Improvement 

Cross-Subject 36.72% 66.81% 30.09% 

Within-Subject    

Subject 1 35.07% 89.06% 53.99% 
Subject 2 35.30% 60.94% 25.64% 
Subject 3 45.25% 71.88% 26.63% 
Subject 4 35.88% 50.00% 14.12% 
Subject 5 48.03% 65.62% 17.59% 
Subject 6 47.80% 75.00% 27.20% 
Subject 7 40.74% 62.50% 21.76% 
Subject 8 31.37% 45.31% 13.94% 
Subject 9 39.12% 60.94% 21.82% 

Subject 10 47.45% 59.38% 11.93% 
 

 
4.1.3 Results 

 
4.1.3.1 Performance of Six-category Visual Classification 

Table 5 presents the classification performance of both the standard 
EEG-LSTM framework (using raw EEG) [166] and our proposed ERP- 
LSTM framework. It also compares performance across the two classi- 
fication types (cross-subject and within-subject). Results indicate that 
our ERP-LSTM framework achieved a cross-subject classification ac- 
curacy of approximately 66.8% and the highest within-subject accu- 
racy of 89.1% for a single subject (subject 1). Both results surpassed 
the EEG-LSTM framework, where classification accuracy increased by 
30.1% across all 10 subjects, reaching 54.0% for subject 1 and 23.5% 
for the average within-subject results. 

 
 

These findings suggest that the feature representation space gener- 
ated from ERPs is more effective for image object classification than 
raw EEG data. Furthermore, we infer that critical brain signal infor- 
mation for object cognition was retained during averaging, as the ex- 
tracted ERPs preserved spatial and temporal characteristics related to 
visual evoked potentials. 

 
4.1.3.2 Performance of Exemplar-Level Visual Classification 

We extended our analysis to assess the performance of existing frame- 
works and our ERP-LSTM model at the level of individual exemplar 
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Table 6: Performance of category- and exemplar-level visual classification 

Accuracy Kaneshiro[18] EEG-LSTM[28] ERP-LSTM(our) 

Categories (6 classes) 40.68% 36.72% 66.81% 
Exemplars (72 classes) 14.46% 7.97% 27.08% 

 

 
images. In this analysis, the category labels were removed, and in- 
stead, the task was to classify each specific image as a distinct ex- 
emplar. Table 6 presents the performance of the two baseline frame- 
works, Kaneshiro [84] and EEG-LSTM [166], as well as our ERP-LSTM 
framework in identifying the 72 exemplars across all 10 subjects. Our 
ERP-LSTM framework achieved an exemplar-level classification ac- 
curacy of 27.1%, outperforming Kaneshiro’s 14.5% and EEG-LSTM’s 
8.0%. For comparative insights, we also included the results for clas- 
sification at the category level, highlighting differences between the 
simpler category classification task and the more complex exemplar 
identification. 

Our results indicate that, compared to prior models, the ERP-LSTM 
framework offers a representation space with lower confusion, yield- 
ing a more distinctive feature representation for visual classification 
tasks. Additionally, our ERP-LSTM framework outperformed a recent 
model from 2020 [2], which reported an accuracy of 17.1% for six- 
category classification, despite differences in data sources. This sug- 
gests that the LSTM network in our framework effectively encodes 
ERPs, leveraging its strength in handling the temporal dynamics of 
time-series EEG data to create a more representative feature space. 

 
4.1.4 Conclusion 

 
This section introduces a novel method for visual classification by 
decoding brain activity patterns related to visual objects. Using elec- 
troencephalogram (EEG) data, our ERP-LSTM framework utilizes Event- 
Related Potentials (ERPs) to guide the learning of neural representa- 
tions for visual processing. The framework operates in two stages: ini- 
tially extracting ERP sequences from multi-channel EEG signals trig- 
gered by visual stimuli, and subsequently using an LSTM network to 
encode these ERP-based features for visual object classification. 

In our experiments, we analyzed EEG data from 10 subjects, com- 
prising over 50,000 trials across six object categories and 72 exem- 
plar images. In cross-subject evaluations, the ERP-LSTM framework 
achieved classification accuracies of 66.81% for object categories and 
27.08% for individual exemplars. These outcomes represent substan- 
tial improvements over previous frameworks, with accuracy gains 
ranging from 12.62% to 53.99%. 
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Our findings highlight the effectiveness of using ERPs derived from 

EEG data to facilitate learning of discriminative neural representa- 
tions for visual classification. This underscores the ERP-LSTM frame- 
work’s potential to capture distinctive neural features, making it a 
valuable contribution to brain-inspired approaches in visual classifi- 
cation research. 

 
4.2 causal convolutional network-inference graph for 

effective brain networks modelling from eeg data 
 

4.2.1 Introduction 
 

The emerging application of EEG-based brain-computer interface (BCI) 
has gained particular attention, especially in the area related to visual 
conception, which plays a crucial role in interpreting visual stimuli 
in EEG data. Visual conception tasks, such as emotion recognition [4, 
209], fatigue assessment [23, 205], motor imagery control [1, 102, 195], 
and visual object detection [3, 84], are pivotal for decoding human vi- 
sual cognitive patterns in EEG-based BCI systems. These tasks high- 
light how visual classification intersects with various domains of BCI, 
as it aids in interpreting visual cues in object recognition, cognitive 
state assessment, and motor imagery classification. Human cognitive 
patterns can be fundamentally revealed by brain network represen- 
tation, where information integration and propagation correlate to 
multiple brain areas as a connectivity topology rather than working 
independently [14, 150]. 

Recently there has been a growing trend towards using graph neu- 
ral networks (GNNs) to address the critical nature of brain network 
representation in classifying cognitive patterns from EEG data [74, 
103, 165, 180]. GNN models can decode graph structure from non- 
Euclidean EEG data, and mimic the information propagation process 
in the brain network by aggregating the messages passing between 
connected channels [197]. However, one primary challenge that GNN 
models confront is defining the effective brain connectivity topology 
between two regions to present a brain network for multi-channel 
EEGs. 

The conventional method to address this challenge is to employ sta- 
tistical modelling of brain networks to capture the inter-channel rela- 
tions in EEG before transforming it into a graph structure. The brain 
network modelling can be divided into functional connectivity and 
effective connectivity. For functional connectivity analysis, most pre- 
vious studies attempted to investigate statistical associations between 
channels, such as instantaneous coherence, to assemble an undirected 
graph (see Figure 4.3(a)) [74, 180]. However, these approaches failed 
to identify direct causation between channels, potentially contaminat- 
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Figure 4.3: Illustrations of statistical association, statistical causation, and 
CCN-IG causation. (a) Instantaneous coherence based on a sta- 
tistical association. (b) Time lagged statistical causation (e.g., 
Granger causality). (c) Infer causation between EEG channels via 
CCN-IG with instantaneous and time-lagged (Granger) causal ef- 
fects. 

 
ing the learning of directional information integration and propaga- 
tion patterns within the brain networks [65]. 

Since EEG signals are generated by multiple electrodes on the scalp, 
statistical associations can be influenced by external factors, such as 
[129]. The observed results could be misleading due to indirect cau- 
sation from intermediate channels, or influenced by common factors 
shared with other channels or unobserved variables [150]. 

For effective connectivity analysis, time-lagged statistical causation 
[123] is commonly measured in GNN models [95, 193], with classic 
methods like multivariate Granger-causality (GC) analysis [52]. GC 
focuses on inter-channel causation with directional connections and 
deals with confounders by fitting third-party channels within sensitiv- 
ity tests [105]. However, it is time-consuming to adjust hyperparam- 
eter tuning for the time-lag validation. Moreover, the instantaneous 
causal effects at the same time step are often overlooked during the 
process (see Figure 4.3(b)), which, however, is essential for captur- 
ing crucial functional relationships that manifest immediately within 
brain networks and making full use of the high temporal resolution 
of EEG. 

To address the limitations of statistical modelling of brain networks, 
in this part of work, we created a causal convolutional network- 
inference graph (CCN-IG) modelling method, which can concurrently 
learn both the functional and effective connectivity for the causal 
brain network representation. First, we built an EEG causal inference 
model to capture the inter-channel causation and generate the causal 
brain network. Specifically, a series of parallel causal convolutional 
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networks (CCNs) were developed to train a supervised multivariate 
autoregression model for each EEG channel. The autoregression pro- 
cess identifies the causation between EEG channels by performing 
time-series intervention and causal validation. In this process, both 
instantaneous and time-lagged causal effects were included as shown 
in Figure 4.3(c), integrating the advantages of both functional and ef- 
fective connectivity. Second, a global causal inference map (GCIM) 
wa generated to merge the extracted causation into a graph structure. 
Finally, we developed an attentive graph learning network based on 
the GCIM to represent the spatiotemporal patterns for EEG-based 
BCI classification tasks. 

The main contributions of this work are as follows: 

• we developed CCN-IG, the first approach to constructing a causal 
brain network in a graph structure based on deep neural net- 
works, rather than relying on statistical association or causation, 
specifically for multi-channel EEGs and visual classification ap- 
plications in BCI. 

• the developed GCIM and attentive graph learning network in 
CCN-IG represent direct and effective causation between EEG 
channels, concurrently learning both functional and effective 
connectivity while decoding corresponding spatial and tempo- 
ral patterns critical for visual classification tasks. 

• running experiments that demonstrate that CCN-IG outperforms 
six baselines using deep neural networks (including CNN-, RNN- 
, and GNN-based methods) and a baseline using statistical asso- 
ciation and statistical causation, with visualisation of discrimi- 
native graphs in four EEG-based classification tasks, underscor- 
ing its effectiveness for visual stimuli interpretation and object 
detection, cognitive state assessment, and motor imagery task 
classification. 

 
4.2.2 Method 

 
In this section, we introduce CCN-IG. As shown in Figure 4.4, CCN- 
IG consists of an EEG causal inference model and an attentive graph 
learning network for multi-channel EEG-based BCI classification tasks. 

 
4.2.2.1 EEG causal inference 

The EEG causal inference has two components: causal convolutional 
networks (CCNs) and attentive causal validation. CCNs learn to regress 
the input EEG channels and enable them to represent the inter-channel 
causation during the multivariate autoregression process. We employ 
attentive causal validation to evaluate the causation effectiveness and 
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While multiple CCNs collaboratively perform the multivariate au- 

toregression, here we introduce the structure of a single CCN. It cap- 
tures the temporal causation by expanding the receptive field of con- 
volutional layers beyond the causal time delay between EEG channels, 
which is built with a 1D convolutional layer and L dilated convolution 
layers. Given the EEG channel Xj, we first input it to a 1D convolu- 
tional layer with a convolutional kernel sliding on the sequence. To 
expand the perceptual domain of the convolutional kernel, we use 
dilated 1D convolutions with a dilation factor c that doubles at each 
subsequent hidden layer l ∈ [1, L]. The receptive field can grow expo- 
nentially by doubling the dilation factor at each layer as the convolu- 
tional kernel skips f = cl number of time steps at the lth layer. The 
receptive field of a kernel in CCNs is defined as: 

ReceptiveField(K) = 1 + 
L
(K − 1) · cl (4.5) 

l=0 

After dilated convolutions, a residual connection is used to facili- 
tate gradient flow, and ReLU activation is applied for outputs. Thus, 
our proposed CCN can be described as follows: 

H−1 = Xj, j ∈ [1 − N] (4.6) 
Ĥ l = ReLU (W1 ∗ Hl−1 + b1) (4.7) 
Hl = Hl−1 + W2 ∗ Ĥ l + b2 (4.8) 

where H−1 is the input of a CCN, Hl is the hidden output of layer l, ∗ 
denotes the convolution operator, W1 ∈ RK×D are the weights of the 
dilated convolution with kernel size K and D is the number of convo- 
lutional filters, W2 ∈ R1×D are the weights of a 1 × 1 convolution for 
residual connection, and b1, b2 ∈ RD are bias vectors. 

Additionally, we develop a pointwise convolution layer Θ to merge 
the convolutional outputs from N numbers of CCNs, into a regres- 
sion result. This layer performs pointwise convolution using a kernel 
with dimensions 1 × 1 × N and takes the dot product with the hid- 
den output of the last layer, HL. The multiple CCNs are optimised for 
multivariate autoregression purposes, which learn to regress the in- 
put EEG channels. We use the attention weight of each single CCN to 
represent the causation, interpreting which channel attends to regress 
the target channel. Using multiple channels in the autoregression can 
effectively control the confounding factors and thus remove their con- 
founding effects when exploiting the effective causal connections for 
multi-channel EEGs. 

 
attentive causal validation After training the autoregres- 
sion models and fixing the learned CCNs for the target channel se- 
quence Xi, we obtain the attention vector Zi with each attention score 
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representing the potential causation to other channels. The attention 
scores are further transformed as: 

hj = HardSoftmax(aj) = 


σ(aj) if aj ⩾ τi 

0 if aj < τi 

 
(4.9) 

where hj is the attention score transformed from aj and τi is a pre- 
defined threshhold for Xi. A set of potential causes Pi from Xi is 
generated by selecting the causally related channels whose attention 
score hi,j ∈ hi > 0. 

Here, a few potential causes of a channel can be observed in Pi, 
which are required to be evaluated as a valid causation by testing the 
change of autoregression performance after the intervention on the 
causes. For example, if the intervention on a fundamental cause of 
Xi (the target channel) does lead to a change of the autoregression 
result on Xi, we consider it a cause from Pi of the target. To verify 
this, we developed an attentive causal validation method based on 
Permutation Importance (PI), the same as that in [129]. 

To validate a potential cause Xj ∈ Pi, we generated an intervened 
EEG trial X̂ by randomly permuting the values of Xj while keeping 
the other channels constant in X. Then, we deployed the fixed CCNs 
to regress the value of Xi based on X̂ and calculated the intervention 
loss Lj→i to test the change of autoregression performance for the 
target EEG channel, which can be defined as: 

Lj→i = Lˆi − Li (4.10) 

where Li is the training loss of the CCNs for Xi and Lˆi is the test 
loss using the intervened EEG trial X̂ . We identified the valid cause 
Xj if the intervention loss Lj→i is larger than a pre-defined condition 
significance threshold. 

By iteratively training the CCNs for autoregression on EEG chan- 
nels [X1 : XN], we have to find the potential cause sets [P1 : PN] for 
each channel and identify them to valid causation after the valida- 
tion. Then we can create a global causal inference map (GCIM) G for 
EEG trial X with EEG channels as nodes and the verified causation 
connections as edges in the graph structure. 

 
4.2.2.2 Attentive graph learning (AGL) 

Given a GCIM G, we consider a spatial attentive layer (SAL) with a 
trainable attentive mask to capture the most significant causal con- 
nections in brain networks for further graph learning, as shown in 
Figure 4.4(b). 
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First, we define the trainable attentive mask, M ∈ NN×N as: 


 w1,1 · · · w1,N  


 

M =  . . . . .  (4.11) 

wN,1 · · ·  wN,N 
 

The trainable mask takes a dot product with the adjacent matrix 
Aadj of G, which is followed by the ReLU activation function to make 
the adjacent matrix non-negative. To maintain self-connections, we 
add self-loops to the final global adjacent matrix Â adj, which can be 
calculated as: 

Â adj = ΦReLU Aadj ◦ M + I (4.12) 

Then, we created a spatial-temporal graph convolution neural net- 
work to learn the spatial-temporal EEG patterns from the GCIM based 
on a recurrent neural network with graphical diffusion convolution 
[108]. The advantage of the graphical diffusion process includes ex- 
tracting of the spatial patterns from the global causal connections by 
aggregating the message passing between causally connected chan- 
nels. Our graphical diffusion is characterised by a bidirectional ran- 
dom walk on the directed graph G, which leads to the following dif- 
fusion convolution: 

 

X:,m⋆Gfθ = 
sL−1 

 
s=0 

 
 

θs,1 

 

D−1W
 s  

+ θs,2 

  
D−1W⊤ 

 s  
 
 

(4.13) 

X:,m for m ∈ {1, . . . , M} 

where X ∈ RN×M is the preprocessed EEG trial at time step t ∈ 
{1, . . . , T} with N nodes and M features, ⋆G denotes the diffusion con- 
volution, fθ is the convolution filter with parameters θ ∈ RS×2, DO 
and DI are the out-degree and in-degree diagonal matrices of G, re- 
spectively. s is the number of maximum diffusion steps, and D−1W 
and D−1W⊤ are the state transition matrices of the outward and in- 
ward diffusion processes, respectively. 

Afterwards, we deployed Gated Recurrent Units (GRUs) to model 
the temporal dependency in EEG signals, a variant of RNNs with a 
gating mechanism, where matrix multiplications are replaced with 

 
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Method 
 

Input 
Emotion Recognition Fatigue Assessment Motor Imagery Control Visual Object Detection 

ACC F1 AUROC ACC F1 AUROC ACC F1 AUROC ACC F1 AUROC 

LSTM Temporal 0.660 0.611 0.692 0.667 0.615 0.711 0.459 0.447 0.484 0.367 0.375 0.343 
Spectral 0.731 0.710 0.681 0.673 0.738 0.622 0.454 0.469 0.533 0.401 0.392 0.389 

EEGNet Temporal 0.846 0.842 0.906 0.744 0.736 0.759 0.523 0.517 0.612 0.407 0.385 0.386 
Spectral 0.885 0.884 0.874 0.776 0.774 0.810 0.560 0.539 0.568 0.404 0.398 0.399 

Dense-CNN Temporal 0.887 0.849 0.817 0.758 0.747 0.804 0.628 0.634 0.699 0.427 0.371 0.380 
Spectral 0.904 0.863 0.802 0.760 0.776 0.696 0.592 0.447 0.584 0.375 0.321 0.349 

DGCNN Temporal 0.873 0.842 0.823 0.769 0.739 0.793 0.565 0.499 0.561 0.441 0.397 0.400 
Spectral 0.867 0.860 0.791 0.786 0.782 0.818 0.554 0.546 0.552 0.497 0.485 0.513 

RGNN Temporal 0.816 0.818 0.796 0.773 0.805 0.714 0.712 0.664 0.679 0.485 0.482 0.502 
Spectral 0.879 0.873 0.923 0.681 0.653 0.775 0.729 0.734 0.779 0.511 0.513 0.569 

SS-DCRNN Temporal 0.778 0.791 0.773 0.729 0.724 0.757 0.643 0.616 0.641 0.479 0.421 0.485 
Spectral 0.864 0.866 0.892 0.742 0.732 0.770 0.687 0.624 0.625 0.531 0.529 0.572 

CCN-IG w/o SAL Temporal 0.828 0.782 0.856 0.675 0.650 0.700 0.671 0.639 0.672 0.447 0.415 0.441 
Spectral 0.919 0.872 0.887 0.788 0.805 0.804 0.699 0.657 0.685 0.473 0.467 0.498 

CCN-IG Temporal 
Spectral 

0.853 
0.921 

0.850 
0.893 

0.895 
0.934 

0.732 
0.805 

0.707 
0.815 

0.761 
0.808 

0.707 
0.741 

0.692 
0.761 

0.746 
0.766 

0.488 
0.516 

0.426 
0.520 

0.509 
0.583 

Table 7: Classification performance (ACC, F1, and AUROC) of CCN-IG 
(w/o SAL) and six baseline methods using temporal and spectral 
EEG inputs. 

 
diffusion convolutions, allowing for spatial-temporal modelling of 
EEG patterns as: 

r(t) = σ
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C(t) = tanh
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(4.16) 

H(t) = u(t) ⊙ H(t−1) +
 

1 − u(t)
 

⊙ C(t) (4.17) 

where the input and output of GRUs at a given time step t are de- 
noted by X(t) and H(t), respectively. The reset gate, update gate, and 
candidate at time step t are represented by r(t), u(t), and C(t), re- 
spectively. The Sigmoid function is denoted by σ, and the Hadamard 
product is denoted by ⊙. The weights and biases for the correspond- 
ing convolutional filters are represented by Θr, br, Θu, bu, ΘC and bC, 
respectively. They are used to connect with a fully-connected layer to 
perform classification output H(T). 

 
4.2.3 Experiments 

 
datasets In this section we introduce more details about the four 
public datasets used to evaluate the proposed CCN-IG: (1) the DEAP 
dataset [94] for emotion recognition, (2) the fatigue dataset [17] for 
driving fatigue assessment, (3) the BCICIV2a [16] for motor imagery 
control and (4) the visual dataset [83] for object detection, respectively. 
A summary of the data format of these datasets is shown in Table 8. 

DEAP [94] is a 32-channel EEG emotion recognition dataset col- 
lected from 32 participants while watching 40 one-minute-long videos. 
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Task Emotion Fatigue Motor Imagery Visual 

Channel 32 32 22 128 
Trial length (s) 4 3 4 0.5 
Sample rate (Hz) 128 128 250 62.5 
Subject 32 11 9 10 
Classes 2 2 4 6 

Table 8: The data summary of datasets for emotion recognition, fatigue as- 
sessment, motor imagery control and visual object detection. 

 
They sampled EEG at 512 Hz and downsampled it to 128 Hz. We di- 
vided each trial lasting 60 seconds into 15 new trials (e.g., every 4 
seconds) and marked negative (1∼5 points) and positive (6∼9 points) 
emotions based on the valence dimension as the classification labels. 

Fatigue [17] is a 32-channel EEG dataset collected based on a sus- 
tainable driving task from 11 participants in a Virtual Reality environ- 
ment. EEG data were sampled at 512 Hz and downsampled to 128 Hz. 

There were a total of 2952 experimental trials, and in each trial, the 
reaction time of each lane-departure event can correspond to driving 

fatigue levels (alertness vs. drowsiness) as the classification labels. 
BCICIV2a [16] is a 22-channel EEG dataset from 9 participants who 

performed four motor imagery tasks (labelled as left hand, right hand, 
foot and tongue movements for classification task). Each participant 
generated a total of 576 trials from two sessions, and thus a total of 
4608 trials of EEG data were obtained from all participants. The EEG 
signals were sampled at 250Hz. 

Visual object detection [83] is a 128-channel EEG dataset collected 
from 10 participants when they were observing 72 images of six dif- 
ferent types of object images (labelled as the human body (HB), hu- 
man face (HF), animal body (AB), animal face (AF), fruit vegetable 
(FV), and inanimate object (IO) for classification task). EEG signals 
were sampled at 62.5 Hz and we considered the first 500ms of the 
onscreen time for each EEG trial to avoid noise. 

 
data preprocessing We considered temporal and spectral fea- 
tures from each EEG trial, denoted as X ∈ RN×M for the four listed 
BCI classification tasks. As mentioned above, N was the number of 
EEG channels, and M was the time or frequency dimensions. We then 
normalised these dimensions based on the mean and standard devi- 
ation values. Of note, we used the fast Fourier transform (FFT) for 
frequency dimensions to retain the log amplitudes of spectral compo- 
nents. 
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baselines We considered the existing six methods based on RNNs, 
CNNs and GNNs for EEG classification purposes. They include LSTM 
[166], EEGNet (implemented following [102]), Dense-CNN [35], DGCNN 
[165], RGNN [213] and SS-DCRNN [180]. 

 
model training  Training was accomplished in PyTorch on a sin- 
gle NVIDIA Volta GPU. We performed a grid search to determine the 
optimal hyperparameters for all four classification tasks. For training 
in CCNs, we selected CCN hidden layers among L ∈ {0, 1, 2}, kernel 
size among K ∈ {0, 2, 4, 6}, the dilation coefficient c is set same as ker- 
nel size and training epochs within range {500, 1000, 1500}. The CCN 
hidden layers were 1, the kernel size and dilation coefficient were 
2 and we trained 1000 epochs for all datasets in the CCN training 
process. And the threshold for attentive causal validation is set as 
0.8. For AGL training, we selected the hidden unit for SAL among 
{128, 256, 512}, the number of GRU layers within range {2, 3, 4}, hid- 
den units within range {32, 64, 128} and the maximum diffusion step 
K ∈ {2, 3, 4}. Furthermore, the CCN-IG was trained for the maximum 
training epoch of 300 with the initial learning rate being 3e-4, the max- 
imum number of diffusion steps and GRU layers being 2. The hidden 
unit for SAL and the hidden units of GRU were set to 128 and 32 
for all tasks, respectively, excepting motor imagery controls (set to 
256 and 64). Five-fold cross-validation for the subject-dependent set- 
ting was adopted to split training (4/5) and testing (1/5) datasets, 
and cross-entropy was selected as the loss function to optimise the 
training process. 

 
evaluation metrics Three metrics were used to evaluate the clas- 
sification performance: (1) accuracy (ACC), (2) F1-score, and (3) the 
area under the receiver operating characteristic curve (AUROC). For 
the generated EEG GCIM, we conducted a statistical analysis on each 
edge (nodes pair) in the learnable adjacent matrix for all subjects. To 
avoid the less significant EEG channel interactions in brain networks, 
we only considered the top 20 high correlations. Here, we use the 
Kruskal-Wallis test, a nonparametric method that does not assume a 
normal distribution of the residuals, and we set the significance level 
(p-value) as 0.05. 

 
4.2.4 Results 

 
4.2.4.1 Classification performance 

We considered EEG temporal and spectral inputs to evaluate the per- 
formance using ACC, F1 score, and AUROC for all classification tasks, 
including emotion recognition, fatigue assessment, motor imagery 
control, and visual object detection. As shown in Table 7, we ob- 
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served a consistent trend where CCN-IG and most baselines had su- 
perior performance on spectral EEG inputs over temporal EEG inputs. 
This finding aligns with prior research indicating that transforming 
time-domain EEG signals into the frequency domain can offer more 
informative and less noise-contaminated EEG patterns [124, 180]. Ap- 
pendix B.1 shows more detailed classification results of temporal and 
spectral EEG inputs on different sub-bands. 

Highlighting CCN-IG’s performance, for the emotion recognition 
task, it achieved the highest accuracy (92.1%), F1 scoreed (89.3%) and 
AUROC (93.4%) on the spectral EEG inputs over the baseline meth- 
ods. For the fatigue assessment task, CCN-IG achieved the best ac- 
curacy of 80.5%, which was 13.2%, 2.9%, 4.5%, 1.9%, 12.4% and 6.3% 
higher than the baselines of LSTM, EEGNet, Dense-CNN, DGCNN, 
RGNN and SS-DCRNN on spectral EEG inputs, respectively. CCN-IG 
also achieved the best F1 score (81.5%) and second AUROC (80.8%), 
while DGCNN attained the best AUROC (81.8%). 

For the motor imagery control task, we can observed that CCN- 
IG, RGNN and SS-DCRNN achieved better performance on spec- 
tral EEG inputs than on temporal EEG inputs, but this was not the 
case for LSTM, EEGNet, Dense-CNN, and DGCNN. Of note, CCN- 
IG achieved the best accuracy (74.1%), F1 score (76.1%) and AUROC 
(76.6%) on the spectral EEG inputs. 

For the visual object detection task, CCN-IG outperformed most 
of the baseline methods on the spectral EEG inputs, achieving the 
second accuracy (51.6%) and F1 score (52.0%), and the best AUROC 
(58.3%) while SS-DCRNN attained the best accuracy and F1 score. 
CCN-IG also achieved the best accuracy of (48.8%) on the temporal 
EEG inputs, which is 12.1%, 8.1%, 6.1%, 4.7%, 0.3% and 0.9% higher 
than the accuracy of LSTM, EEGNet, Dense-CNN, DGCNN, RGNN 
and SS-DCRNN, respectively. 

 

 
Figure 4.5: Confusion matrices of CCN-IG in four classification tasks with 

spectral EEG inputs. 
 

In addition, for our proposed CCN-IG, we further analysed and 
visualised the detailed classification performance based on confusion 
matrices (see Figure 4.5) with spectral EEG input. For example, CCN- 
IG performed well on emotion recognition tasks, with relatively high 
true positive and negative rates. However, it also revealed substantial 
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confusion between the fruit vegetable (FV) and inanimate object (IO) 
classes for the visual object detection task. 

 
4.2.4.2 Analysis of graph structures 

To compare our EEG causal inference model to statistical modelling 
of brain networks, we performed two studies on spectral EEG inputs: 
1) Coh-AGL, which uses the coherence correlation [202] - a classic sta- 
tistical coherence measure for functional connectivity, to replace the 
global causal inference map (GCIM) in CCN-IG while remaining the 
same attentive graph learning network; 2) PDC-AGL, which uses the 
partial directed coherence [10] - a common GC measure for effective 
connectivity, to replace the GCIM in CCN-IG. 

Figure 4.6 (a) reports the AUROC results and shows that CCN-IG 
consistently outperformed Coh-AGL and PDC-AGL. The observed 
performance advantages were 9.6%, 7.5%, 7.7% and 12.6% over Coh- 
AGL, and 6.5%, 4.7%, 9.8% and 2% over PDC-AGL. The improved 
classification performance demonstrated the generated global causal 
inference map’s effectiveness for brain network representation com- 
pared to the statistical modelling of brain networks. 

 
4.2.4.3 Analysis of graph learning 

To look deeply into the effectiveness of the different components of 
CCN-IG, we performed an ablation study on all four classification 
tasks with spectral EEG inputs: CCN-IG w/o SAL, which removes 
the spatial attention layer from attentive graph learning in CCN-IG. 
Figure 4.6 (b) reports the AUROC results. Without adding the spatial 
attention layer of attentive graph learning in CCN-IG, we observed 
that it reduced up to 14.1% AUROC score on motor imagery control 
task. This suggests that the spatial attention layer can extract the la- 
tent causation in the complex brain networks to assist the learning of 
spatial-temporal dependence from the GCIM. 

 
4.2.4.4 Analysis of discriminative brain networks 

To discriminate brain networks associated with different cognitive ac- 
tivities, such as from positive to negative sentiment in the emotion 
recognition task, we calculated and visualised significant differences 
(p-value < 0.05) of EEG graph topologies across multiple classes with 
spectral (frequency-domain) EEG inputs using the coherence correla- 
tion (Coh), partial directed coherence (PDC) and the generated GCIM 
from CCN-IG, respectively. See Appendix B.2 for additional analysis 
with temporal (time-domain) EEG inputs. 

Figure 4.7 illustrates the top 20 significantly discriminative connec- 
tions for the four classification tasks. As shown in Figure 4.7(a), for 
the emotion recognition task, Coh and PDC tend to connect the left 
pre-frontal area to the frontocentral area, but GCIM can leverage the 
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Figure 4.6: (a) AUROC scores of Coh-AGL, PDC-AGL and CCN-IG in four 
classification tasks. (b) AUROC scores of CCN-IG w/o SAL and 
CCN-IG in four classification tasks. 

 
pre-frontal and parietal area (AF3 → P4). This finding is consistent 
with the existing knowledge that emotion involves a large informa- 
tion propagation among frontal and parietal channels [4]. For the fa- 
tigue assessment task (Figure 4.7(b)), Coh, PDC and GCIM present 
a few connections between pre-frontal and frontal areas. Still, GCIM 
forms a critical causal connection from the frontal to the occipital area 
(F7 → Oz). 

For the motor imagery control task (Figure 4.7(c)), Coh primar- 
ily showed inter-connections of the frontocentral area, but PDC and 
GCIM focused more on the causal connections from the frontocen- 
tral to the central area to express effective control patterns in brain 
networks [192]. For the visual object detection task, as shown Fig- 
ure 4.7(d), Coh showed functional connections between the pre-frontal 
area and the frontocentral area, while GCIM highlighted a significant 
causal connection from the pre-frontal to the occipital area (AFF2h 
→ Oz). This is consistent with the finding that visual processing 
and mapping are related to the occipital area [101]. In conclusion, 
visualisation of the discriminative brain networks showed that Coh, 
PDC and GCIM can identify the essential connections associated with 
different cognitive activities. However, GCIM discovered significant 
causation through directed long-distance connections across different 
brain areas or hemispheres, demonstrating its effectiveness in exclud- 
ing confounding factors in EEG causal inference. 

 
4.2.5 Conclusion 

 
Identifying effective brain connectivity across multi-channel EEG sig- 
nals is essential for capturing direct causal relationships within graph 
neural networks, especially in tasks related to visual conception, where 
interpreting visual stimuli in EEG data is crucial. In this study, we in- 
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Figure 4.7: The significantly discriminative brain networks across multiple 

classes identified based on Coh (in the upper panel), PDC (in the 
middle panel) and GCIM (in the bottom panel) as graph topolo- 
gies with spectral (frequency-domain) EEG inputs for four EEG- 
based classification tasks (a)-(d). 

 
troduced the Causal Convolutional Network-Inference Graph (CCN- 
IG) as a novel modelling method to construct causal brain networks 
specifically designed for EEG-based classification tasks. By captur- 
ing both time-lagged and instantaneous causal relationships, CCN- 
IG overcomes limitations of previous statistical approaches, enabling 
a more dynamic and realistic representation of brain connectivity. 

The CCN-IG framework was evaluated across four visual concep- 
tion tasks-emotion recognition, driving fatigue assessment, motor im- 
agery control, and visual object detection—where visual classification 
plays a pivotal role in decoding human cognitive patterns. Through 
parallel causal convolutional networks, CCN-IG generated a Global 
Causal Inference Map (GCIM) that underpins the construction of ef- 
fective brain networks, allowing an attentive graph learning network 
to capture both temporal and spatial patterns. Extensive experiments 
demonstrated that CCN-IG significantly outperformed six deep learn- 
ing baselines, underscoring its strengths in visual-related classifica- 
tion tasks. 

Our findings highlight the centrality of visual classification in EEG- 
based brain-computer interface (BCI) systems. By establishing a com- 
prehensive and directed model of visual brain connectivity, CCN-IG 
enhances the decoding of visual stimuli within EEG data, which is 
essential for applications in BCI domains that rely on visual concep- 
tion tasks. This approach sets a new standard for interpreting visual 
information in EEG signals and opens promising avenues for further 
development of BCI applications, particularly in visual stimulus clas- 
sification. Future research can explore optimising CCN-IG for com- 
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plex visual tasks, enhancing the system’s potential in cognitive moni- 
toring, neural feedback, and interactive visual environments. 



 

 



 

 

T R I M O D A L C O N T R A S T I V E L E A R N I N G F O R 
5 

D E C O D I N G V I S U A L N E U R A L R E P R E S E N TAT I O N 
 
 

Building upon the previous chapter’s focus on human involvement 
in multimodal learning via EEG-based object classification, we now 
broaden our exploration to include text as an additional modality. In 
this chapter, we introduce a trimodal learning framework that jointly 
uses image, text, and EEG data to decode visual neural representa- 
tions. By using contrastive learning, this work aims to bridge cog- 
nitive, visual, and linguistic domains, ultimately achieving a more 
unified and consistent understanding of brain-visual-linguistic rela- 
tionships. 

 
5.1 introduction 

 
In recent years, visual representation aims to convert visual inputs 
such as images or videos into feature representations via deep neural 
networks, which has driven the progress of a variety of downstream 
tasks, such as image classification, object detection, image segmenta- 
tion, and target tracking [148]. 

Analogous to neural networks, the human brain uses visual stimuli 
as input to encode visual information using neuron activity to form 
so-called visual neural representations during visual cognition. Cur- 
rently, using human brain activities recorded by EEG or functional 
magnetic resonance imaging (fMRI), researchers are increasingly in- 
terested in decoding visual neural representations with the aim of ex- 
tracting information from neural activities induced by visual stimuli 
to infer visual categories [25, 163]. This not only enables researchers 
to reveal the visual cognitive mechanism of human brain, but also fa- 
cilitates the development of brain-inspired computational models to 
classify or detect visual stimuli from brain signals [37, 201]. 

For decoding EEG-based visual representation tasks, several meth- 
ods have attempted to classify human brain activity evoked from vi- 
sual stimuli [167], with an accuracy of over 82.9%. However, these 
promising results may have benefited from the block design employed 
in EEG data acquisition experiments, whereby all images of the same 
class are presented to subject in a centralised manner. The block de- 
sign introduces long-term temporal correlation in the training and 
testing of EEG trials [114] and tends to produce discriminative pat- 
terns associated with high-frequency bands (over 71 Hz) [107] that 
contain a lot of noise information, rather than patterns that truly re- 
flect cognitive brain activity. Consequently, Li et al. [107] and Ahmed 
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Figure 5.1: (a) Block design and randomised design. (b) Dual-coding of 
knowledge in the human brain. 

 
et al. [3] introduced new datasets based on completely randomised 
design experiments (as shown in Figure 5.1 (a)), aiming to decode 
real visual representation from EEG. However, the experimental re- 
sults showed a significant decrease in classification accuracy for the 
same visual stimulus across sessions, demonstrating the increased 
difficulty in recognising patterns from EEG signals in the face of sig- 
nificant knowledge gaps between cognitive and visual domains when 
temporal correlation bias is removed. 

Existing research on visual neural representation mostly follows a 
unimodal supervised learning framework, whereas the encoding of 
EEG data is highly correlated with specific semantic categories. Al- 
though multimodal learning approaches have proven their effective- 
ness in combining EEG and visual modalities [134], their success is 
also mostly based on block design experiments. Research in cogni- 
tive neuroscience has revealed that the brain uses a dual coding pro- 
cess when processing visual stimuli [13, 133], integrating visual and 
text coding functions when detecting, discriminating, and recognis- 
ing perceptual visual stimuli (as shown in Figure 5.1 (b)). Therefore, 
we argue that a promising solution to tackle this challenge could be 
trimodal learning of brain-visual-linguistic features to infer visual cat- 
egories, by analysing recordings of human brain activity and decod- 
ing cognitive knowledge shaped by visual features and their linguis- 
tic context. So far, few works have explored the capability for EEG 
visual representation across all three modalities. 

To fulfil this gap, we propose a trimodal contrastive learning method 
to learn visual representations from human brain activity by the joint 
learning of brain-visual-linguistic features. Our model focuses on mod- 
eling the relationships between brain activity and multimodal seman- 
tic knowledge, i.e., visual semantic knowledge extracted from im- 
ages and textual semantic knowledge from class label. Specifically, 
we first encode the EEG, image, and text separately by three sin- 
gle modal encoders. We then fuse these three modalities to learn 
joint contextualised representations through a Transformer based tri- 
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Figure 5.2: Overview of the trimodal contrastive learning frammwork. 

 
modal encoder. To enhance the consistency of this joint represen- 
tational space, we pretrained our model on a randomised EEG vi- 
sual dataset with multi-objective modelling: instance- and modality- 
level optimisation. Instance-level modelling introduces EEG-image 
and EEG-text contrastive loss and matching to align the three modali- 
ties, making it easier for the trimodal encoder to perform cross-modal 
learning. Modality-level modelling includes masked image classifica- 
tion to randomly mask out the embedding from any one or two of 
the three modalities, allowing the trimodal encoder to adapt to differ- 
ent numbers of modalities with singole-, two-, or three-modal inputs. 
Finally, after pretraining, the outputs of the trimodal encoder were 
taken for the visual classification. 

In summary, our main contributions are listed as follows: 

• To the best of our knowledge, we are the first to propose a tri- 
modal contrastive learning approach that combines visual and 
linguistic knowledge for neural decoding of visual objects with 
the randomised design experiments. 

• We developed a new trimodal learning model with specially 
designed instance-, modality-level modelling to achieve more 
consistent brain-visual-linguistic joint representations. 
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5.2 method 

 
The model architecture of our trimodal contrastive learning method 
is illustrated in Figure 5.2. First, the model utilises single-modal en- 
coders to extract representations from the input EEG, image, and text. 
These representations are then integrated using a Transformer-based 
trimodal encoder, which facilitates fusion across the three modalities. 
Finally, the output from the trimodal encoder is used for the subse- 
quent classification task. 

 
5.2.1 Single-Modal Encoders 

 
Since EEG signals, visual images and text label are different sources, 
we first preprocess the raw inputs using single-Modal encoders to 
extract modality-specific features. 

To extract the feature embedding of EEG data, we adopt the 6-layer 
transformer as the EEG encoder, noted as Eb, and train from scratch 
to processes the input EEG trail E along the channel dimension to ex- 
tract sequenced features. The final EEG embedding B = {b1, ..., bN} is 
obtained by passing the EEG features through an layer normalisation 
layer, where N is the number of EEG channels. The calculation is 

B = {b1, ..., bN} = LN(Eb(E)) (5.1) 

For image inputs, we used a powerful vision encoder, referred 
to as ViT-B/16, to extract hierarchical visual features from the im- 
ages, which had been pretrained to achieve 80.2% top-1 accuracy on 
ImageNet-1k. An input image I was encoded into a sequence of em- 
beddings: {vcls, v1, ..., vK}, where vcls is the embedding of the [CLS] 
token and K denotes the number of embedded image regions. The 
final vision embedding was obtained by passing through a fully- 
connected (FC) and a layer normalisation layers as follows: 

V = {vcls, v1, ..., vK} = LN(FC(Ev(I))) (5.2) 

For text inputs, we employed BERT as the text encoder. All words 
were first tokenised using WordPieces to produce the token sequence 
T = {tcls, t1, ..., tL}, where ti is the i-th token and L is the sequence 
length. To extract sentence embeddings from the BERT model, the 
most common method involves using the output of the first token, 
designated as the [CLS] token tcls. The final embedding for each 
token was generated by summing its token embedding and position 
embedding, followed by applying a normalisation layer. 

T = {tcls, t1, ..., tL} = LN(Et(C)) (5.3) 
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5.2.2 Trimodal Encoder 

 
Based on the initial EEG embedding B, vision embedding V, and 
text embedding T, we developed a Transformer-based trimodal en- 
coder that jointly uses the visual and textual features to enhance the 
brain activity representation learning and downstream visual object 
classification performance. Specifically, we merged B, V and T into a 
unified feature token sequence, which was then passed through the 
trimodal encoder to obtain the contextualised representation U. The 
self-attention mechanism in the Transformer allowed the encoder to 
incorporate every element within the unified sequence to generate 
representations for a particular position, which not only fused the 
information at the current modality but also integrated information 
from its context and other modalitites. This can be represented as: 

U = Trimodal Encoder (V ⊕ B ⊕ T) (5.4) 

where ⊕ indicates the concatenate operation. It’s crucial to highlight 
that this merging was conducted along the sequence dimension, not 
the hidden layer dimension, ensuring that the intrinsic temporal dy- 
namics and patterns of each modality were preserved and utilised. 

 
5.2.3 Multi-objective Modelling 

 
We pretrained our model on the randomised EEG visual dataset with 
multi-objective modelling: instance-, modality-level optimisation, which 
are performed simultaneously. 

 
5.2.3.1 Instance-level Optimisation 

To enhance the alignment between each paired training instance from 
three modalities, i.e. EEG, vision, and text, we proposed four objec- 
tives: EEG-image contrastive learning (EIC) and EEG-text contrastive 
learning (ETC), EEG-image matching (EIM) and EEG-text matching 
(ETM) on the multimodal encoder. 

EEG-image contrastive learning(EIC) Our primary objective was 
to harness the strengths of the CLIP (Contrastive Language-Image 
Pre-training) approach to establish a meaningful and robust similar- 
ity function between EEG sequences and images. Given that parallel 
EEG-image pairs are hypothesized to have inherent correlations, our 
method ensures these parallel pairs exhibit higher similarity scores 
when represented in the shared latent space. 

We used a bilinear similarity function defined as: 

s(B, V) = gb(B)T gv(V) (5.5) 
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where gb, gv are transformation functions for EEG and image embed- 
dings, respectively. These functions project the respective representa- 
tions into a shared latent space. To ensure that the similarity score sis 
higher for parallel EEG-image pairs and lower for non-parallel pairs, 
we used a contrastive loss function. The contrastive loss was given by: 

 

Leic = − log 

( 
 exp(s(B, V)/τ) 

! 
(5.6) 

exp(s(B, V)/τ) + 
r:N exp(s(B, Vn)/τ) 

where N represents the set of negative (non-parallel) EEG-image pairs 
and τ is a temperature parameter controlling the sharpness of the 
distribution. The objective was to minimise this loss during training, 
driving the model to increase the similarity score for genuine pairs 
while reducing it for non-matching pairs. 

EEG-text contrastive learning(ETC) Same as EIC, we used a bilin- 
ear similarity function defined as: 

s(B, T) = gb(B)T gt(T) (5.7) 

where gb, gt were transformation functions for EEG and image em- 
beddings, respectively. These functions project the respective repre- 
sentations into a shared latent space. To ensure that the similarity 
score sis higher for parallel EEG-image pairs and lower for non-parallel 
pairs, we used a contrastive loss function. The contrastive loss was 
given by: 

L = − log 

( 
 exp(s(B, T)/τ) 

! 
(5.8) etc 

exp(s(B, T)/τ) + 
r:M exp(s(B, Tn )/τ) 

where N represents the set of negative (non-parallel) EEG-text pairs 
and τ is a temperature parameter controlling the sharpness of the 
distribution. 

EEG-image matching (EIM) In EEG-Text Matching, the goal is to 
determine if a given EEG and image pairing is positive (aligned) or 
negative (misaligned). To achieve this, we used the output from the 
multimodal encoder as the combined representation of the image- 
EEG-text pair. Subsequently, we added a fully-connected (FC) layer, 
which was then followed by a softmax function, yielding a probability 
peim across three classes. The EIM loss was: 

Leim = E(B,V)∼DH  yeim, peim(B, V, T) (5.9) 

where yeim is a 2-dimensional one-hot vector representing the ground- 
truth label, where negative pairs have a probability of 0 and the posi- 
tive pair has a probability of 1. H is the cross-entropy function. 
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EEG-text matching (ETM) Same as EIM, the ETM loss is: 

Letm = E(B,T )∼DH  yetm, petm(B, V, T) (5.10) 

where yetm is a 2-dimensional one-hot vector representing the ground- 
truth label. 

 
5.2.3.2 Modality-level Modelling 

To enhance the trimodal encoder’s generative capability and improve 
representation learning, we incorporated a modality-level modelling 
task combined with a masking mechanism for classification. Instead 
of masking individual token embeddings, one or two entire modal- 
ities are masked from the input, with each modality having a 30% 
chance of being masked independently. To ensure functionality, sce- 
narios where all modalities are masked are explicitly avoided. This 
approach allows the trimodal encoder to adapt flexibly to varying in- 
put configurations, accommodating single-, dual-, or tri-modal inputs 
effectively. 

Specifically, We attached a linear layer after the average pooling 
output of trimodal encoder for classification. The loss function was, 

Lmlm = E(B,V,T )∼DH
  

ymlm, p(FC (U))
 

(5.11) 

where U is the representations generated by the trimodal encoder and 
ymlm denotes a one-hot vector of ground-truth label. 

 
5.2.4 Training 

 
Based on the trimodal encoder, instance-level optimisation minimised 
the representation similarity between instances of paired modalities 
and the modality-level optimisation enhanced the generation capa- 
bility to adapt to different numbers of modalities with single-, two-, 
or three-modal inputs. We combine different loss from the instance- 
and modality-level optimisation to perform the overall learning by 
minimising: 

L = Leic + Letc + Leim + Letm + Lmlm (5.12) 
 

5.3 experiments 
 

5.3.1 Datasets 
 

We validated our method using two publicly available EEG datasets 
that measured brain activity evoked by visual stimuli. As described 
in the Section 5.1, both of their data acquisition are based on the 
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Table 9: Statistics of the datasets 

 Purdue-1.0 Purdue-2.0 

Subjects 6 1 
Classes 40 40 
Images per class 50 1000 
Total images 2000 40000 
Total EEG trails 2000 40000 
Trail length (s) 0.5 0.5 
Channels 96 96 
Downsampled (Hz) 1024 1024 

 
randomized experimental design. Table 9 summarises the statistics of 
the datasets used in our experiments. 

Li et al. [107] is a 10-subject EEG dataset, denoted as Purdue-1.0. 
The EEG trails were collected from each participant while observing 
2000 images of visual objects. These 2000 images were selected from 
ImageNet [154] and belonged to 40 visual categories, each category 
containing 50 images. For pre-processing, EEG signals were down- 
sampled at 1024 Hz and we considered the first 500ms of the onscreen 
time for classification to avoid noise. 

Ahmed et al. [3] is a single-subject EEG dataset, denoted as Purdue- 
2.0. It expands upon Purdue-1.0 by increasing the number of images 
for each visual category. EEG trials were collected by presenting a 
total of 40,000 images across 40 visual categories. The EEG apparatus 
used was the same as Purdue-1.0. We thus followed the same pre- 
processing steps as Purdue-1.0. 

For training, each dataset was split into five folds. Two sets were 
randomly chosen for validation and testing, while the remaining sets 
were used to train the model. 

 
5.3.2 Implementation Details 

 
The training process was conducted using PyTorch on a single NVIDIA 
Volta GPU. A grid search was employed to optimise the hyperparam- 
eters across all four classification tasks. For the single-modal encoder, 
we utilised the pre-trained wave2vec 2.0 framework to tokenise the 
input audio and extract audio token features. For the cross-modal 
encoder, we adopted the BERT-base model [7], which consists of 12 
layers of Transformer blocks, each with 12 attention heads and a hid- 
den size of 768. The text decoder and the Transformer decoder within 
the vision decoder comprised 6 layers of blocks. The reconstructed 
image size was 64 × 64, while the image code size was 8 × 8, with an 
embedding dimensionality of 8192. 
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Table 10: Visual classification accuracy (%) for all subjects of Purdue-1.0 

dataset trained using EEG, visual (V), textual (T) and combined 
(V&T) features, respectively. 

Class  Modality   Subject 1 Subject 2 Subject 3 Subject 4 Subject 5 Subject 6 Average 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

 

5.4 results 
 

5.4.1 Visual Classification performance 
 

To achieve viusal classification, a linear layer was introduced follow- 
ing the average pooling output generated by the trimodal encoder. 
During this phase, the pre-trained model parameters were held con- 
stant, allowing only the newly added linear layer to be trained. We 
evaluated the classification performance using top-1 and top-5 accu- 
racy for predicting the correct class out of 2/5/10/20/30/40 classes. 

Table 10 presents the average decoding accuracy of various mod- 
els across multiple subjects in the Purdue-1.0 dataset and under dif- 
ferent modalities—EEG, +V, +T, and +V&T. Two significant observa- 
tions emerged from the experimental outcomes. First, models using 
the combination of multiple modalities, notably +V&T, exhibited sub- 
stantially higher performance than those relying on a single modal- 
ity. Specifically, the model based on +V&T features leads to a re- 
markable improvement in the average accuracy, reaching up to 0.653. 
This strongly suggests that even though the stimuli presented to the 
subjects contain only visual information, it is plausible that the sub- 
jects subconsciously activate corresponding linguistic or other sen- 
sory representations, thereby influencing the visual decoding process. 
Hence, it is not surprising that multimodal models capable of learn- 
ing joint representations of multiple features demonstrate superior 
decoding performance on ’pure’ visual neural response data. Second, 

 top-1 top-5 top-1 top-5 top-1 top-5 top-1 top-5 top-1 top-5 top-1 top-5 top-1 top-5 

EEG 0.435 - 0.493 - 0.508 - 0.518 - 0.523 - 0.503 - 0.497 - 

2 + V 0.491 - 0.519 - 0.589 - 0.583 - 0.590 - 0.562 - 0.556 - 
+ T 0.298 - 0.233 - 0.298 - 0.273 - 0.269 - 0.215 - 0.264 - 

+ V&T 0.651 - 0.665 - 0.645 - 0.658 - 0.660 - 0.641 - 0.653 - 

EEG 0.335 - 0.358 - 0.350 - 0.395 - 0.349 - 0.344 - 0.355 - 

5 + V 0.379 - 0.409 - 0.395 - 0.354 - 0.404 - 0.387 - 0.388 - 
+ T 0.254 - 0.207 - 0.259 - 0.221 - 0.201 - 0.218 - 0.227 - 

+ V&T 0.470 - 0.458 - 0.450 - 0.454 - 0.461 - 0.441 - 0.456 - 

EEG 0.178 0.445 0.207 0.405 0.174 0.392 0.186 0.389 0.171 0.415 0.186 0.405 0.184 0.409 

10 + V 0.179 0.410 0.224 0.426 0.198 0.429 0.208 0.425 0.201 0.446 0.215 0.445 0.204 0.430 
+ T 0.089 0.277 0.158 0.273 0.085 0.299 0.090 0.310 0.072 0.304 0.084 0.299 0.096 0.294 

+ V&T 0.233 0.478 0.249 0.463 0.236 0.459 0.245 0.460 0.233 0.472 0.248 0.468 0.241 0.467 

EEG 0.089 0.254 0.131 0.260 0.102 0.261 0.107 0.287 0.075 0.309 0.132 0.306 0.106 0.280 

20 + V 0.102 0.273 0.135 0.281 0.094 0.283 0.096 0.308 0.066 0.318 0.133 0.318 0.104 0.297 
+ T 0.064 0.151 0.088 0.147 0.068 0.146 0.081 0.157 0.062 0.152 0.068 0.179 0.072 0.155 

+ V&T 0.126 0.302 0.142 0.296 0.113 0.302 0.114 0.316 0.101 0.326 0.140 0.320 0.123 0.310 

EEG 0.072 0.237 0.095 0.241 0.062 0.253 0.088 0.247 0.068 0.252 0.054 0.287 0.073 0.253 

30 + V 0.079 0.243 0.106 0.255 0.078 0.256 0.092 0.289 0.059 0.271 0.058 0.274 0.079 0.265 
+ T 0.061 0.138 0.085 0.126 0.056 0.137 0.077 0.142 0.050 0.131 0.062 0.168 0.065 0.140 

+ V&T 0.102 0.242 0.118 0.260 0.078 0.282 0.105 0.322 0.075 0.296 0.069 0.300 0.091 0.284 

EEG 0.063 0.237 0.066 0.230 0.051 0.236 0.078 0.247 0.058 0.211 0.074 0.242 0.065 0.234 

40 + V 0.058 0.249 0.065 0.218 0.054 0.240 0.077 0.250 0.064 0.207 0.076 0.228 0.066 0.232 
+ T 0.054 0.104 0.057 0.106 0.044 0.098 0.059 0.100 0.054 0.107 0.056 0.119 0.054 0.106 

+ V&T 0.075 0.254 0.082 0.251 0.055 0.247 0.092 0.286 0.072 0.239 0.082 0.279 0.076 0.259 
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the model trained on +V&T features attained an average accuracy 
of 0.653, markedly outperforming the baseline and well-known mod- 
els. This underscores that the EEG signals triggered by natural visual 
stimuli contain sufficient information to significantly distinguish their 
categories under our specially designed multimodal decoding frame- 
work. 

We evaluated our model on Purdue-2.0 dataset for predicting the 
correct class out of 2/5/10/20/30/40 classes. We compared our method 
with LSTM, k-NN, SVM, MLP, 1D CNN, EEGNet and SyncNet tested 
in [3], as shown in Table 11. First of all, the SVM model had the 
highest accuracy in class 2 level, reaching 0.708 points. However, our 
method outperformed all other models in higher classes, especially 
in class 10 and class 20 where it achieved an accuracy of 0.259 and 
0.121, respectively. This suggests that our model is particularly effec- 
tive for more complex classification tasks. Second, traditional models 
such as LSTM and k-NN consistently performed at a lower level, with 
accuracy rarely exceeding 0.513. These results highlight the efficacy 
of our model, which not only performs well on simpler tasks, but also 
shows strong performance in more subtle classification scenarios. 

 
Table 11: Visual classification accuracy (%) on Purdue-2.0 dataset 

Table 12: Transposed Data with Bold Maximums 

 
 
 
 
 
 
 
 
 
 
 
 
 

 
5.5 conclusion 

 
In this work, we advanced our exploration into decoding human vi- 
sual neural representations through multimodal learning, building 
on previous EEG-based and brain-inspired object classification mod- 
els with the addition of a novel trimodal framework. Specifically, we 
introduced a trimodal contrastive learning model designed to decode 
visual neural representations from EEG, addressing key challenges in 
existing approaches, such as reliance on block-designed EEG datasets 
and the limited use of multimodal semantic knowledge. Our model 

Method 2 5 10 20 30 40 

LSTM 0.5 0.208 0.101 0.048 0.034 0.023 
k-NN 0.513 0.207 0.097 0.047 0.032 0.021 
SVM 0.708 0.375 0.206 0.108 0.072 0.052 
MLP 0.5 0.211 0.105 0.053 0.033 0.024 
1D CNN 0.664 0.384 0.22 0.11 0.073 0.054 
EEGNet 0.5 0.248 0.173 0.127 0.099 0.072 
SyncNet 0.5 0.241 0.127 0.06 0.034 0.025 
Ours 0.691 0.462 0.259 0.121 0.103 0.09 
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integrates brain, visual, and textual features through a Transformer- 
based trimodal encoder, effectively aligning these modalities using 
both instance-level and modality-level optimization techniques. 

Experimental results on two randomized EEG visual datasets re- 
vealed that our model significantly outperformed existing methods, 
offering a more consistent and interpretable joint representation of 
brain-visual-linguistic features. Moreover, the trimodal framework ex- 
hibited superior classification performance compared to baseline mod- 
els, emphasizing the potential of multimodal semantic integration to 
enhance neural decoding of visual information. 

This method not only achieved enriched and cohesive brain-visual- 
linguistic representations but also underscores the role of human cog- 
nitive signals in advancing computer vision tasks. By bridging cog- 
nitive processes with artificial intelligence, our findings advance the 
understanding of visual cognition and contribute to the development 
of brain-inspired computational models for effective neural decoding 
and interpretation of visual data. 



 

 



 

 

D I S C U S S I O N 
6 

 

 
The significance of this thesis lies in its exploration of multimodal 
learning for effective integration of visual and neural representations. 
This research addresses an important gap in understanding about 
how different modalities, such as visual and textual information, can 
interact synergistically with brain signals to enhance representation 
learning. Multimodal learning remains a promising yet challenging 
domain, with much potential to influence fields ranging from artifi- 
cial intelligence to cognitive neuroscience. 

This discussion chapter synthesises the findings from the three 
main chapter of the thesis, which collectively contained four com- 
prehensive studies. These studies were designed to evaluate different 
aspects of the proposed research questions (RQs) and to advance our 
understanding of multimodal integration and effective representation 
learning. The chapter begins by linking the findings of each study to 
the original research questions laid out in Chapter 1, highlighting 
their contributions to the overarching goals of the thesis. It also sum- 
marises the limitations of each study, providing a balanced view of 
the strengths and areas for improvement in the research approach. 
It then proceeds to discuss both the conceptual advancements and 
applied contributions made by this work, demonstrating the broader 
implications of this research. Finally, an outlook for future research 
and concluding remarks are provided, pointing towards new oppor- 
tunities for advancing multimodal learning and its practical applica- 
tions. 

 
6.1 study 1 

 
The study is presented in Chapter 3. This part of work focused on 
unsupervised image captioning, a task central to the integration of vi- 
sual and linguistic modalities. It leveraged adversarial and reinforce- 
ment learning techniques to enhance the alignment between gener- 
ated language and the visual relations present in images (RQ1.1). By 
addressing local misalignments, the proposed model improved both 
the semantic richness and accuracy of image captions. Through the 
use of adversarial word-level modeling, the model aligns visual re- 
lations between objects with corresponding textual representations, 
thereby overcoming challenges posed by corpus bias and weak local 
alignment. 

The results show that the proposed model significantly improved 
caption generation by employing visual attention rewards that help 
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align textual captions with visual relationships (RQ1.2). This approach 
effectively mitigates common issues in unsupervised methods, such 
as the over-reliance on corpus-driven global features that often fail to 
capture local object relations. Notably, the model outperformed exist- 
ing methods in several key metrics, particularly in visual consistency 
and the accuracy of local alignments between paired objects in an im- 
age. The successful application of reinforcement learning allows for 
continual improvement of captioning capabilities, which contributes 
to the model’s competitive edge in performance. 

In comparison with previous studies on image captioning, the cur- 
rent model sets itself apart by focusing on fine-grained local align- 
ment rather than solely relying on global visual and textual match- 
ing. While earlier models by [55] and [41] predominantly focused 
on global sentence-level captioning, this study advances the field by 
proposing a method that incorporates adversarial training to achieve 
more locally coherent and semantically accurate captions. Further- 
more, the comparison of different visual relation detectors shows the 
flexibility of the proposed model in adapting to various detection 
methods (RQ1.3), which enhances its robustness. 

 
theoretical or practical significance of the study The 
study holds significant theoretical value in advancing the understand- 
ing of how multimodal learning can bridge visual and linguistic rep- 
resentations through unsupervised methods. By formalizing image 
captioning as a reinforcement learning problem, it sets a foundation 
for future explorations in vision-language tasks, particularly in envi- 
ronments where paired data is scarce. Practically, this research could 
lead to improvements in applications such as assistive technologies 
for visually impaired users, automated image description generation 
for social media platforms, and advanced semantic retrieval systems. 

 
limitations Despite its promising results, the study acknowl- 
edges several limitations. The generalisability of the model across 
more diverse datasets with varying visual styles and thematic con- 
tent remains untested. This limitation is particularly relevant given 
that the datasets used, such as MSCOCO and Visual Genome, pri- 
marily consist of common objects and scenes, which may not fully 
capture the variability of real-world visual data. To overcome this, fu- 
ture work could involve training and evaluating the model on more 
diverse datasets, including specialised or domain-specific collections 
that feature unique visual contexts, such as medical imaging, satellite 
imagery, or historical art collections. 

Another limitation is the model’s reliance on pre-trained object de- 
tectors and its sensitivity to corpus bias, which may constrain its ap- 
plicability to niche domains where object relationships differ signifi- 
cantly from those found in standard datasets. One way to address this 
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would be to fine-tune or retrain object detectors on domain-specific 
data, thus improving their adaptability and accuracy in specialised 
contexts. Additionally, using datasets with fewer biases or incorpo- 
rating data augmentation techniques could help mitigate the impact 
of existing biases on model performance. 

Furthermore, the study is limited by its computational demands. 
The model’s complexity, particularly in handling multimodal data, re- 
quires substantial processing power and memory, which may restrict 
its use in resource-limited environments or real-time applications. Fu- 
ture research could explore model optimisation techniques, such as 
pruning, quantisation, or the use of lighter architectures, to make the 
model more accessible without sacrificing performance. 

Finally, although the model demonstrates effective multimodal in- 
tegration, it does not yet incorporate adaptive learning mechanisms, 
which would allow it to update its knowledge in response to new data 
over time. Integrating continual or transfer learning approaches could 
enhance the model’s adaptability and robustness, enabling it to refine 
its predictions and representations dynamically as it encounters new 
scenarios. 

 
next step Integrating Physiological Signals (EEG) Future research 
could build upon this study by incorporating physiological signals, 
such as electroencephalography (EEG), into the multimodal learning 
framework. The combination of visual data and EEG signals could 
enable the decoding of visual and neural representations more holis- 
tically. By integrating EEG with visual features, researchers could de- 
velop models capable of classifying and decoding visual neural repre- 
sentations in a manner that reflects both external (visual) and internal 
(neural) responses. This approach could have substantial implications 
for fields such as brain-computer interfacing and cognitive neuro- 
science, where understanding the interaction between visual stimuli 
and neural activity is critical. 

In conclusion, this study represents a notable contribution to the 
field of unsupervised multimodal learning, particularly in the do- 
main of image captioning. While limitations exist, the proposed model 
offers a pathway for future exploration, particularly in multimodal 
learning scenarios that incorporate physiological data for more com- 
prehensive decoding of visual and neural representations. 

 
6.2 study 2 

 
This study is presented in Chapter 4. The study successfully intro- 
duced an Event-Related Potential (ERP)-Long Short-Term Memory 
(LSTM) framework, which decoded visual evoked potentials for im- 
age classification. By extracting ERP sequences from EEG recordings 
and feeding them into an LSTM model, the framework achieves su- 
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perior classification accuracy for both category and exemplar levels 
(RQ2.1). The ERP-LSTM framework demonstrates a marked improve- 
ment over existing EEG-LSTM models, achieving a classification accu- 
racy of 66.81% for categories and 27.08% for exemplars, substantially 
outperforming previous models. These results validate the efficacy of 
using ERP features for decoding neural representations of visual ob- 
jects (RQ2.2), offering significant potential for future applications in 
brain-computer interfaces (BCIs). 

The ERP-LSTM model demonstrated that extracting ERP sequences 
allows for a more focused representation of brain activity in response 
to visual stimuli. The enhanced classification performance, particu- 
larly in the cross-subject setting, suggests that ERP signals retain crit- 
ical spatial and temporal features of visual processing. These results 
support the hypothesis that ERPs can offer a more discriminative fea- 
ture space than raw EEG signals, reflecting the underlying neural 
mechanisms of visual recognition more effectively. The findings indi- 
cate that incorporating time-sensitive neural data through LSTM pro- 
vides valuable insights into both short-term and long-term cognitive 
processes related to visual classification. 

The findings build on previous studies that explored visual clas- 
sification using EEG signals but often struggled with lower classi- 
fication accuracy due to the use of raw EEG data. Notably, earlier 
studies such as [85] achieved lower exemplar classification accuracies 
(14.46%), which this study improved upon significantly. The results 
also advance the work of [166], whose block design had limitations 
in random EEG trials. By adopting a more refined ERP extraction 
process and an advanced LSTM model, the current study addresses 
these shortcomings and provides a more accurate framework for vi- 
sual classification. 

 
theoretical or practical significance The theoretical sig- 
nificance of this study lies in its contribution to understanding how 
neural representations of visual stimuli can be decoded using non- 
invasive EEG techniques. The ERP-LSTM framework adds value to 
the domain of brain-computer interfaces by offering an effective tool 
for decoding neural responses. Practically, the ability to classify visual 
objects from EEG data opens up applications in areas such as neuro- 
prosthetics, cognitive neuroscience, and assistive technology, where 
understanding and translating brain activity into actionable outputs 
are essential. Furthermore, this study provides a foundation for inte- 
grating multimodal approaches, combining neural signals with visual 
inputs to create more robust AI models for cognitive tasks. 

 
limitations Despite the promising results, the study has several 
limitations. Firstly, the dataset involves only a limited number of sub- 
jects (10), which may affect the generalisability of the results. To im- 
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prove robustness, future studies could incorporate larger and more 
diverse participant samples, potentially including subjects with var- 
ied demographic and cognitive profiles to capture a wider range of 
neural response patterns. 

Additionally, while the ERP-LSTM framework demonstrates strong 
performance, it is constrained by the inherent limitations of EEG, 
such as low spatial resolution, which makes it difficult to precisely 
localise neural activity. To address this, future research could com- 
bine EEG with complementary neuroimaging techniques like fMRI or 
MEG, which offer higher spatial resolution, thereby enabling a more 
detailed mapping of brain activity. Such multimodal approaches could 
provide a richer and more accurate understanding of the neural pro- 
cesses involved in visual recognition. 

Furthermore, the study’s focus on visual classification tasks may 
limit the framework’s applicability across other cognitive domains, 
such as language processing or memory recall. To enhance the gener- 
alisability of the ERP-LSTM framework, future studies could explore 
its application to a broader range of cognitive tasks, potentially en- 
abling insights into different areas of cognitive function and expand- 
ing its relevance across neuroscience and psychology. 

Finally, the framework heavily relies on preprocessed ERP data, 
which may not capture the full complexity of neural activity during 
visual recognition. Future work could experiment with raw EEG data 
to preserve more nuanced information or apply advanced prepro- 
cessing techniques that retain both temporal and spatial details. Ad- 
ditionally, exploring alternative neural network architectures, such 
as convolutional neural networks (CNNs), may allow for a more so- 
phisticated handling of raw EEG signals, potentially capturing subtle 
neural dynamics that are lost in traditional ERP preprocessing. 

 
next step For future research, it would be valuable to extend this 
framework towards building effective brain network models. Specifi- 
cally, developing an EEG inference graph that models brain activity 
as a network could further improve visual EEG classification. This 
approach would explore how different brain regions interact during 
visual tasks and could enhance the interpretability of the ERP-LSTM 
model. Moreover, incorporating multimodal data, such as functional 
MRI, alongside EEG could provide a richer understanding of the neu- 
ral correlates of visual recognition and further improve classification 
accuracy. 

 
6.3 study 3 

 
This study was presented in Chapter 4. The findings of this study pre- 
sented a significant advance in decoding brain connectivity for visual 
related classification tasks, through a novel multimodal approach. 
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Specifically, the causal convolutional network-inference graph (CCN- 
IG) introduced in this work addresses both time-lagged and instan- 
taneous causal effects, which are crucial in understanding effective 
brain connectivity. Multimodal deep learning techniques have been 
employed to accurately represent neural connections, capturing both 
temporal and spatial dependencies. This approach outperforms tra- 
ditional methods, establishing a clear path forward in brain network 
modelling, particularly within the domain of visual-related EEG tasks, 
such as emotion recognition, fatigue assessment, motor imagery con- 
trol, and visual object detection. 

The results demonstrate that CCN-IG provides superior performance 
compared to existing methods, particularly in EEG classification tasks 
across various domains. The use of a multimodal deep learning frame- 
work enables the extraction of high-level feature representations, lead- 
ing to more accurate models of brain connectivity (RQ2.3). By incor- 
porating both time-lagged and instantaneous causality, CCN-IG cre- 
ates a more dynamic and realistic model of how brain regions interact. 
This is particularly significant as previous studies have primarily re- 
lied on static connectivity measures, failing to capture the true com- 
plexity of brain networks. The global causal inference map (GCIM) 
generated by CCN-IG enhances the ability to decode neural patterns, 
enabling more precise classification across tasks. 

When comparing these results to existing literature, it becomes 
clear that CCN-IG represents a substantial leap forward. Previous 
models, particularly those based on functional connectivity such as 
Pearson’s Correlation and Phase Locking Value (PLV), often strug- 
gled to capture the directed causal relationships between brain re- 
gions. These approaches, while useful, relied heavily on static or av- 
erage measures of connectivity and were unable to differentiate be- 
tween causality and mere correlation. In contrast, CCN-IG’s integra- 
tion of time-lagged and instantaneous causal effects places it ahead 
of existing Graph Neural Networks (GNNs), which also faced lim- 
itations in accurately depicting brain connectivity (RQ2.4). This de- 
velopment provides a more complete picture of how brain regions 
communicate, significantly improving classification tasks as demon- 
strated through the experiments in this study. 

 
theoretical and practical implications of the research 
The theoretical implications of this research are far-reaching. Multi- 
modal learning, when applied to decoding visual and neural repre- 
sentations, provides a framework through which we can better un- 
derstand the intricacies of brain function. The introduction of CCN- 
IG, which is grounded in causal inference, represents a shift towards 
more robust models of brain connectivity. Practically, this can have a 
significant impact on fields such as brain-computer interfaces (BCIs), 
where accurate brain network models are crucial for improving the 
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effectiveness of control systems. The implications for emotion recog- 
nition, fatigue detection, and other EEG-based applications are pro- 
found, opening up possibilities for more responsive and adaptive sys- 
tems in both clinical and everyday settings. 

 
limitations Despite its contributions, this study is not without 
limitations. The reliance on EEG data, while useful, presents inher- 
ent challenges due to its susceptibility to noise and its relatively low 
spatial resolution compared to other neuroimaging techniques like 
fMRI. Additionally, the CCN-IG model, although effective, still re- 
quires extensive computational resources, which may limit its scala- 
bility for real-time applications. Furthermore, while the model was 
tested across several EEG classification tasks, its generalisability to 
other neuroimaging data, such as MEG or fNIRS, remains to be ex- 
plored. Lastly, the study’s focus on classification tasks, while impor- 
tant, does not fully exploit the potential of the model in other areas 
such as prediction or anomaly detection. 

 
next step Looking forward, an exciting avenue for future research 
lies in the extension of CCN-IG to a trimodal learning framework. 
Trimodal contrastive learning, which integrates EEG, fMRI, and be- 
havioural data, could provide a more comprehensive understanding 
of neural activity. By fusing these three data types, future models 
could overcome the limitations of single or dual-modal approaches, 
allowing for richer and more accurate representations of brain func- 
tion. This would not only improve the decoding of visual and neural 
representations but could also lead to advances in areas such as cog- 
nitive state monitoring and neurorehabilitation. Future work could 
explore how such a model might be implemented in real-time ap- 
plications, particularly in neurofeedback systems where rapid and 
accurate brain state classification is essential. 

 
6.4 study 4 

 
This study was presented in Chapter 5. This study introduced a novel 
trimodal contrastive learning model designed to decode visual neural 
representations from EEG signals. The model fused brain, visual, and 
linguistic modalities to create joint contextual representations using 
a Transformer-based trimodal encoder (RQ3.1). Experimental evalua- 
tions demonstrated the model’s superiority in decoding EEG-based 
visual neural representations over existing unimodal and bimodal 
methods (RQ3.2), especially when using a randomised experimental 
design. This comprehensive exploration of trimodal learning not only 
advances neural decoding but also provides insights into the under- 
lying cognitive mechanisms of visual neural processing in the human 
brain. 
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The results showed that the trimodal model significantly outper- 

formed unimodal and bimodal models, with a notable improvement 
in classification accuracy. By incorporating visual, linguistic, and neu- 
ral data, the model achieved better alignment and integration of cross- 

modal information, enhancing the fidelity of visual category decod- 
ing. This suggests that the fusion of semantic knowledge from differ- 
ent modalities contributes to a more nuanced understanding of visual 
neural representations. Notably, the introduction of multi-objective 
modelling, both at the instance and modality levels, allowed for a ro- 
bust and flexible model capable of handling varying modality inputs. 

Compared to traditional EEG decoding approaches, which often 
rely on block designs that introduce temporal biases, this study ad- 

dressed the challenges of randomised designs (RQ.3), as proposed by 
Ahmed et al. (2021) and Li et al. (2021). Previous research in visual 

neural decoding often focused on unimodal data, particularly EEG 
or visual inputs, but this study expands upon that by integrating text, 
reflecting cognitive neuroscience findings on dual coding in the brain. 

This aligns with studies such as Bi (2021), which emphasise the im- 
portance of combining visual and linguistic information for cognitive 
processing. By moving beyond conventional unimodal frameworks, 
this research contributes to the growing field of multimodal learning, 
where cross-modal learning strategies, such as contrastive loss and 

matching, have shown significant promise (e.g., [166]). 
 

theoretical or practical significance The theoretical sig- 
nificance of this work lies in its demonstration of how multimodal 
learning frameworks can enhance our understanding of the brain’s 
visual processing capabilities. It illustrates that integrating diverse 
modalities (brain signals, visual stimuli, and textual representations) 
offers a more complete picture of neural representations. Practically, 
this research has potential implications for brain-computer interfaces 
(BCIs) and artificial intelligence (AI), where more accurate decoding 
of neural activity could lead to better human-computer interactions, 
cognitive analysis, and even medical applications in diagnosing or 
monitoring neurological disorders. 

 
limitations Despite the promising results, this trimodal learn- 
ing approach for image-text-EEG data has some limitations. First, 
the model was trained on specific datasets (Purdue-1.0 and Purdue- 
2.0) that may not generalise to all types of visual stimuli or broader 
datasets. To improve generalisability, future research could incorpo- 
rate more diverse and expansive datasets, including those with a 
wider array of visual contexts and complexities. Additionally, train- 
ing the model on open-source datasets with diverse visual and se- 
mantic features could help improve its robustness across various ap- 
plications and visual domains. 
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The EEG data used in this study was restricted to a set of pre- 

defined visual categories, which may limit the model’s applicability 
to more complex visual environments or real-world scenarios. Ex- 
panding the dataset to include EEG responses to a broader range 
of dynamic and naturalistic visual stimuli could address this limita- 
tion, enabling the model to generalise better to everyday visual ex- 
periences. Incorporating more complex visual scenes, such as natural 
landscapes or urban environments, could also help the model adapt 
to real-world contexts. 

Additionally, while the use of transformer-based architectures en- 
hanced the model’s performance, it demands substantial computa- 
tional resources, which may limit its applicability in resource-constrained 
settings, such as mobile devices or real-time applications. To miti- 
gate this, future work could explore lightweight transformer variants, 
such as MobileViT or DistilBERT, or employ model optimisation tech- 
niques like pruning and quantisation to reduce computational de- 
mands while maintaining accuracy. 

Furthermore, the lack of integration with other physiological sig- 
nals, such as eye-tracking data, limits the scope of the multimodal 
framework. Adding eye-tracking or other relevant physiological data, 
such as galvanic skin response (GSR) or heart rate variability (HRV), 
could capture more comprehensive information about attention, arousal, 
and engagement, enriching the model’s understanding of user re- 
sponses. This expanded multimodal approach could provide deeper 
insights into cognitive states and further enhance the interpretive 
power of the model across different contexts. 

 
next steps  Future research should focus on expanding the scope 
of multimodal learning by incorporating additional physiological sig- 
nals such as eye-tracking data to further enhance the accuracy of vi- 
sual neural decoding. Eye movement patterns, often correlated with 
cognitive processes during visual tasks, could provide complemen- 
tary information to EEG signals, thereby enriching the model’s mul- 
timodal representation capabilities. Another avenue for future explo- 
ration would be to adapt this trimodal model to real-time applica- 
tions, particularly in the field of BCIs, where it could be used to im- 
prove interaction with machines through more precise neural decod- 
ing. 



 

 



 

 

C O N C L U S I O N S A N D D I R E C T I O N S F O R F U T U R E 
7 

R E S E A R C H 
 
 

This chapter presents a brief summary of our work which address the 
challenges and advances in multimodal deep learning for visual and 
neural representation. The focus of the research is on image caption- 
ing, EEG-based visual classification, and trimodal learning that inte- 
grates visual, neural, and linguistic data. The research significance 
lies in its potential to enhance machine learning models by using the 
strengths of multiple data modalities to more effectively decode com- 
plex representations. Multimodal learning, which seeks to bridge the 
information gaps between visual and neural data, was central to the 
investigations in this work, with a particular emphasis on the tasks 
of unsupervised image captioning and neural decoding through EEG 
signals. 

The primary research questions examined the potential of modal- 
ity mapping between visual, linguistic, and neural data, exploring 
how each modality contributes to decoding and understanding rep- 
resentations at various levels. The identified research gap highlighted 
limitations in existing unimodal approaches that restrict real-world 
applications due to their reliance on single-modality inputs and fully 
supervised data. This thesis aimed to advance multimodal learning 
by developing unsupervised frameworks and enhancing alignment 
between image, EEG, and text data in real-world scenarios, where 
diverse sensory inputs often need to be combined to achieve mean- 
ingful insights. 

The four main studies conducted across the three chapters sys- 
tematically addressed each research question and objective. Chap- 
ter 3 introduced an innovative framework for unsupervised image 
captioning, using adversarial modelling to enhance global and lo- 
cal alignment. This approach allowed for more accurate semantic 
representations by capturing relationships within visual data, signifi- 
cantly improving on existing models. In Chapter 4, the focus shifted 
to EEG-based object classification, where an ERP-LSTM model was 
employed to decode EEG signals in response to visual stimuli. By 
introducing methods for temporal feature extraction and effective 
connectivity through graph neural networks, this research presented 
a novel EEG-based classification framework that demonstrated im- 
proved classification performance through the use of brain-inspired 
connectivity patterns. Lastly, Chapter 5 developed a trimodal learn- 
ing framework that integrated visual, neural, and linguistic data, em- 
ploying contrastive learning to refine the alignment of these modali- 
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ties. This approach not only enhanced classification accuracy but also 
provided insights into brain activity patterns associated with visual 
processing. 

Through these contributions, this thesis advances multimodal deep 
learning for visual and neural representation, pushing the boundaries 
of unsupervised learning, EEG-based decoding, and brain-inspired 
computing. The methods developed address gaps in data alignment, 
semantic representation, and multimodal integration, ultimately en- 
abling models that better mirror human cognitive processes in under- 
standing complex visual and neural data. This work thus opens path- 
ways for further research on brain-computer interfaces, robust image 
recognition, and deeper explorations into the cognitive processes un- 
derlying human visual perception. 

Future research could extend these approaches to other modali- 
ties, such as audio signals or eye-tracking data, further refining multi- 
modal integration to enhance performance across a broader range of 
applications. Additionally, incorporating advanced transfer learning 
and continual learning techniques could enable models to adapt dy- 
namically to new data and settings, promoting generalisability across 
diverse domains. Exploring real-time EEG-based decoding for inter- 
active applications, such as adaptive learning environments or neu- 
rofeedback systems, could also be a valuable direction, enabling the 
development of more responsive brain-computer interfaces. Another 
promising area is the application of these techniques in healthcare, 
where multimodal models could support diagnostics by combining 
neuroimaging data with patient history and behavioural assessments. 
Lastly, future research might investigate the ethical implications of us- 
ing neural data in AI systems, focusing on data privacy, interpretabil- 
ity, and fairness, to ensure that these innovations serve societal needs 
responsibly and inclusively. These avenues hold potential to further 
the impact of multimodal learning on both technological and societal 
levels. 
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